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Abstract 

This thesis assesses the capabilities of the Generalized Random Forests (GRF) algorithm 

as an estimator for Conditional Average Treatment Effects (CATEs) on risk aversion. The 

estimating proficiency of this novel method is quantified in an exponential utility and 

normally distributed lotteries context by conducting a simulation experiment which 

reproduces a simplified version of a modified Becker-DeGroot-Marschak auction. The 

limitations of this approach are explored and the GRF-LML estimator is developed in 

order to make the GRF method applicable to a broader set of decision models. The 

assumptions under which this new estimator is consistent and asymptotically normal are 

derived and the possible weaknesses of the approach explored. Finally, a detailed 

accounting of the development process within the grf library is presented, as well as an 

exploration of the technical hurdles one needs to overcome in order to program a custom 

statistical forest. 
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1 – Introduction 

The subject matter of Economics is studying human behavior in the presence of scarce 

resources. As such, economists have always been interested in how individual decision 

makers choose between different non-deterministic alternatives. Objective uncertainty or 

risk refers to situations in the presence of stochastic prospects with a known probability 

distribution2. It thus entails the complete knowledge of possible outcomes as well as their 

odds of being realized. When individuals show a preference for scenarios in which the 

outcomes are certain, even if less appealing on average, we say they are risk averse. When 

the opposite is true then individuals are risk loving, and in the case where they only care 

to maximize the expected value of their future payoff, they are risk neutral.  

A considerable amount of theoretical effort has been poured into modelling the decision-

making process. Economists have relied on classic econometric methods and theory in 

order to estimate and test these parametric models. For instance, estimates of implied 

risk attitudes have been econometrically extracted from the demand for risky assets (e.g., 

Friend and Blume 1975, Hansen and Singleton 1982, Breeden et al 2015), the demand for 

insurance (e.g., Halek and Eisenhauer 2001, Cohen and Einav 2007, Sydnor 2010) and 

even the behaviour of TV show participants (e.g., Gertner 1993, Beetsma and Schotman 

2001). Relevant for our purposes, laboratory experiments have also been employed 

towards this end (e.g., Harrison et al. 2005, Andersen et al. 2008). An advantage in 

obtaining estimates in this fashion is that the environment is under complete control of 

the researcher, which means that the replication of results is easier and ceteris-paribus 

arguments are more credible. A possible downside of this method is that we lack the 

absolute certainty that risk attitudes measured in an artefactual setting carry over to 

everyday life. 

The measurement of risk attitudes has been historically carried out by specifying 

parametric models estimated by well suited econometric methods such as Ordinary Least 

 
2 Ambiguity or simply uncertainty (Machina and Viscusi 2013) instead corresponds to scenarios in which 
the probability distribution of the possible outcomes is unknown. Ellsberg (1961) coined the term when 
he showed how agents tend to exhibit ambiguity aversion: individuals prefer engaging in situations where 
they know the odds of the possible future states of the world. While the concept of ambiguity attitudes is 
not made explicitly part of this thesis, it should be noted that the estimation methods derived herein could 
in principle be applied to ambiguity models as well. 
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Squares or Maximum Likelihood (Machina and Viscusi 2013). While these classic 

approaches produce consistent and efficient estimates, they require several strict (and 

often unrealistic) assumptions to do so. Theoretical econometrics does not stop at 

parametric modeling, however. Econometricians have developed flexible semi-

parametric and non-parametric methods that provide reliable estimates under a smaller 

set of more realistic assumptions. These often need to be tailored around the estimation 

problem itself and they come with their own specific problems, such as the curse of 

dimensionality. More recently, econometric theory has started investigating possible 

integrations of Machine Learning algorithms into the estimation process in order to 

obtain extremely flexible models that perform well in high dimensions (see e.g., Hartford 

et al. 2017, Deep IV).   

Machine Learning methods use a combination of highly flexible statistical techniques, big 

datasets and considerable computing power in order to solve a wide variety of tasks. The 

contexts in which these methods have been applied is vast: computer vision, self-driving 

cars, fraud detection, cyber security, creating superhuman players in strategy games and 

even art. A new branch of research called Causal Machine Learning has been investigating 

how these new methods can be employed to perform causal inference. Generalized 

Random Forests (Athey et al. 2019) has recently garnered attention as a promising 

estimation method which combines ideas from classic econometric theory (such as the 

Generalized Method of Moments paradigm) and Machine Learning (such as random 

forests and gradient approximations). Due to the novelty and complexity of the model, 

researchers have for the most part applied it out-of-the-box even though the method itself 

is extremely flexible. One interesting feature of the algorithm is that it is optimized to 

identify the heterogeneity in the causal parameters of a model.  

Motivated by this observation, the present thesis investigates whether it is possible to use 

out-of-the-box functions within the grf library3 in order to estimate heterogenous 

treatment effects on risk aversion. This question is answered through a simulation 

experiment (Section 4) where the Generalized Random Forest (GRF) estimation power is 

 
3 This library is maintained by the “grf-labs” team composed by Tibshirani, Ericks, Wager, et al. (for a total 
of 25 contributors). While the released version can be installed through CRAN, the source code can be 
found on GitHub at: https://github.com/grf-labs/grf  
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evaluated in the context of decision problems. The arguments made in Section 4 are valid 

in simple settings with exponential utility and normally distributed risks. In order to apply 

the GRF model to broader risk estimation settings the GRF-LML estimator, which 

considers the Local Maximum Likelihood Estimator in a GRF context, is developed. In 

order make practical use of the GRF-LML estimator the grf library core code needs to be 

heavily modified. Unfortunately, the library’s authors do not provide detailed instructions 

on how to define custom forests for a new statistical task such as the GRF-LML estimator. 

Section 5.3 fills this gap in the literature by providing a careful explanation of the steps 

required in order to define a new statistical forest.  

We might then summarize the research questions that this thesis aims to answer as: 

1. Can we use novel Causal Machine Learning methods such as Generalized Random 

Forests in order to estimate heterogenous treatment effects on risk aversion?  

2. How can the GRF method be adapted to the Maximum Likelihood Estimation 

framework in order to naturally express decision problems? What are the 

potential pitfalls of this extension?  

3. What are the technical hurdles one must overcome in order to extend the existing 

libraries to new statistical tasks such as the GRF-LML estimator? 

In Section 4.2 the GRF method is shown to perform exceptionally well in all decision-

making simulation scenarios. In Section 5.1 the GRF-LML estimator is derived, 

consistency and asymptotic normality are proved and examples in the context of Expected 

Utility Theory and Rank Dependent Utility are provided. Additionally, technical 

difficulties and possible weaknesses of the GRF-LML estimator are explored in Section 5.2. 
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2 – Literature Review 

This section will provide a brief review the of fundamental concepts invoked in this thesis 

regarding decision theory and the Maximum Likelihood Estimation method. An 

explanation of the Causal Machine Learning methodology will require more depth in 

order to get the reader up to speed for what is discussed later, and so it will be explored 

in Section 3. 

 

2.1 – Risk aversion 

Risk aversion is the notion that an individual could prefer engaging in a scenario with less 

desirable prospects than an alternative one, provided that the former is of a more certain 

nature. Formally, we can use Jensen’s inequality and the notion of a concave utility 

function 𝑢(⋅) to define4 a risk averse individual as someone for whom the inequality: 

𝔼[𝑢(𝑋0 + �̃�)] ≤ 𝑢(𝑋0), 

is satisfied for all initial levels of wealth 𝑋0 and stochastic risks �̃� with 𝔼[�̃�] = 0. It follows 

that a definition of risk aversion, formally introduced by Arrow (1971) and Pratt (1978), 

makes use of the second derivative of the utility function. We can thus define the 

coefficient of absolute risk aversion: 

𝐴(𝑋0) = −
𝑢′′(𝑋0)

𝑢′(𝑋0)
, 

and the coefficient of relative risk aversion  

𝑅(𝑋0) = −
𝑢′′(𝑋0)

𝑢′(𝑋0)
𝑋0 = 𝐴(𝑋0)𝑋0. 

In order to find point estimates for the coefficient of risk aversion we need to specify a 

functional form for utility.  

 
4 This definition of risk aversion presupposes Expected Utility Theory. Each theory of decision-making 
formally defines risk aversion in a slightly different way. For a theory-free definition of risk aversion see 
Eeckhoudt and Schlesinger (2006). 
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Several descriptive, normative and predictive theories and functional forms have been 

developed by economic researchers, what follows is a presentation of a small selection of 

the most notable ones. 

 

2.1.1 – Expected Utility Theory 

Expected Utility Theory (EUT) was formalized by mathematicians von Neumann and 

Morgenstern (1947) as an axiomatization of Daniel Bernoulli’s log-utility solution to the 

St. Petersburg Paradox (Bernoulli 1738). It is founded on five axioms: 

1. Completeness: 

∀(𝐿𝑎 , 𝐿𝑏), 𝐿𝑎 ≻ 𝐿𝑏 ∨ 𝐿𝑏 ≻ 𝐿𝑎 ∨ 𝐿𝑎 ∼ 𝐿𝑏 

2. Transitivity: 

𝐿𝑎 ≽ 𝐿𝑏  ∧ 𝐿𝑏 ≽ 𝐿𝑐 , 𝐿𝑎 ≽ 𝐿𝑐  

3. Continuity: 

if 𝐿𝑐 ≽ 𝐿𝑏 ≽ 𝐿𝑎 , ∃𝛼 ∈ [0,1]: 𝐿𝑏 ∼ 𝛼𝐿𝑐 + (1 − 𝛼)𝐿𝑎 

4. Independence: 

∀(𝐿𝑎 , 𝐿𝑏, 𝐿𝑐), ∀𝛼 ∈ [0,1], 𝐿𝑏 ≽ 𝐿𝑎 ⇔ 𝛼𝐿𝑏 + (1 − 𝛼)𝐿𝑐 ≽ 𝛼𝐿𝑎 + (1 − 𝛼)𝐿𝑐 

5. Dominance: 

𝐿𝑖 = 𝛼𝑖𝐿𝑏 + (1 − 𝛼𝑖)𝐿𝑎 , 𝐿1 ≻ 𝐿2 ⇔ 𝛼1 > 𝛼2 

where 𝐿𝑥  denotes a lottery with possibly uncertain outcomes and the succeeds (≻) and 

precedes (≺) operators indicate order of preference. The von Neumann–Morgenstern 

utility theorem states that agents adhering to these axioms (i.e., rational decision-makers) 

faced with stochastic outcomes of different choices will behave as if maximizing the von 

Neumann–Morgenstern expected utility function (discrete case): 

𝑉 = ∑ 𝑝𝑠𝑢𝑠,

𝑆

𝑠=1

 

where 𝑆 is the number of possible outcomes, 𝑝𝑠the probability of each outcome, and 𝑢𝑠 

the utility associated with each outcome. 
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This theory serves as a foundation to model decision-making with stochastic choices or 

risky outcomes as it is essentially the working brain of the “homo economicus”. Many 

models in economics, from consumption and savings demand in microeconomics to 

models of general equilibrium in macroeconomics make use of EUT. 

The version of EUT that is widely accepted in economics today is largely inspired by the 

seminal work of Arrow (1971) and Pratt (1964). They argue that a realistic utility 

function should be strictly increasing in wealth 𝑢′(𝑥) > 0, since people seem to prefer 

more to less, marginally decreasing 𝑢′′(𝑥) < 0, because of diminishing marginal returns 

on the wellbeing derived from wealth, and that absolute risk aversion should be 

decreasing 𝐴(𝑋0) < 0. Let us now go through a selection of the most notable utility 

functions that economists make use of. 

Quadratic utility is perhaps one of the simplest nonlinear functional forms for utility: 

𝑢(𝑥) = 𝑥 − 𝑏𝑥2. While it is tractable with additive risk it is also inherently imperfect as 

there is a bliss or satiation point at 𝑥 =
1

2𝑏
 after which the function starts sloping 

downwards. This functional form also implies that absolute and relative risk aversion 

increase with wealth which is undesirable because of the unrealistic behavioral 

implications. Nevertheless, quadratic utility does have its applications both in theory and 

in practice. Most notably it is used in Modern Portfolio Theory (Markowitz 1952) because 

under the assumption of quadratic utility mean-variance analysis is optimal. 

Exponential utility, also referred to as Constant Absolute Risk Aversion utility (CARA), has 

functional form: 𝑢(𝑥) = −𝑒−𝑎𝑥 . It is tractable with normally distributed risks and does 

not have a bliss point as it is strictly increasing in 𝑥. Absolute risk aversion is constant for 

all levels of wealth which is why it is used in static equilibrium models of asset pricing 

such as the Capital Asset Pricing Model (Sharpe 1963, Lintner 1965), as well as its 

consumption counterpart5, as the demand for risky assets is not affected by the market 

participant’s initial endowment. However, relative risk aversion is increasing in wealth 

which is unrealistic. 

 
5 This was derived thanks to a series of contributions by Rubinstein (1976), Lucas (1978), Breenden 
(1979) and Grossman and Shiller (1981). 
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Power utility also called Constant Relative Risk Aversion (CRRA) and isoelastic utility, is 

by far the functional form preferred by neoclassical economics: 𝑢(𝑥) =
𝑥1−𝛾

1−𝛾
 for 𝛾 ≠ 1 and 

𝑢(𝑥) = ln 𝑥 for 𝛾 = 1. It is the workhorse of many macroeconomic growth models (e.g., 

Ramsey 1928, Cass 1965, Koopmans 1965) and asset pricing models. (e.g., Abel 1990, 

Campbell and Cochrane 1999) given its tractability with multiplicative log-normal risks. 

It does not have a bliss point; absolute risk aversion is decreasing while relative risk 

aversion is constant and equal to 𝛾. 

EUT does have a few notable critiques. Allais (1953) and Ellsberg (1961) are both able to 

show how a choice between two carefully crafted gambles empirically violates the 

independence axiom. Rabin (2000) building from the fact that individuals reject small 

gambles at all wealth levels is able to show how they, according to EUT, should reject 

extremely beneficial large gambles due to their implied small marginal utilities at high 

wealth levels. More recently Peters (2019) has argued that the ergodic assumption 

underlying the theory (i.e., that the time average and the expectation value of an 

observable outcome are the same) is unreasonable, and by being relaxed gives way to a 

richer model unburdened by the famous inconsistencies or “puzzles” of EUT (e.g., the 

equity premium puzzle, Mehra and Prescott 1985). 

 

2.1.2 – Other theories 

Kahneman and Tversky (1979) developed Prospect Theory (PT) with the intention of 

solving some of the aforementioned paradoxes present in EUT. PT introduces two crucial 

innovations: loss aversion and probability weighting. Loss aversion is an asymmetric form 

of risk aversion conditional on likely gains or losses with respect to a reference point. 

According to the theory people tend to be risk averse when faced with a risky choice 

leading to gains, and risk loving (favoring decisions that lead to a lower expected utility 

as long as it has the potential to avoid losses) when faced with a risky choice leading to 

losses. In this way the utility function is concave for gains and convex for losses, and its 

slope (in absolute value) is bigger for losses than for gains. Probability weighting consists 

in a non-linear transformation of the probability measure (heuristic), which gives more 

importance to lower probabilities and less importance to higher ones. While this 
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theoretical addition makes sense in the face of earlier empirical revelations, it does lead 

to problems of first order stochastic dominance6 which the authors solve, albeit at the cost 

of introducing intransitivity in preferences.  

Formally, PT describes the decision process in two steps: 

1. The Editing phase aims to alleviate any framing and isolation effects as well as 

solving the first order stochastic dominance problem by ordering the possible 

outcomes according to a certain heuristic 𝜋(𝑝𝑠). 

2. In the Evaluation phase people act as if they would compute the expected (S-

shaped) utility based on the potential outcomes and probabilities provided by the 

Editing phase and therefore maximize: 

𝑉 = ∑ 𝜋(𝑝𝑠)𝑢(𝑥𝑠)

𝑆

𝑠=1

. 

Rank Dependent Utility (RDU) was originally called Anticipated Utility (Quiggin, 1982) 

and it later became a generalization of EUT which was designed to explain the Allais 

paradox and empirical loss aversion (Quiggin, 1993). The main idea is to overweigh 

extremely unlikely events by transforming the cumulative probability function instead of 

individual probabilities. Formally, the expected utility function will take the form: 

𝑉 = ∑ 𝑤𝑠(𝑝𝑠)𝑢(𝑥𝑠),

𝑆

𝑠=1

  

with 𝑥1 ≤ 𝑥2 … ≤ 𝑥𝑆 (hence the name Rank Dependent), and 

𝑤𝑠(𝑝𝑠) = 𝑞 (∑ 𝑝𝑠

𝑠

𝑖=1

) − 𝑞 (∑ 𝑝𝑠

𝑠−1

𝑖=1

), 

with 𝑞: [0,1] → [0,1] such that 𝑞(0) = 0, 𝑞(1) = 1. 

Kahneman and Tversky (1992) later incorporated this concept of altering the cumulative 

probability in PT by introducing an analogous transformation, and thereby calling it 

Cumulative Prospect Theory which no longer violated stochastic dominance. 

 
6 Lottery 𝐿𝑎  could be chosen over 𝐿𝑏 even if the likelihood of getting a value 𝑣 or more is at least as high in 
𝐿𝑏 as it is in 𝐿𝑎  for all values of 𝑣, and is greater for at least some values of 𝑣. 
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2.1.4 – Empirical methods 

Since the formal introduction of the absolute and relative risk aversion measures by 

Arrow (1971) and Pratt (1978) their empirical estimation has been a primary focus of 

experimental economists worldwide. Harrison and Rutström (2008) provide an 

extensive review of the various laboratory methods that have been employed by 

researchers throughout the years in order to achieve this goal. According to the authors, 

five general elicitation procedures have been developed: 

1. Multiple Price Listing involves providing the individual with an ordered list of left-

or-right choices, then having the subject choose which lottery they would like to 

play out in each case.  

2. Random Lottery Pairs entails presenting the subject with a sequence of binary 

lottery choices. One of the chosen lotteries will then be picked out randomly at the 

end of the exercise, and that lottery will be played out. 

3. In Ordered Lottery Selection the individual picks the desired lottery from an 

ordered set. 

4. Modified Becker-DeGroot-Marschak auctions endow the participant with a series 

of lotteries for which she has to choose a selling price. A buying price is randomly 

selected and if it is higher or equal than the subject’s selling price then that lottery 

will be sold.  

5. Trade-Off design consists of a two-stage outcome selection process where the 

second lottery choice is determined by the first one.  

The authors also provide a review of different estimation procedures that have been 

employed in order to obtain measurements from the data generated through these 

elicitation methods. Generally, three approached have been used. The Inferring Bounds 

method entails the inference of risk bounds that are induced by the subject’s choices. 

These bounds can then be used as inputs in a random effect panel intervention regression 

model which controls for other observable characteristics (Harrison and Rutström 2008). 

The Non-Parametric estimation method measures risk aversion without making specific 

assumptions about the utility function form (Hey and Orme 1994). This type of technique 

only works in situations where the number of possible outcomes is low. The Structural 

Estimation method instead uses a maximum likelihood approach to model the probability 
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of observing the choices that have been made by the decision-maker. This is usually 

paired with a stochastic error term to allow for more flexible estimation. For example, if 

the participant had to choose between choice 𝐴 and 𝐵 we can define probability of 

choosing 𝐴 as: 

∇𝐸𝑈 =
𝐸𝑈𝐴

1
𝜇

𝐸𝑈𝐴

1
𝜇 + 𝐸𝑈𝐵

1
𝜇

, (1) 

where 𝐸𝑈𝑧  is the expected utility of choice 𝑧, and 𝜇 is a noise parameter that allows 

mistakes to be made with respect to deterministic EUT7. 

The Structural Estimation method is utilized to estimate models in which parameters 

jointly affect each other and is thus the one investigated in this thesis. For example, if one 

wishes to have an estimate of risk aversion using RDU then the parameters governing loss 

aversion and probability weighing will have to be jointly estimated, which inherently 

requires a maximum likelihood approach. Another advantage in using this method is that 

one can observe heterogeneity in risk aversion parameters by using random coefficients 

interacted with individual characteristics (see e.g., Andersen et al. 2012, Lau et al., 2020). 

This approach is a useful way of modelling treatment heterogeneity, but it cannot 

measure it at an individual level. 

 

2.2 – Maximum Likelihood Estimation 

Unlike classical regression techniques such as Ordinary Least Squares (OLS), Maximum 

Likelihood Estimation (MLE) does not require assumptions about zero-covariance of 

errors and independent variables, zero-conditional-mean of errors, conditional variance 

(homo/heteroskedasticity) and conditional covariance (serial correlation) (Woolridge 

2010). It provides a unified approach to estimation as it can be tailored to estimate most 

statistical and econometric models. Additionally, it is the most efficient estimator which 

uses information about the distribution of the endogenous outcomes given the exogenous 

 
7 This is known as the Luce specification popularized by Holt and Laury (2002), another famous 
specification is the Fechner error, which is discussed in Section 5. 
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variables because the likelihood carries more information than few moment conditions 

(Chaussé 2010). All these appealing properties however come at a price: MLE makes strict 

full distributional assumptions about the dependent variable conditional on the 

exogenous variables, and estimates are generally inconsistent in the presence of 

distributional misspecification (Woolridge 2010).  

Intuitively, we can think about the MLE method as a 4-step procedure: 

1. Gather data about a variable of interest (dependent variable) and variables that 

are believed to causally affect it (independent variables) 

2. Posit a structural model which relates the dependent variable and the covariates 

in terms of a parametric function8 

3. Assume a distribution for the outcomes9 

4. Calculate which parameters are more likely to result in the data observed in 1, with 

model 2, assuming the distribution from 3 

MLE is the natural (and sometimes only) choice when it comes to estimating a model with 

a parametric latent index, such as is the case in decision models. What follows is a brief 

and informal summary of the theoretical principles that underpin MLE, for a complete 

review see Woolridge (2010). 

Let Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃0) be the true density of 𝑌 conditional on the covariate vector 𝑋 with 

parameter vector 𝜃0. Let Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃) be another candidate conditional density 

∀(𝑋𝑖 , 𝑌, 𝜃): ∫ Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃)
𝑌

𝑣(𝑑𝑌) = 1, where 𝑣(⋅) is a 𝜎-finite measure which allows 𝑌 

to be discrete, continuous or both. The Kullback-Leibler information inequality (1951) 

states that: 

𝒦(Φ; 𝑋) = ∫ ln [
Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃0) 

Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃)
] Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃0)𝑣(𝑑𝑌) ≥ 0 ∀𝜃

𝑦

. 

We can use the law of iterated expectations to rewrite what is above as: 

 
8 For example, it could be 𝑤𝑎𝑔𝑒𝑖 = 𝛽0 + 𝛽1 ⋅ 𝑎𝑔𝑒𝑖 + 𝛽2 ⋅ 𝑒𝑑𝑢𝑐𝑖 . The parameter vector 𝛽 = (𝛽0, 𝛽1 , 𝛽2) 
would then govern the nature of the linear relationship between wage, age and years of education. 
9 Hopefully the assumed distribution is reasonable. For example, it is preferable to model stock return by 
assuming a log-normal distribution instead of a regular normal distribution. 
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𝔼[ℓ𝑖(𝜃0)] ≥ 𝔼[ℓ𝑖(𝜃)] ∀𝜃, 

with ℓ𝑖(𝜃) = ln Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃), which implies that: 

𝜃 = arg max
𝜃

𝔼[ℓ𝑖(𝜃)] = arg max
𝜃

𝑁−1 ∑ ln Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃)

𝑁

𝑖=1

= arg max
𝜃

𝑁−1ℒ(𝜃), 

where ℒ(𝜃) is the conditional (global) log likelihood and 𝜃 is the Conditional10 Maximum 

Likelihood Estimator. Under standard regularity conditions the CMLE is consistent for 𝜃0 

and asymptotically normal11. 

 

2.2.1 – Local Maximum Likelihood Estimation 

Local Maximum Likelihood Estimation (LMLE) is a semi-parametric method which was 

first introduced by Stone (1977) and studied in greater detail by Tibshirani and Hastie 

(1987) among others. It is a generalization of MLE which drops the restrictive full 

distributional assumption. For a complete treatment of the theory see Loader (1999), 

what follows is a brief summary of the main intuition in the univariate case. 

Instead of assuming a parametric form for the global conditional density 𝑌|𝑋 the LMLE 

model fits a polynomial equation inside the local conditional density within a smoothing 

window of bandwidth ℎ. Consider the case where outcomes are: 

𝑌|𝑋𝑖~Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃), 

 for some conditional density Φ(⋅). As we have already seen, the global log-likelihood is: 

ℒ(𝜃) = ∑ ln Φ(𝑌|𝑋𝑖 = 𝑥; 𝜃).

𝑁

𝑖=1

(2) 

The generalized linear model estimated by MLE assumes that 𝜃 has a parametric linear 

form like 𝜃𝑖 = 𝛽0 + 𝛽1𝑋𝑖  and estimates the parameter vector (𝛽0, 𝛽1) by maximizing (2) 

 
10 We could also define an Unconditional Maximum Likelihood Estimator by considering 𝑥 as a null vector, 
we ignore this case and thus whenever we talk about MLE we will always be referring to the conditional 
case. 
11 Consistent: plim 𝜃 = 𝜃0. 

Asymptotically normal: √𝑁(�̂� − 𝜃0) ∼𝑎 𝒩(0, 𝐶0
−1) where 𝐶0 = −𝔼[∇𝜃

2 ℓ𝑖(𝜃)]  
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using all the observations. The LMLE approach instead fits a Taylor polynomial expansion 

of order 𝑘 to estimate 𝜃(𝑥) around 𝑥. Importantly, only observations within the interval 

𝒲 = [𝑥 − ℎ, 𝑥 + ℎ] are considered in order to estimate the parameters at each value 𝑥 of 

interest in order to avoid overfitting. If the bandwidth is very large then the LMLE model 

will produce similar predictions as MLE, otherwise the estimates will be different12. 

The local log-likelihood contributions will be weighted according to the kernel weighting 

function: 

𝐾𝑖(𝑥) = 𝑤 (
𝑋𝑖 − 𝑥

ℎ
), 

where 𝑤(⋅) is a distance measure which overweighs the observations 𝑋𝑖  “closest” to 𝑥 in 

covariate space and underweights the ones which are “far apart”. We can once again 

invoke the Kullback-Leibler information inequality and the law of iterated expectations 

to show that the global likelihood property extends to weighted local log-likelihood: 

𝔼 [∑ 𝐾𝑖(𝑥)

𝑖∈𝒲

ℓ𝑖(𝜃0(𝑥))] ≥ 𝔼 [∑ 𝐾𝑖(𝑥)

𝑖∈𝒲

ℓ𝑖(𝜃(𝑥))] ∀𝜃(𝑥). 

The biggest drawback of LMLE (even more generally of semi-parametric and non-

parametric econometric models) is that it suffers from the so-called curse of 

dimensionality13. What is “cursed” is the convergence rate of the model to the true 𝜃0(𝑥). 

In finite samples it turns out to be impossible to construct a precise estimator for any 

parameter 𝜃0(𝑥) when the number of covariates is considerably high. This is because the 

sparsity of high-dimensional data space decreases the desirable rates of convergence of 

the estimator exponentially faster than the gain obtained by the subsequent increase in 

number of observations. The number of possible high-dimensional functions is just too 

high. To summarize this last point: increasing the number of covariates dramatically 

worsens the estimator’s performance. While this may not have been a huge problem for 

applied econometricians in the past, the number of datasets with large covariate sets has 

steadily increased in the last decade and shows no sign of slowing down. 

 
12 We can think of ℎ as a tuning parameter of the LMLE, if ℎ = ∞ then LMLE=MLE, if ℎ = 0 then LMLE is 
non-parametric. 
13 see Robins and Ritov (1999) and Geenens (2011) for a formal exploration of the issue. 
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2.3 – Machine Learning  

In the context of this thesis, we can define Machine Learning (ML) as the practice of 

developing algorithms that use a dataset as an input in order to perform a task. We can 

divide the types of tasks into three broad classes: unsupervised machine learning, 

reinforcement learning, and supervised machine learning. 

Unsupervised ML deals with unlabeled datasets that do not have a separate type of 

variable that we want to predict. Instead, it looks at characteristics of the covariate space 

and computes metrics that are typically used in either classification or dimensionality 

reduction. Classification tasks involve finding observations that are similar (i.e., “close” in 

the covariate space) and putting them within the same class. The output of such methods 

will thus be a partition of the dataset where similar observations are clustered in the same 

group. Dimensionality reduction tasks seek to identify the features14 or combinations of 

features that better capture the variation in the dataset. As such, the output will be a 

transformed dataset in which the number of covariates is lower than the original input. 

Unsupervised ML can be utilized to make a complex model more parsimonious. For 

instance, in a problem where we are dealing with a highly dimensional feature space such 

as text, images or video data, it can be used to cluster observations into groups and create 

dummies which indicate the membership to a group. Then a subsequent econometric 

problem that estimates a causal relationship can make use of these dummies as 

independent variables (see e.g., Athey et al. 2021). 

Reinforcement Learning (RL) tasks involve finding smart solutions to problems which do 

not have an optimal strategy ex-ante. In RL there are two components that interact with 

each other: the environment and the agent. The environment contains the state of the 

agents, the actions they are able to make, their consequences and respective rewards. The 

optimal policy is found by the agent thanks to exploration of possible strategies that 

maximize their rewards. The focus is thus managing the trade-off between exploration of 

unknown territory and exploitation of current knowledge. The agents not only try to 

maximize their reward function for contingent actions but aim to obtain the highest 

possible cumulative reward. In economics RL has been used to study when equilibrium 

 
14 What in econometrics we would call independent variables or covariates.  
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can arise in public good games in the context of agents who possess bounded rationality 

(Leimar and McNamara 2019). 

Supervised ML involves using a collection of features in order to make a prediction of an 

outcome. Explained in this fashion Supervised ML sounds a lot like econometric analysis, 

importantly however ML methods are optimized to achieve the best goodness-of-fit in the 

predicted outcomes and thus are not an estimation technique. Economists generally 

disregard the accuracy (or 𝑅2) of in-sample or out-of-sample prediction of outcomes in 

order to pursue an unbiased estimate of a causal parameter which is of interest to an 

economic theory. The difference between prediction and causal estimation is subtle but 

incredibly important. We can appreciate this distinction even in the simplest data 

generating process without any covariates. Let 𝑦𝑖 = 𝜇 + 𝜖𝑖  be our data generating process, 

where 𝜇 is the mean and 𝜖𝑖  is stochastic noise. Clearly the variable of causal interest is 𝜇, 

and thus �̂� is what the econometrician is after. Let us consider a predictor for 𝑦𝑖  as a 

function of the sample mean �̃� = �̃��̅�. In order to produce an unbiased estimate �̂� we 

would need to derive a parameter estimate �̃� = 1. In order to predict, most ML algorithms 

minimize the minimum sum of squares of errors (MSE) criterion: 

min
𝛽

𝔼[(𝑦𝑖 − 𝛽�̅�)2] = min
𝛽

𝔼[𝛽2�̅�2 − 2𝑦𝑖𝛽�̅� + 𝑦𝑖
2] = 

= min
𝛽

𝔼 [𝛽2 (𝜇 + 𝑁−1 ∑ 𝜖𝑗

𝑁

𝑗=1

)

2

− 2𝛽 (𝜇 + 𝑁−1 ∑ 𝜖𝑗

𝑁

𝑗=𝑖

) (𝜇 + 𝜖𝑖) + (𝜇 + 𝜖𝑖)2] = 

= min
𝛽

𝛽2𝜇2 + 𝛽2𝑁−1𝕍[𝜖] − 2𝛽𝜇2 + 𝜇2 + 𝕍[𝜖]. 

Taking the derivative with respect to 𝛽 leads to 

−2�̃�𝜇2 + 2𝜇2 − 2�̃�𝑁−1𝕍[𝜖] = 0 ⟹ �̃� =
𝜇2

𝜇2 + 𝑁−1𝕍[𝜖]
< 1. 
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In ML methods the functional form of the “trained” model is largely determined by the 

data which is fed to the algorithm and the prediction criterion subject to optimization. 

There is a trade-off between parsimoniousness of the model and overfitting15 which is 

managed via cross-validation (Stone 1974). The classic version of cross-validation 

involves holding out a randomly sampled subset of the data called the test set or 

validation set16 from the observations which are used to fit the model (training set). After 

the model is constructed, its predictive power can be tested out-of-sample to provide an 

unbiased estimate of the generalization error under the assumption that the test set is 

representative of the population. 

In most applied econometrics papers a small number of model specifications are typically 

presented for robustness reasons and, under a handful of statistical assumptions, 

reasonable point estimates and confidence intervals are produced. Often however, the 

econometrician runs several specifications which are not published before picking the 

model she wants to showcase. This model selection process is generally not presented in 

the final paper as it would invalidate the estimated confidence intervals and test statistics 

(Athey and Imbens 2015). This practice is not scientifically transparent and additionally, 

as the number of covariates increases, researchers17 often struggle to optimally search 

the specification space. The recent literature that has tried to combine econometrics and 

ML tries to tackle these issues head on. However, it is not sufficient to just throw an out-

of-the-box ML method at a causal problem in the hope of fixing these problems. This is 

because the (unobserved) causal effects will not be identified without the proper 

statistical assumptions. If these are violated, then estimates are biased, and this issue 

cannot be solved by cross-validation as it will persist in both the training set and the 

testing set. 

 
15 Confusingly enough, in the ML literature this is known as the bias-variance trade-off, but these do not 
mean the same things that we mean in econometrics by the same tokens. By high bias the ML literature 
means low predictive power (irrespective of the sign of the predictive error) and variance is understood 
as meaning sampling variance instead of the variance of the estimated coefficient 
16 Sometimes the test set and the validation set are considered separately. In these contexts, the training 
set is used to fit the internal parameters of the model, the validation set is used to optimize the tuning 
parameters (hyper-parameters) and the test set to measure the out-of-sample error. 
17 Or rather more frequently, research assistants 
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We can still find an increasing number of papers that apply out-of-the-box ML algorithms 

to economic problems. Bajari et al. (2015) use LASSO, random forest, support vector 

machines and bagging methods to estimate consumer demand on salty snacks and find 

that the predictive power of these algorithms is superior to traditional econometric 

methods. Amat et al.  (2018) use sequential ridge regression and exponentially weighted 

averages with discount factors to forecast exchange rates using Purchase Power Parity 

and the Uncovered Interest Parity. They perform convincing forecasting even in the short 

term and reject the random walk hypothesis more strongly than classic Taylor rule based 

models. Henderson et al. (2012) use satellite images of electric lighting during the night 

to estimate GDP growth for sub and supranational regions as well as countries with poor 

national income accounts. 

While these examples are important contributions to the literature, they are also all 

framed as direct prediction (or forecasting) problems. In order to apply ML methods to 

causal inference, the algorithms need to be specifically tailored towards this end. 
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3 – Causal Machine Learning  

Theoretical and applied econometricians have mainly studied scenarios in which the 

number of observations is much larger than the number of covariates (𝑁 ≫ 𝑃). This 

meant that generally the in-sample MSE was a good approximation of the out-of-sample 

MSE and, under suitable assumptions, it can be proven that a perfectly specified 

econometric model produces estimates which are efficient and unbiased (BLUE in the 

case of OLS). Traditional econometric methods however tend to perform poorly when 

𝑁~𝑃 and cannot be estimated entirely when 𝑁 < 𝑃. On the contrary some ML methods 

thrive in the presence of a high number of covariates.  

While supervised ML algorithms work well in practice, they generally don’t have well 

established statistical properties. The lack of asymptotic analysis is partly due to the 

complexity of the models and partly because since the focus is solely on the prediction of 

an outcome the analyst can perform cross-validation. However, when it comes to causal 

effects estimation, we do not in general have access to the “ground truth” in order to 

perform cross-validation, especially in observational studies. This is what is known as the 

“fundamental problem of causal inference” (Holland 1986), which is one of the reasons 

that econometricians care about the asymptotic distribution of an estimator more than 

the predictive power of the resulting model. 

At a high level, we can think about this new wave of research that combines ML with 

econometrics as substituting non-parametric econometric models with ML while keeping 

some parametric aspects as well as the necessary identification assumptions. For 

instance, when the estimation method can be decomposed into predictive and causal 

problems then one can use ML methods for the first part and more traditional 

econometrics methods for the second part. 

 

3.1 – Average Treatment Effect 

The potential outcomes framework was developed by Neyman (1923) and Rubin (1974) 

in order to tackle the fundamental problem of causal inference. Consider a set of 

independent and identically distributed subjects 𝑖 = 1, … , 𝑁 for which we observe 
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(𝑋𝑖 , 𝑊𝑖 , 𝑌𝑖) where 𝑋𝑖 ∈ ℝ𝑝 is the 𝑝-dimensional covariate vector, 𝑌𝑖 ∈ ℝ is the outcome and 

𝑊𝑖 ∈ {0,1} is the treatment dummy. This model of causal inference assumes the existence 

of a pair of potential outcomes for each subject {𝑌𝑖(𝑊𝑖 = 1), 𝑌𝑖(𝑊𝑖 = 0)}. For notational 

simplicity, we write 𝑌𝑖(𝑊𝑖 = 𝑡) = 𝑌𝑖
(𝑡)

, the treatment effect for individual 𝑖 will be 𝜏𝑖 =

𝑌𝑖
(1)

− 𝑌𝑖
(0)

.  We then define the Average Treatment Effect (ATE) as: 

𝜏 = 𝔼[𝑌(1) − 𝑌(0)]. 

 In the data we only see 𝑌𝑖 = 𝑌𝑖
(1) or 𝑌𝑖 = 𝑌𝑖

(0)
 for each 𝑖. In the case of a randomized trial 

the treatment assignment is independent: 

{𝑌𝑖
(1)

, 𝑌𝑖
(0)} ⊥ 𝑊𝑖 , (3) 

then identification becomes straightforward: 

𝜏 = 𝔼[𝑌(1) − 𝑌(0)] = 𝔼[𝑌𝑖
(1)

|𝑊𝑖 = 1] − 𝔼[𝑌𝑖
(0)

|𝑊𝑖 = 0] = 𝔼[𝑌𝑖|𝑊𝑖 = 1] − 𝔼[𝑌𝑖|𝑊𝑖 = 0], 

and 𝜇(1) = 𝔼[𝑌𝑖|𝑊𝑖 = 1], 𝜇(0) = 𝔼[𝑌𝑖|𝑊𝑖 = 0] are directly estimatable. However, in 

economics and econometrics often we do not have access to data which is generated 

from a randomized control trial. If we wrongly make assumption (3), then �̂� will be 

biased. In observational studies it is impossible to construct a valid estimator without 

some assumptions about the data generating distribution. The most common restriction 

is unconfoundedness, also called ignorability or selection on observables (Rosenbaum 

and Rubin 1983): 

[{𝑌𝑖
(1)

, 𝑌𝑖
(0)} ⊥ 𝑊𝑖] |𝑋𝑖 , (4) 

where, if we properly control for the other pre-treatment covariates 𝑋𝑖  then we can obtain 

unbiased estimates of the ATE by the law of iterated expectations: 

𝜏 = 𝔼[𝑌𝑖
(1)

− 𝑌𝑖
(0)] = 𝔼{𝔼[𝑌𝑖|𝑊𝑖 = 1, 𝑋𝑖 = 𝑥] − 𝔼[𝑌𝑖|𝑊𝑖 = 0, 𝑋𝑖 = 𝑥]}

= 𝔼{𝜇(1)(𝑥) − 𝜇(0)(𝑥)}, (5) 

because 𝜇(1)(𝑥) = 𝔼[𝑌𝑖|𝑊𝑖 = 1, 𝑋𝑖 = 𝑥], 𝜇(0)(𝑥) = 𝔼[𝑌𝑖|𝑊𝑖 = 1, 𝑋𝑖 = 𝑥] are directly 

estimatable. Notice that if we were to estimate (5) with OLS the estimate would be: 
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�̂�𝑂𝐿𝑆 = 𝑁−1 ∑ �̂�𝑂𝐿𝑆
(1) (𝑥) − �̂�𝑂𝐿𝑆

(0) (𝑥)

𝑁

𝑖=1

= (�̂�(1) − �̂�(0))�̅�, 

where the betas are the estimated slopes in each linear regression and �̅� is the average 

observation. If the data generating distribution is not linear however the estimates will 

be biased (because the first Gauss-Markov assumption does not hold). 

 

Figure 1: Box plot that shows realization of OLS estimates of ATE across multiple simulations. 𝑛 is the sample size of the 
simulation and the box plot is centered such that 𝜏 = 0. We can see on the left side that OLS is unbiased irrespective of 
sample size, and as 𝑛 grows the confidence intervals shrink around the true ATE. On the right side we can see that the 
estimates are inconsistent, and the confidence intervals are not valid. Linear setting: logistic confounding, outcome 
linear in features. Non-linear setting: sinusoid confounding, outcome quadratic in features with structural breaks (step 
functions). Source: Wager (2021) 

A naïve approach to estimating the ATE in non-linear settings would be to fit a black-box 

model to estimate �̂�(1)(𝑥) and �̂�(0)(𝑥) such as a neural network or a random forest. When 

we use an ML model in this context however, we still produce a biased estimate of 𝜏 in 

finite samples because the model converges too slowly to the true ATE.  
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Figure 2: Box plot that shows realization of random forest estimates of ATE across multiple simulations. 𝑛 is the sample 
size of the simulation and the box plot is centered such that 𝜏 = 0. The simulation settings are the same as in Figure 1. 
We can see that the random forest converges slowly towards the true ATE in the linear case. In finite samples the 
estimate is biased in both cases and confidence intervals are not valid. Source: Wager (2021) 

When the unconfoundedness assumption holds we can use propensity score weighting 

estimation. The propensity score is the conditional probability that an individual has of 

being treated: 

𝑒(𝑥) = ℙ[𝑊𝑖 = 1|𝑋𝑖 = 𝑥]. 

We can show that under (4) we can rewrite the ATE as: 

𝜏 = 𝔼 {
𝔼[𝑊𝑖|𝑋𝑖 = 𝑥]

𝑒(𝑥)
𝔼[𝑌𝑖

(1)
|𝑋𝑖 = 𝑥] −

𝔼[1 − 𝑊𝑖|𝑋𝑖 = 𝑥]

1 − 𝑒(𝑥)
𝔼[𝑌𝑖

(0)
|𝑋𝑖 = 𝑥]} = 

𝔼 [(
𝑌𝑖𝑊𝑖

𝑒(𝑥)
−

𝑌𝑖(1 − 𝑊𝑖 ) 

1 − 𝑒(𝑥)
) |𝑋𝑖 = 𝑥]. 

Thus, we can estimate the ATE by first coming up with an estimate of the propensity score 

�̂�(⋅) and then separately estimate 𝔼 [
𝑌𝑖𝑊𝑖

�̂�(𝑥)
|𝑋𝑖 = 𝑥] and 𝔼 [

𝑌𝑖(1−𝑊𝑖)

1−�̂�(𝑥)
|𝑋𝑖 = 𝑥]. This 

methodology is called inverse-propensity weighting. Unfortunately, the errors in 

estimating the propensity score make the inverse-propensity estimates of ATE converge 

very slowly too, so this method is also unreliable in finite samples. To solve this problem, 

we can combine estimates �̂�(1)(𝑥), �̂�(0)(𝑥) and �̂�(𝑥) in the Augmented Inverse Propensity 

Weighting (AIPW) estimator: 
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�̂� = 𝑁−1 ∑ �̂�(1)(𝑋𝑖) − �̂�(0)(𝑋𝑖) +
𝑊𝑖

�̂�(𝑋𝑖)
(𝑌𝑖 − �̂�(1)(𝑋𝑖)) −

1 − 𝑊𝑖

1 − �̂�(𝑋𝑖)
(𝑌𝑖 − �̂�(0)(𝑋𝑖)) , (6)

𝑁

𝑖=1

  

which is a consistent and efficient estimator of the ATE even in non-linear scenarios. We 

can think of (6) as propensity weighting estimation on the residuals. This is the estimator 

that is used (with proper modifications depending on the specific algorithm) in most ML 

applied to causal inference libraries, including the grf package. 

Chernozhukov et al. (2018) introduce the Double/Debiased Machine Learning (DML) 

method whereby they generalize the Causal Machine Learning approach to estimating 

ATEs. The authors distinguish between two sources of bias coming from out-of-the-box 

ML methods applied to treatment effect estimation: regularization bias comes from trying 

to make the model parsimonious and overfitting bias comes from interpreting 

meaningless variation in the sample (noise) as a meaningful relationship between 𝑌𝑖 , 

𝑋𝑖  and 𝑊𝑖  (signal). Regularization bias can be corrected by using the notion of Neyman 

orthogonality (Robinson 1988), while overfitting bias is eliminated via sample-splitting 

and cross-fitting. The authors derive a procedure to make the estimates unbiased, achieve 

√𝑁-consistency and produce statistically valid confidence intervals: 

1. Estimate 𝑒(𝑥) using any consistent ML model with rate of convergence ≤ √𝑁
4

 

2. Estimate 𝜇(𝑥) using any consistent ML model with rate of convergence ≤ √𝑁
4

 

3. Regress residuals from step 2 onto step 1 

These general ideas are now integral part of the Causal ML ecosystem, and variants of 

these concepts are used in this thesis as well.  
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3.2 – Heterogeneous Treatment Effects 

In order to assess the heterogeneity of the treatment effect across covariates we seek to 

estimate the Conditional Average Treatment Effect (CATE): 

𝜏(𝑥) = 𝔼[𝑌(1) − 𝑌(0)|𝑋 = 𝑥]. 

There are countless applications where we would like to measure the ATE for each 

instantiation of the features. For example, when performing A/B experiments18, 

traditional methods suffer from false discovery problems19. In drug trials we want to 

ascertain for whom the drug works and who gets side effects in a data-driven way. In 

order to prevent spurious findings many regulatory agencies require the researchers to 

specify a pre-analysis plan. Finally, in Economics, we might think of an observational 

study where we want to measure the true impact of a policy change. While it can be 

interesting for theoretical reasons to determine the treatment effect heterogeneity, we 

can also use these estimates of the CATE to determine treatment assignment optimally 

(targeted treatment policy).  

In order to estimate the CATE, we can again use the AIPW estimator: 

�̂�(𝑥) = �̂�(1)(𝑥) − �̂�(0)(𝑥) +
(𝑌𝑖 − �̂�(1)(𝑥)) 𝑊𝑖

�̂�(𝑥)
−

(𝑌𝑖 − �̂�(0)(𝑥)) (1 − 𝑊𝑖 )

1 − �̂�(𝑥)
.  

This approach works with OLS for linear scenarios with a fixed number of covariates. In 

order to tackle scenarios with a larger set of covariates and non-linearities 𝑒(𝑥)  and 𝜇(𝑥) 

need to be estimated with ML methods such as neural networks, regression forests and 

LASSO regressions (see e.g., McCaffrey et al. 2004 and Westreich et al. 2010). One problem 

with these types of estimators is that they are not very robust. A small change in the 

specification of the model leads to wildly different estimates. 

 

 
18 These are typically carried out in technology firms. For example, Facebook might run an experiment 
where they change the background colour of their website. They then would want to measure the CATE of 
this treatment in order to ascertain which colour is the better option (measured for example in time spent 
on the site). 
19 As long as the researcher is allowed to analyse the data without any ex-ante limitations, she will be able 
to “prove” any statement that aligns with her beliefs or interests ex-post. This is what is known as data 
mining or p-value hacking. 
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3.3 – Regression Trees 

Decision trees can be used both in regression and classification tasks almost 

interchangeably20. Since this thesis focuses on regressions let us quickly go through the 

main theoretical points of regression trees. For a complete review see Hastie et al. (2009). 

Building a regression tree involves dividing the covariate space into 𝐽 distinct non 

overlapping subgroups (leaves) 𝐶1, … , 𝐶𝐽. The prediction of a new observation involves 

looking at which subgroup it pertains to and taking the mean of the group. In order to 

calculate the feature space partition, we can minimize the residual sum of squares: 

∑ ∑ (𝑦𝑖 − �̂�𝐶𝑗
)

2

𝑖∈𝐶𝑗

 

𝐽

𝑗=1

, 

where �̂�𝐶𝑗
is the average outcome for the training set observation in the 𝑗-th subgroup. 

This is achieved via a greedy approach called recursive binary splitting, a top-down 

algorithm that, starting at the top of the tree, successively splits the feature space. It is 

called greedy because the criterion is optimized myopically at each step instead of looking 

at the whole tree. In order to make the split on the covariate 𝑋𝑗  we need to calculate cut 

point 𝑠 such that the pair of children 𝐶1(𝑗, 𝑠) = {𝑋|𝑋𝑗 < 𝑠} and 𝐶2(𝑗, 𝑠) = {𝑋|𝑋𝑗 ≥ 𝑠} 

minimizes: 

∑ (𝑦𝑖 − �̂�𝐶1
)

2
+

𝑖:𝑥𝑖∈𝐶1(𝑗,𝑠)

∑ (𝑦𝑖 − �̂�𝐶2
)

2

𝑖:𝑥𝑖∈𝐶2(𝑗,𝑠)

. 

Then the process is recursively repeated within the resulting subgroups, until no more 

splits can be performed, or a stopping criterion is met (for example a minimum number 

of observations in a leaf). Due to the extreme flexibility of this method as it has been 

defined thus far it will most likely result in overfitting. We can solve this problem in by 

applying a regularization technique called cost complexity pruning. Consider a complexity 

ordered sequence of regression subtrees indexed by tuning parameter 𝛼. The objective 

criterion of the pruned tree is: 

 
20 Hence the name Classification and Regression Trees (CART) 
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∑ ∑ (𝑦𝑖 − �̂�𝐶𝑗
)

2

+ 𝛼|𝑇|

𝑖∈𝐶𝑗

 

|𝑇|

𝑗=1

, 

where |𝑇| is the number of terminal leaves of the final tree 𝑇. The hyper-parameter 𝛼 

manages the parsimoniousness-fit tradeoff and can thus be tuned via cross-validation. At 

a high level, as the value of 𝛼 increases the tree branches get cut off resulting in a simpler 

model. A great feature of regression trees (and CARTs in general) is that they are very 

interpretable, as they mirror how most people approach complex decision-making. 

However, they lack predictive power in settings with a high number of covariates and 

where the relationship between features and the outcome is smooth. 

Causal Trees (Athey and Imbens 2015) make use of CARTs to divide the dataset into 

subgroups (leaves of the trees) in order to estimate heterogeneity in treatment effects. 

The main advantage of this non-parametric method over other semi/non-parametric 

models, is that it produces valid confidence intervals without having pre-specified an 

analysis plan. The authors outline four possible types of estimation: 

1. Single trees (S-Learner) simply include 𝑊𝑖  as an independent variable like 𝑋𝑖  and 

try to predict 𝑌𝑖  using the standard CART algorithm. The prediction will then be 

the differences in means between the treated and non-treated subsamples across 

nodes: 

�̂�(𝑥) = |{𝑖: 𝑊𝑖 = 1, 𝑋𝑖 ∈ 𝐿}|−1 ∑ 𝑌𝑖

{𝑖:𝑊𝑖=1,𝑋𝑖∈𝐿}

− |{𝑖: 𝑊𝑖 = 0, 𝑋𝑖 ∈ 𝐿}|−1 ∑ 𝑌𝑖

{𝑖:𝑊𝑖=0,𝑋𝑖∈𝐿}

 (7) 

 

where 𝐿 is the set of leaves. The problem with this approach is that the tree might 

not split on 𝑊𝑖  and so no heterogeneity will be estimated. 

2. Two trees (T-Learner), as the name implies, uses two CARTs to model 𝑌𝑖 , one with 

treated subsample 𝑊𝑖 = 1 and the other with the control subsample 𝑊𝑖 = 0. The 

main issue with this method is that the two trees might split on different values of 

𝑋𝑖  which would lead to spurious estimates of HTEs. As such, unless the researcher 
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has access to a vast amount of data and a randomly assigned treatment, it is not 

advisable to use the T-learner. 

3. Transformed outcome trees build a single CART on the transformed outcomes 

𝑌𝑖
∗ =  (

𝑌𝑖𝑊𝑖

𝑒(𝑥)
−

𝑌𝑖(1 − 𝑊𝑖 )

1 − 𝑒(𝑥)
) 

Then 𝜏(𝑥) will be given by 𝔼[𝑌𝑖
∗|𝑋𝑖 = 𝑥]. This approach works well in terms of 

consistency, but the estimates are very noisy and so not good in terms of efficiency 

and convergence. 

4. Estimation of the mean-squared criterion involves tackling the fundamental 

problem of causal inference. Since we cannot directly see 𝜏𝑖  in the data, we cannot 

optimize the true MSE for a CART split. However, the optimization problem can be 

expressed as: 

Π∗ = 𝔼 [arg min
Π

𝑁−1 ∑ [𝜏𝑖 − �̂�(𝑋𝑖; 𝑆𝑒𝑠𝑡 , Π)]2

𝑖∈𝑆𝑡𝑒

]  

= arg min
Π

𝕍[�̂�(𝑋𝑖; 𝑆𝑒𝑠𝑡 , Π)] − 𝔼[𝜏2(𝑋𝑖; Π)] =  (8) 

where Π is the partition, 𝑆𝑡𝑒  is the test set and 𝑆𝑒𝑠𝑡  is the estimation set. The right 

side of equation (8) is the expected value of the MSE (EMSE) which needs to be 

estimated. 

The Causal Tree (CT) algorithm is then constructed as a transformed outcome tree which 

uses EMSE as the splitting criterion. A weakness of this method is that every observation 

in the same leaf will have the same treatment effect estimates. So, if an observation is at 

the boundaries between two leaves the estimate for that 𝑥 will be biased towards the 

average of the group. This problem is solved by introducing Causal Random Forests to 

flexibly and smoothly estimate individual specific treatment effects. 
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3.4 – Random Forests 

Again, we will focus our attention to the Regressions Forest (RF) model, but Random 

Forests (Breiman 2001) are a powerful classifier too. RF estimation is an ensemble 

method whereby the predictions �̂�(𝑥) = 𝔼[𝑌|𝑋 = 𝑥] are derived as an average21 of 𝐵 

regression CART predictions �̂�𝑏(𝑥) with 𝑏 = 1, … , 𝐵, trained on randomly resampled data. 

This approach is known in the ML literature as bootstrap aggregating (or bagging), and it 

is used to reduce the out-of-sample variance and improve the predictive power of a 

statistical learning model. By averaging different simpler models, it is possible to come up 

with a better prediction than if we had instead defined a single complex model. We 

proceed by building a high number of decision trees on bootstrapped22 training samples. 

Not only are the observations randomly sampled but each time a split in each tree is 

considered only a random subsample of the covariates 𝑚 < 𝑝 can be used. This is done in 

order to avoid correlation between the trees, because averaging correlated quantities 

leads to a smaller reduction in variance compared to averaging uncorrelated estimators. 

While a RF is less interpretable than a regression tree it compensates for this by having a 

very high predictive power. In fact, it is one of the models which performs well even in the 

absence of hyper-parameter tuning (i.e., fit the tuning parameters in the validation set).  

Causal Random Forests (Wagner and Athey 2017) use CTs as building blocks to rethink 

random forests in a nearest neighbors (NN) paradigm. CRFs still use (8) as the splitting 

criterion and estimate CATEs �̂�𝑏(𝑥) as (7) in each tree 𝑏. Then the predictions are 

averaged across the trees to produce the CRF estimate: 

�̂� = 𝑁−1 ∑ �̂�𝑏(𝑥)

𝐵

𝑏=1

. (9) 

The authors are able to prove (Theorem 11) consistency and asymptotic normality for 

CRFs under the assumption of honesty. 

Honesty is a property coined by Athey et at. (2016) that is desirable of any data-driven 

estimation model such as ML methods applied to econometrics. An estimation method is 

 
21 Intuitionally, we could think of this as a majority vote between decision trees 
22 This means taking random subsamples of the training set iteratively for each tree in the forest. 
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honest if, for every observation 𝑖, the dependant variable 𝑌𝑖  is used to estimate the 

parameter(s) of interest or to inform the fit of the model, but not both. In the context of 

CRFs this honesty requirement is achieved through a double-sample tree procedure 

where one half of the sampled data 𝒥1 is used to find the optimal split point with (8) while 

the other half 𝒥2 is used to compute (9). This smart subsampling mechanism lets the 

authors make use of the desirable properties of honesty that lead to unbiased estimates 

without wasting any of the observations. This is because the (𝒥1 , 𝒥2) data splits are 

rerandomized over each tree subsample and so each observation will participate in both 

𝒥1 and 𝒥2 in the overall forest. If we had wanted to obtain similarly unbiased estimates in 

CTs then we would have needed to “waste” half of the data for fit before estimation. While 

the double-sample cross-fitting method was originally devised to eliminate overfitting 

bias and derive centered confidence intervals using the infinitesimal jackknife23, it is also 

shown to improve on the out-of-bag MSE performance of a standard regression forest in 

a simulation study (Wagner and Athey 2017). 

 

3.5 – Generalized Random Forests 

The Generalized Random Forest (GRF) algorithm introduced by Athey, Tibshirani and 

Wager (2019) is an estimation method for any parameter function 𝜃(𝑥) identified via a 

local moment condition of the form: 

𝔼[𝜓(𝑂𝑖; 𝜃(𝑥), 𝜈(𝑥))|𝑋𝑖 = 𝑥] = 0 ∀𝑥 ∈ 𝒳, 

where 𝜓(⋅) is a scoring function, 𝑣(𝑥) is an optional nuisance parameter24, 𝒳 is the set of 

possible values of the covariates, and 𝑂𝑖 is the observable outcome variable25. Given such 

a setup it is natural (just like we have seen in Section 2.2.1) to define a kernel weighting 

function 𝛼𝑖(𝑥) that express how “close” in feature space the 𝑖-th observation is to 𝑥. The 

estimation problem we will then solve is: 

 
23 This confidence interval construction method was originally developed by Jaeckel (1972) and adapted 
to random forests by Wager and Efron (2014). 
24 I.e., parameters that need to be estimated for statistical purposes but that are not of causal interest to 
the statistical researcher. 
25  𝑂𝑖 = 𝑌𝑖  in the case of regression, 𝑂𝑖 = (𝑌𝑖 , 𝑊𝑖) in the case of treatment effect estimation, where 𝑊𝑖  is the 
treatment dummy. 
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(𝜃(𝑥), 𝑣(𝑥)) ∈ arg min
𝜃(𝑥),𝑣(𝑥)

‖∑ 𝛼𝑖(𝑥)𝜓(𝑂𝑖; 𝜃(𝑥), 𝜈(𝑥))

𝑁

𝑖=𝑖

‖

2

. (10) 

Unlike LMLE the weighting kernel function 𝛼𝑖(𝑥) is not specified deterministically. 

Instead, the GRF method calculates adaptive tree-based weights by first growing 𝐵 

regression trees indexed by 𝑏 = 1, … , 𝐵 and subsequently calculating 𝐿𝑏(𝑥) as the set of 

observations in the dataset which fall within the same leaf as 𝑥 in tree 𝑏. The weighting 

function is then calculated as a tree average: 

𝛼𝑖(𝑥) = 𝐵−1 ∑
𝟏({𝑋𝑖 ∈ 𝐿𝑏(𝑥)})

|𝐿𝑏(𝑥)|
,

𝐵

𝑏=1

 (11) 

where 𝟏(⋅) is an indicator function that returns 1 if the observation 𝑋𝑖  we are considering 

in each tree falls in the same leaf 𝐿𝑏 as 𝑥. Intuitively, we can think about this kernel 

weighting function in terms of measuring the split induced similarity caused by the forest 

building process. In other words, the distance measure is determined by the frequency of 

cohabitation in the leaves of the forest.  

In order to maintain honesty, the subsample considered at each node 𝒥 is halved into 𝒥1, 

which is used for tree construction, and 𝒥2 which is used to calculate (11). 
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Figure 3: Visual representation of the GRF weighting scheme in the case of a regression forest. Each square in the top 
row is a tree, the rectangle partition within the trees is the result of the regression splits. The two axes of the squares 
are the covariates 𝑋1 and 𝑋2. In each tree we are keeping track of the same observation denoted by the blue cross 𝑥, and 
the observations that fall within the same leaf as 𝑥 are highlighted with big dots. The smaller dots are observations that 
do not fall in the same leaf as 𝑥. In the bottom row, on the left side, we can see a numerical example of a regression tree 
where 𝑛 is the number of observations in each node, 𝑌 is the outcome and �̅� is the prediction (mean) for that leaf. The 
last square in the bottom right conveys the weights given by the GRF. The bigger the dot, the closer the observation is 
in covariate space to 𝑥 and so the bigger the weights 𝛼𝑖(𝑥). Source: Athey et al. (2019) 

In order to produce weights 𝛼𝑖(𝑥) that induce a consistent and efficient estimate 𝜃(𝑥) 

GRF’s trees are constructed using splits that improve the quality of the 𝜃(𝑥) fit. At each 

split of the tree, the parent node 𝑃 samples a random subset of the data 𝒥1 (bootstrapping) 

and the unweighted estimating equation: 

(𝜃𝑃(𝒥1), 𝑣𝑃(𝒥1)) ∈ arg min
𝜃(𝑥),𝑣(𝑥)

‖ ∑ 𝜓(𝑂𝑖; 𝜃(𝑥), 𝜈(𝑥))

𝑁

{𝑖∈𝒥1:𝑋𝑖∈𝑃}

‖

2

(12) 

is solved. 𝑃 is then divided into two child nodes 𝐶1 and 𝐶2 using an orthogonal cut of the 

feature space such that the accuracy of predicting 𝜃 is maximally increased. In other 

words, the prediction error of the estimate is minimized: 

𝑒𝑟𝑟(𝐶1, 𝐶2) = ∑ ℙ[𝑋𝑖 ∈ 𝐶𝑗|𝑋𝑖 ∈ 𝑃] × 𝔼 [[𝜃𝐶𝑗
(𝒥1) − 𝜃(𝑋𝑖)]

2

|𝑋𝑖 ∈ 𝐶𝑗]

2

𝑗=1

. 
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Due to the fundamental problem of causal inference, we do not have knowledge of the 

true parameter 𝜃(𝑋𝑖) and thus we cannot calculate 𝑒𝑟𝑟(𝐶1, 𝐶2) directly. The authors show 

that under the same regularity conditions needed for asymptotic analysis discussed in 

Section 3.3.1, 𝑒𝑟𝑟(𝐶1, 𝐶2) can be rewritten as: 

𝑒𝑟𝑟(𝐶1, 𝐶2) = 𝐾(𝑃) − 𝔼[Δ(𝐶1, 𝐶2)] + 𝑜(𝑟2), 

where 𝐾(𝑃) is a deterministic function and 𝑜(𝑟2) is a term which depends on sampling 

variation. Since these two terms are independent of splitting decisions 𝑒𝑟𝑟(𝐶1, 𝐶2) can be 

minimized by maximizing the Δ-criterion: 

Δ(𝐶1, 𝐶2) =
𝑛𝐶1

𝑛𝐶2

𝑛𝑝

[𝜃𝐶1
(𝒥1) − 𝜃𝐶2

(𝒥1)]
2
, 

where 𝑛𝐶𝑗
 is the number of observations in child node 𝑗 ∈ {1,2} and 𝑛𝑃 is the number of 

samples in the parent node of the tree. Intuitively, we can think of this alternative 

approach as finding splits that improve the heterogeneity of the estimates of 𝜃(𝑥) 

between the two child nodes as fast as possible. Therefore, the GRF method is a natural 

estimator of the CATE. The problem that arises when we try to maximize the Δ-criterion 

directly is that we need to solve for (𝜃𝐶1
(𝒥1), 𝜃𝐶2

(𝒥1)) over all possible splits in the feature 

space, which is computationally infeasible. In order to tackle this problem Athey et al. 

(2019) devise a gradient-based approximate criterion inspired by similar gradient-based 

approaches such as gradient boosting (Friedman 2001). This approximate criterion is 

recursively calculated in three steps: the labelling step, the regression step and the 

relabelling step.  

In the labelling step (12) is estimated once in the parent node to obtain (𝜃𝑃(𝒥1), 𝑣𝑃(𝒥1)). 

Then a consistent estimate of ∇𝔼[𝜓(⋅)] is calculated. In cases where      𝜓(⋅) is continuously 

differentiable in (𝜃(𝑥), 𝑣(𝑥)), such as the ones considered in this thesis, we can simply 

estimate the expectation of the gradient of the scoring function as: 

𝐴𝑃 = |{𝑖: 𝑋𝑖 ∈ 𝑃}|−1 ∑ ∇𝜓(𝑂𝑖; 𝜃𝑃(𝒥1), 𝑣𝑃(𝒥1))

{𝑖:𝑋𝑖∈𝑃}
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where the gradient is taken with respect to the parameter vector26 (𝜃𝑃(𝒥1), 𝑣𝑃(𝒥1)). Then 

pseudo-outcomes 𝜌𝑖  are calculated as  

𝜌𝑖 = −𝜉𝑇𝐴𝑃
−1𝜓 (𝑂𝑖; 𝜃𝑃(𝒥1), �̂�𝑃(𝒥1)) (13) 

where 𝜉 is a vector which picks out the parameter of interest from the (𝜃𝑃(𝒥1), 𝑣𝑃(𝒥1)) 

parameter vector. For example, if we want to measure the CATE of one treatment variable 

𝑊𝑖  which is placed in the top row of 𝜓(⋅) then 𝜉 = (1,0, … ,0). Intuitively, we can think of 

𝜌𝑖  as the influence of the 𝑖-th observation on estimating 𝜃𝑃 in the parent node.  

In the regression step a CART regression split is run on pseudo-outcomes 𝜌𝑖  as to 

maximize the approximate Δ-criterion 

Δ̃(𝐶1, 𝐶2) = ∑ 𝑛𝐶𝑗

−1 ( ∑ 𝜌𝑖

{𝑖:𝑋𝑖∈𝐶𝑗}

)

2
2

𝑗=1

 (14) 

This gradient-based linear approximation approach lets the authors incorporate highly 

optimized tree splitting algorithms that work in terms of cumulative sums (for instance, 

the ranger library) 

In the relabelling step 𝜃𝐶1
and 𝜃𝐶2

are estimated using the partition determined in the 

regression step.  

The algorithm keeps on splitting parent nodes into child nodes until either no node can 

be split further or splitting no longer leads to an improvement of the criterion. Once this 

procedure generates the 𝐵 trees the forest is considered trained. In order to estimate 

𝜃(𝑥), 𝑥 is pushed down in each tree and 𝛼𝑖(𝑥) is calculated with 𝒥2 and (11). Then (10) is 

calculated to obtain the estimates 𝜃(𝑥) and �̂�(𝑥). 

 

 

 
26 In this thesis gradients are computed with respect to parameter vectors unless otherwise specified. 
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3.5.1 – Asymptotic analysis 

Using the theory of influence functions as well as previous results regarding random 

forest asymptotics (Wager and Athey 2018), the authors are able to derive a Central Limit 

Theorem for GRFs to achieve consistency of estimates. In order to obtain these results, 

some assumptions need to be made about the data-generating process and the moment 

conditions. 

 

Assumption 1 (A1) Lipschitz 𝒙-signal 

𝔼[𝜓(𝑂𝑖; 𝜃(𝑥)𝜈(𝑥))|𝑋𝑖 = 𝑥] is Lipschitz continuous27 in 𝑥 for fixed values of (𝜃(𝑥), 𝜈(𝑥)) 

This is a standard assumption in the literature on regression forests. 

 

Assumption 2 (A2) Smooth identification 

𝔼[𝜓(𝑂𝑖; 𝜃(𝑥)𝜈(𝑥))|𝑋𝑖 = 𝑥] is twice continuously differentiable in (𝜃(𝑥), 𝜈(𝑥)) and the 

first derivative is invertible. 

This is needed in order to guarantee convergence on the parameters of interest. 

 

Assumption 3 (A3) (𝜽(𝒙), 𝝂(𝒙)) Lipschitz variogram 

𝜓(𝑂𝑖; 𝜃(𝑥)𝜈(𝑥)) has a continuous covariance structure. Let 𝛾 be the worst-case 

variogram28: 

𝛾 ((
𝜃(𝑥)
𝜈(𝑥)

) , (
𝜃′(𝑥)

𝜈′(𝑥)
)) = sup

𝑥∈𝒳
{‖𝕍[𝜓(𝑂𝑖; 𝜃(𝑥)𝜈(𝑥)) − 𝜓(𝑂𝑖; 𝜃′(𝑥)𝜈′(𝑥)]‖

𝐹
}, 

 
27 ∃𝐾 < ∞: ∇𝑥𝔼[𝜓(𝑂𝑖; 𝜃(𝑥)𝜈(𝑥)|𝑋𝑖 = 𝑥] ≤ 𝐾 ∀𝑥  
28 Intuitively, we can think about a variogram as the continuous equivalent of a variance-covariance 
matrix. Variograms are functions that model the degree of spatial dependance in random fields and 
stochastic processes. 
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for the parameter vector (𝜃(𝑥), 𝜈(𝑥)) and an arbitrary alternative (𝜃′(𝑥), 𝜈′(𝑥)), where 

‖⋅‖𝐹 is the Frobenius norm29. Then ∃𝐿 > 0 such that: 

𝛾 ((
𝜃(𝑥)
𝜈(𝑥)

) , (
𝜃′(𝑥)

𝜈′(𝑥)
)) ≤ 𝐿 ‖(

𝜃(𝑥)

𝜈(𝑥)
) − (

𝜃′(𝑥)

𝜈′(𝑥)
)‖

2

. 

This is specified to prevent non-finite moments that would invalidate the central limit 

theorem for GRFs.  

 

Assumption 4 (A4) 𝝍 Regularity 

𝜓(𝑂𝑖; 𝜃(𝑥)𝜈(𝑥)) can be written as 𝜆(𝜃, 𝜈; 𝑂𝑖) + 𝜁(𝑔(𝑂𝑖); 𝜃, 𝜈) such that 𝜆(⋅) is Lipschitz 

continuous, 𝑔: {𝑂𝑖} → ℝ and 𝜁(⋅): ℝ → ℝ is any family of monotone bounded functions. 

This assumption is used to bound the rate of convergence.  

 

Assumption 5 (A5) Existence of solutions 

∀{𝛼𝑖}: ∑ 𝛼𝑖 = 1,

𝑖

(𝑚𝑎𝑖𝑛) returns (𝜃, �̂�): ‖∑ 𝛼𝑖𝜓(𝑂𝑖; 𝜃, 𝜈)

𝑖

‖

2

≤ 𝐶 max{𝛼𝑖}  with 𝐶 < ∞. 

 

Assumption 6 (A6) Convexity 

𝜓(𝑂𝑖; 𝜃(𝑥)𝜈(𝑥)) is a negative sub-gradient of an arbitrary convex function and 

𝔼[𝜓(𝑂𝑖; 𝜃(𝑥)𝜈(𝑥))|𝑋𝑖 = 𝑥]  is the negative gradient of an arbitrary strongly convex 

function.  

This assumption is used to guarantee consistency of estimates. 

Additionally, some specifications for tree construction need to be stated in order to get 

unbiased estimates and valid confidence intervals. 

 

 
29 Norm generalized to matrices. 
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Construction Requirements 

The trees’ output needs to be invariant to permutations of the training sample indices. 

The splits in each tree need to partition the covariate space such that  
𝑛𝐶𝑗

𝑛𝑃
> 0 , 𝑗 = {1,2}. 

At each node, the probability that one of the sampled covariates will be used to make the 

split is bounded from below by some 𝐿 > 0. Finally, the random forest needs to be trained 

and estimated honestly.  

By assuming A1-A6 the authors are able to prove that the estimates produced by GRFs are 

consistent (Theorem 3) and asymptotically normal (Theorem 5). In order to derive 

confidence intervals, the authors rely on the Delta Method30 and the Bootstrap of Little 

Bags procedure (Sexton and Laake 2009). Intuitively, the random forest is constructed 

with 𝑙 groups of trees, and each tree within a group uses data from the same random half-

sample. This lets the authors consistently estimate the variance of 𝜃(𝑥) by using variance 

decomposition. 

Local Centering entails separating the estimating procedure in two separate regression 

steps (similar to DML). First, in an orthogonalitization step, we compute the marginal 

expectations 𝑦(𝑥) = 𝔼[𝑌𝑖|𝑋𝑖 = 𝑥] and 𝑤(𝑥) = 𝔼[𝑊𝑖|𝑋𝑖 = 𝑥]. Then we run the GRF on the 

centered outcomes �̃�𝑖 = 𝑌𝑖 − �̂�(−𝑖)(𝑋𝑖) and treatments �̃�𝑖 = 𝑊𝑖 − �̂�(−𝑖)(𝑋𝑖) where 

�̂�(−𝑖)(𝑋𝑖) and �̂�(−𝑖)(𝑋𝑖) are the leave-one-out31 estimates. By using these centered 

variables as inputs instead of the non-transformed variables the estimates obtained from 

(10) are more robust to confounding biases even if the forest weights obtained from (11) 

are not as precise a distance measure around 𝑥. Let us define Specification LBC as an 

honest GRF which is built with little bags and is locally centered. 

  

 
30 This is a technique for approximating the variance of functions of random variables. Intuitionally, the 
approximation is done by way of a truncated Taylor series centered at the mean of the random variable, in 
our case, the estimator. See Oehlert (1992) for a complete review of the subject. 
31 In principle any ML method could be used. Leave-one-out prediction is computationally cheap in forests 
(Breiman 2001) 
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4 – Local Regression Estimation  

We now turn on to the main subject of interest of this thesis, namely using GRFs to 

estimate parameters of risk aversion. In particular, we are interested in heterogenous 

treatment effects on risk aversion. We can think about these as the characteristics that 

cause people to be more or less sensitive to whether they are treated or not and how this 

is reflected on the estimated risk aversion. As it is specified within the grf library, the 

GRF algorithm can estimate conditional means and CATEs in a variety of settings. It can 

non-parametrically estimate C/ATEs under the unconfoundedness assumption or relax it 

by using instrumental variables. It is capable of estimating quantile regressions and it 

even includes survival analysis regressions (Nie and Wager 2017). However, the 

algorithm is incompatible with latent index modelling which makes it unsuitable for 

decision theory analysis in most circumstances. We will first consider a particular 

decision-making scenario where we are able to use local regression in the grf library 

out-of-the-box. We will see how the GRF method can be modified to estimate a semi-

parametric latent model locally via maximum likelihood later in Section 5 by deriving the 

GRF-LML estimator. 

 

4.1 – Simulation Setup 

In order to ascertain the capabilities of GRFs for heterogenous treatment effect estimation 

on risk aversion and to highlight some important properties of the method let us consider 

the following modified Becker-DeGroot-Marschak simulation experiment. Individuals 𝑖 =

1, … , 𝑁 will be assigned a random lottery 𝐿𝑖. The outcome of their assigned lottery will be 

normally distributed with 𝔼[𝐿𝑖] ≫ 0 and 𝕍[𝐿𝑖] > 0. Some of them will be subject to a 

treatment32 𝑊𝑖 ∈ {0,1}. The participants will be asked for a selling price for 𝐿𝑖 and then a 

random number that will function as the buying price will be generated, if the buying price 

is higher or equal to the selling price then the lottery will be sold for that price. If, on the 

other hand, the random buying price is smaller than the individual’s selling price then 𝐿𝑖 

 
32 For instance, we could think of 𝑊𝑖 = 1 as informing the participants that the researchers are studying 
their risk attitudes. What we then seek to measure is whether the agent’s awareness that they are being 
measured along this axis makes them more (or less) risk averse, and what (if any) characteristics makes 
them more (or less) susceptible to being treated. 
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will not be sold and will instead be played out. We will model the agent’s behavior using 

an exponential utility function 

𝑢(𝐿𝑖) = −𝑒−𝑎𝑖𝐿𝑖  

which means that absolute risk aversion will be 𝐴(𝐿𝑖) = 𝑎𝑖  irrespective of initial wealth. 

For each participant we record their selling price 𝑌𝑖 . Each rational individual will give a 

selling price equal to their certainty equivalent33. We can thus define 𝑌𝑖  implicitly as the 

value which solves  

𝔼(𝑢(𝐿𝑖)) = 𝑢(𝑌𝑖) 

𝔼(−𝑒−𝑎𝑖𝐿𝑖) = −𝑒−𝑎𝑖𝑌𝑖 

ln 𝔼(𝑒−𝑎𝑖𝐿𝑖) = −𝑎𝑌𝑖  

Since 𝐿𝑖 is normally distributed, �̃� = 𝑒−𝑎𝑖𝐿𝑖  is a log-normally distributed random variable 

with mean 𝜇𝑧 = −𝑎𝑖𝔼[𝐿𝑖] and variance 𝜎𝑧
2 = 𝑎𝑖

2𝕍[𝐿𝑖]. The expected value of a log-

normally distributed variable is: 

𝔼[�̃�] = 𝑒𝜇𝑧+
1
2

𝜎𝑧 , 

therefore, we get: 

ln (𝑒−𝑎𝑖𝔼[𝐿𝑖]+
1
2

𝑎𝑖
2𝕍[𝐿𝑖]) = −𝑎𝑖𝑌𝑖  

−𝑎𝑖 (𝔼[𝐿𝑖] −
1

2
𝑎𝑖𝕍[𝐿𝑖]) = −𝑎𝑖𝑌𝑖  

𝑌𝑖 = 𝔼[𝐿𝑖] −
1

2
𝑎𝑖𝕍[𝐿𝑖]. 

We will assume that we can observe a significant number of the participant’s 

characteristics. A subset of these, namely 𝑠𝑒𝑥𝑖 ∈ {0,1} and 𝑎𝑔𝑒𝑖 ∈ {18,19, … ,75}, will affect 

risk aversion. The others will be uninfluential so that we can test the GRF’s method ability 

to deal with the curse of dimensionality as well as its covariate selection power. Finally, 

 
33 We are also inherently assuming that the agents will disregard the probability distribution of the buying 
price. In principle, a rational decision maker will take this into account when giving their selling price.  
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𝑎𝑔𝑒𝑖 will affect how sensitive the individual is to the treatment 𝑊𝑖 . The individual’s risk 

aversion will thus be: 

𝑎𝑖 = 𝑓(𝑠𝑒𝑥𝑖, 𝑎𝑔𝑒𝑖) + 𝜏(𝑎𝑔𝑒𝑖) ⋅ 𝑊𝑖 , 

where 𝑓(𝑠𝑒𝑥𝑖, 𝑎𝑔𝑒𝑖) is the individual’s risk aversion without any treatment (control 

group) and 𝜏(𝑎𝑔𝑒𝑖) is the heterogenous treatment effect. 

We will simulate cases where the treatment assignment is randomized, unconfounded 

and confounded. We further assume that individuals are equally likely of being of either 

sex and that participants are uniformly distributed in age from 18 to 75: 

ℙ[𝑠𝑒𝑥𝑖 = 1] =
1

2
, 𝑎𝑔𝑒𝑖~𝒰(18,75). 

𝑓(⋅) and 𝜏(⋅) will be considered both in linear and non-linear cases. 

Before we dive into the simulation results, let us familiarize ourselves with some 

important concepts within the grf ecosystem. Like most other ML algorithms GRF’ 

performance partly relies on tunable hyper-parameters. sample.fraction is a tuning 

parameter that governs the size of the random sample to be passed down to each tree in 

the forest 𝒥. honesty.fraction instead determines the ratio between the split used 

for construction of the tree 𝒥1 and calculation of the weights 𝒥2. mtry determines the 

number of variables 𝑚 considered for each node in each tree, theory implies that a good 

value is 𝑚 = 20 + √𝑝 where 𝑝 is the number of covariates, but this too can be tuned. 

min.node.size controls the minimum number of sample observations in each leaf. 

alpha governs the maximum imbalance in terms of  
𝑛𝐶1

𝑛𝑃
 and  

𝑛𝐶2

𝑛𝑃
. imbalance.penalty 

is a regularization term which penalizes uneven splits in terms of number of observations 

per leaf and stabilize.splits determines whether 𝑊𝑖  should be taken into account 

when calculating the imbalance penalty (treated-control ratio of observations between 

leaves). 

While all of these parameters can be modified manually34 we can also rely on cross-

validation to set them optimally. There is no need to define a training and a testing sample 

 
34 In fact, the authors suggest experimenting with different values in order to gauge their impact on the 
final forest 
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as each tree fit in the random forest is oblivious to at least half of the data (more with 

honesty estimation) by construction. We can selectively choose which parameters to tune 

for using the tune.parameters option. We can also specify all so that they will be 

jointly optimized. Similarly, we can use cross-validation to determine the optimal number 

of trees with tune.num.trees. We can even perform some meta cross-validation 

(determine the optimal tuning parameters for the cross-validation procedure) by 

specifying tune.num.reps and tune.num.draws. These influence the optimal 

cross-validation search model by determining the number of trees trained in each step of 

the tune.num.trees process and the size of the hyper-parameter space to be 

considered in the cross-validation procedure. 

Turning now to the simulation experiment, we will set the hyper-parameters as follows:  

tune.parameters=‘all’; num.trees=50,000; tune.num.draws=2000 

We will simulate 4 experiments of increasing complexity. 

 

Specification 1 (S1) 

In this first experiment we will assume that treatment assignment is perfectly 

randomized: 

ℙ[𝑊𝑖] = ℙ[𝑊𝑖|𝑋𝑖] =
1

2
, 

and that the treatment effect and the risk aversion are linear in their relevant covariates: 

𝜏(𝑎𝑔𝑒𝑖) = 𝑎𝑔𝑒𝑖 ⋅ 𝜖𝑖    

𝑎𝑣𝑖 = 𝑠𝑒𝑥𝑖 ⋅ 𝑢𝑖 + 𝑎𝑔𝑒𝑖 ⋅ 𝑙𝑖 + 𝑊𝑖 ⋅ 𝜏(𝑎𝑔𝑒𝑖), 

where  𝜖𝑖~𝒩(𝜇𝜖, 𝜎𝜖
2), 𝑢𝑖~𝒩(𝜇𝑢 , 𝜎𝑢

2) and 𝑙𝑖~𝒩(𝜇𝑙, 𝜎𝑙
2) are random coefficients35. 

 

 
35 These are used to introduce noise in the simulation. Additionally, random coefficients are used both in 
simulation and estimation within the literature (e.g., Lau 2020) 
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Specification 2 (S2) 

In S2 we will keep the linear effects of 𝑎𝑔𝑒𝑖 and 𝑠𝑒𝑥𝑖, but the careless research assistant 

will let the sex of the participants influence his judgment on whether the treatment needs 

to be assigned or not. Specifically, the propensity score of the treatment will be 

ℙ[𝑊𝑖 |𝑋𝑖] =
1

2
+

1

4
𝑠𝑒𝑥𝑖 

However, since we can observe 𝑠𝑒𝑥𝑖 we can assume unconfoundedness (4). 𝜏(𝑎𝑔𝑒𝑖) and 

𝑎𝑣𝑖 have the same linear specification as in S1. 

Specification 3 (S3) 

The third experiment we will consider still involves unconfoundedness but now the 

treatment effect and the risk aversion will be non-linear (quadratic) in age  

 

𝜏(𝑎𝑔𝑒𝑖) = 𝑎𝑔𝑒𝑖 ⋅ 𝜖𝑖 − 𝑎𝑔𝑒𝑖
2 ⋅ 𝜂𝑖  

𝑎𝑣𝑖 = 𝑠𝑒𝑥𝑖 ⋅ 𝑢𝑖 + 𝑎𝑔𝑒𝑖 ⋅ 𝑙𝑖 − 𝑎𝑔𝑒𝑖
2 ⋅ 𝜅𝑖 + 𝑊𝑖 ⋅ 𝜏(𝑎𝑔𝑒𝑖) 

Where 𝜂𝑖~𝒩(𝜇𝜂 , 𝜎𝜂
2) and 𝜅𝑖~𝒩(𝜇𝜅 , 𝜎𝜅

2) are stochastic coefficients. 

Specification 4 (S4) 

The fourth and final simulation uses the same causal relationships as S3, but now a 

confounding variable will influence both the propensity score the risk aversion:  

ℙ[𝑊𝑖|𝑋𝑖] =
𝑒  𝜔𝑖

1 + 𝑒  𝜔𝑖
 

𝑎𝑣𝑖 = 𝑠𝑒𝑥𝑖 ⋅ 𝑢𝑖 + 𝑎𝑔𝑒𝑖 ⋅ 𝑙𝑖 − 𝑎𝑔𝑒𝑖
2 ⋅ 𝜅𝑖 + 𝑊𝑖 ⋅ 𝜏(𝑎𝑔𝑒𝑖) + 𝜔𝑖 . 

where 𝜔𝑖~𝒩(𝜇𝜔, 𝜎𝜔
2 ) is an unobserved random variable. We will thus see if the locally 

centered GRF is able to deal with this identification issue. 

 

4.2 – Simulation Results 
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Figure 4: Simulation S1 with 50,000 trees and hyper-parameter cross-validation 

 

Figure 5: Simulation S2 with 50,000 trees and hyper-parameters cross-validation 
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Figure 6: Simulation S3 with 50,000 trees and hyper-parameter cross-validation 

 

Figure 7: Simulation S4 with 50,000 trees and hyper-parameter cross-validation 
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Table 1: Mean Squared Errors of the simulations expressed in thousands  

 

 

The graphs in Figure 4-7 clearly show that the GRF algorithm was able to successfully 

capture the relationship between the treatment effect and age in every simulation 

scenario. Importantly, the only inputs that were provided to the GRF model were the raw 

variables 𝔼[𝐿𝑖], 𝕍[𝐿𝑖], 𝑎𝑔𝑒𝑖, 𝑠𝑒𝑥𝑖 and 𝑊𝑖  as well as 20 other covariates that had no 

relationship with the outcome 𝑌𝑖 . The GRF algorithm was able to parse out the 

uninfluential variables and correctly model linear relationships (Figures 4 and 5) as well 

as non-linear ones (Figures 6 and 7) By looking at Table 1 we can see how the GRF 

algorithm shows excellent rates of convergence within all simulation scenarios. One 

interesting thing to notice is that the MSE for non-linear models (S3 and S4) is higher than 

for linear ones (S1 and S2). This is a known feature (and possible weakness) of tree-based 

models: they struggle in the presence of globally linear relationships. More specifically, 

we can see from the similarity in Figure 4 and Figure 5 that the AIPW-like adjustment 

present in the grf library was able to correctly control for 𝑠𝑒𝑥𝑖 by unconfounding it. 

Comparing Figure 6 and Figure 7, we can see that the local centering of the variables 

helped alleviate confounding issues. However, the (95%) confidence intervals in S4 are 

no longer statistically valid, as we have some observations that go beyond them in Figure 

7. This goes to show how even the latest and most powerful ML methods need to rely on 

classic econometric identification assumptions in order to make valid inference. 
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5 – Local Maximum Likelihood Estimation  

We now turn to the main theoretical contribution of the thesis, namely the definition of 

the GRF-LML estimator. At a high level, we can think of the estimator as a method which 

optimally finds likelihood changes in the parameters of interest. The integration of tree-

based methods with MLE was pioneered by Zeileis et al. (2008) who developed a single 

recursive partitioning tree that maximizes the log-likelihood over all possible splits. 

Hothorn and Zeileis (2021) then extend this notion to forests by considering splits that 

optimize the simultaneous score contributions given the parameters of a transformed 

density function. The main differences between their approach and the GRF-LML 

estimator are that they do not apply CART splits and that they do not optimize for the 

CATE. 

 

5.1 – LMLE with GRFs: the GRF-LML Estimator 

Since the GRF framework makes use of the Local Generalized Method of Moments 

paradigm it is flexible enough that we can use it in a LMLE context. By using insights from 

the Generalized Method of Moments (GMM) framework we can think of the scoring 

function 𝜓(⋅) as the score function of the conditional log-likelihood: 

𝜓(𝑂𝑖; 𝜃, 𝜈) = ∇ℓ𝑖(𝑌𝑖 , 𝑊𝑖 ; 𝜃, 𝜈). 

Assuming ℓ𝑖(⋅) is twice differentiable in (𝜃, 𝜈) then MLE is obtained by solving the 

moment condition: 

𝔼[∇ℓ𝑖(𝑌𝑖, 𝑊𝑖 ; 𝜃, 𝜈)|𝑋𝑖 = 𝑥] = 0, 

then under standard regularity conditions the conditional local log-likelihood has been 

maximized and the maximum likelihood parameters (𝜃, 𝜈) have been identified. 

The correspondent sample moment is 

𝑁−1 ∑ ∇ℓ𝑖(𝑌𝑖 , 𝑊𝑖 ; 𝜃, 𝜈)

𝑁

𝑖=1
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This is equivalent as solving the MLE first order conditions. Since we have as many 

parameters as we have unknowns this is technically a Methods of Moments problem. 

By the information matrix equality and the asymptotic properties of the GMM estimator: 

√𝑁(𝜃 − 𝜃)~𝑎𝒩(0, 𝐼−1) 

where 𝐼 is Fisher’s information matrix. Now let us consider the conditional local log-

likelihood weighted by the forest generated adaptive kernel 𝛼𝑖(𝑥). As such the GRF-LML 

moment condition will be 

𝔼[∇ℓ𝑖(𝑌𝑖, 𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥))|𝑋𝑖 = 𝑥] = 0, (15) 

where ∇ℓ𝑖(⋅) is the gradient taken with respect to the parameters of the local conditional 

log-likelihood. The final estimation problem will be: 

(𝜃(𝑥), 𝑣(𝑥)) ∈ arg min
𝜃(𝑥),𝑣(𝑥)

‖∑ 𝛼𝑖(𝑥)∇ℓ𝑖(𝑌𝑖, 𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))

𝑁

𝑖=𝑖

‖

2

. 

Since we have already seen how likelihood methods can be estimated in a GMM context 

to produce reliable estimates what remains to be discerned is under which conditions the 

GRF algorithm is capable of estimating an LMLE problem. In order to classify the 

admittable density functions we can apply this method with, we reconsider the GRF 

assumptions A1-A6 in the context of (15). We will rewrite each assumption as LML1- 

LML6 in order to highlight that we are considering the GRF-LML case.  

 

LML1: Lipschitz 𝒙-signal: 

𝔼[∇ℓ𝑖(𝑌𝑖, 𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥))|𝑋𝑖 = 𝑥] =

= 𝑁−1 ∑ ∇ℓ𝑖(𝑌𝑖, 𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)) =

𝑁

𝑖=1

𝑁−1 ∑ ∇ln Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)) =

𝑁

𝑖=1

= 𝑁−1 ∑ (Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)))
−1

∇Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥))

𝑁

𝑖=1

. 
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∇Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)) is assumed to be Lipschitz in as a standard regularity condition in 

MLE which means that Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)) is also continuous.  The only additional 

requirement is that Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)) needs to be invertible.  

LML2: Smooth identification: 

𝑉 = ∇𝔼[∇ℓ𝑖(𝑌𝑖, 𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥))|𝑋𝑖 = 𝑥]

= ∇𝑁−1 ∑ ∇ℓ𝑖(𝑌𝑖, 𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))

𝑁

𝑖=1

= 𝑁−1 ∑ ∇2ln Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))

𝑁

𝑖=1

= 𝑁−1 ∑ ∇ ((Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)))
−1

∇Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)))

𝑁

𝑖=1

= 𝑁−1 ∑ ∇ ((Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)))
−1

) ∇Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))

𝑁

𝑖=1

+ (Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)))
−1

∇2Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))

= 𝑁−1 ∑ − (Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)))
−2

∇Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥))∇Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))

𝑁

𝑖=1

+ (Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)))
−1

∇2Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))

= 𝑁−1 ∑ (Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)))
−1

[∇2Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))

𝑁

𝑖=1

− (Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)))
−1

(∇Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)))
2

]. 

𝑉 needs to be invertible and, ∇𝑉 needs to exist (which implicitly assumes the existence of 

∇3Φ(⋅)). This assumption needs to be checked for every candidate distribution by the 

researcher who wants to utilize it for this purpose. Intuitively, most continuous, non-

degenerate and infinitely derivable density functions, such as the normal distribution or 

the logistical distribution, meet this criterion because of the type of operations we are 

performing (elevating to an integer, taking whole derivatives, multiplying, dividing, 

subtracting and summing). 
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LML3: (𝜽(𝒙), 𝝂(𝒙)) Lipschitz variogram: 

Let 𝜋 = (𝜃(𝑥), 𝜈(𝑥)) and 𝑡(𝜋) = (Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)))
−1

∇Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)). Then: 

sup
𝑥∈𝒳

{‖𝕍[∇ℓ𝑖(𝑌𝑖, 𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)) − ∇ℓ𝑖(𝑌𝑖, 𝑊𝑖; 𝜃′(𝑥), 𝜈′(𝑥)|𝑋𝑖 = 𝑥]‖
𝐹

}

= sup
𝑥∈𝒳

{‖𝕍[𝑡(𝜋) − 𝑡(𝜋′)|𝑋𝑖 = 𝑥]‖𝐹}

= sup
𝑥∈𝒳

{‖𝔼[𝑡(𝜋)2 + 𝑡(𝜋′)2 − 2𝑡(𝜋)𝑡(𝜋′)|𝑋𝑖 = 𝑥]

− 𝔼[𝑡(𝜋) − 𝑡(𝜋′)|𝑋𝑖 = 𝑥]2‖𝐹}. 

Suppressing the conditionality on 𝑋𝑖  for notational simplicity, ∃𝐿 > 0 such that: 

sup
𝑥∈𝒳

{‖𝔼[𝑡(𝜋)2] + 𝔼[𝑡(𝜋′)2] − 2𝔼[𝑡(𝜋)𝑡(𝜋′)]  − 𝔼[𝑡(𝜋) − 𝑡(𝜋′)]2‖𝐹} ≤ 𝐿‖𝜋 − 𝜋′‖2 ∀𝜋, 𝜋′, 

because the conditional probability density and its derivatives are bounded. 

 

LML4: 𝛁𝓵𝒊 Regularity 

 ∇ℓ𝑖(𝑌𝑖, 𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)) needs to be Lipschitz continuous in 𝑥. 

 

LML5: Existence of solutions 

∃𝐶 > 0 such that 

‖∑ 𝛼𝑖∇ℓ𝑖(𝑌𝑖 , 𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))

𝑁

𝑖=1

‖

2

≤ 𝐶 max{𝛼𝑖} 

This corresponds to the existence of solutions assumption in LMLE. 

 

LML6: Convexity 

∇ℓ𝑖(𝑌𝑖, 𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)) and 𝑁−1 ∑ (Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥)))
−1

∇Φ(𝑌𝑖|𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))𝑁
𝑖=1  are 

strictly negative sub gradients of a convex function if Φ(𝑌𝑖|𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥)) comes from the 
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exponential class of density functions (such as normal and logistic densities) because 

distributions from that family are logarithmically concave. Other density functions can be 

considered but these two conditions need to be manually checked. 

 

Corollary: Consistency and Variance of the GRF-LML estimator 

Given assumptions LML1-LML6, Specification LBC, Theorem 3 and Theorem 5 of Athey et 

al. (2019) the GRF-LML is asymptotically normal:   

𝜃(𝑥) − 𝜃(𝑥)

𝜎(𝑥)
~𝑎𝒩(0,1), 

with variance estimates: 

�̂�2(𝑥) = 𝜉𝑇�̂�(𝑥)−1�̂�(𝑥)(�̂�(𝑥)−1)
𝑇

𝜉, 

where �̂�(𝑥) and �̂�(𝑥) are consistent estimators for 𝕍[∑ ∇ℓ𝑖(𝑌𝑖, 𝑊𝑖; 𝜃(𝑥), 𝜈(𝑥))𝑁
𝑖=1 ] and 

𝕍[∑ 𝛼𝑖(𝑥)∇ℓ𝑖(𝑌𝑖, 𝑊𝑖 ; 𝜃(𝑥), 𝜈(𝑥))𝑁
𝑖=1 ] respectively. 

Let us now derive the GRF-LML estimator in the context of an EUT problem, to get some 

insight into what is going on at the heart of the method. Suppose that we seek to estimate 

risk aversion in a binary lottery pair context. Individual 𝑖 chooses between two lotteries 

𝐴 and 𝐵 with possible outcomes (𝑂𝐻|𝐴, 𝑂𝐿|𝐴) for lottery 𝐴 and (𝑂𝐻|𝐵 , 𝑂𝐿|𝐵) for lottery 𝐵, 

𝑂𝑧|𝑣 meaning “outcome 𝑧 given lottery 𝑣”. The outcomes will be set such that 𝑂𝐻|𝐴 > 𝑂𝐿|𝐴 

and 𝑂𝐻|𝐵 > 𝑂𝐿|𝐵 . Each outcome has an associated probability: 𝑝𝐴 for 𝑂𝐻|𝐴, (1 − 𝑝𝐴) for 

𝑂𝐿|𝐴, 𝑝𝐵 for 𝑂𝐻|𝐵 , and (1 − 𝑝𝐵) for 𝑂𝐿|𝐵 . Assume that individuals have power utility: 

𝑢(𝑂𝑧|𝑣) = 𝑂𝑧|𝑣
𝑟(𝑥), 

where 𝑟(𝑥) − 1 is the individual’s relative risk aversion. Individual 𝑖 will choose option 𝐴 

if: 

Δ𝐸𝑈(𝑟(𝑥)) = 𝑝𝐴𝑂𝐻|𝐴
𝑟(𝑥)  + (1 − 𝑝𝐴)𝑂𝐿|𝐴

𝑟(𝑥) − 𝑝𝐵𝑂𝐻|𝐵
𝑟(𝑥) − (1 − 𝑝𝐵)𝑂𝐿|𝐵

𝑟(𝑥) > 0. 

𝑌𝑖 = 𝟏[Δ𝐸𝑈(𝑟(𝑥)) > 0] is the Bernoulli outcome variable. We can then use a density 

function as a link function to model the probability of choosing lottery 𝐴 (𝑌𝑖 = 1) over 
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lottery 𝐵 (𝑌𝑖 = 0) to the latent index Δ𝐸𝑈(𝑟(𝑥)).  For instance, if we assume the logistic 

density function then the probability of choosing 𝐴 is: 

ℙ(𝑌𝑖 = 1|𝑟(𝑥); 𝜂) = [1 + exp (−
Δ𝐸𝑈(𝑟(𝑥))

𝜂
)]

−1

  

where 𝜂 is the Fechner noise term popularized by Hey and Orme (1944). This stochastic 

noise specification is a popular alternative to (1).  

Let us define the risk aversion parameter as a function of the covariates: 

𝑟(𝑥) = 𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥) 

where 𝑊𝑖  is the treatment, 𝛽(𝑥) is the heterogenous treatment effect and 𝑐(𝑥) is the 

nuisance parameter36. The local conditional log-likelihood contributions will thus be: 

ℓ𝑖(𝑥) = 𝑌𝑖 ln {[1 + exp (−
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂
)]

−1

}

+ (1 − 𝑌𝑖) ln {1 − [1 + exp (−
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂
)]

−1

}

= (𝑌𝑖 − 1) ln [1 + exp (
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂
)]

− 𝑌𝑖 ln [1 + exp (−
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂
)], 

and the CATE will be calculated as: 

�̂�(𝑥) = 𝜉𝑇 arg min
𝛽(𝑥),𝑐(𝑥),𝜂

‖∑ 𝛼𝑖(𝑥)∇ {(𝑌𝑖 − 1) ln [1 + exp (
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂
)]

𝑁

𝑖=𝑖

− 𝑌𝑖 ln [1 + exp (−
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂
)]}‖

2

, 

with weights 𝛼𝑖(𝑥) calculated with (11) by a GRF. The GRF’s moment condition will be: 

 
36 As an illustrative example, let us reconsider the functions in the simulation experiments carried out in 
Section 4. S4 would be 𝛽(𝑥) = 𝑎𝑔𝑒𝑖 ⋅ 𝜖𝑖 − 𝑎𝑔𝑒𝑖

2 ⋅ 𝜂𝑖  and 𝑐(𝑥) = 𝑠𝑒𝑥𝑖 ⋅ 𝑢𝑖 + 𝑎𝑔𝑒𝑖 ⋅ 𝑙𝑖 − 𝑎𝑔𝑒𝑖
2 ⋅ 𝜅𝑖 . 
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𝔼 [∇ {(𝑌𝑖 − 1) ln [1 + exp (
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂 )] − 𝑌𝑖 ln [1 + exp (−
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂 )]} |𝑋𝑖 = 𝑥]

= 0. 

Algorithmically, we grow a GRF where in each parent node the CATE will be estimated by 

solving: 

 

(�̂�𝑃(𝑥), 𝑐�̂�(𝑥), �̂�) = 

arg min
𝛽(𝑥),𝑐(𝑥),𝜂

‖∑ ∇ {(𝑌𝑖 − 1) ln [1 + exp (
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂
)]

𝑁

𝑖=1

− 𝑌𝑖 ln [1 + exp (−
Δ𝐸𝑈(𝛽(𝑥)𝑊𝑖 + 𝑐(𝑥))

𝜂
)]}‖

2

. 

 (16) 

Then (�̂�𝑃(𝑥), 𝑐�̂�(𝑥), �̂�) will be used to calculate: 

𝐴𝑃 = |{𝑖: 𝑋𝑖 ∈ 𝑃}|−1 ∑ ∇2 {(𝑌𝑖 − 1) ln [1 + exp (
Δ𝐸𝑈(�̂�𝑃(𝑥)𝑊𝑖 + 𝑐�̂�(𝑥))

�̂�
)]

{𝑖:𝑋𝑖∈𝑃}

− 𝑌𝑖 ln [1 + exp (−
Δ𝐸𝑈(�̂�𝑃(𝑥)𝑊𝑖 + 𝑐�̂�(𝑥))

�̂�
)]} , 

and the pseudo-outcomes: 

𝜌𝑖 = −𝜉𝑇𝐴𝑃
−1∇ {(𝑌𝑖 − 1) ln [1 + exp (

Δ𝐸𝑈 (�̂�𝑃(𝑥)𝑊𝑖 + 𝑐�̂�(𝑥))

�̂�
)]

− 𝑌𝑖 ln [1 + exp (−
Δ𝐸𝑈 (�̂�𝑃(𝑥)𝑊𝑖 + 𝑐�̂�(𝑥))

�̂�
)]}. 

Then the splitting will proceed as usual by maximizing (14). By taking a closer look at 𝜌𝑖  

in the GRF-LML context we can see that it is very similar to a Newton step in Newton’s 

method for optimization. This gives us a new geometrical interpretation of Δ̃(𝐶1, 𝐶2) in 

GRF-LML, as a splitting criterion which finds the direction that maximally increases the 
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likelihood in both children when we take a Newton step in 𝛽(𝑥). 

This practical example highlights two technical challenges in calculating the GRF-LML 

estimator. First, deriving 𝐴𝑃
−1 is very complicated. Even by assuming very simple density 

and utility functions it might be unreasonable to calculate 𝐴𝑃 by hand. One possibility 

would be to numerically approximate 𝐴𝑃, but this would probably be unfeasible as it 

would need to be done for every node in each tree and would thus be very 

computationally demanding. It should also be noted that we are using the gradient as an 

approximation tool, so approximating the gradient itself would likely lead to unstable 

estimates. A possible solution to this problem is to use a symbolic computation 

programming language such as the Wolfram Language (Mathematica) to automatically 

calculate these gradients. The second difficulty lies in the estimation of (16). This 

essentially amounts to solving an MLE problem using 𝑚 randomly sampled covariates and 

the observations in 𝒥1. The maximization of the log-likelihood needs to be extremely 

optimized as it will be calculated for each node in each tree. In order for the log-likelihood 

to converge there need to be enough observations in the parent node. As such it will 

probably be optimal to grow trees of a shallower nature and smaller 𝑚 compared to other 

GRF trees. Finally, there is the issue of locally approximating the functional form of 𝑟(𝑥). 

around 𝑥 in (15). In a traditional LMLE setting this would be done via a local Taylor 

expansion of order 𝑞. This is because the possible likelihood space is too vast to search for 

every possible specification when the number of covariates is high (Loader 1999). We can 

apply the same logic here, noting that 𝑞 can be a hyper-parameter to be tuned via forest 

cross-validation. 

 

5.2 – Possible extensions 

We can extend this estimation method beyond the realm of EUT. As an illustrative 

example let us consider RDU, where we have rank dependency and probability 

weighting. Suppose that the decision maker takes decisions with the probability 

weighting function (Tversky and Kahneman 1992): 

𝑤(𝑝) =
𝑝𝛾(𝑥)

[𝑝𝛾(𝑥) + (1 − 𝑝)𝛾(𝑥)]
, 
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and 𝛾(𝑥) ∈ [0,1]. This function will be convex for small 𝑝 and concave for high 𝑝. Thus, the 

Rank Dependent Utility for lottery 𝐴 will be: 

𝑅𝐷𝑈𝐴(𝑟(𝑥), 𝛾(𝑥)) = ∑
𝑢 (𝑂𝑠|𝐴; 𝑟(𝑥)) ⋅ 𝑝𝑠

𝛾(𝑥)

[𝑝𝑠
𝛾(𝑥)

+ (1 − 𝑝𝑠)𝛾(𝑥)]

𝑆

𝑠=1

, 

for all possible (ranked) states 𝑠 = 1, … , 𝑆 in 𝐴 and utility function 𝑢(⋅). The latent index 

will then be: 

Δ𝑅𝐷𝑈(𝑟(𝑥), 𝛾(𝑥), 𝜇) =
𝑅𝐷𝑈𝐴 − 𝑅𝐷𝑈𝐵

𝜇
. 

Assuming a density function 𝜙(⋅) that meets LML1-6, the contribution to the local 

conditional log-likelihood is: 

ℓ𝑖(𝑥) = 𝑌𝑖 ln[ϕ(Δ𝑅𝐷𝑈(𝑟(𝑥), 𝛾(𝑥), 𝜇))] + (1 − 𝑌𝑖) ln[1 − ϕ(Δ𝑅𝐷𝑈(𝑟(𝑥), 𝛾(𝑥), 𝜇))] 

Then the GRF-LML estimator will solve: 

∑ 𝛼𝑖(𝑥)∇{𝑌𝑖 ln[ϕ(Δ𝑅𝐷𝑈(𝑟(𝑥), 𝛾(𝑥), 𝜇))] + (1 − 𝑌𝑖) ln[1 − ϕ(Δ𝑅𝐷𝑈(𝑟(𝑥), 𝛾(𝑥), 𝜇))]}

𝑁

𝑖=1

= 0  

This type of reasoning can be applied for all decision-making models, provided that when 

paired with a distribution for 𝑌𝑖  they meet assumptions LML1-LML6. 

Throughout this thesis we have assumed that we are able to observe a single decision for 

each decision maker. This assumption is what motivated the use of the Rubin causal 

model in Section 3. However, when risk attitudes experiments are carried out, the 

participant answers a considerable number of decision-making questions in each session. 

In the grf library we can cluster the observations by individual, which can give us more 

precise estimates in these types of scenarios. Additionally, if we assume that risk aversion 

and concentration stay constant thorough the experiment, we can do some counterfactual 

analysis to exactly measure heterogenous treatment effects. For instance, a researcher 

could make the treatment the presentation format of lottery outcomes and their 

respective probabilities (pie chart 𝑊𝑖 = 1 or bar chart 𝑊𝑖 = 0). She could then present 

the same lottery with alterative representations to see if there is a change in risk aversion. 
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This measurement can then be coupled with a potential outcomes framework prediction, 

where the counterfactual is not observed, in order to have a sense of the potential 

estimative power of the model in an observational study setting. 

A weakness of GRF-LML, and tree-based methods in general, is that fitting smooth signals, 

especially near boundaries where neighborhoods are incomplete by nature (splitting 

cannot be balanced anymore) is challenging. This problem increases in magnitude when 

we are in the presence of a significant number of features. In order to tackle this issue 

Friedberg et al. (2020) introduce Local Linear Forests (LLF) which improve the 

performance of forest-based methods by using local regression adjustments regularized 

with a ridge penalty. In each node a ridge regression on the orthogonalized data is run 

and then a CART splitting decision is made on the residuals. At a high level, a slope which 

captures the local relationship between the outcome and the covariates is calculated in 

order to predict what happens close to the data boundary with a higher degree of 

precision. This regression adjustment is proven by the authors to be especially powerful 

in the presence of covariates with strong global effects and moderate curvature. A similar 

type of adjustment could be implemented for GRF-LML estimation, as it shown that GRFs 

can be estimated using LLFs to correct for the bias present near boundaries. However, it 

is not immediately clear how LLF would be used in order to estimate an LMLE problem. 

 

5.3 – Modifying the grf library 

We can find a multitude of examples of researchers applying the standard methods within 

the grf library in a variety of contexts: Daoud and Johansson (2019) apply the framework 

to estimate treatment heterogeneity of IMF programs on child poverty in developing 

countries, She et al. (2020) use GRFs to estimate county-level COVID-19 growth, and 

Stetter and Johannes (2021) use the method to estimate heterogenous effects of weather 

on Europe’s farming productivity, just to name a few. However, the literature on 

applications of the GRF framework to novel statistical tasks is still somewhat lacking 

because of the novelty and complexity of the GRF model. Two relevant examples are: Chen 

and Hsiang (2019) who extend the GRF method of quantile estimation by introducing 

causal random forests with instrumental variable quantile regression (GRF-IVQR) and 
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Biewen and Kugler (2021) who generalize grf instrumental regression to the 

overidentification case in a two-stage least squares fashion (GRF-TSLS) 

The first question one needs to answer when developing a new tree algorithm is whether 

to modify the existing grf library or to program the estimation method from scratch. 

Chen and Hsiang (2019) recreate the GRF method from the ground up in R37, by using a 

grid search approximation technique to make their algorithm faster. This is still very slow 

compared to the grf package due to single processing computing. Their plan to serialize 

computation across the processor’s cores will undoubtedly improve the GRF-IVQR 

computational performance but it will likely still underperform when compared with a 

program written in a statically typed language such as C++. Biewen and Kugler (2021) 

on the other hand extend the grf package using a combination of C++ and R38 in order 

to make full use of the optimized framework.  

Given the technical issues of GRF-LML estimation we have elicited in Section 5.1, 

recreating the estimation procedure from the ground up would not be wise. Thus, in order 

to implement what was explored theoretically in Section 5 we would need to 

appropriately modify the code of the grf library. The grf package39 is made up of two 

components: the frontend is written in the functional language R which has become the 

de-facto lingua franca for statistical research, while the backend is written in the object-

oriented language C++, which inherits the lightning-fast computation performance from 

C while adding several useful abstraction tools for object-oriented programming. These 

two separate pieces of the code communicate with each other thanks to the Rcpp package, 

which seamlessly integrates C++ inside the R framework in order to obtain substantial 

gains in computational efficiency and facilitates integration with third party C++ 

libraries. If one wishes to make use of the out-of-the-box tools for quantile regression or 

causal effect estimation (as is the case in Section 4.2) there is no need to touch the grf 

package code. All that needs to be done is to properly import the data inside of an R 

 
37 While the code has not made public as of the writing of this thesis the authors have been gracious 
enough to send a copy of their code to me and my supervisor, for which I am deeply grateful. 
38 It should be noted that the GRF-TSLS estimator is a relatively small extension of the grf function 
instrumental.forest() and as such is not really comparable with the amount of work that would 
need to go into coding the GRF-LML algorithm. 
39 We will be referring to version 2.0.2 of the grf package, the structure of the library is not likely to 
change in the near future according to the grf-labs team. 
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environment (as a matrix, data.frame or dgCMatrix object), install and load the 

grf library, and call the appropriate functions within it. However, GRF-LML estimation is 

a completely new type of statistical task so we need to construct a new type of forest that 

is specifically tailored to likelihood estimation. 

Most of the calculations required in the grf framework are performed in the C++ 

backend. This includes the construction of the trees, the estimation of the parameters and 

the calculation of the confidence intervals around those point estimates. The R frontend 

takes care of passing the data to the backend, getting the results from it, performs 

diagnostics checks and manages all of the various niceties of a well-built CRAN package.  

The structure of the C++ core code (see Figure 8) is divided into two components: the 

forest trainer and the forest predictor. 

The forest trainer is tasked with the construction of the forest. Its components are the 

Relabeling Strategy and the Splitting Rule. The Relabeling Strategy is a function which 

returns ‘true’ if splitting should stop early. Otherwise, for each node in each tree, it takes 

the set of training samples 𝒥1 as an input and produces a set of relabeled outcomes 𝜌𝑖  as 

Figure 8: Structure and pseudocode of the grf package backend written in C++, function/methods are in grey boxes 
while classes/objects are in white boxes. Source: grf-master/images/arch_diagram.png in the grf repository 
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in (13). The Splitting Rule is the function which takes the relabeled outcomes and finds 

the optimal split at a given node in the tree according to (14), it is called recursively to 

build the tree in a breadth-first40 fashion. Once the optimal splits have been found for each 

tree, the forest trainer returns a Forest object which can be passed to the forest predictor. 

The forest predictor uses the Forest object built by the forest trainer to estimate the 

parameters of interest.  Prediction strategies can be of two types: Default Prediction 

Strategy or Optimized Prediction strategy. The Default Prediction Strategy takes a test 

sample as input and calculates a prediction by using a weighted list of training samples 

which share a leaf with the input. While it is able to give the most accurate point estimates 

it is incapable of generating variance estimates as it is computationally inefficient. The 

Optimized Prediction Strategy instead avoids duplicate computation for each new 

prediction sample by precomputing summary statistics for each leaf and tree during the 

training process done by the forest trainer and uses that to make the prediction. By using 

this smart computational trick, the Optimized Prediction Strategy is capable of producing 

variance estimates for its predictions albeit at a small prediction accuracy cost. 

Additionally, since forests are capable of producing out-of-bag estimates naturally it can 

calculate estimates for the debiased error41 and the excess error42 which are useful 

metrics for the random forest analyst. 

All of the components in forest trainer and forest predictor are first defined generally as 

virtual classes thanks to a header file. The actual forest strategy is coded thanks to another 

combination of header and a .cpp files that determine the specific type of pluggable 

strategy. The combination of a Relabeling Strategy, Splitting Strategy and Prediction 

Strategy determines the particular type of statistical forest that is to be trained and 

predicted. Table 2 summarizes the default types of forests in terms of the strategies they 

use. 

 
40 This means that the algorithm starts at the root node and proceeds to find optimal splits in each layer of 
the tree instead of completing one branch at a time. 
41 Expected error in a forest with 𝐵 → ∞. It is a consistent measure of the infeasible true mean squared 
error. For a formal derivation see Nie and Wager (2017) 
42 Estimate of the Monte-Carlo error via the jackknife method (Wager, Hastie and Efron 2014) i.e., the 
difference between predictions from two forests grown with the same data due to the randomization in 
the sampling of observations and covariates 
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Table 2: Types of forests implemented within the grf package classified by their Strategy components. Noop refers to 
No Operation, LL stands for locally linear, Multi* Strategies allow for outcome vectors instead of scalars, an 
instrument is specified for the Instrumental Strategies only in the instrumental forest type. Source: grf-
master/DEVELOPING.md in the grf repository 

So, in order to create a custom forest to perform an ad-hoc statistical task (for instance, 

the GRF-LML estimator), we need to define a set of custom Relabeling Strategy, Splitting 

Strategy and Prediction Strategy. The grf-lab team suggest coding up the custom forest 

freely when it comes to the Relabeling Strategies and Prediction Strategies but using their 

own Splitting Strategies instead of specifying a new one as it is the most performance 

sensitive component of the whole algorithm it thus needs to be optimized adequately for 

the estimation to be computationally feasible.  

In practice, even if one follows this suggestion, a considerable amount of work will need 

to be done in order to train and estimate using a custom forest within an R environment. 

In order to explore what a developer would need to do in practice let us define a new 

custom statistical forest c_forest. Figure 9 is, fittingly enough, a tree representation of 

the files and functions that need to be created in order to develop this hypothetical custom 

forest. 
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Figure 9: Tree map that shows where to build the components for a new custom forest c_forest within the grf 
repository. Each underlined term is a directory, each item with an extension is a file and terms that end in parentheses 
are functions. Items that are in the terminal nodes of the tree need to be created by the custom forest developer. 
Dotted lines are symlink Rcpp bindings that allow the R environment to interface with the C++ compiler. 

On the C++ core side is where the actual algorithm of the forest will be coded up. 

cPredictionStrategy encodes how estimates, variance, debiased error and excess error are 

computed, cRelabelingStrategy is responsible for the calculation of the pseudo-outcomes, 

and cSplittingRule computes and returns the best possible split on the transformed 

outcomes. These three classes need to be moved into the “Rule” virtual classes each time 

the new forest is called. In order to do this the two linking functions c_trainer() and 

c_predictor() need to be added to the ForestTrainers.cpp and ForestPredictors.cpp 

files respectively. 

On the R r-package side, two tasks need to be performed. Firstly, a bindings file 

(cForestBinding.cpp) needs to be created in order to export43 c_trainer() and 

c_predictor()respective outputs. Secondly, the forest has to be encoded into the R 

language by creating a c_forest.R file. This will contain the training function c_forest() 

and the prediction method predict.c_forest(). 

 
43 This is done by using the necessary // [[Rcpp::export]] syntax before function definition. The // 
operator delimits comments in C++ and will thus be ignored by the compiler. However, the addition of 
the square brackets will make it so the Rcpp library will export it anyway 
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The custom forest and its associated methods (train, predict, and predict out-of-bag) 

written in C++ need to be exported to the R environment. In order to achieve this the 

Rcpp::compileAttributes()function44 is used within the R script which builds the 

library locally. This function automatically creates Symbolic links between the objects 

written within the C++ core code and the bindings (cForestBindings.cpp). All that 

remains to be done is to build the package with the appropriate R script, load it and run a 

few tests to see whether the c_forest works as intended. 

Explained in this abstract fashion, the whole process might seem relatively straight 

forward, however there are a number of obstacles that the aspiring grf developer will 

have to overcome in order to build a custom forest. C++ is a lower-level language than R 

and other popular STEM languages. While this makes it substantially faster, it also makes 

it a lot more difficult to program and interpret code. One must be careful about correctly 

defining the correct types for variables, using the proper namespaces, pay close attention 

to classes hierarchies, as well as managing memory properly using pointers and 

references45. Additionally, C++ lacks a lot of ease of use features that other languages 

possess (like vectorized functions in R for example). To make matters worse, the 

debugging process for Rcpp packages is particularly challenging as two independent 

parts of code are being run simultaneously. Using any standalone C++ or a R debugger 

would not work in this diarchic coding environment. The would-be custom forest 

developer needs to have a complete grasp of the inner workings of the library before he 

hopes to code something that functions within it. The grf-labs team started developing the 

package in 2018 by forking the highly optimized random forest library ranger as well as 

other high-performance C++ libraries. As a result of this non-linear development process, 

most of the code is not commented and some of its components are redundant. 

 

  

 
44 In grf-master/r-package/build_package.R 
45 Pointers are variables that contain the physical address of another variable in memory, they can be 
dereferenced (access location instead of where it points to) with the * operator in C++. 
References are aliases for other variables, they are essentially automatically dereferenced pointers which 
cannot be decoupled from their pointed variable 
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6 – Conclusion 

In this thesis, we reviewed some important decision-making models and classic 

econometric methods that have been used to estimate them. Given the astonishing 

predictive powers that Machine Learning algorithms exhibit, it is easy to predict that 

economists and econometricians will make increasing use of them in the future. One of 

the most promising methods born of the union between ML and econometrics is the 

Generalized Random Forest algorithm. While the GRF framework has been employed in 

several economic applications, this thesis presents the first instance of the method being 

applied to the estimation of parametric decision models.  

The present thesis sought to answer three research questions: 

1. Can we use novel Causal Machine Learning methods such as Generalized Random 

Forests in order to estimate heterogenous treatment effects on risk aversion?  

2. How can the GRF method be adapted to the Maximum Likelihood Estimation 

framework in order to naturally express decision problems? What are the 

potential pitfalls of this extension?  

3. What are the technical hurdles one must overcome in order to extend the existing 

libraries to new statistical tasks such as the GRF-LML estimator? 

In order to answer the first question, it was first derived how the certainty equivalent for 

CARA utility in the presence of normal risk can be expressed in terms of moment 

preferences and then a simulation experiment was conducted to explore the estimation 

powers of GRFs. The algorithm performed exceptionally well even as the specification of 

the causal relationship between the variables became increasingly complex, showing 

promising prospects for MLE estimation. Regarding the second research question, 

Assumptions 1-6 of Athey et al. (2019) were derived in the context of GRF-LML, to 

generate the assumptions LML1-LML6. It was thus proven that under the family of density 

functions that meet LML1-LML6 the GRF-LML estimator is consistent, asymptotically 

normal and produces valid confidence intervals. As far as the last question, a detailed 

accounting of the developing process necessary for the specification of a custom statistical 

forest within the highly optimized grf library was conducted. This last contribution will 

undoubtedly be of considerable aid to any applied econometrician who wishes to adapt 
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this novel framework for own their specific purposes. Finally, the main technical 

problems with the GRF-LML algorithm were spelled out and possible solutions 

contended, including new and interesting extensions using techniques at the frontier of 

research. 
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