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3 Abstract	
The	aim	of	 this	 thesis	 is	 to	understand	and	predict	 the	socioeconomic	development	of	a	

developing	country	using	machine	 learning,	big	data,	and	promising	wealth	and	poverty	

estimates.	The	research	design	encompasses	a	single	and	holistic	case	study	method,	using	

an	explorative	design	to	effectively	address	the	research	problem,	with	Zimbabwe	as	the	

chosen	case	country	as	well	as	the	unit	of	analysis.	I	collect	data	on	household	surveys	and	

geospatial	covariates	from	the	Demographic	and	Health	Surveys	(DHS).	Building	on	prior	

research,	the	feature	selection	process	is	based	on	combining	the	following	three	promising	

wealth	and	poverty	estimates:	call	detail	records,	internet	activity,	and	satellite	imagery.	I	

perform	 an	 exploratory	 data	 analysis	 and	 an	 exploratory	 spatial	 data	 analysis	 to	

understand	the	socioeconomic	development.	I	fit	a	Voting	Regression	model,	comprised	of	

a	Linear-,	Support	Vector-,	ElasticNet-,	and	Random	Forest	regression	model,	that	describes	

the	relationship	between	the	five	features	(mobile	ownership,	internet	usage	last	month,	

transaction	by	mobile,	 family	planning	from	mobile,	nightlight)	to	the	wealth	index	(WI)	

derived	from	the	DHS.	The	major	findings	 include	a	very	strong	correlation	and	positive	

linear	 relationship	 between	 the	 call	 detail	 records-	 and	 internet	 activity	 features,	 that	

wealth	is	highly	concentrated	in	the	Central	regions	of	Harare	and	Bulawayo,	that	in	the	last	

year,	people	have	on	average	gone	from	never	using	the	internet,	to	using	it,	and	that	most	

of	the	country	is	without	nightlight.	Furthermore,	a	trend	indicates	that	the	North	and	West	

regions	of	Zimbabwe	experience	 the	 lowest	 levels	of	wealth.	The	 final	machine	 learning	

model	 accurately	 estimates	 the	 WI	 of	 the	 400	 clusters	 in	 Zimbabwe	 (cross-validated-	

correlation	coefficient	of	0.93	and	coefficient	of	determination	of	0.88).	The	thesis	shows	

that	a	manufactured	anonymous	call	detail	records	feature	can	be	used	to	quantify	poverty,	

reaffirming	the	usefulness	of	call	detail	records	in	data	analysis,	and	necessitating	open	data	

policies	 from	 the	 mobile	 network	 operators	 to	 allow	 cost-	 and	 time	 effective	 poverty	

alleviation	efforts.	I	establish	the	potential	of	combining	call	detail	records,	internet	activity	

and	satellite	imagery	for	informing	policymakers	and	monitoring	poverty	in	real-time	by	

geographical	district.	Finally,	the	thesis	provides	the	basis	of	an	approach	for	government	

donors	 to	 appropriately	 allocate	 resources	 and	 monitor	 the	 impact	 of	 different	

interventions.	 	
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4 Introduction	

4.1 Problem	Statement	

This	thesis	seeks	to	explore	how	machine	learning	(ML),	big	data	and	promising	wealth	and	

poverty	 estimates	 can	 understand	 and	 predict	 the	 socioeconomic	 development	 of	

Zimbabwe.	 This	 is	 first	 and	 foremost	 an	 important	 problem	 because	 of	 the	 significant	

decline	in	quality	of	life	caused	by	poverty.	Secondly,	addressing	how	and	to	what	degree	

ML,	 big	 data	 and	 promising	 wealth	 and	 poverty	 estimates	 can	 contribute	 to	 the	

understanding	and	prediction	of	poverty	in	Zimbabwe	may	benefit	the	general	population	

and	policymakers	of	Zimbabwe,	reaffirm	the	overall	efficacy	of	the	field	of	data	science,	as	

well	as	emphasize	the	need	for	establishing	open	data	policies.	My	assumption	is	that	to	

gain	a	deeper	insight	into	economic	activity	through	ML	and	big	data	analytical	tools,	is	to	

better	our	chances	of	enhancing	the	quality	of	people’s	lives.		

	

4.2 Background	&	Need	

The	socioeconomic	development	is	the	process	of	social	and	economic	development	in	a	

society.	 To	 understand	 and	 predict	 Zimbabwe’s	 socioeconomic	 development,	 the	 thesis	

combines	features	from	three	promising	wealth	and	poverty	estimates:	Call	Detail	Records	

(CDR),	internet	activity,	and	satellite	imagery.	The	potential	of	these	estimates	is	supported	

by	relevant	literature	such	as	Ghosh,	who	in	2013	analyzed	nighttime	satellite	imagery	as	a	

proxy	measure	of	human	well-being	at	 the	gridded,	 sub-national,	 and	national	 level.1	 In	

2020,	Fatehkia	mapped	socioeconomic	indicators	using	social	media	advertising	data.2	In	

2011,	 Soto	 predicted	 socioeconomic	 levels	 using	 cell	 phone	 records.3	 A	 combination	 of	

poverty	and	wealth	estimates	was	performed	in	2016,	by	Christopher	Njuguna	and	Patrick	

McSharry.	They	constructed	spatiotemporal	poverty	indices	from	big	data	using	features	

such	as	mobile	ownership	and	nightlight	to	predict	the	multi-dimensional	poverty	index	at	

the	sector	level	in	Rwanda.4		

	

 
1	(Ghosh,	Anderson,	Elvidge,	&	Sutton,	2013)	
2	(Fatehkia,	et	al.,	2020)	
3	(Soto,	Frias-Martinzed,	Virseda,	&	Frias-Martinez,	2011)	
4	(Njuguna	&	McSharry,	2016)	



	 6	

4.3 Rationale	

The	underlying	 theory	of	 the	 thesis	 is	ML.	While	many	definitions	of	ML	exist,	Aurélien	

Géron	provides	a	simple	one:	“Machine	Learning	is	the	science	(and	art)	of	programming	

computers	so	they	can	learn	from	data”	(2019,	p.	16)5.	ML	is	closely	knit	to	big	data,	which	

is	characteristic	of	data	comprising	high	volume,	velocity,	and	variety.6	The	term	big	data,	

in	 this	 thesis,	 is	 referred	 to	 as	 a	dataset	which	 is	 too	 large	or	 too	 complex	 for	 ordinary	

computing	devices	to	process.	While	ML	has	many	gaps	in	its	knowledge,	from	ethics,	to	

deterministic	 problems,	 to	 misapplication	 and	 interpretability,	 the	 larger	 problem	

addressed	in	this	thesis	is	on	the	high	cost	of	obtaining	training	data.7	Training	data	is	the	

data	one	uses	to	train	a	ML	model	to	predict	an	outcome.	A	typical	data	collection	method	

for	socioeconomic	developmental	analysis	has	been	surveys,	however,	they	are	extremely	

expensive	and	time-consuming.	To	put	in	perspective,	the	cost	of	the	2011	national	census	

of	the	UK	was	estimated	at	£482	million.	Surveys	in	developing	countries	will	most	likely	

be	more	expensive	due	to	 language	barriers,	 logistical	constraints,	conflict	or	simply	the	

lack	of	capital	and	educated	enumerators.8		

	

The	explosion	of	data	in	the	last	decade	has	altered	the	field	of	international	development.	

One	of	the	ways	in	which	this	altercation	has	occurred	is	by	measuring	quality	of	life	and	

welfare	 in	 low-income	 countries.	 In	 particular,	 the	 data	 from	mobile	 phone	 companies,	

satellite	imagery	and	social	media	platforms,	combined	with	ML	technology,	have	produced	

fascinating	poverty	 alleviation	efforts.	 Lisa	Bauer	writes	 that:	 “the	 combination	of	 these	

data	sources,	with	machine	learning,	means	that	data	can	be	synthesized	and	applied	in	new	

ways”.	 Joshua	Blumenstock	 explains	 that	 “leveraging	machine	 learning	 to	 analyze	 these	

forms	of	data,	we	can	draw	conclusions	about	certain	aspects	of	quality	of	life	with	nearly	

the	same	accuracy	as	traditional,	multi-million-dollar	field	surveys”.9	

	

 
5	(Géron,	2019)	
6	(Letouzé,	2014)	
7	(Stewart,	2019)	
8	(Pathways	for	Prosperity	Comission,	2018)	
9	(Bauer,	2019)	
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Given	the	time	and	cost	savings	of	these	ML	approaches	many	governments	in	developing	

countries	 wish	 to	 circumvent	 the	 traditional	 data	 collection	 methods,	 such	 as	 national	

surveys,	 in	 favor	 of	 these	 alternative	 data	 analysis	 approaches.	 The	 possibility	 of	 this	

circumvention	depends	on	 the	accessibility	of	data.	The	data	 from	satellite	 imagery	and	

social	media	platforms	are	more	accessible	than	data	from	mobile	phone	companies.	Mobile	

network	operators	are	reluctant	to	provide	access	to	CDR	due	to	commercial	and	privacy	

concerns.10	The	thesis	combines	data	from	satellite	imagery	with	data	from	surveys.	Some	

of	 the	survey	data	 is	used	to	manufacture	a	 feature	 that	shares	 the	same	qualities	as	an	

anonymized	CDR	dataset.	The	rationale	behind	the	thesis	is	to	showcase	the	competitive	

results	 of	 combining	 the	 three	 promising	 wealth	 and	 poverty	 estimates,	 reaffirm	 the	

usefulness	of	ML,	and	ultimately	incentivize	and	necessitate	open	data	policies	from	mobile	

phone	companies	to	save	time	and	cost	with	respect	to	poverty	alleviation	efforts.	

	

4.4 Purpose	

As	previously	mentioned,	 the	 thesis	 concerns	 itself	with	poverty	 alleviation	 efforts.	The	

purpose	of	the	project	is	based	on	effective	altruism.	Effective	altruism	concerns	itself	with	

many	questions,	but	one	question	 is	at	 the	heart	of	 the	movement:	how	can	we	use	our	

resources	 to	 help	 others	 the	most?11	 The	 number	 of	 severe	 problems	 in	 the	world	 are	

astronomical.	Over	750	million	people	live	on	less	than	$1.90	per	day.	Six	million	children	

die	 each	 year	 of	 easily	 preventable	 causes	 (such	 as	 malaria,	 diarrhea,	 or	 pneumonia).	

Climate	change	 is	set	 to	wreak	environmental	havoc.	A	 third	of	women	worldwide	have	

suffered	 from	 sexual	 or	 other	 physical	 violence	 in	 their	 lives.	More	 than	 3,000	 nuclear	

warheads	are	in	high-alert	ready-to-launch	status	around	the	globe.	Bacteria	are	becoming	

antibiotic-resistant.	Partisanship	is	increasing,	and	democracy	may	be	in	decline.12	

	

The	world	has	many	problems,	and	as	individuals	and	as	a	globe,	we	have	a	responsibility	

to	 solve	 them.	However,	 our	 resources	 to	 solve	 these	problems	are	 scarce,	meaning	we	

cannot	solve	them	all.	This	leads	us	to	a	difficult	but	necessary	question;	how	should	we	

 
10	(Njuguna	&	McSharry,	2016)	
11	(Effective	Altruism,	2009)	
12	(Greaves	&	Pummer,	2019)	
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allocate	our	resources?	Effective	altruism	offers	a	clear	approach,	by	figuring	out,	of	all	the	

different	uses	of	our	resources,	which	uses	will	do	the	most	good,	impartially	considered.13	

Researchers	have	found	a	useful	framework	to	deduce	whether	a	cause	is	likely	to	be	highly	

impactful.	The	framework	incorporates	three	considerations:	great	in	scale	(it	affects	many	

lives,	by	a	great	amount),	highly	neglected	(few	other	people	are	working	on	addressing	the	

problem),	highly	solvable	(additional	resources	will	do	a	great	deal	to	address	it).14	

	

The	 above	 framework	 explains	why	 the	 effective	 altruism	movement	 views	 the	 area	 of	

fighting	extreme	poverty	to	be	one	of	the	best	answers	to	the	above	questions.	Furthermore,	

it	provides	the	purpose	to	the	project.	I	hope	the	thesis	will	contribute	to	the	fight	against	

extreme	poverty	in	Zimbabwe.	The	reason	that	Zimbabwe	is	being	researched	is	two-fold:	

1)	Zimbabwe	has	known	and	felt	the	effects	of	poverty	for	centuries.	This	was	exacerbated	

by	Mugabe’s	fatal	land	reform	programme	introduced	in	2000,	causing	inflation	to	reach	

231	million	%	in	July	2008.15	In	2020,	70%	of	Zimbabwean	children	in	rural	areas	live	in	

poverty.16	 2)	 My	 family	 on	 my	 father’s	 side	 are	 all	 born	 and	 raised	 in	 Zimbabwe.	 The	

economy,	amongst	other	things,	forced	my	family	to	flee	the	country	in	2004.	The	general	

purpose	of	the	project	is	also	in	line	with	what	brought	me	to	the	field	of	data	science.	I	want	

to	use	the	learnings	from	my	studies	to	help	others.		

	

4.5 Research	Question	

How	 can	 machine	 learning,	 big	 data,	 and	 promising	 wealth	 and	 poverty	 estimates	

understand	and	predict	the	socioeconomic	development	of	Zimbabwe?	

	

4.6 Methods	

The	 thesis	 uses	 anaconda	 navigator	 to	 launch	 the	 JupyterLab	 application.	 JupyterLab	

enables	code	in	python,	which	is	the	applied	programming	language	throughout	the	thesis.	

The	 data	 analysis	 follows	 a	 typical	 ML	 process;	 data	 collection,	 data	 preparation,	

 
13	(Greaves	&	Pummer,	2019)	
14	(Effective	Altruism,	2009)	
15	(Rodgers,	2018)	
16	(Chingono,	2020)	
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exploratory	data	analysis,	exploratory	spatial	data	analysis,	data	pre-processing,	training	

models,	reviewing	models,	and	evaluating	the	final	model.	

	

4.7 Delimitation	

The	thesis	thus	far	may	be	summarized	by	the	problem	statement,	background	and	need,	

rationale,	purpose,	research	question	(RQ)	and	methods.	The	problem	statement	is	how	ML,	

big	data	and	promising	wealth	and	poverty	estimates	can	better	our	understanding	and	

prediction	of	 the	 socioeconomic	development	 of	 Zimbabwe.	The	background	of	 poverty	

alleviation	 efforts	 highlights	 the	 potential	 for	 combining	 features	 of	 mobile	 ownership,	

mobile	activity,	and	satellite	imagery.	The	rationale	of	the	thesis	illuminates	ML’s	high	cost	

of	obtaining	training	data	and	the	importance	of	reaffirming	the	efficacy	of	alternative	ML	

analysis	approaches	 (e.g.,	CDR)	 to	ultimately	necessitate	open	data	policies	 from	mobile	

network	operators.	The	purpose	of	the	thesis	has	its	roots	in	effective	altruism,	which	is	the	

pursuit	of	effectively	allocating	resources	to	solve	problems,	in	this	case	extreme	poverty.	

The	methods	follow	a	typical	ML	analysis	process.	The	data	sets	are	collected	from	the	DHS.	

Based	on	the	above,	the	results	of	this	thesis	will	be	limited	to	the	country	of	Zimbabwe,	to	

the	features	selected	from	the	data	sets,	and	selected	ML	models.	The	sample	size	is	18,351	

men	and	women,	contained	in	400	clusters	spread	across	91	regions.	

	

4.8 Structure	

The	thesis	begins	with	a	literature	review,	in	which	I	demonstrate	my	understanding	of	the	

research	related	to	my	project.	This	is	followed	by	an	in-depth	discussion	of	my	materials	

and	methods,	which	is	divided	into	my	choice	of	case,	research	design,	case	study	and	data	

analysis	 process.	 After	 this,	 I	 present	my	 results.	 In	 this	 section	 I	 present	my	 statistics,	

tables,	 and	 figures	 that	 show	 the	 specific	 findings	 of	my	 study.	 This	 is	 done	 in	 a	 rather	

descriptive	manner.	I	subsequently	discuss	the	results,	by	interpretation	in	relation	to	the	

RQ	and	by	explaining	what	 the	 findings	mean,	as	well	as	state	 the	possibilities	of	 future	

study.	The	thesis	will	end	in	a	conclusion	where	I	summarize	my	results	and	discussion.	
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5 Literature	Review	
The	purpose	of	the	project	is	based	on	poverty	alleviation	efforts.	The	following	literature	

review	will	focus	on	research	surrounding	this	area	in	combination	with	ML	approaches.	

The	 section	 is	 divided	 into	 four	 sub-sections:	 1)	 CDRs	 2)	 internet	 activity	 3)	 satellite	

imagery	4)	how	the	literature	relates	to	the	thesis.	

	

5.1 Call	Detail	Records	

In	 2011,	 Soto	 et	 al.	 carried	 out	 a	 study	 to	 examine	 if	 the	 information	 derived	 from	 the	

aggregated	use	of	cell	phone	records	could	be	used	to	identify	the	socioeconomic	levels	of	

a	population.	Their	study	used	the	aggregated	behavioral	variables	of	the	communication	

antennas	to	predict	socioeconomic	levels.	They	presented	predictive	models	constructed	

with	SVMs	and	Random	Forests.	Their	results	show	correct	prediction	rates	of	over	80%	

for	 an	 urban	 population	 of	 around	 500,000	 citizens.	 They	 also	 propose	 two	 potential	

applications	of	these	socioeconomic	prediction	models:	1)	for	commercial	use,	by	tailoring	

offers	and	new	products	to	customers	2)	for	public	policy	implementation	and	studying	the	

impact	of	the	policies	over	time.17	

	

Decuyper	et	al.	assessed	the	suitability	of	indicators	derived	from	mobile	phone	data	as	a	

proxy	 for	 food	 security	 indicators.	 They	 compared	 their	 findings	 with	 the	 results	 of	 a	

nationwide	household	survey	(7500	households)	spread	geographically	across	a	country	of	

central	Africa.	The	results	show	high	correlations	(>	0,8)	between	CDR	data	and	relevant	

food	security	variables	(e.g.,	food	expenditure	and	vegetable	consumption).	This	suggests	

that	 proxies	 derived	 from	 CDR	 could	 be	 used	 to	 provide	 valuable	 information	 on	 food	

security	in	developing	countries.18	

	

In	2015,	Blumenstock,	Cadamuro,	&	On	showed	that	an	individual’s	history	of	mobile	phone	

use	 can	 be	 used	 to	 infer	 socioeconomic	 status.	 They	 demonstrated	 that	 the	 predicted	

features	 could	 reconstruct	 the	 distribution	 of	wealth	 and	 infer	 the	 asset	 distribution	 of	

 
17	(Soto,	Frias-Martinzed,	Virseda,	&	Frias-Martinez,	2011)	
18	(Decuyper,	et	al.,	2014)	
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microregions	composed	of	 just	a	few	households.	They	used	two	datasets,	CDR	data	and	

questionnaire	responses.	The	CDR	data	set	contained	features	on	total	volume,	intensity,	

timing,	 direction,	 and	 they	 used	 the	 DHS’	WI	 as	 ground	 truth.	With	 a	 linear	 regression	

model,	they	were	able	to	estimate	the	socioeconomic	development	of	Rwanda	with	a	cross-

validated	correlation	coefficient	r	of	0,68.	They	also	managed	to	distribute	users’	data	which	

was	aggregated	at	the	tower	level.	This	meant	that	the	model	could	essentially	estimate	the	

socioeconomic	development	for	any	geographical	region.19	

	

5.2 Internet	Activity	

In	2020,	Fatehkia	et	al.	studied	the	value	that	anonymous,	publicly	accessible	advertising	

data	 from	Facebook	could	provide	 in	mapping	socio-economic	development	 in	 two	 low-	

and	middle-income	countries,	the	Philippines	and	India.	They	evaluated	the	performance	

of	linear	regression	models	selected	using	Least	Absolute	Shrinkage	and	Selection	Operator	

(LASSO)	 and	 tree	 regression	 models.	 	 They	 showed	 how	 particular	 device	 types	 and	

connection	 types	provide	strong	signals	 for	modeling	regional	variation	 in	 the	WI.	They	

used	the	WI	from	DHS	as	ground	truth.20	

	

In	 2020,	 Wijaya	 et	 al.	 proposed	 a	 framework	 for	 poverty	 rate	 estimation	 based	 on	 e-

commerce	data	using	ML	algorithms.	They	investigated	e-commerce	data	from	Indonesia	

in	conjunction	with	poverty	rate	estimation.	They	identified	the	most	significant	items	to	

represent	 population	 expenditure	 trends.	 They	 built	 a	 support	 vector	 regression	 (SVR)	

model	and	a	deep	neural	network	(DNN),	in	which	the	DNN	outperformed	the	SVR	when	

feature	 selection	was	 applied.	 The	 results	 included	 cars	 and	motorbikes	 to	 be	 the	most	

significant	items	for	poverty	prediction.	Furthermore,	the	results	suggest	e-commerce	data	

could	be	a	proxy	for	calculating	city-level	poverty	rates.21	

	

 
19	(Blumenstock,	Cadamuro,	&	On,	2015)	
20	(Fatehkia,	et	al.,	2020)	
21	(Wijaya,	et	al.,	2020)	
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5.3 Satellite	Imagery	

Ghosh	 et	 al.	 reviewed	 nighttime	 satellite	 imagery	 for	 providing	 a	 variety	 of	 alternative	

measures	 of	 human	 well-being.	 They	 collected	 more	 than	 60	 research	 papers	 and	

concluded	that	socioeconomic	estimates	can	be	made	on	a	globally	consistent	basis	and	at	

higher	frequency	intervals	than	the	typical	decadal	census	of	the	population.	However,	the	

nighttime	 lights	 data	 provided	 by	 the	 Defense	 Meteorological	 Satellite	 Program-

Operational	 Line-Scan	 System	 does	 have	 observational	 shortcomings,	 including	 coarse	

spatial	and	spectral	resolution	and	lack	of	onboard	calibration.	Nonetheless,	the	reviewed	

research	papers	showed	significant	promise	in	its	ability	to	inform	our	understanding	and	

measurement	of	human	well-being.22		

	

Jean	et	al.	combined	satellite	 imagery	and	ML	to	predict	poverty.	They	demonstrated	an	

accurate,	 inexpensive,	and	scalable	method	for	estimating	consumption	expenditure	and	

asset	wealth	from	high-resolution	satellite	imagery.	They	used	surveys	and	satellite	data	

from	Nigeria,	Tanzania,	Uganda,	Malawi,	 and	Rwanda.	They	used	a	 convolutional	neural	

network	to	identify	image	features	that	explain	75%	of	the	variation	in	local-level	economic	

outcomes.	 The	 model’s	 predictive	 power	 declines	 only	 modestly	 when	 used	 in	 new	

countries.	This	suggests	that	despite	economic	and	political	institutions	across	countries,	

the	 model-derived	 features	 appear	 to	 be	 universal	 –	 in	 essence	 the	 features	 capture	

fundamental	commonalities	across	socioeconomic	settings.23	

	

Njuguna	&	McSharry	combined	a	sparse	CDR	dataset	with	normalized	satellite	nightlight	

data	to	estimate	the	multi-dimensional	poverty	index	(MPI)	for	sectors	in	Rwanda.	One	of	

their	objectives	was	to	analyze	the	usefulness	of	pared	down	big	data	datasets	to	contribute	

to	the	’open	data	policies’	debate.	The	findings	were	limited	to	sectors	that	contained	mobile	

phone	cell	towers.	Their	CDR	dataset	used	two	CDR-based	features,	mobile	ownership	per	

capita	 and	 call	 volume	 per	 phone.	 The	 scatterplots	 suggested	 a	 non-linear	 relationship	

between	nightlights	and	population	density	and	MPI.	They	used	LASSO	to	decide	whether	

 
22	(Ghosh,	Anderson,	Elvidge,	&	Sutton,	2013)	
23	(Jean,	et	al.,	2016)	
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a	 log	 or	 non-log	 version	 of	 the	 variables	 should	 be	 employed.	 Their	 model	 accurately	

estimated	the	MPI	with	a	cross-validated	correlation	of	0.88.24	

	

5.4 Relation	

The	 literature	 relates	 to	 the	 thesis	 in	 four	 substantial	 ways.	 First,	 the	 whole	 literature	

review	is	based	on	finding	alternative	data-analysis	approaches	to	ultimately	understand	

and	predict	socioeconomic	development.	These	alternative	approaches	are	motivated	by	

saving	time	and	cost,	which	has	resulted	in	three	promising	estimates	of	wealth	and	poverty	

(CDR,	internet	activity,	satellite	imagery).	This	pursuit	in	finding	alternative	time-	and	cost-

effective	poverty	alleviation	efforts	is	directly	related	to	how	this	thesis	came	to	be.	While	

some	research	has	combined	two	out	of	the	three	estimates,	none	have	combined	all	three.	

That	is	why	I	decide	to	combine	all	three,	as	I	assume	the	estimates	are	stronger	together	

in	 facilitating	 a	 detailed	 understanding	 and	 accurate	 prediction	 of	 socioeconomic	

development.		

	

Secondly,	much	of	the	literature	using	CDRs	have	experienced	the	challenges	of	such	a	data	

source.	 One	 of	 which	 is	 the	 difficulty	 to	 obtain	 a	 CDR	 dataset	 in	 the	 first	 place,	 due	 to	

commercial	 sensitivities	 and	 privacy	 concerns.	 This	 was	 directly	 experienced	 in	 this	

project,	as	efforts	to	collect	an	anonymized	CDR	dataset	failed.	Instead,	data	from	the	DHS	

was	collected	to	manufacture	the	characteristics	of	a	CDR	feature	(mobile	ownership).	Thus,	

the	 literature	 review	and	 thesis	 are	 closely	 related	 in	 its	 contribution	 to	 the	 ’open	data	

policies’	debate.		

	

Thirdly,	 the	 thesis	 shares	 many	 commonalities	 from	 the	 literature	 with	 respect	 to	 ML	

algorithms	(i.e.,	SVR,	LASSO,	Random	Forest,	Linear	regression),	and	utilizing	DHS’	WI	as	

ground	 truth,	as	well	as	 contributing	 to	 the	 field	of	data	science	and	poverty	alleviation	

efforts	by	investigating	a	new	country.	

	

 
24	(Njuguna	&	McSharry,	2016)	
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The	 fourth	 and	 final	 point	 concerns	 feature	 selection.	 The	 literature	 relates	 most	

significantly	by	determining	what	features	are	selected	from	the	DHS	dataset.	The	thesis	

incorporates	 features	 of	 all	 three	 estimates	 to	 understand	 and	 predict	 Zimbabwe’s	

socioeconomic	development.	A	total	of	six	features	were	selected	from	the	DHS	dataset,	of	

which	one	shares	common	traits	with	CDR,	four	with	internet	activity,	and	one	with	satellite	

imagery.		

6 Materials	&	Methods	
6.1 Choice	of	Case	

In	this	thesis,	I	have	chosen	to	do	a	single	case	study	of	Zimbabwe	as	a	proxy	for	increasing	

the	understanding	of	how	ML	and	big	data	can	contribute	to	the	field	of	poverty	alleviation	

efforts.	 I	 have	 selected	 Zimbabwe	 since	 the	 country	 is	 a	 prime	 example	 of	 a	 nation	

experiencing	the	consequences	of	poverty.	In	2020,	72.3%	of	Zimbabwe’s	population	was	

below	the	poverty	line	(second	highest	out	of	172	countries).25	The	poverty	line	is	1.90$	a	

day.	Living	in	poverty	means	a	life	of	struggle	and	deprivation.	Children	living	in	poverty	

often	 lack	access	 to	quality	education,	and	they	become	unable	 to	provide	 for	 their	own	

children	–	thus	the	generational	cycle	of	poverty.	Living	in	poverty	also	means	not	being	

able	 to	afford	a	doctor	or	medical	 treatment.	 It	means	no	electricity,	 limited	shelter	and	

often	 little	 to	 no	 food	 on	 the	 table.	 In	 impoverished	 countries	where	many	 people	 lack	

access	to	clear	water	and	sanitation,	poverty	means	the	spread	of	preventable	diseases	and	

the	unnecessary	death	of	children.26		

	

The	scarce	resources	to	solve	the	problems	associated	with	poverty	require	Zimbabwe	to	

make	difficult	decisions	in	relation	to	resource	allocation.	Additionally,	the	country	is	found	

relevant	due	to	the	typical	characteristics	one	sees	in	resource-constrained	environments,	

namely	rare	censuses,	and	household	surveys.	We	cannot	rely	on	data	from	these	sources	

in	the	future,	and	thus	the	choice	of	case	serves	as	an	appropriate	conduit	to	the	’open	data	

policies’	debate.	

 
25 (Index Mundi, 2020) 
26 (Peer, 2020) 
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6.2 Research	Design	

In	 this	 thesis,	 the	research	design	encompasses	a	single	and	holistic	 case	study	method,	

using	an	explorative	design	to	effectively	address	the	research	problem	with	Zimbabwe	as	

the	chosen	case	country	as	well	as	the	unit	of	analysis.	Thus,	the	study	is	primarily	based	on	

the	data	collection	from	one	country	and	the	chosen	research	design	will	function	as	the	

logical	 sequence	 that	 connects	 the	 DHS	 data	 to	 my	 initial	 RQ	 and,	 ultimately,	 to	 my	

conclusion.	 Furthermore,	 the	 research	design	 can	be	 defined	 and	will	 be	 applied	 as	 the	

blueprint	of	research,	dealing	with	the	following	problems:	what	questions	to	study,	what	

data	are	relevant,	what	data	to	collect,	and	how	to	analyze	the	results.	Thereby,	the	purpose	

of	the	specific	research	design	is	to	ensure	that	the	selected	DHS	features	address	my	initial	

RQ.	 The	 following	 sub-sections	 will	 account	 for	 the	 methodological	 choices	 and	 the	

approach	throughout	the	thesis.27		

	

6.3 Case	Study	

The	technical	definition	of	a	case	study,	as	a	research	strategy,	is	according	to	Robert	K.	Yin	

(2003)	 stated	 in	 two	 ways.	 The	 first	 part	 begins	 with	 the	 scope	 of	 the	 case	 study:	

“Investigates	 a	 contemporary	 phenomenon	 in	 depth	 within	 its	 real-life	 context,	 especially	

when	the	boundaries	between	phenomenon	and	context	are	not	clearly	evident.”	(Yin,	2003,	

p.	 13).	 The	 definition	 indicates	 that	 the	 method	 allows	 one	 to	 retain	 the	 holistic	 and	

meaningful	 characteristics	 of	 real-life	 events	 and	 the	 chosen	 methods	 thus	 becomes	

beneficial	 as	 I	 want	 to	 understand	 a	 real-world	 case.	 Furthermore,	 I	 want	 to	 cover	

contextual	conditions,	believing	that	they	might	be	highly	relevant	to	my	phenomenon	of	

study.	

	

The	second	part	of	the	definition	of	a	case	study	proves	to	be	rather	technical:	“Copes	with	

the	technically	distinctive	situation	in	which	there	will	be	many	more	variables	of	interest	than	

data	points,	 and	as	one	 result	 relies	on	multiple	 sources	of	 evidence,	with	data	needing	 to	

converge	in	a	triangulating	fashion,	and	as	another	result	benefits	from	the	prior	development	

 
27	(Andersen,	2008)	
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of	theoretical	propositions	to	guide	data	collection	and	analysis.”	(Yin,	2003,	p.	13).	Thus,	the	

case	 study,	 as	 a	 research	 strategy,	 demonstrates	 a	 comprehensive	 research	 strategy,	

incorporating	an	all-encompassing	method	where	both	the	logic	of	design,	data	collection	

techniques,	and	specific	approaches	to	data	analysis	are	covered.	The	motives	behind	the	

choices	made	in	relation	to	the	research	strategy	as	well	as	design,	will	be	elaborated	on	in	

the	following	section.	

	

6.3.1 Reasoning	behind	Research	Method	

The	fundamental	choice	of	which	research	method	to	apply	is	dependent	on	three	different	

elements;	the	type	of	research	question,	the	extent	of	control	over	behavioral	events,	and	

the	degree	of	focus	on	contemporary	as	opposed	to	historical	events.28	

	

The	RQ	is	characterized	as	a	“how”	question	since	it	allows	me	to	conduct	an	in-depth	study	

of	a	social	phenomenon.	Furthermore,	case	studies	are	the	preferred	strategy	when	“how”	

and	“why”	questions	are	being	posed.29	Looking	at	the	objective	of	the	thesis	based	on	my	

constructed	RQ,	I	aim	to	investigate	poverty	where	I	have	no	control	over	the	behavioral	

events	occurring.	The	investigation	of	how	a	country,	like	Zimbabwe,	benefits	from	ML,	big	

data	and	promising	wealth	and	poverty	estimates	to	understand	and	predict	socioeconomic	

development,	 is	 the	contemporary	event	 in	focus,	which	does	not	require	any	control	or	

manipulation	in	relation	to	relevant	behaviors	as	opposed	to	using	experiments	as	research	

design.	

	

The	choice	of	a	case	study	as	the	research	strategy	will	allow	me	to	focus	on	a	single	case,	

retaining	a	holistic	as	well	as	real-world	perspective.	This	will,	hopefully,	result	in	a	more	

practical	 and	 relatable	 thesis.	 I	 have	 chosen	an	exploratory	 approach	due	 to	my	goal	 of	

increasing	 the	 understanding	 of	 how	ML	 and	 big	 data	 contribute	 to	 poverty	 alleviation	

efforts,	where	 I	 seek	 to	 find	 new	 knowledge	 that	 can	 build	 upon	 the	 findings	 from	 the	

literature	review	(namely,	the	combination	of	promising	wealth	and	poverty	estimates).	

 
28	(Yin,	2003)	
29	(Yin,	2003)	
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6.3.2 Data	Collection	

The	main	data	collection	method	applied	in	this	thesis	is	face-to-face	surveys	conducted	by	

the	DHS.	This	data	collection	method	serves	as	my	secondary	data	source,	as	I	have	not	been	

involved	in	the	design,	execution,	or	aggregation	of	the	survey.	The	thesis	does	not	use	any	

primary	data	sources.	I	have	chosen	to	use	the	already	existing	face-to-face	survey	due	to	

my	 research	 design	 being	 an	 explorative	 case	 study,	 which	 aligns	 with	 the	 purpose	 to	

examine	an	alternative	perspective	on	poverty	alleviation	efforts	by	combining	promising	

(manufactured)	 wealth	 and	 poverty	 estimates.	 The	 thesis	 also	 uses	 DHS’	 geospatial	

covariates	and	GPS	data	as	well	as	shapefiles	storing	the	geometric	location	of	Zimbabwe’s	

regions	and	districts.	

	

To	download	the	necessary	DHS	datasets,	I	completed	a	short	registration	form.	Requests	

to	access	datasets	are	usually	approved	within	24	hours.	Besides	the	DHS	surveys,	I	also	

collected	the	DHS	GPS	dataset	for	Zimbabwe,	which	requires	additional	information	to	gain	

dataset	approval.	The	shapefiles	are	downloaded	through	a	website	that	has	no	affiliation	

with	DHS.		

	

The	DHS	Program	has	collected,	analyzed,	and	disseminated	accurate	and	representative	

data	on	population,	health,	HIV,	and	nutrition	through	more	than	400	surveys	in	over	90	

countries.30	 The	 questionnaires	 are	 nationally	 representative	 household	 surveys	 that	

provide	data	for	a	wide	range	of	monitoring	and	impact	evaluation	indicators	in	the	areas	

of	 population,	 health,	 and	 nutrition.	 The	 standard	DHS	 surveys	 have	 a	 sample	 size	 that	

usually	ranges	between	5,000	and	30,000	households.	The	surveys	are	conducted	about	

every	5	years	to	allow	comparisons	over	time.	The	data	tabulation	plan	consists	of	over	175	

tables	contained	in	15	chapters.	These	chapters	provide	information	on	the	demographic	

and	socioeconomic	characteristics	of	the	population,	levels	of	fertility,	childhood	mortality,	

family	planning,	women’s	status,	malaria	etc.31		

 
30	(Demographic	and	Health	Surveys,	1984)	
31	(Demographic	and	Health	Surveys,	1984)	
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The	collected	answers	from	the	questionnaire	undergo	stratification	as	well	as	sampling	

weights	before	becoming	accessible	to	analysts.	Stratification	is	the	process	by	which	the	

sampling	frame	is	divided	into	subgroups	or	strata	that	are	as	homogeneous	as	possible	

using	 certain	 criteria.	 The	 objective	 is	 to	 reduce	 sampling	 errors.	 The	DHS	 samples	 are	

stratified	by	geographic	region	and	by	urban/rural	areas	within	each	region.	Within	each	

stratum,	the	sample	design	specifies	an	allocation	of	households	to	be	selected.	Most	DHS	

surveys	use	a	fixed	take	of	households	per	cluster	of	about	25-30	households,	determining	

the	 number	 of	 clusters	 to	 be	 selected.	 Furthermore,	 a	 complete	 household	 listing	 is	

conducted	 in	 each	 cluster	 –	 following	 this	 listing	 of	 the	 households,	 a	 fixed	 number	 of	

households	is	selected	by	equal	probability	systematic	sampling	in	the	selected	cluster.	The	

sampling	weights	are	adjustment	factors	applied	to	each	case	in	tabulations	to	adjust	for	

differences	 in	 probability	 of	 selection	 and	 interview	 between	 cases	 in	 a	 sample,	 due	 to	

either	design	or	happenstance.32	

	

In	most	recent	DHS	surveys,	the	groupings	of	households	that	participated	in	the	survey,	

known	as	clusters,	are	geo	referenced.	These	survey	cluster	coordinates	are	collected	in	the	

field	using	GPS	receivers.	The	GPS	readings	for	most	clusters	are	accurate	to	less	than	15	

meters.	However,	 to	 ensure	 respondent	 confidentiality,	DHS	 randomly	 displace	 the	GPS	

latitude/longitude	position	for	all	surveys.	The	displacement	is	accomplished	by	1)	urban	

clusters	contain	0-2	km	of	error	2)	rural	clusters	contain	0-5	km	of	positional	error,	with	a	

further	1%	of	the	rural	clusters	displaced	0-10	km.	The	displacement	is	restricted	so	the	

points	stay	within	the	country	and	within	the	region.33	

	

The	 thesis	 collects	data	 from	 the	 latest	DHS	Zimbabwe	 survey,	which	was	 conducted	 in	

2015.	Two	questionnaires	are	collected	from	this	survey,	the	Man’s	questionnaire,	and	the	

Woman’s	questionnaire.	The	sample	size	for	the	Man	and	Woman’s	questionnaires	is	8396	

and	9955,	respectively.	These	respondents	are	scattered	throughout	the	country	into	400	

 
32	(Demographic	and	Health	Surveys,	1984)	
33	(Demographic	and	Health	Surveys,	1984)	
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clusters.	Furthermore,	the	thesis	uses	DHS	geospatial	covariates.	The	geospatial	covariate	

dataset	 links	 survey	 cluster	 locations	 to	 ancillary	 data,	 which	 contain	 data	 on	 topics	

including	 population,	 climate,	 and	 environmental	 factors.	 This	 allows	 me	 to	 conduct	

geospatial	statistical	analysis	without	having	to	manually	source	and	link	these	covariates	

to	cluster	locations.34	

	

The	 thesis	 collects	 two	 shapefiles.	 A	 shapefile	 is	 a	 non-topological	 format	 for	 storing	

geometric	location	and	attribute	information	of	geographic	features.	Geographic	features	

can	 be	 represented	 by	 points,	 lines,	 or	 polygons.	 The	 two	 collected	 shapefiles	 contain	

polygons	that	cover	Zimbabwe’s	region	and	district	areas	as	well	as	attribute	information	

e.g.,	region-	and	district	names.35	

	

The	second	part	of	the	definition	of	a	case	study	referred	to	the	use	of	several	data	collection	

techniques.	I	argue	that	even	though	the	data	is	based	on	secondary	data	and	is	collected	

from	a	single	source,	the	DHS	datasets	contain	a	wide	range	of	wealth	and	poverty	estimates	

that	 contain	 several	 features	 (mobile	ownership,	 transaction	by	mobile,	 nightlight,	 etc.).	

This	is	appropriate	as	it	sufficiently	assists	me	in	my	goal	to	address	the	RQ	by	providing	

the	necessary	means	to	maintain	a	holistic	perspective	and	approach	to	poverty	alleviation	

efforts.	Furthermore,	 the	use	of	secondary	data	 is	common	 in	 the	 field	of	data	science.	 I	

could	have	collected	primary	data	on	the	socioeconomic	development	of	Zimbabwe	through	

e.g.,	interviews,	this	was	nonetheless	deemed	too	expensive	and	time-consuming.		

	

6.4 Data	Analysis	

The	 approach	 towards	 the	 data	 analysis	 process	 in	 this	 thesis	 is	 based	 on	 inductive	

reasoning.	This	type	of	reasoning	has	its	focus	on	making	broad	generalizations	based	on	

specific	observations,	so	the	inductive	inference	is	going	from	the	specific	to	the	general.36	

This	is	found	suitable	for	the	motivation	and	the	scope	of	the	study,	since	I	aim	to	contribute	

with	 new	 knowledge	 of	 how	ML	 and	 big	 data	 contribute	 to	 poverty	 alleviation	 efforts.	

 
34	(Demographic	and	Health	Surveys,	1984)	
35	(ArcGIS,	1969)	
36	(Holyoak	&	Morrison,	2005)	
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Specifically,	 how	 the	 combination	 of	 promising	 (manufactured)	 wealth	 and	 poverty	

estimates	 perform	 as	 a	 measure	 of	 understanding	 and	 predicting	 socioeconomic	

development	in	Zimbabwe.	Thus,	my	scope	is	to	find	patterns	in	the	data	and	generalize	

upon	the	patterns	that	build	upon	already	conducted	research	rather	than	deny	or	confirm	

a	prejudiced	hypothesis.		

	

As	 previously	mentioned,	 the	 coding	 is	 executed	 in	 JupyterLab	 using	 Python.	 	 The	 data	

analysis	relies	heavily	on	the	use	of	NumPy	and	Pandas.	NumPy	 is	a	Python	 library	that	

provides	a	multidimensional	array	object,	various	derived	objects,	and	an	assortment	of	

routines	for	fast	operations	on	arrays.37	Pandas	is	a	powerful	and	flexible	open-source	data	

analysis	and	manipulation	tool,	built	on	top	of	the	Python	programming	language.	Pandas	

is	extremely	useful	when	working	with	tabular	data	and	a	data	table	is	called	a	DataFrame.38	

A	DataFrame	is	a	two-dimensional	data	structure,	i.e.,	data	is	aligned	in	a	tabular	fashion	in	

rows	and	columns.39	The	following	sub-sections	explain	what	materials	were	used	and	why	

at	each	step	during	the	data	analysis	process.	

	

6.4.1 Data	Preparation	

6.4.1.1 Data	Preparation	for	DHS	Surveys	

The	Man’s	&	Woman’s	questionnaires	are	stored	in	SAV	files,	which	is	a	generic	extension	

that	is	used	to	save	files	and	data.	To	read	the	.sav	files	into	Pandas	data	frames,	the	Python	

package	pyreadstat	 is	 used,	which	 is	 a	wrapper	 around	 the	 C	 library	 readstat.40	 Pandas	

head()	method	is	used,	as	it	returns	the	top	n	(5	by	default)	rows	of	a	data	frame	or	series.	

This	allows	me	to	gain	a	quick,	but	shallow,	look	into	the	data	structure.	Another	Pandas	

method	used	 is	 the	copy()	method,	which	creates	a	copy	of	a	Pandas	object.	The	Pandas	

attribute	shape	is	used,	as	it	returns	the	number	of	rows	and	columns,	which	allows	me	to	

identify	the	number	of	respondents	in	each	survey.	Another	Pandas	attribute	used	is	the	

columns	attribute,	which	returns	the	column	labels	of	the	given	DataFrame.		

 
37	(NumPy,	2019)	
38	(Pandas,	n.d.)	
39	(TutorialsPoint,	2021)	
40	(PyPi,	2021)	
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Python	 variables	 are	 commonly	 used	 in	 programming.	 It	 is	 a	 symbolic	 name	 that	 is	 a	

reference	or	pointer	to	an	object.	Once	an	object	is	assigned	to	a	variable,	I	can	refer	to	the	

object	by	 that	name,	which	provides	 flexible	code.	Functions	are	also	used	 frequently.	A	

function	 is	 a	 block	 of	 organized,	 reusable	 code	 that	 is	 used	 to	 perform	 a	 single,	 related	

action.	Python	has	many	built-in	functions	like	print(),	but	I	also	create	my	own	functions,	

these	are	user-defined	functions.	The	use	of	functions	provides	better	modularity	and	a	high	

degree	of	code	reusing.	The	concat()	function	performs	concatenation	operations	along	an	

axis	while	performing	optional	set	logic	of	the	indexes	on	the	other	axes.	This	allows	me	to	

easily	concatenate	datasets	and	unify	and	better	understand	my	data	as	I	analyze	it.41	

	

6.4.1.2 Data	Preparation	for	GPS	Data	

To	read	the	DHS	GPS	data	as	well	as	shapefiles,	I	use	GeoPandas.	GeoPandas	is	an	open-

source	project	that	allows	me	to	analyze	geospatial	data	in	an	easy	and	effective	manner.	It	

combines	the	capabilities	of	Pandas	and	Shapely,	providing	geospatial	operations	in	Pandas	

and	a	high-level	interface	to	multiple	geometries	to	Shapely.	By	using	GeoPandas	I	can	do	

operations	in	Python	that	would	otherwise	require	a	spatial	database	such	as	PostGIS.42	The	

DHS’	geospatial	covariates	dataset	is	stored	in	a	CSV	file,	which	Pandas	reads	without	any	

problems.	The	join()	method	is	used	to	easily	combine	DataFrames	either	on	index	or	on	a	

key	column.	Join()	 	 is	a	convenient	method	for	combining	the	columns	of	two	potentially	

differently-indexed	DataFrames	into	a	single	result	DataFrame.	The	join()	method	contains	

several	parameters,	in	which	specifications	can	be	made	on	how	the	data	should	be	aligned.	

In	my	 case	 the	 on	 parameter	 was	 used,	 in	 which	 you	 insert	 the	 column	 or	 index	 level	

name(s)	to	join	on.43		

	

For	 loops	 is	 used,	 which	 iterates	 over	 a	 sequence	 and	 allows	 me	 to	 execute	 a	 set	 of	

statements,	 once	 for	 each	 item	 in	 a	 list,	 tuple,	 set	 etc.	 The	 reindex	 function	 conforms	 a	

DataFrame	to	a	new	index	with	optional	filling	logic,	essentially	allowing	for	easy	column	

 
41	(Pandas,	2021)	
42	(GeoPandas,	2021)	
43 (Pandas PyData, n.d.) 
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rearrangement.44	The	rename	 function	 is	also	used	to	rename	columns	by	specifying	the	

original	column	name	and	the	new	name	in	a	dictionary.	Pandas	unique	is	used	to	return	

the	unique	values	of	a	DataFrame	column	and	in	combination	with	the	Python	function	len()	

I	gain	the	total	sum	of	unique	values.45	This	is	mainly	used	to	keep	track	of	the	coding	as	I	

go	along	and	avoid	errors.		

	

The	final	step	in	the	data	preparation	process	required	a	spatial	join	of	two	GeoDataFrames.	

The	sjoin()	function	is	useful	in	such	cases,	and	it	takes	two	arguments:	how	and	op.	The	

how	argument	describes	the	type	of	join,	whether	it	being	left,	right	or	inner.	The	used	and	

default	 type	of	 join	 is	 inner,	which	uses	 intersection	of	 keys	 from	both	DataFrames,	but	

retains	only	the	left	geometry	column.	The	op	operation,	which	specifies	how	GeoPandas	

decides	whether	to	join	the	attributes	of	one	object	to	another,	based	on	their	geometric	

relationship.	The	used	op	 operation	 is	within,	which	 returns	 true	 if	 the	geometry	points	

(clusters)	 from	the	first	DataFrame	are	within	the	other	DataFrames	geometry	polygons	

(district).46	 In	 a	 nutshell,	 the	 sjoin()	 function	 helps	me	 	 to	 create	 a	 GeoDataFrame	 that	

contains	 the	 district	 names	 for	 each	 of	 the	 400	 clusters.	 This	 may	 be	 helpful	 when	

conducting	exploratory	spatial	data	analysis.		

	

6.4.1.3 Combine	DHS	Survey	&	DHS	GPS	Data	

Much	of	the	aforementioned	coding	is	used	in	this	section,	but	one	additional	operation	is	

used,	groupby().	The	operation	involves	some	combination	of	splitting	an	object,	applying	a	

function,	and	combining	the	results.	I	use	the	operation	to	group	a	large	amount	of	data	and	

compute	the	mean	on	these	groups.	I	choose	an	appropriate	column	to	group	the	DataFrame	

(cluster)	and	apply	a	mean()	function,	which	calculates	the	mean	of	each	feature.	The	reason	

for	using	it,	is	to	get	an	overview	of	the	data	as	well	as	make	it	easier	to	unveil	the	underlying	

relationships	among	the	features.47		

	

 
44	(Pandas	Pydata,	2021)	
45 (Pandas PyData, n.d.) 
46	(GeoPandas,	2021)	
47	(Pandas	Pydata,	2021)	
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6.4.1.4 Label	&	Feature	Selection	

The	 thesis	 involves	 a	 supervised	 learning	 task,	 as	 the	 data	 contains	 labeled	 training	

examples.	In	other	words,	each	instance	comes	with	the	expected	output,	i.e.,	the	WI	from	

each	cluster.	The	WI	is	a	composite	measure	of	a	household’s	cumulative	living	standard.	It	

is	generated	with	a	statistical	procedure	known	as	principal	components	analysis	(PCA),	

placing	 individual	 households	 on	 a	 scale	 of	 relative	 wealth.48	 Furthermore,	 the	WI	 is	 a	

continuous	data	type	as	it	can	take	any	value	(within	a	range).	To	predict	the	WI	(the	label)	

is	 to	 predict	 Zimbabwe’s	 socioeconomic	 development.	 Thus,	 the	 used	 supervised	 ML	

technique	is	regression.	

	

I	will	use	multiple	 features	to	make	my	predictions.	Usually,	 feature	selection	 involves	a	

process	of	deducing	the	most	useful	features	to	train	on	among	existing	features.	However,	

since	the	purpose	of	the	thesis	is	to	combine	promising	wealth	and	poverty	estimates	to	

predict	socioeconomic	development	–	the	feature	selection	process	is	more	perennial	in	its	

nature.	 The	 used	 features	 from	 the	 DHS	 surveys	 and	 geospatial	 covariates	 are	 selected	

based	on	whether	they	fall	under	the	three	categories	CDR,	internet	activity	and	satellite	

imagery.	 This	was	 discussed	 earlier	 in	 the	 relation	 sub-section	 in	 the	 literature	 review.	

Since	only	a	total	of	6	features	matched	these	criteria,	I	use	all	of	them.	It	should	be	noted	

that	a	plurality	of	features	from	the	geospatial	covariate’s	dataset	exist	under	the	satellite	

imagery	category,	but	only	the	nightlight	feature	was	used,	due	to	the	ubiquity	of	nightlight	

usage	in	the	literature	review.	This	will	be	further	elaborated	in	the	future	work	section.		

	

6.4.2 Exploratory	Data	Analysis	

Exploratory	Data	Analysis	(EDA)	is	used	by	data	scientists	to	analyze	and	investigate	data	

sets	and	summarize	their	main	characteristics,	often	employing	data	visualization	methods.	

It	 assists	 the	 analyst	 in	 how	 to	 best	 manipulate	 data	 sources,	 discover	 patterns,	 spot	

anomalies,	 test	 hypotheses,	 or	 check	 assumptions.	 Furthermore,	 it	 provides	 a	 better	

understanding	of	data	set	features	and	the	relationships	between	them.	The	main	purpose	

of	EDA	is	to	ensure	the	results	produced	are	valid	and	applicable	to	any	desired	outcomes	

 
48	(Demographic	and	Health	Surveys,	2021)	
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and	goals.	Once	EDA	is	completed,	its	features	can	then	be	used	for	more	sophisticated	data	

analysis	or	modeling,	including	machine	learning	algorithms.49	

	

6.4.2.1 Non-Graphical	Methods	

The	 EDA	 uses	 various	 non-graphical	 methods	 such	 as	 the	 info(),	 min(),	 and	 describe()	

methods	 to	gain	a	quick	description	of	 the	DataFrame.	The	 info()	method	prints,	among	

other	 things,	 the	 index	 dtype	 and	 columns,	 non-null	 values,	 number	 of	 columns	 and	

memory	usage.	The	min()	method	 is	used	to	return	the	minimum	of	 the	values	over	 the	

requested	 axis.	 The	describe()	method	 generates	 descriptive	 statistics,	which	 includes	 a	

summarization	of	the	central	tendency,	dispersion	and	shape	of	the	dataset’s	distribution	

(excluding	 NaN	 values).	 Some	 of	 these	 descriptive	 statistics	 are	 count,	 mean,	 standard	

deviation,	50%	percentiles.50	

	

6.4.2.2 Graphical	Methods	

The	 EDA	 incorporates	 univariate	 graphical	 methods	 (histograms)	 and	 multivariate	

graphical	methods	(scatterplots).	A	histogram	is	a	univariate	visualization	of	each	field	in	

the	raw	dataset	and	thus,	provides	a	full	picture	of	the	data.	A	histogram	is	a	bar	plot	in	

which	each	bar	represents	the	frequency	(count)	or	proportion	(count/total	count)	of	cases	

for	a	range	of	values.	Multivariate	visualizations,	such	as	scatterplots,	are	used	for	mapping	

and	understanding	interactions	between	different	fields	in	the	data.	The	Scatterplots	are	

used	to	plot	data	points	on	a	horizontal	and	a	vertical	axis	to	show	how	much	one	variable	

is	affected	by	another.51	

	

6.4.2.3 Multicollinearity	

In	 the	 final	 stages	 of	 the	 EDA,	 I	 check	 for	 multicollinearity	 and	 define	 the	 correlation	

between	each	feature	and	the	label.	The	Variance	Inflation	Factor	(VIF)	is	a	technique	to	

detect	multicollinearity.	Multicollinearity	occurs	when	two	or	more	independent	features	

have	a	high	correlation	among	themselves.	It	is	difficult	to	distinguish	between	the	features’	

 
49 (IBM Cloud Education, 2020) 
50	(Géron,	2019)	
51	(Géron,	2019)	
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individual	effect	on	 the	dependent	variable	 (label)	 if	 they	are	highly	correlated.	The	VIF	

method	 picks	 each	 feature	 and	 regresses	 it	 against	 all	 the	 other	 features.	 For	 each	

regression,	the	factor	is	calculated	as:	𝑉𝐼𝐹 = !
!"#!

	

R-squared	is	the	coefficient	of	determination	in	linear	regression.	Its	value	lies	between	0	

and	1.	The	greater	the	value	of	R-squared,	the	greater	is	the	VIF,	and	greater	VIF	denotes	

greater	correlation.	Generally,	a	VIF	above	5	indicates	a	high	multicollinearity.52		

	

6.4.2.4 Label	Correlation	

The	correlation	between	each	feature	and	the	 label	 is	computed	by	the	use	of	 the	corr()	

function.	The	 function	computes	 the	pairwise	correlation	of	 columns,	excluding	NA/null	

values	and	returns	a	correlation	matrix.	I	use	the	function	to	compute	a	correlation	matrix	

of	the	features	and	then	correlate	it	to	the	label.	By	using	the	sort_values()	function	on	the	

matrix,	I	gain	insight	into	the	correlation	of	each	feature	to	the	label	from	highest	to	lowest.	

This	 is	 useful	 as	 it	 summarizes	 a	 large	 amount	 of	 data	 into	 observable	 patterns.	 The	

applications	of	a	correlation	matrix	may	also	be	used	as	input	into	other	analyses	or	as	a	

diagnostic	when	checking	other	analyses.53	

	

6.4.3 Exploratory	Spatial	Data	Analysis	

The	EDA	process	revolves	around	the	relationship	between	features	and	how	they	affect	

each	other	but	 ignores	the	location	component	of	the	dataset.	This	 is	where	Exploratory	

Spatial	Data	Analysis	(ESDA)	proves	useful,	as	 it	complements	geo-visualization	through	

formal	 statistical	 tests	 for	 spatial	 clustering.	 One	 of	 the	 main	 ESDA	methods	 is	 spatial	

autocorrelation,	which	correlates	a	specific	feature	to	a	location,	considering	the	values	of	

the	same	feature	in	the	neighborhood.	Thus,	ESDA	allows	me	to	further	identify	patterns	

and	summarize	the	main	characteristics	of	the	data.54	

	

 
52 (GeeksforGeeks, 2020) 
53 (Bock, 2018) 
54 (Wang, 2021) 
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6.4.3.1 Class	

I	code	the	class	SpatialAuto	to	compute	the	global	and	local	spatial	autocorrelation.	Classes	

provide	a	means	of	bundling	data	and	functionality	together.	Creating	a	new	class	creates	a	

new	type	of	object,	allowing	new	instances	of	that	type	to	be	made.	Each	class	instance	can	

have	 attributes	 attached	 to	 it	 for	 maintaining	 its	 state.	 Class	 instances	 can	 also	 have	

methods	(defined	by	its	class)	for	modifying	its	state.55	

	

6.4.3.2 Spatial	Autocorrelation	

Spatial	autocorrelation	measures	the	correlation	of	a	feature	across	space	and	the	values	

can	be	positive	(nearby	cases	are	similar	or	clustered	e.g.,	High-High	or	Low-Low),	neutral	

(neighbor	 cases	 have	 no	 particular	 relationship	 –	 an	 absence	 of	 pattern)	 or	 negative	

(nearby	 cases	 are	 dissimilar	 or	 dispersed	 e.g.,	 High-Low,	 or	 Low-High).	 Image	 of	 this	

explanation	is	given	below	in	figure	1.		

There	are	mainly	two	methods	of	spatial	autocorrelation,	global	and	local,	both	of	which	are	

used	to	describe	the	presence	(or	absence)	of	spatial	variations	on	the	dataset’s	features.56	

	

6.4.3.3 Spatial	Weights	&	Spatial	Lag	

Prior	to	performing	spatial	autocorrelation,	 I	 first	need	to	determine	the	spatial	weights	

and	spatial	lag.	Spatial	weights	are	used	to	determine	the	area’s	neighborhood.	There	are	

 
55 (Python, 2015) 
56 (Wang, 2021) 

Figure	1	-	Spatial	Autocorrelation	
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different	statistical	methods	used	 to	determine	spatial	weights,	and	 the	most	commonly	

used	is	Queen’s	Contiguity	Matrix.	Contiguity	means	that	two	spatial	units	share	a	common	

border	of	non-zero	length.	To	understand	this	concept,	I	refer	to	figure	2	below.	As	we	can	

see,	contiguity	is	distinguished	between	a	rook,	a	bishop,	and	a	queen	criterion	of	contiguity.	

This	is	analogous	to	the	moves	allowed	for	the	pieces	on	a	chess	board.	57	

	

The	 rook	 criterion	 defines	 neighbors	 by	 the	 existence	 of	 a	 common	 edge	 between	 two	

spatial	units.	The	queen	criterion	is	more	encompassing	and	defines	neighbors	as	spatial	

units	sharing	a	common	edge	or	a	common	vertex,	while	the	bishop	only	defines	neighbors	

by	a	common	vertex.	I	calculate	the	queen’s	contiguity	spatial	weights,	using	libraries	from	

Python	Spatial	Analysis	Library	(Pysal).	58	Spatial	lag	is	the	product	of	spatial	weights	matrix	

for	a	given	feature	(e.g.,	internet	usage).	The	spatial	lag	standardized	the	rows	and	takes	the	

average	result	of	the	feature	in	each	weighted	neighborhood.59		

	

6.4.3.4 Global	Spatial	Autocorrelation	

The	 global	 spatial	 autocorrelation	 determines	 the	 overall	 pattern	 in	 the	 dataset.	 It	 also	

allows	 me	 to	 determine	 whether	 a	 trend	 exists	 as	 well	 as	 summarizing	 the	 feature	 of	

interest.	Moran’s	 I	 statistics	 is	used	 to	determine	 the	spatial	autocorrelation	and	ranges	

from	-1	to	1.	For	the	Global	Moran’s	I	statistic,	the	null	hypothesis	states:	“that	the	attribute	

 
57 (Anselin, Github, 2020) 
58 (Anselin, Github, 2020) 
59 (Abdishakur, 2019) 

Figure	2	-	Contiguity-Based	Spatial	Weights	
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being	analyzed	is	randomly	distributed	among	the	features	in	your	study	area”.60	The	goal	

is	to	accept	or	reject	this	null	hypothesis.		

	
Moran’s	I	statistics	summarizes	the	statistics	of	the	dataset	in	a	single	integer,	in	much	the	

same	way	 as	 the	mean	 does	 for	 non-spatial	 data.	 The	 number	 provides	 information	 on	

positive/negative	 spatial	 autocorrelation.	 When	 Moran’s	 Index	 is	 positive,	 the	 dataset	

values	cluster	spatially	(high	values	cluster	near	other	high	values;	low	values	cluster	near	

other	low	values).	When	the	Index	is	negative,	high	values	repel	other	high	values	and	tend	

to	be	near	low	values.	For	each	feature,	Moran’s	I	measures	the	degree	of	linear	association	

between	 its	 value	 at	 one	 location	 and	 the	 spatially	 weighted	 average	 of	 neighboring	

values.61	62	In	mathematical	terms:		

𝐼 =
𝑁
𝑊
∑ 𝑖 ∑ 𝑗 𝑤$%(𝑥𝑖 − �̅�)(𝑥𝑗 − �̅�)

∑ 𝑖 ((𝑥𝑖 − �̅�)&
	

Where	N	is	the	number	of	spatial	units	indexed	by	𝑖	and	𝑗;	𝑥	is	the	feature	of	interest;	�̅�	is	

the	mean	of	𝑥;	𝑤$%	is	a	matrix	of	spatial	weights	with	zeroes	on	the	diagonal	(i.e.,	𝑤$% = 0);	

and	𝑊	is	the	sum	of	all	𝑤$% .63	

Since	 the	 Moran’s	 I	 index	 value	 is	 an	 inferential	 statistic,	 I	 must	 determine	 statistical	

significance	before	I	can	read	the	result.	This	is	accomplished	by	calculating	the	p-value	and	

z-score.	If	the	p-value	is	close	to	0	and	the	z-score	is	positive,	the	data	is	spatially	clustered	

in	some	way.64	One	of	the	drawbacks	of	global	spatial	autocorrelation	is	it	only	informs	me	

of	a	positive/negative	autocorrelation,	and	not	where	this	autocorrelation	exists.	Therefore,	

local	spatial	autocorrelation	is	used.65	

	

6.4.3.5 Local	Spatial	Autocorrelation	

The	local	spatial	autocorrelation	uses	the	Local	Indicators	of	Spatial	Association	(LISA)	to	

detect	spatial	clusters.	LISA	places	these	spatial	clusters	in	4	categories:	HH	(high	values	

 
60 (ArcGIS, n.d.) 
61 (Anselin, Local Indicator of Spatial Association-LISA, 1995) 
62 (Anselin, Sridharan, & Gholston, Using exploratory spatial data analysis to leverage social indicator databases: the 
discovery of interesting patterns, 2007) 
63 (Wikipedia, 2021) 
64 (Glen, 2016) 
65 (ArcGIS, n.d.) 
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next	to	high),	LL	(low	values	next	to	low),	LH	(low	values	next	to	high),	HL	(high	values	next	

to	 low).	Once	the	Moran	local	score	is	calculated,	using	Pysal’s	 functionality,	 it	 is	plotted	

using	Moran’s	scatterplot	and	subsequently	plotted	in	a	map	using	the	lisa_cluster	function.	

The	LISA	analysis	is	very	useful	to	identify	statistically	significant	clusters	of	high	values	

and	detect	outliers.66	

	

6.4.3.6 Matplotlib	

ESDA	 obviously	 requires	 the	 ability	 to	 plot	 the	 data	 over	 maps.	 The	 Python	 library	

Matplotlib	is	used	for	this	purpose.	Matplotlib	has	a	wide	array	of	use	cases,	ranging	from	

the	creation	of	static,	to	animated,	to	interactive	visualizations.	It	provides	an	easy	approach	

to	setting	the	variable,	range,	and	basic	figure	for	maps,	resulting	in	quick	map	plotting.67	I	

also	used	list	comprehension	during	the	ESDA,	which	shares	many	similarities	to	the	for	loop,	

but	offers	a	shorter	syntax	when	you	want	to	create	a	new	list	based	on	the	values	of	an	

existing	 list.	 Shorter	 syntax	 has	 the	 benefit	 of	 higher	 coding	 efficiency	 and	 better	

maintainability.68	

	

6.4.4 Data	Pre-processing	

The	purpose	of	data	pre-processing	 is	 to	 transform	the	data	 into	such	a	state	where	the	

features	of	the	data	can	be	easily	interpreted	by	ML	algorithms.	This	step	can	involve	data	

cleaning,	handling	text	and	categorical	attributes,	custom	transformers,	feature	scaling	and	

transformation	pipelines.	I	use	the	isnull()	and	any()	function	to	determine	the	number	of	

NA/null	values.	I	also	used	transformation	pipelines	for	standardization	and	normalization.	

The	pipeline	 class	 from	Scikit-Learn	provides	 the	 ability	 to	 easily	 execute	 a	 sequence	of	

transformations.	The	pipeline	constructor	takes	a	 list	of	name/estimator	pairs	defining	a	

sequence	of	steps.	All	but	the	last	estimator	must	be	transformers	(i.e.,	they	must	have	a	

fit_transform()	method).	When	the	pipeline’s	fit()	method	is	called,	“it	calls	fit_transform()	

sequentially	on	all	transformers,	passing	the	output	of	each	call	as	the	parameter	to	the	next	
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call	until	it	reaches	the	final	estimator,	for	which	it	calls	the	fit()	method.”	(Géron,	2019,	p.	

90).		

	

6.4.4.1 Feature	Scaling	

The	 two	 data	 transformations	 used	 are	 StandardScaler	 and	 MinMaxScaler.	 These	 two	

transformations	fall	under	the	category	of	feature	scaling.	Feature	scaling	is	one	of	the	most	

important	 data	 transformations,	 as	ML	 algorithms	 do	 not	 perform	well	when	 the	 input	

numerical	 attributes	 have	 very	 different	 scales.	 The	 StandardScaler	 transformer,	 also	

known	as	standardization,	subtracts	the	mean	value,	and	then	it	divides	by	the	standard	

deviation	so	that	the	resulting	distribution	has	unit	variance.	One	of	the	benefits	of	using	

this	transformer	is	it	is	much	less	affected	by	outliers.	However,	it	may	cause	problems	for	

some	ML	algorithms	(e.g.,	neural	networks	often	expect	an	input	value	ranging	from	0	to	1).	

The	MinMaxScaler	 transformer,	 often	 referred	 to	 as	 normalization,	 shifts	 and	 rescales	

values	so	that	they	end	up	ranging	from	0	to	1	(𝑥' = (")$*(()
-./(()"-01	(()

).69	Since	it	is	not	always	

obvious	whether	 one	 should	 use	 normalization	 or	 standardization,	 I	 decide	 to	 use	 both	

transformers	and	compare	the	performance	for	best	results.70	

	

6.4.5 Train	Models	

6.4.5.1 Splitting	data	

To	predict	 the	socioeconomic	development	of	Zimbabwe	 I	 train	several	ML	models.	The	

training	models	section	begins	with	splitting	the	data	into	a	training	set	(75%	of	the	data)	

and	a	test	set	(25%	of	the	data).	This	has	become	standard	ML	practice	to	decrease	data	

snooping	bias.	Data	snooping	refers	to	statistical	inference	that	the	researcher	decides	to	

perform	after	looking	at	the	data.	It	is	important	to	split	the	data	in	such	a	way	that	the	ML	

algorithms	do	not	see	the	whole	dataset.	The	reason	for	this	is	to	decrease	the	likelihood	of	

overfitting,	 minimize	 the	 effects	 of	 data	 discrepancies	 and	 better	 understand	 the	

characteristics	 of	 the	 model.	 This	 is	 accomplished	 by	 setting	 the	 random	 number	
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generator’s	seed	so	that	it	always	generates	the	same	shuffled	indices	every	time	I	run	my	

code.71	

	

Essentially,	 the	 goal	 of	 splitting	 the	 data	 is	 to	 avoid	 and	 test	 for	 overfitting.	 Overfitting	

relates	to	a	model	performing	well	on	the	training	data	but	does	not	generalize	well.	The	

Oxford	Dictionary	defines	overfitting	as	“the	production	of	an	analysis	that	corresponds	too	

closely	or	exactly	to	a	particular	set	of	data	and	may	therefore	fail	to	fit	additional	data	or	

predict	future	observations	reliably”72.	Possible	solutions	to	overfitting	would	be	to	simplify	

the	model	by	selecting	one	with	fewer	parameters,	by	reducing	the	number	of	features	in	

the	training	set,	constraining	the	model,	gathering	additional	data,	or	reducing	the	noise	in	

the	 training	 set.	 The	 opposite	 of	 overfitting	 is	 underfitting,	 which	 occurs	 when	 the	ML	

algorithm	 cannot	 adequately	 capture	 the	 underlying	 structure	 of	 the	 data.	 Possible	

solutions	could	be	selecting	a	more	powerful	model,	using	better	features,	or	reducing	the	

constraints	on	the	model.	73		

	

6.4.5.2 Performance	Measures	&	Cross-Validation	

To	evaluate	 the	model’s	performance	as	 I	 train	 them,	 I	use	 the	Root	Mean	Square	Error	

(RMSE).	 The	 RMSE	 is	 the	 typical	 performance	 measure	 for	 regression	 problems.	 It	

illustrates	 how	much	 error	 the	 system	 typically	makes	 in	 its	 predictions,	with	 a	 higher	

weight	 for	 large	 errors.74	 An	RMSE	 score	 of	 0	would	mean	 that	 the	model	 is	 absolutely	

perfect.	The	mathematical	formula	to	calculate	the	RMSE	is:	

(𝑋, ℎ) = 1𝑚6𝑖 = 1𝑚ℎ7𝑥(𝑖)8 − 𝑦(𝑖)2	

One	of	the	drawbacks	of	RMSE	is	it	does	not	explicitly	show	whether	a	model	is	over/under	

fitting	 the	 data.	 Although,	 if	 a	 model	 does	 have	 an	 RMSE	 of	 0,	 with	 a	 healthy	 dash	 of	

skepticism,	 one	would	 consider	 the	model	 to	 be	 overfitting,	 rather	 than	 concluding	 the	

model	is	perfect.	Since	I	do	not	want	to	touch	the	test	set	until	I	am	ready	to	launch	a	model,	

I	am	confident	about,	I	use	Scikit-Learn’s	K-fold	cross-validation	feature.	This	allows	me	to	
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better	 evaluate	 my	 models	 by	 randomly	 splitting	 the	 training	 set	 into	 8	 distinct	 folds.	

Subsequently,	 the	 model	 is	 trained	 and	 evaluated	 8	 times,	 picking	 a	 different	 fold	 for	

evaluation	every	time	and	training	on	the	other	7	folds.	This	results	in	an	array	containing	

8	evaluation	scores	and	serves	as	the	means	by	which	I	check	for	over/under	fitting.75	

	

6.4.5.3 Functions	for	Models	

All	models	share	similar	code	in	terms	of	training,	which	is	why	I	created	the	build_model	

function,	 to	build	the	models,	and	the	cross_validate_model,	to	cross	validate	the	models.	

The	build_model	function	takes	a	model,	a	raw-,	standardized-,	and	normalized	training	set	

(only	containing	features),	labels,	and	a	model	name	as	its	parameters.	The	first	line	of	code	

within	 the	 function	 instantiates	 the	 algorithm	 three	 times	 (e.g.,	 linear	 regression).	 The	

function	 then	 fits	 each	model	 on	 one	 of	 the	 transformed	 training	 sets.	 It	 subsequently	

predicts	the	appropriate	training	set	and	computes	the	evaluation	metric	(RMSE).	The	last	

chunk	of	code	within	the	function	prints	the	results.	The	print	statement	uses	the	‘model	

name’	parameter	in	combination	with	strings	to	avoid	confusion	in	relation	to	what	is	being	

returned	from	the	function.	

	

The	cross_validate_model	function	takes	a	model,	a	training	set,	labels,	and	a	model	name	as	

parameters.	 This	 function	 also	 begins	 by	 instantiating	 an	 algorithm,	 then	 fits	 it	 on	 the	

training	set	and	then	calculates	the	cross-validation	scores	as	described	in	the	previous	sub-

section.	Ending	with	a	print	statement	similar	to	the	build_model	function.	The	reason	this	

function	only	takes	one	transformed	training	set,	is	because	I	deemed	it	adequate	to	only	

perform	cross-validation	with	the	transformed	training	set	that	achieved	the	lowest	RMSE.		

	

6.4.5.4 Linear	Regression	

I	train	a	linear	regression	model	because	it	is	a	commonly	used	type	of	predictive	analysis	

in	 regression	 tasks	 and	 because	 it	 explains	 the	 relationship	 between	 the	 label	 and	 the	

features.	Linear	regression	 is	 the	simplest	 form	of	regression.	 In	general,	a	 linear	model	

makes	a	prediction	by	 computing	a	weighted	 sum	of	 the	 input	 features,	plus	a	 constant	
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called	the	bias	term.	The	ML	algorithm	assumes	that	the	features	have	a	linear	relationship	

with	the	label.	 It	 further	assumes	that	the	features	have	a	Gaussian	distribution	(normal	

distribution)	 and	 are	 not	 highly	 correlated	 with	 each	 other.	 The	 equation	 for	 linear	

regression:	76	

𝑦^ = 𝜃	0 + 𝜃	1	𝑥	1 + 𝜃	2	𝑥	2 + ⋯+ 𝜃	𝑛	𝑥	𝑛.	

In	this	equation:		

• 𝑦^	is	the	predicted	value.		

• 𝑛	is	the	number	of	features.		

• 𝑥$	is	the	𝑖45	feature	value.	

• 𝜃%	is	the	𝑗45	model	parameter	(including	the	bias	term		𝜃6	and	the	feature	weights	

𝜃!, 𝜃&, … , 𝜃*	

	

6.4.5.5 Decision	Tree	

Decision	 trees	 are	 versatile	 ML	 algorithms	 that	 can	 perform	 both	 classification	 and	

regression	tasks.	The	ML	algorithm	is	often	called	a	white	box	model,	meaning	that	they	are	

intuitive,	and	their	decisions	are	easy	to	interpret.	In	a	decision	tree	regression,	the	data	is	

split	at	several	points	for	each	feature.	At	each	such	point,	the	error	between	the	predicted	

values	and	 the	actual	values	 is	squared	 to	get	a	Sum	of	Squared	Errors	 (SSE).	The	SSE	 is	

compared	across	the	features	and	the	feature	or	point	which	has	the	lowest	SSE	is	chosen	

as	the	split	point.	This	process	continues	recursively.	One	of	the	benefits	of	using	a	decision	

tree	 is	 that	 they	 require	 very	 little	 data	 preparation.	 However,	 they	 are	 prone	 to	

overfitting.77		

	

I	train	a	Decision	Tree	model	by	using	Scikit-Learn.	Scikit-Learn	uses	the	Classification	and	

Regression	Tree	(CART)	algorithm	to	train	Decision	Trees.	The	CART	explains	how	a	target	

variable’s	values	can	be	predicted	based	on	other	values.	It	is	a	decision	tree	where	each	

fork	is	a	split	in	a	predictor	variable	and	each	node	at	the	end	has	a	prediction	for	the	target	
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variable.	The	CART	is	a	stochastic	algorithm	and	one	of	the	oldest	and	most	fundamental	

algorithms.	The	CART	cost	function	for	regression	tasks	is	as	follows:	78	

𝐽	(	𝑘	, 𝑡	𝑘	) 	= 	𝑚	𝑙𝑒𝑓𝑡	𝑚	𝑀𝑆𝐸	𝑙𝑒𝑓𝑡	 + 	𝑚	𝑟𝑖𝑔ℎ𝑡	𝑚	𝑀𝑆𝐸	𝑟𝑖𝑔ℎ𝑡	𝑤ℎ𝑒𝑟𝑒	𝑀𝑆𝐸	𝑛𝑜𝑑𝑒	 = 	∑	𝑖 ∈

	𝑛𝑜𝑑𝑒	(	𝑦	^	𝑛𝑜𝑑𝑒	 − 	𝑦	(	𝑖	)	)	2	𝑦	^	𝑛𝑜𝑑𝑒	 = 	1	𝑚	𝑛𝑜𝑑𝑒	∑	𝑖	 ∈ 	𝑛𝑜𝑑𝑒	𝑦	(	𝑖	)		

	

6.4.5.6 Support	Vector	Machine	Regression	

The	support	vector	machine	(SVM)	algorithm	is	versatile	as	it	supports	linear	and	nonlinear	

for	both	classification	and	regression.	The	most	important	aspects	of	SVM	regression	(SVR)	

are	kernel,	hyper	plane,	boundary	line	and	support	vectors.	The	kernel	is	the	function	used	

to	map	a	lower	dimensional	data	into	a	higher	dimensional	data.	The	hyperplane	is	the	line	

that	will	help	me	predict	the	labels.	The	boundary	line	is	two	lines	that	create	a	margin	and	

separates	 two	 classes.	 The	 support	 vectors	 are	 the	data	 points	which	 are	 closest	 to	 the	

boundary.	While	SVM	for	classification	tries	to	fit	the	largest	possible	margin	between	two	

classes	while	limiting	margin	violations,	the	SVR	tries	to	fit	as	many	instances	as	possible	

within	 the	margin	while	 limiting	margin	 violations.	 I	 use	 SVM	regression	 (SVR)	 as	 I	 am	

trying	to	predict	a	continuous	variable	(WI),	and	I	use	the	linear	kernel.79	

	

6.4.5.7 Ridge,	Lasso	&	ElasticNet	

In	scikit-learn,	a	ridge	regression	model	is	constructed	by	using	the	Ridge	class.	The	ridge	

regression	 is	 an	 extension	 of	 linear	 regression	 where	 the	 loss	 function	 is	 modified	 to	

minimize	 the	 complexity	 of	 the	 model.	 This	 modification	 is	 done	 by	 adding	 a	 penalty	

parameter	that	is	equivalent	to	the	square	of	the	magnitude	of	the	coefficients	(also	called	

the	l2-norm).:	

𝐿𝑜𝑠𝑠	𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛	 = 	𝑂𝐿𝑆	 + 	𝑎𝑙𝑝ℎ𝑎	 ∗ 	𝑠𝑢𝑚𝑚𝑎𝑡𝑖𝑜𝑛	(𝑠𝑞𝑢𝑎𝑟𝑒𝑑	𝑐𝑜𝑒𝑓𝑓𝑖𝑐𝑖𝑒𝑛𝑡	𝑣𝑎𝑙𝑢𝑒𝑠).	

The	 alpha	 is	 the	 parameter	 I	 need	 to	 select.	 A	 low	 alpha	 value	 can	 lead	 to	 overfitting,	

whereas	a	high	alpha	value	can	lead	to	underfitting.	I	instantiate	the	ridge	regression	model	

with	an	alpha	value	of	1.80	
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The	Least	Absolute	Shrinkage	and	Selection	Operator	(LASSO)	is	also	a	modification	of	linear	

regression.	In	scikit-learn,	a	lasso	regression	model	is	constructed	by	using	the	Lasso	class.	

In	Lasso,	the	loss	function	is	modified	to	minimize	the	complexity	of	the	model	by	limiting	

the	sum	of	the	absolute	values	of	the	model	coefficients	(also	called	the	l1-norm).	The	loss	

function	for	lasso	regression	can	be	expressed	as:		

𝐿𝑜𝑠𝑠	𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛	

= 	𝑂𝐿𝑆	 + 	𝑎𝑙𝑝ℎ𝑎	 ∗ 	𝑠𝑢𝑚𝑚𝑎𝑡𝑖𝑜𝑛	(𝑎𝑏𝑠𝑜𝑙𝑢𝑡𝑒	𝑣𝑎𝑙𝑢𝑒𝑠	𝑜𝑓	𝑚𝑎𝑔𝑛𝑖𝑡𝑢𝑑𝑒	𝑜𝑓	𝑐𝑜𝑒𝑓𝑓)	

Alpha	is	the	penalty	parameter	I	need	to	select.	Using	an	l1-norm	constraint	forces	some	

weight	values	to	zero	to	allow	other	coefficients	to	take	non-zero	values.	I	instantiate	the	

lasso	regression	model	with	an	alpha	value	of	0,01.	

ElasticNet	regression	combines	the	properties	of	Ridge	and	Lasso	regression.	It	works	by	

penalizing	the	model	using	both	the	l2-norm	and	the	l1-norm.81	

	

6.4.5.8 Random	Forest	Regressor	

Random	Forest	is	an	ensemble	of	Decision	Trees.	The	Random	Forest	algorithm	introduces	

extra	randomness	when	growing	trees;	“instead	of	searching	for	the	very	best	feature	when	

splitting	a	node,	it	searches	for	the	best	feature	among	a	random	subset	of	features”	(Géron	

2019,	p.	222).	The	algorithm	results	in	greater	tree	diversity,	which	trades	a	higher	bias	for	

a	lower	variance,	generally	yielding	a	better	model.	Furthermore,	Random	Forests	limits	

the	instability	of	Decision	Trees	as	it	averages	predictions	over	many	trees.82	

	

6.4.6 Fine-Tune	Models	

6.4.6.1 Randomized	Search	

One	 of	 the	 ways	 in	 which	 I	 improve	 my	 models	 is	 computing	 Scikit-Learn’s	

RandomizedSearchCV	(RSCV).	An	alternative	to	RSCV	 is	the	GridSearchCV	class,	and	while	

they	share	some	similarities,	I	use	the	RSCV	because	my	hyperparameter	search	space	is	

large.	The	RSCV	evaluates	a	given	number	of	random	combinations	by	selecting	a	random	

value	 for	 each	 hyperparameter	 at	 every	 iteration.	 The	 benefits	 of	 using	 the	 RSCV	 is	 it	
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explores	 a	 different	 value	 for	 each	 hyperparameter	 for	 each	 iteration	 (instead	 of	 a	 few	

values	per	hyperparameter	as	with	the	grid	search).	Furthermore,	by	setting	the	number	of	

iterations	 I	 have	 more	 control	 over	 the	 computing	 budget	 I	 want	 to	 allocate	 to	

hyperparameter	search.83	

	

6.4.6.2 Ensemble	

A	group	of	predictors	is	called	an	ensemble	and	uses	the	wisdom	of	the	crowd	philosophy	in	

which	 one	 aggregates	 the	 predictions	 of	 a	 group	 of	 predictors.	 I	 have	 already	 used	 an	

ensemble	method	in	the	form	of	a	Random	Forest	algorithm.	I	use	Ensemble	Learning	at	the	

end	of	my	project,	as	I	have	built	a	few	good	models,	which	I	now	can	combine	into	a	single	

ML	model.	The	precedent	for	ensembles	is	firmly	established	in	the	data	science	community,	

as	many	ML	competitions	often	involve	ensemble	methods.	I	use	a	Voting	Regressor	(VR)	to	

combine	 my	 models.	 The	 VR	 is	 an	 ensemble	 meta-estimator	 that	 fits	 several	 base	

regressors,	each	on	the	whole	training	set	and	then	averages	the	individual	predictions	to	

form	a	final	prediction.84		

	

My	VR	is	built	using	the	Linear,	ElasticNet,	SVR,	and	Random	Forest	regression	models.	The	

reason	to	incorporate	these	models	is	based	on	how	one	builds	the	best	ensemble.	The	VR	

works	best	when	the	predictors	are	as	independent	from	one	another	as	possible.	I	pursue	

this	goal	by	using	very	different	algorithms.	This	increases	the	chance	that	they	will	make	

very	different	 types	of	errors,	 improving	 the	VR	accuracy.	The	Linear	Regression	model	

provides	 an	 algorithm	 based	 on	 no	 regularization.	 The	 ElasticNet	 model,	 which	 is	 a	

combination	 of	 Lasso	 and	 Ridge,	 does	 have	 regularization.	 Models	 with	 regularization	

typically	perform	better	than	models	without.	The	SVR	differs	in	its	use	of	hyperplane	and	

boundaries.85	The	Random	Forest	regression	provides	the	qualities	of	a	Decision	Tree	while	

reducing	instability.	
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6.4.7 Review	Models	

6.4.7.1 Performance	Measure	

To	review	the	models,	I	use	the	𝑅&	score	as	a	performance	measure.	In	regression,	the	𝑅&	

coefficient	of	determination	is	a	statistical	measure	of	how	well	the	regression	predictions	

approximate	the	real	data	points.	The	score	represents	the	proportion	of	the	WI’s	variance	

that	is	explained	by	the	features.	The	𝑅&	score	measures	how	well	a	model	performance	

relative	to	a	simple	mean	of	the	target	values.	𝑅& = 1	indicate	a	perfect	match	(no	variance),	

while	𝑅& = 0	indicates	that	the	model	does	no	better	than	simply	taking	the	mean	of	the	

data,	and	negative	values	mean	even	worse	models.86	

	

6.4.7.2 Feature	Importance	

I	also	reviewed	the	feature	importance	for	each	regression	model	in	a	bar	chart.	The	feature	

importance	refers	to	techniques	that	assign	a	score	to	input	features	based	on	how	useful	

they	 are	 at	 predicting	 a	 label.	 The	 Random	 Forest	 Regressor	 can	 indicate	 the	 relative	

importance	 of	 each	 feature	 for	 making	 accurate	 predictions	 by	 using	 the	

feature_importances_	attribute.87	The	rest	of	the	models	do	not	contain	the	aforementioned	

attribute.	However,	they	do	have	a	coef_	attribute.	This	attribute	contains	the	coefficients	

found	 for	 each	 feature.	 These	 coefficients	 may	 serve	 as	 a	 basis	 for	 a	 crude	 feature	

importance	score,	if	the	features	have	the	same	scale	or	have	been	scaled	prior	to	fitting	a	

model.88		

	

6.4.8 Evaluate	Final	Model	

The	last	step	of	the	data	analysis	process	is	evaluating	my	final	model	on	the	test	set.	This	

step	 involves	getting	 the	 features	and	 labels	 from	my	 test	 set,	normalizing	 the	data	and	

evaluating	the	final	model	using	RMSE	and	𝑅&.	The	only	new	consideration	made	in	this	

section,	 is	 the	 importance	 of	 not	 transforming	 the	 test	 set	 by	 fit_transform(),	 but	 by	

transform().	The	reason	for	this	is	based	on	the	following	three	possible	approaches	to	data	

transformation;	1)	Transform	all	my	data	at	the	same	time	(before	splitting)	2)	Transform	

 
86	(Géron,	2019)	
87	(Géron,	2019)	
88 (Brownlee, Machine Learning Mastery, 2020) 
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training	set	and	test	separately	3)	Transform	the	test	set	using	the	parameters	obtained	by	

transforming	the	training	set.	I	implement	the	third	approach.	This	approach	is	viewed	as	

the	correct	one,	as	it	follows	the	general	principle	of	anything	I	learn,	must	be	learned	from	

the	model’s	training	data.89	

	

If	 I	used	 fit_transform()	 I	would	be	 implementing	 the	second	approach.	 In	mathematical	

terms	 the	 second	 approach	 would	 standardize	 the	 test	 data	 by	 4784	874")79*(4784	874)
:;	(4784	874)

	 .	

Whereas	the	third	approach	standardizes	the	test	set	by	4784	874")79*(4<9$*$*=	874)
:;	(4<9$*$*=	874)

.	The	third	

approach	prevents	information	leakage	from	the	future	(i.e.,	test	set)	and	optimism	bias.	

Furthermore,	 it	 ensures	 consistency	with	 the	 transformation	performed	on	 the	 training	

data	as	well	as	making	it	possible	to	evaluate	the	model’s	generalizability.90	

7 Results	
The	following	sections	involve	a	narrative	representation	of	the	findings.	Interpretation	of	

these	findings	will	take	place	in	the	discussion	section.	

	

7.1 Exploratory	Data	Analysis	

The	data	preparation	resulted	in	a	DataFrame	(DF)	containing	400	rows	and	12	columns.	

In	table	1	the	columns	and	first	5	rows	are	shown.	The	DF	contains	several	columns	that	are	

self-explanatory,	 such	 as	Cluster	 and	District.	 The	Wealth	 Index	 column	 is	my	 label.	 The	

geometry	 column	 stores	 the	 latitude	 and	 longitude	 coordinates	 for	 each	 cluster.	 The	

features	 in	 the	 DF	 are	Mobile	 ownership,	 Internet	 usage,	 Transaction	 by	 mobile,	 Family	

planning	from	mobile,	and	Nightlight.	As	previously	mentioned,	the	features	were	selected	

 
89 (Stack Exchange Network, 2018) 
90 (Hastie, Tibshirani, & Friedman, 2009) 

Table	1	–	Data	Frame	
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in	accordance	with	the	three	categories:	CDR,	internet	activity	and	satellite	imagery.	The	

first	feature	(mobile	ownership)	is	in	concordance	with	CDR	features,	which	is	supported	by	

the	literature	review.	The	respondents	could	answer	no	to	owning	a	mobile	(equal	to	0)	or	

yes	 (equal	 to	 1).	 The	 Nightlight	 column	 is	 obviously	 based	 on	 satellite	 imagery.	 The	

nightlight	feature	describes	the	nighttime	luminosity	of	the	area	within	the	2	km	(urban)	or	

10	km	(rural)	buffer	surrounding	the	DHS	survey	cluster	location	and	is	measured	by	the	

Visible	Infrared	Imaging	Radiometer	Suite.	

	

The	 last	 four	 features	 speak	 to	 the	 internet	 activity	of	 the	Zimbabwean	population.	The	

internet	usage	feature	describes	the	use	of	the	internet.	The	respondents	of	the	DHS	survey	

could	answer	never	(equal	to	0	in	the	dataset),	yes,	last	12	months	(1),	yes,	before	the	last	

12	months	(2),	yes,	can’t	establish	when	(3).	Not	a	single	respondent	answered	the	third	

option.	The	internet	usage	last	month	feature	describes	the	frequency	of	internet	usage	the	

last	month.	The	respondents	could	answer	not	at	all	(0),	less	than	once	a	week	(1),	at	least	

once	a	week	(2),	almost	every	day	(3).	The	 transaction	by	mobile	describes	whether	 the	

respondent	uses	a	mobile	telephone	for	financial	transactions	(no	=	0	and	yes	=	1).	The	last	

feature	describes	if	the	respondent	heard	of	family	planning	on	a	mobile	(no	=	0	and	yes	=	

1).	Family	planning	services	are	defined	by	the	Institute	of	Medicine	(US)	as	“the	ability	of	

individuals	and	couples	to	anticipate	and	attain	their	desired	number	of	children	and	the	

spacing	and	timing	of	their	births.	It	is	achieved	through	use	of	contraceptive	methods	and	

the	treatment	of	involuntary	infertility.”91	

	

Table	2	 shows	 that	 all	 12	 columns	 contain	400	non-null	 rows.	Most	 of	 the	 columns	 are	

floating-point	numbers,	meaning	each	number	has	a	decimal	place.	The	district	column	is	

an	object	data	type	while	the	geometry	column	is	a	geometry	data	type.	

 
91 (Stith & Wright, 2009) 
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The	 table	 below	 shows	 that	 the	WI	 ranges	 from	 1.18	 –	 5.	 There	 are	 10	 regions	 and	 2	

residences	(1	=	urban	areas	and	2	=	rural	areas).	The	mobile	ownership	in	Zimbabwe	ranges	

from	0.16	to	1.	The	lowest	internet	usage	is	0	and	the	highest	is	0.97.	The	internet	usage	

last	month	ranges	 from	0	–	2.4717.	The	transaction	by	mobile	ranges	 from	0.05	to	0.92.	

Family	planning	from	mobile	goes	from	0	to	0.29.	Finally,	the	nightlight	column	ranges	from	

0	to	11.81,	which	is	the	largest	discrepancy	of	all	the	features.		

	

Table	2	–	Information	on	DataFrame	

Table	3	-	Minimum	&	Maximum	Values	
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Table	5	describes	the	dispersion	of	the	400	clusters	across	the	10	regions.	Region	10	has	

the	 lowest	 number	 of	 clusters	 (35),	while	 region	1	 has	 the	 highest	 (44).	 There	 are	 166	

clusters	in	urban	areas,	and	234	clusters	in	rural	areas	(table	4).		

	

Table	6	shows	descriptive	statistics	of	half	of	the	DF.	The	mean	of	the	400	WI	is	3.32	with	a	

standard	deviation	of	1.20.	The	lower	percentile	of	the	WI	is	2.30,	meaning	that	25%	of	the	

clusters	has	a	WI	of	2.30	or	less.	The	50	percentile	is	the	same	as	the	median,	which	is	3.07	

and	the	upper	percentile	is	4.57.	Thus,	most	of	the	WI	across	Zimbabwe	ranges	between	

2.30	–	4.57.	The	mobile	ownership	feature	has	a	mean	of	0.72	and	a	standard	deviation	of	

0.16.	75%	of	the	mobile	ownership	values	range	from	0.60	to	1.	The	last	25%	range	between	

0.16	and	0.60.	The	internet	usage	feature	has	a	mean	of	0.37	and	a	standard	deviation	of	

Table	5	-	Cluster	Dispersion	across	Regions	

Table	6	-	Descriptive	Statistics	

Table	4	-	Urban/Rural	Cluster	Dispersion	
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0.25.	Half	of	the	internet	usage	ranges	between	0	–	0.29	while	the	other	half	ranges	from	

0.29	to	0.97.	

	

Table	7	 continues	 the	descriptive	 statistics	 for	 the	 rest	of	 the	DF.	Family	planning	 from	

mobile	has	a	mean	of	0.10	and	a	standard	deviation	of	0.06.	The	maximum	value	is	0.29	and	

75%	of	the	feature	has	a	value	of	0.15	or	less.	The	nightlight	feature’s	mean	is	1.49	with	a	

standard	deviation	of	2.41.	50%	of	 the	nightlight	ranges	between	0	and	0.03	while	25%	

range	from	2.25	to	11.81.	Most	features	have	similar	scales,	except	from	the	internet	usage	

last	month	and	nightlight	features.	

	

Figure	3	 shows	 the	histograms	of	 the	 label	and	 features.	The	 tallest	 clusters	of	bars	are	

called	peaks	and	represent	the	most	common	values.	The	family	planning	from	mobile	peaks	

at	 0.01,	while	 the	 internet	 usage	 and	 internet	 usage	 last	month	peaks	 at	 0.1.	The	mobile	

ownership	peaks	at	around	0.82,	which	 is	close	to	 its	maximum	value	(1).	The	nightlight	

feature’s	peak	has	over	200	clusters	with	a	value	close	to	0.	The	transaction	by	mobile	peaks	

between	 0.6-0.7	 while	 the	WI	 peaks	 at	 4.6,	 which	 is	 close	 to	 its	 maximum	 value	 (5).	

Furthermore,	4	out	of	the	6	features	fall	within	a	bounded	interval	(approximately	0-1)	

	

Many	histograms	are	tail-heavy.	The	family	planning	from	mobile,	internet	usage,	internet	

usage	and	nightlight	features	extend	much	farther	to	the	right	of	the	median	than	to	the	left.	

Table	7	-	Descriptive	Statistics	Continued	
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This	means,	 in	the	case	of	nightlight,	most	of	the	clusters	across	Zimbabwe	have	a	value	

close	to	0.	The	internet	usage	has	the	least	degree	of	right	skewness.	The	mobile	ownership,	

transaction	by	mobile	and	WI	are	skewed	left.	In	the	case	of	mobile	ownership	there	are	few	

clusters	 that	 scored	 lower	 than	 other	 clusters.	 The	 transaction	 by	 mobile	 has	 the	 least	

degree	of	left	skewness	and	may	be	argued	to	slightly	resemble	a	symmetric	histogram.		

	

Figure	3	-	Histograms	
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The	 overall	 trend	 in	 the	 scatterplots	 is	 that	 there	 exists	 a	 positive	 linear	 relationship	

between	 the	 label	 and	 the	 feature	 (see	 figure	 4).	 This	 is	 especially	 true	 for	 the	mobile	

ownership,	 internet	 usage,	 and	 internet	 usage	 last	 month	 features.	 These	 features’	

scatterplots	have	a	clear	line	of	best	fit	with	zero	outliers	(points	that	do	not	fit	the	pattern).	

The	 transaction	 by	 mobile	 and	 family	 planning	 from	mobile’s	 scatterplots	 have	 a	 lower	

positive	linear	relationship	with	a	few	outliers.	The	most	noteworthy	outlier	is	the	one	from	

the	transaction	by	mobile	scatterplot,	in	which	a	cluster	has	a	WI	close	to	1,	even	though	it	

has	one	of	the	highest	scores	of	said	feature.	The	scatterplot	of	the	nightlight	feature	is	more	

Figure	4	-	Scatterplots	
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peculiar	in	its	distribution,	but	nonetheless	still	has	a	low	positive	correlation.	Furthermore,	

all	clusters	with	a	nightlight	value	above	0.05	never	goes	below	a	WI	of	3.	

	

Table	 8	 describes	 the	 multicollinearity	 (VIF)	 between	 the	 features.	 Internet	 usage	 and	

internet	usage	last	month	have	the	highest	VIF,	with	65.54	and	47.49,	respectively.	Mobile	

ownership	has	a	VIF	of	15.61,	the	transaction	by	mobile’s	VIF	is	16.29.	Finally,	the	family	

planning	from	mobile	and	nightlight	features	have	a	VIF	of	5.46	and	2.66,	respectively.	

The	correlation	between	each	feature	and	the	label	is	visible	in	table	9.	Internet	usage	and	

internet	usage	last	month	have	the	highest	correlation	with	the	WI	out	of	all	the	features.	

The	mobile	ownership	is	a	close	third,	with	0.85,	and	transaction	by	mobile	is	not	far	behind	

with	0.75.	Nightlight	and	family	planning	from	mobile	have	the	lowest	correlation	with	the	

WI.		

	

7.2 Exploratory	Spatial	Data	Analysis	

Figure	 5	 shows	 the	 distribution	 of	 the	 WI	 across	 Zimbabwe’s	 91	 districts.	 The	 blue	

annotations	are	the	regional	names,	the	red	lines	indicate	the	regional	boundaries,	the	black	

Table	8	-	Multicollinearity	

Table	9	-	Correlation	between	Features	and	WI	
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lines	indicate	the	district	boundaries.	The	light	green	to	dark	green	areas	indicates	the	value	

of	 the	 WI,	 with	 darker	 green	 districts	 entailing	 a	 higher	 WI.	 The	 highest	 WI	 is	 in	 the	

Bulawayo	and	Harare	regions.	The	lowest	is	in	the	Matabeleland	North	and	Mashonaland	

West	regions.		

7.2.1 Global	Spatial	Autocorrelation	

Table	10	shows	Moran’s	Index	and	p-value	for	the	label	and	features	from	the	global	spatial	

autocorrelation	analysis.	Nightlight	achieves	the	highest	Moran’s	I	and	the	family	planning	

from	mobile	achieves	the	lowest.	The	rest	range	between	a	Moran’s	I	of	0.36	to	0.51.	The	

label	and	all	the	features	have	a	p-value	of	0.001.		

	

Figure	5	–	Wealth	Index	in	Zimbabwe	
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Table	10	–	Moran’s	I	&	P-Values	

	 Wealth	

Index	

Mobile	

Ownership	

Internet	

Usage	

Transaction	

by	Mobile	

Family	

Planning	from	

Mobile	

Nightlight	

Moran’s	

I	
0.51	 0.42	 0.45	 0.36	 0.34	 0.74	

p-value	 0.001	 0.001	 0.001	 0.001	 0.001	 0.001	

z-value	 17.37	 14.82	 15.82	 12.32	 11.70	 26.00	

	

7.2.2 Local	Spatial	Autocorrelation	

A	Moran’s	scatterplot	of	the	WI	is	shown	in	figure	6.	Most	of	the	WI	is	categorized	in	HH,	LL	

and	neutral,	with	a	few	in	LH	and	HL.	Figure	7	shows	where	LISA	has	detected	these	spatial	

clusters.		

	
Figure	6	-	Moran's	Scatterplot	of	Wealth	Index	
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Figure	7	-	Spatial	Clusters	of	Wealth	Index	

A	Moran’s	 scatterplot	of	 the	mobile	ownership	 is	 shown	 in	 figure	8.	Most	of	 the	mobile	

ownership	feature	is	categorized	in	HH,	LL	and	neutral,	with	a	few	in	LH	and	HL.	Figure	9	

shows	where	LISA	has	detected	these	spatial	clusters.		

	
Figure	8	-	Moran's	Scatterplot	of	Mobile	Ownership	
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Figure	9	-	Spatial	Clusters	of	Mobile	Ownership	

A	Moran’s	scatterplot	of	the	internet	usage	is	shown	in	figure	10.	Most	of	the	internet	usage	

feature	is	categorized	in	HH,	LL	and	neutral,	with	a	few	in	LH	and	HL.	Figure	11	shows	where	

LISA	has	detected	these	spatial	clusters.	

	
Figure	10	–	Moran’s	Scatterplot	of	Internet	Usage	
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Figure	11	-	Spatial	Clusters	of	Internet	Usage	

A	 Moran’s	 scatterplot	 of	 the	 transaction	 by	 mobile	 is	 shown	 in	 figure	 12.	 Most	 of	 the	

transaction	by	mobile	feature	are	categorized	in	HH,	LL	and	neutral,	with	a	few	in	LH	and	

HL.	Figure	13	shows	where	LISA	has	detected	these	spatial	clusters.	

	
Figure	12	-	Moran's	Scatterplot	of	Transaction	by	Mobile	



	 51	

	
Figure	13	-	Spatial	Clusters	of	Transaction	by	Mobile	

A	Moran’s	scatterplot	of	the	family	planning	from	mobile	is	shown	in	figure	14.	Most	of	the	

feature	is	categorized	in	HH,	LL	and	neutral,	with	a	few	in	LH	and	HL.	Figure	15	shows	where	

LISA	has	detected	these	spatial	clusters.	

	
Figure	14	-	Moran's	Scatterplot	of	Family	Planning	from	Mobile	
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Figure	15	-	Spatial	Clusters	of	Family	Planning	from	Mobile	

A	Moran’s	scatterplot	of	the	nightlight	feature	is	shown	in	figure	16.	Most	of	the	feature	is	

categorized	in	HH,	LL	and	neutral,	with	a	few	in	LH	and	HL.	Figure	17	shows	where	LISA	

has	detected	these	spatial	clusters.	

	
Figure	16	-	Moran's	Scatterplot	of	Nightlight	
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Figure	17	-	Spatial	Clusters	of	Nightlight	

7.3 Data	Pre-Processing	

The	data	pre-processing	began	by	dropping	the	internet	usage	feature,	resulting	in	a	DF	with	

5	features.	I	found	a	total	of	85	zero	values,	all	residing	in	the	feature	columns.		All	these	

values	were	kept.	

	

7.4 Train	Models	

Table	11	shows	how	the	Linear,	Decision	Tree,	SVR,	Ridge,	Lasso,	ElasticNet,	and	Random	

Forest	regression	models	perform	on	the	training	set.	The	overall	trend	is	that	the	models	

achieve	the	lowest	RMSE	score	on	the	normalized	training	set,	apart	from	the	Decision	Tree,	

which	prefers	the	raw	training	set.	The	Linear,	SVR,	Ridge,	Lasso,	and	ElasticNet	models	

perform	 identical	 relative	 to	 their	 RMSE	 (0.40)	 and	 cross-validation	 scores	 (0.41).	 The	

Decision	Tree	performs	the	worst	compared	to	other	models,	with	an	RMSE	of	0.91.	The	

Random	 Forest	 model	 performs	 the	 best,	 with	 an	 RMSE	 of	 only	 0.13.	 However,	 the	

difference	between	the	Random	Forest’s	RMSE	and	cross-validation	(0.37)	is	also	one	of	the	

largest.	
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	 Linea

r	

Decisio

n	Tree	

SVR	 Ridge	 Lasso	 ElasticNet	 Random	

Forest	

RMSE	RAW	 1.79	 0.91	 1.89	 1.92	 1.48	 1.81	 0.75	

RMSE	STD	 4.21	 1.01	 4.08	 4.10	 3.90	 3.95	 0.89	

RMSE	NORM	 0.40	 2.5	 0.40	 0.40	 0.40	 0.40	 0.13	

CROSS-VALIDATION	

NORM	(MEAN)	
0.41	 -	 0.41	 0.41	 0.41	 0.41	 0.37	

CROSS-VALIDATION	

STD	(MEAN)	
-	 0.51	 -	 -	 -	 -	 -	

Table	11	–	Regression	Model’s	RMSE	&	Cross	Validation	Score	on	Training	Set		

7.5 Fine-Tune	Models	

A	Randomized	Search	was	used	on	the	Random	Forest	model	and	fitted	3	folds	for	each	of	

100	candidates,	totaling	100	fits.	This	resulted	in	an	elapsed	computing	time	of	1.3m	and	

the	following	hyperparameters:	

	
The	fine-tuned	Random	Forest	model	achieves	an	RMSE	of	0.35,	which	is	slightly	better	than	

the	score	I	got	earlier	using	the	default	hyperparameter	values	(0.37).		

	

I	continued	fine-tuning	my	models	using	the	Linear,	SVR,	ElasticNet	(combination	of	Ridge	

&	Lasso),	and	the	fine-tuned	Random	Forest	regression	models	with	normalized	data	in	a	

Voting	Regression	model,	 as	 they	 showed	 the	most	 promising	RMSE	 scores.	 The	Voting	

Regression	model	scored	an	RMSE	of	0.34	and	the	mean	of	the	cross-validation	was	0.38.	
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7.6 Review	Models	

Table	12	contain	the	𝑅&	scores	for	the	regression	models	on	the	training	set.	Random	Forest	

scores	the	highest	𝑅&	score,	with	0.98.	The	ensemble	comes	in	second	with	0.92.	The	last	

five	models	achieve	the	same	𝑅&	score	(0.88).	

	 Linear	 SVR	 Ridge	 Lasso	 ElasticNe

t	

Random	Forest	 Voting	

𝑹𝟐	 0.88	 0.88	 0.88	 0.88	 0.88	 0.97	 0.91	

Table	12	-	𝑅&	Score	for	Regression	Models	

The	feature	importance	of	the	Linear,	SVR,	Ridge,	Lasso,	and	ElasticNet	regression	models	

are	visible	below	in	table	13	and	figure	18.	The	scores	in	table	13	illustrate	how	useful	the	

features	are	at	predicting	the	WI.	The	models	have	assigned	the	scores	in	such	a	way	that	

they	all	have	the	same	order	of	feature	importance.	The	internet	usage	last	month	feature	

achieves	 the	 highest	 scores.	Mobile	 ownership	 achieves	 the	 second	 highest,	 followed	 by	

transaction	by	mobile,	then	family	planning	from	mobile.	The	lowest	scores	are	assigned	to	

the	nightlight	feature,	the	lowest	and	highest	of	which	is	assigned	by	Lasso	(0.03)	and	Ridge	

(0.32).		
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Table	13	-	Feature	Importance	

	
Figure	18	-	Feature	Importance	

Table	14	and	figure	19	show	the	relative	importance	of	each	feature	for	making	accurate	

WI	predictions	for	the	Random	Forest	Regression	model.	The	internet	usage	last	month	has	

the	highest	relative	importance	(0.42),	followed	by	nightlight	(0.27),	then	mobile	ownership	

(0.19),	then	transaction	by	mobile	(0.07),	and	lastly	family	planning	from	mobile	(0.02).	
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Table	14	-	Feature	Importance	for	Random	Forest	

	
Figure	19	-	Feature	Importance	for	Random	Forest	

7.7 Evaluate	Final	Model	

The	final	model	has	an	RMSE	score	of	0.38	on	the	test	set,	with	a	cross-validated	𝑅	and	𝑅&	

score	of	0.93	and	0.88,	respectively.	The	final	models	WI	predictions	can	be	used	to	rank	

the	 clusters	 in	 deciles	 in	 terms	of	 their	wealth	 level	 to	 determine	 the	 districts	with	 the	

highest	 and	 lowest	poverty	 levels	 in	 Zimbabwe.	This	 information	 is	 used	 to	 construct	 a	

visual	graphic	in	the	form	of	the	two	maps	shown	in	figure	20	and	21.	The	test	set	contains	

57	 of	 the	 91	 districts.	The	 omission	 of	 regional	 boundaries	 in	 figure	 21	 helps	 prevent	

confusion	 and	 highlights	 the	 57	 districts	 in	which	WI	 predictions	 have	 been	made.	 The	

completely	white	areas,	and	areas	with	no	boundary,	are	the	districts	that	are	not	contained	

in	 the	 test	 set.	These	are	mainly	 located	 in	 the	Central	and	Southern	regions	 (Midlands,	

Masvingo	and	Manicaland).	



	 58	

	
Figure	20	-	Predicted	WI	in	Zimbabwe's	Regions	

	
Figure	21	-	Predicted	WI	in	57	Districts	
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8 Discussion	
The	 purpose	 of	 the	 thesis	 has	 its	 roots	 in	 effective	 altruism,	 which	 is	 the	 pursuit	 of	

effectively	allocating	resources	to	solve	problems,	which	in	this	case	is	extreme	poverty.	I	

hope	 the	 thesis	 will	 contribute	 to	 the	 fight	 against	 extreme	 poverty	 in	 Zimbabwe	 and	

contribute	to	the	‘open	data	policies’	debate.	The	RQ:	how	can	ML,	big	data	and	promising	

wealth	and	poverty	estimates	understand	and	predict	the	socioeconomic	development	of	

Zimbabwe?	 The	 three	 promising	wealth	 and	 poverty	 estimates	 are	 categorized	 as	 CDR,	

internet	activity,	and	satellite	imagery.		

	

8.1 Exploratory	Data	Analysis	

Table	2	shows	a	DF	in	which	all	columns	have	400	non-null	rows.	I	expected	this,	as	the	DF	

was	 created	 by	 taking	 the	 mean	 of	 the	 labels	 and	 each	 feature	 and	 grouping	 them	 by	

clusters.	However,	the	result	from	the	pre-processing	shows	that	the	DF	has	85	0.0	values.	

I	decided	to	keep	these,	as	they	tell	something	about	the	WI,	no	matter	what	feature	they	

may	reside	in.	Table	3	cemented	the	suspicion	of	the	need	for	feature	scaling.	While	most	

features	 range	 between	 0	 and	 1,	 the	 nightlight	 feature	 ranges	 from	 0-11.81	which	will	

require	the	use	of	 transformers,	either	standardization	or	normalization,	 to	 increase	the	

performance	of	the	ML	algorithms.		

	

8.1.1 Descriptive	Statistics	

The	overall	dispersion	of	clusters	across	Zimbabwe’s	regions	is	roughly	balanced	(table	6).	

That	there	are	slightly	more	clusters	in	rural	areas	than	in	urban	areas	is	positive.	I	want	

more	 clusters	 in	 rural	 areas,	 as	 it	 is	 spread	 over	 a	 larger	 area	 of	 the	 country	 (this	 is	

intentional	by	the	DHS).	These	are	important	findings,	as	it	ensures	that	further	findings	are	

representative	of	the	population	of	Zimbabwe.	The	descriptive	statistics	of	the	DF	show	that	

most	people	in	Zimbabwe	own	a	mobile,	but	less	than	half	of	the	people	use	the	internet,	

and	about	25%	used	the	internet	at	least	once	a	week	in	the	last	month.	The	maximum	value	

of	 internet	usage	 is	0.97,	but	 the	respondents	could	have	answered	2	(which	meant	that	

they	had	used	the	internet	before	the	last	12	months).	This	suggests	that	in	the	last	year	the	

people	of	Zimbabwe	have,	on	average,	gone	from	never	using	the	internet,	to	using	it.		
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The	 transaction	 by	 mobile	 feature	 shows	 that	 half	 the	 people	 use	 their	 mobile	 for	

transaction,	 at	 least	half	 the	 time.	 In	 terms	of	 the	 features	which	 fall	under	 the	 internet	

activity	category,	the	family	planning	from	mobile	feature	has	by	far	the	lowest	scores,	which	

indicates	 that	Zimbabwe’s	population	rarely	gain	 insight	 into	 family	planning	 from	their	

mobiles.	The	nightlight	feature’s	descriptive	statistics	illuminates	that	most	of	Zimbabwe’s	

nights	are	covered	in	darkness.	More	than	half	of	the	country	has	a	0.04	value	and	only	25%	

of	the	country	has	a	significant	amount	of	nightlight.	 I	expected	this,	as	one	of	 the	many	

characteristics	of	poverty	is	little	to	no	amount	of	nightlight.	

	

8.1.2 Histograms	&	Scatterplots	

The	above	findings	are	confirmed	by	the	histograms	and	scatterplots.	The	overall	trend	of	

the	histograms	is	that	the	distribution	of	the	features	is	not	Gaussian.	The	WI	histogram	has	

a	clear	dip	between	3	and	4.	This	can	be	interpreted	as	the	shift	from	3	in	WI	to	4+	is	the	

most	difficult	and	once	clusters	get	over	the	hump,	so	to	speak,	the	maintaining	and	increase	

in	WI	becomes	easier.	In	terms	of	the	three	promising	wealth	and	poverty	estimates,	the	

mobile	ownership	feature,	which	belongs	to	the	CDR	category,	seems	to	be	flourishing	the	

most.	The	satellite	imagery	category	appears	to	be	lighting	up	the	least	and	has	the	most	

room	for	improvement.	A	fascinating	finding	from	nightlight’s	scatterplot	is	the	fact	that	no	

cluster	with	a	nightlight	value	above	0.04	ever	drops	below	a	WI	of	3.	This	confirms	prior	

findings	and	highlights	the	general	importance	of	nightlight	to	promote	security,	increase	

quality	of	 life,	 and	provide	 cross-subsidization	 costs	 (e.g.,	 providing	 streetlights	 reduces	

crime	and	therefore	reduce	policing	costs).92	

	

The	 internet	 activity	 category	 contains	 4	 features,	 in	which	 internet	 usage	 and	 internet	

usage	last	month	share	many	similarities.	This	is	obvious,	as	the	two	features	are	closely	

related	in	the	sense	that	if	someone	used	the	internet	last	year,	they	are	likely	to	have	used	

the	internet	during	the	last	month	as	well.	However,	most	people	do	not	use	the	internet,	

but	the	feature	still	has	a	positive	linear	relationship	with	the	WI.	This	suggests	that	the	lack	

 
92 (GOV.UK, 2016) 
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of	internet	use	is	a	useful	estimate	of	wealth	and	poverty.	This	also	explains	why	the	third	

feature	of	the	internet	activity	category,	family	planning	from	mobile,	is	skewed	to	the	right,	

as	this	would	require	 internet	use.	However,	 the	transaction	by	mobile	 feature	 is	heavily	

skewed	to	the	 left,	which	may	suggest	an	 inherent	contradiction	in	the	DF.	Although	the	

possibility	remains	that	transaction	by	mobile	can	be	regular	while	internet	usage	is	low	-	

it	may	be	that	the	respondents	did	not	consider	financial	transactions	made	from	a	mobile	

to	be	an	example	of	internet	usage.		

	

8.1.3 Multicollinearity	

The	VIF	detected	a	high	multicollinearity	between	the	internet	usage	(65.54)	and	internet	

usage	 last	 month	 (47.49)	 features.	 This	 means	 that	 I	 cannot	 distinguish	 between	 the	

individual	effects	of	the	two	features	on	the	WI.	This	may	not	affect	the	accuracy	of	my	final	

model,	but	I	might	 lose	reliability	 in	determining	the	effects	of	 individual	 features	 in	my	

model	–	which	can	be	a	problem	in	relation	to	interpretability.	Therefore,	I	drop	the	internet	

usage	feature	before	building	my	models.	I	decided	to	keep	internet	usage	last	month	instead	

of	internet	usage	because	it	is	more	recent	and	granular	in	its	description	of	the	internet	

activity	 in	 Zimbabwe.	 Furthermore,	 internet	 usage	 has	 the	 largest	 VIF,	which	means	 its	

trend	 is	 highly	 captured	 by	 other	 features	 –	 removing	 this	 feature	 decreases	 the	most	

amount	of	redundancy.		

	

Mobile	ownership	and	transaction	by	mobile	also	showed	a	high	multicollinearity,	with	a	VIF	

of	15.61	and	16.29,	respectively.	I	decided	not	to	remove	one	of	these	features,	because	I	

care	more	about	how	the	group	of	features,	rather	than	how	much	each	individual	feature,	

affects	the	WI.	The	same	case	could	be	made	for	the	above	section,	however,	the	internet	

usage’s	VIF	was	deemed	too	high	to	keep.	

	

8.1.4 Label	Correlation	

Table	9	illustrates	an	overall	strong	correlation	between	each	feature	and	the	WI.	This	is	

also	 in	 line	with	 the	 scatterplot’s	 trend	 of	 a	 positive	 linear	 relationship.	 	 The	 CDR	 and	

internet	activity	categories	have	a	very	strong	correlation	with	the	WI.	The	satellite	imagery	
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category	has	a	strong	correlation	(0.63).	This	means	that	increasing	the	features	such	as	

internet	usage	and	mobile	ownership	would	alter	the	WI	more	positively,	than	an	increase	

in	nightlight.	However,	the	family	planning	from	mobile	has	the	lowest	degree	of	association	

with	the	WI	(0.61).	This	means	that	not	all	features	from	the	internet	activity	category	reign	

superior	to	the	satellite	imagery	category	in	terms	of	the	impact	and	altercation	on	the	WI.	

	

8.2 Exploratory	Spatial	Data	Analysis	

The	map	from	figure	5	suggests	a	trend	in	which	Zimbabwe’s	East/Southeast	districts	score	

a	significantly	higher	WI	compared	to	the	North/Northwest	districts.	This	trend	does	have	

a	 few	 exceptions	 to	 it,	 e.g.,	 the	 urban	 districts	 in	 the	Matabeleland	North,	Mashonaland	

West,	 and	 Mashonaland	 Central	 regions.	 This	 trend	 implies	 that	 the	 focus	 of	 resource	

allocation	should	be	on	the	rural	areas	of	the	East/Southeast	districts.	

	

8.2.1 Global	Spatial	Autocorrelation	

The	null	hypothesis	I	am	testing	in	Moran’s	I	is	whether	the	feature	of	interest	is	randomly	

distributed	 among	 the	 neighboring	 values.	 The	 Moran’s	 I	 index	 values	 from	 table	 10	

revealed	that	all	the	features	have	a	positive	Moran’s	I	index	value,	a	p-value	of	0.001,	and	

a	positive	z-score.	The	p-value	indicates	a	highly	statistical	significance.	Furthermore,	the	

results	indicate	a	strong	clustering	pattern	and	I	thus	fail	to	reject	the	null	hypothesis.	The	

spatial	distribution	of	high	values	and/or	 low	values	 for	 each	 feature	 in	 the	DF	 is	more	

spatially	clustered	than	would	be	expected	if	underlying	spatial	processes	were	random.	

From	the	perspective	of	poverty	alleviation	efforts	this	finding	helps	us	narrow	down	the	

potential	 places	 in	which	 our	 resources	 could	 be	 allocated.	 Policy	makers	 should	 avoid	

areas	with	clusters	with	high	values	since	they	tend	to	be	next	to	other	clusters	with	high	

values.	Instead,	attention	should	be	on	clusters	with	low	values.	This	essentially	narrows	

down	our	search	for	who	we	should	help	first	when	resources	are	scarce	–	as	the	poverty	

alleviation	efforts	within	these	clusters	will	have	a	much	larger	impact	on	the	quality	of	life.	

To	limit	the	scope	of	such	searches,	I	move	on	to	local	spatial	autocorrelation.		
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8.2.2 Local	Spatial	Autocorrelation	

8.2.2.1 Wealth	Index	

Figure	7	confirms	prior	findings,	in	that	LISA	has	detected	most	LL	spatial	WI	clusters	to	be	

in	the	North/Northwest	districts	of	Zimbabwe,	with	a	few	detections	in	the	South	districts	

as	well.	Figure	7	provides	a	more	granular	insight	into	the	WI	compared	to	figure	5,	as	it	

illustrates	 how	 the	wealth	 of	 Zimbabwe	 is	 highly	 concentrated	 in	 the	 South	 and	 North	

centered	 regions,	 Bulawayo,	 and	Harare.	 This	 is	 expected	 since	Harare	 is	 the	 capital	 of	

Zimbabwe.	However,	 this	 trend	of	wealth	concentration	along	the	Central	regions	of	 the	

country	is	confirmed	by	the	urban	district	of	the	Midlands,	which	contain	HH	clusters.	This	

finding	 is	 also	 in	 line	 with	 what	 is	 presumed	 as	 common	 knowledge	 –	 that	 wealth	 is	

concentrated	in	areas	with	high	populations,	and	as	you	move	away	from	the	urban	areas	

and	out	to	the	rural	areas,	the	wealth	decreases.	

	

The	LH	spatial	clusters	are	in	close	proximity	to	some	of	the	biggest	cities	in	the	country	

(Harare	and	the	urban	district	 in	the	Midlands).	This	suggests	that	even	though	you	live	

close	to	an	area	in	which	poverty	is	the	lowest	in	the	country,	you	can	still	have	a	low	WI.	In	

terms	of	poverty	alleviation	efforts,	it	should	be	easier	and	quicker	to	help	the	people	living	

in	LH	areas,	as	the	logistical	costs	are	lower.	

	

8.2.2.2 Mobile	Ownership	

The	spatial	clusters	detected	by	LISA	in	figure	9	for	the	mobile	ownership	feature	confirms	

prior	findings.	The	HH	feature	values	are	located	along	the	Central	regions	of	the	country,	

with	two	additions	of	Southern	districts.	Furthermore,	the	LL	clusters	are	primarily	located	

in	 the	Northern	districts.	 In	 addition,	 figure	9	 illustrates	how	 the	10+	HL	 clusters	 (high	

values	 next	 to	 low	 values)	 also	 reside	 in	 the	 Northern	 districts.	 This	 could	 indicate	 an	

awareness	 of	 the	wealth	 inequality	 between	 the	North/Northwest	 and	 South/Southeast	

districts	 from	the	Zimbabwean	policy	makers,	 as	well	as	efforts	 to	decrease	 it.	This	 link	

between	the	CDR	category	and	socioeconomic	development	reaffirms	the	findings	of	prior	

studies	from	the	literature	and	necessitates	open	data	policies.	
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8.2.2.3 Internet	Usage	

Figure	11	shows	the	spatial	clusters	of	the	internet	usage	feature	reaffirms	that	wealth	is	

concentrated	along	the	Central	regions	of	the	country	(in	Harare	and	Bulawayo)	and	that	

the	LL	and	HL	spatial	clusters	are	in	the	North/Northwest	districts.	However,	the	feature	

also	has	20+	LL	spatial	clusters	residing	in	the	Southeast	districts.	This	means	that	in	the	

context	 of	 internet	usage,	 the	 scope	of	 resource	 allocation	 is	 broader	 than	 compared	 to	

mobile	ownership.	Furthermore,	there	are	few	LH	spatial	clusters	in	the	Southeast	areas	

compared	 to	 the	North/Northwest,	which	could	mean	 that	poverty	alleviation	efforts	 in	

terms	 of	 internet	 usage	 is	 focused	 on	 the	 North.	 This	 would	make	 sense	 in	 relation	 to	

previous	findings,	as	this	area	experiences	the	lowest	levels	of	wealth.	

	

8.2.2.4 Transaction	by	Mobile	

In	figure	13	the	spatial	clusters	of	the	transaction	by	mobile	shows	that	the	HH	are	still	found	

along	 the	 Central	 districts	 of	 the	 country,	 and	 the	 LH	 are	 near	 highly	 populated	 areas.	

However,	the	LL	spatial	clusters	are	no	longer	located	in	the	Northern	districts,	but	in	the	

West/Southwest	districts.	This	means	 that	policy	makers	and	NGOs	should	not	 focus	on	

facilitating	transactions	by	mobile	if	the	goal	is	to	increase	the	WI	in	the	Northern	districts.	

	

8.2.2.5 Family	Planning	from	Mobile	

Figure	15	shows	that	the	people	who	gain	insight	into	family	planning	from	mobiles	live	in	

either	the	Harare	or	Bulawayo	region,	which	also	had	the	highest	WI.	While	 it	would	be	

unwise	to	conclude	a	causation	between	the	two,	it	is	safe	to	assume	a	correlation	exists.	

This	correlation	speaks	to	the	level	of	sophistication	with	respect	to	information	gathering.	

Specifically,	the	means	by	which	a	person	gathers	information	is	correlated	by	the	level	of	

poverty.	In	the	DHS	survey,	the	respondents	answered	what	source	they	had	heard	of	family	

planning	–	they	could	choose	between	4	sources:	newspaper/magazine,	radio,	TV	or	mobile.		

	

8.2.2.6 Nightlight	

In	figure	17	the	spatial	clusters	of	the	nightlight	feature	deviate	from	prior	findings.	While	

LISA	still	detects	the	HH	spatial	clusters	in	Harare	and	Bulawayo,	the	LL	spatial	clusters	are	
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ubiquitous	-	from	the	North	to	the	South,	and	from	the	West	to	the	East.	This	finding	is	not	

surprising,	since	over	half	of	the	clusters	range	between	a	nightlight	value	of	0-0.04	(out	of	

11.81).	The	drawback	of	this	finding	is	that	the	scope	of	resource	allocation,	in	relation	to	

facilitating	 nightlight	 (e.g.,	 streetlights),	 is	 extremely	 broad.	 The	 drawback	 is	 its	 own	

benefit,	as	building	streetlights	will	increase	the	quality	of	people’s	lives,	no	matter	the	area	

(as	 long	 as	 it	 is	 not	 Harare,	 Bulawayo	 or	 the	 border	 town	 Beitbridge).	 Out	 of	 the	 400	

clusters,	LISA	detected	only	1	LH	and	2	HL	spatial	clusters.	This	indicates	that	there	is	little	

to	no	sign	of	efforts	being	made	to	change	the	status	quo	of	Zimbabwe’s	nightlight.	

	

8.3 Train	Models	

Table	11	 indicates	 a	 trend	 in	which	all	models,	 except	 for	 the	Decision	Tree,	 scores	 the	

lowest	RMSE	by	using	a	normalized	training	set.	The	reason	for	the	significant	difference	

between	 the	 model’s	 RMSE	 scores	 on	 the	 normalized-	 compared	 to	 the	 standardized	

training	 set	 is	 partly	 due	 to	 the	 feature	 distribution	 not	 being	 Gaussian	 and	 that	many	

features	fall	within	a	bounded	interval	(0-1).	In	such	cases,	the	MinMaxScaler	 is	typically	

advantageous	over	StandardScaler	as	a	data	transformer.	The	use	of	a	normalized	training	

set	also	results	in	better	models	compared	to	using	a	raw	training	set.	

	

The	application	of	normalization	involves	compressing	data	within	a	certain	range	(0-1	in	

my	case),	which	reduces	the	variance	and	applies	equal	weights	to	all	features.	I	lose	a	lot	

of	 important	 information	 in	 that	 process.	 One	 example	 is	 that	 normalization	 leaves	 no	

traces	of	outliers.	Using	normalization	means	 that	 I	 lose	 the	outliers	 found	 in	 the	 family	

planning	from	mobile	and	transaction	by	mobile	features.	These	outliers	are	real	data	points,	

and	once	I	lose	them	in	exchange	for	a	better	model,	I	lose	information.		

	

This	loss	of	information	is	nonetheless	deemed	appropriate,	as	I	am	not	investigating	the	

outliers	of	promising	wealth	and	poverty	estimates.	I	am	investigating	how	the	combination	

of	the	CDR,	internet	activity,	and	satellite	imagery	features	can	enhance	our	comprehension	

and	prediction	of	socioeconomic	development.	I	want	a	model	in	which	no	single	feature	

has	steered	the	model’s	performance	in	one	direction	by	virtue	of	bigger	numbers.	Thus,	
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normalization	becomes	the	preferred	choice,	as	it	gives	equal	weights/importance	to	each	

feature.		

	

It	is	safe	to	assume	that	the	overfitting	of	the	Linear,	SVR,	Ridge,	Lasso	and	ElasticNet	is	not	

statistically	significant	–	as	the	difference	between	these	model’s	RMSE	(0.40)	and	the	mean	

of	 their	 cross-validation	 scores	 (0.41)	 are	0.01.	 The	Decision	Trees	 best	RMSE	 (0.91)	 is	

almost	twice	as	big	as	the	mean	of	its	cross-validation	scores	(0.51).	This	means	that	the	

model	is	underfitting	the	training	set	and	is	too	simple	to	learn	the	underlying	structure	of	

the	data.	That	is	the	main	reason	why	I	decided	to	train	a	Random	Forest	algorithm,	as	it	is	

a	more	powerful	model.	However,	as	shown	in	table	11,	the	Random	Forest	model	proves	

to	be	too	powerful,	as	it	is	overfitting	the	training	set.	To	explain	the	overfitting,	one	must	

explain	the	predictions	made	by	the	Random	Forest.	However,	this	is	usually	hard	to	explain	

in	simple	terms,	as	models,	such	as	Random	Forests,	are	generally	considered	black	box	

models.	To	pinpoint	the	exact	basis	of	the	model’s	prediction	is	difficult.	However,	what	is	

likely	causing	the	model	to	overfit,	is	that	it	is	picking	up	the	noise	or	random	fluctuations	

in	the	training	set	and	learning	them	as	concepts.	The	problem	is	that	these	concepts	do	not	

necessarily	 apply	 to	my	 test	 set	 (and	new	data)	 and	will	 negatively	 impact	 the	model’s	

ability	to	generalize.	

	

8.4 Fine-Tune	Models	

The	randomized	search	applied	on	the	Random	Forest	resulted	in	a	model	that	is	overfitting	

slightly	less	than	before.	The	Voting	Regression’s	promising	results	are	explained	by	virtue	

of	the	wisdom	of	the	crowd.	The	overfitting	of	the	Random	Forest	is	combated	by	the	Linear,	

SVR,	and	ElasticNet	models.	This	is	also	the	reason	why	I	included	the	Linear	Regression	

model	into	the	Voting	Regression.	Although	this	inclusion	may	appear	redundant,	it	helps	

decrease	 the	 overfitting	 made	 by	 the	 Random	 Forest	 model.	 Most	 of	 the	 WI	 across	

Zimbabwe	range	between	2	and	4.57,	so	a	typical	prediction	error	of	0.34	is	satisfying.		
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8.5 Review	Models	

The	results	from	the	regression	model’s	𝑅&	scores	(table	12)	are	consistent	with	the	general	

pattern	 of	 prior	 findings.	 The	 Linear,	 SVR,	 Ridge,	 Lasso,	 and	 ElasticNet	 models	 have	

identical	𝑅&	scores,	while	the	Random	Forest	model	is	overfitting.	The	Voting	Regression	

model	continues	its	great	performance	and	as	a	result	becomes	my	final	model.	

	

Figure	18	shows	that	my	un/regularized	linear	and	support	vector	machine	models	prefer	

features	 from	 the	 internet	 activity	 and	 CDR	 categories	 over	 satellite	 imagery.	 The	

explanation	is	found	in	the	assumptions	made	by	the	linear	regression	model.	The	model	

works	better	if	the	feature	has	a	Gaussian	distribution	and	a	linear	relationship	with	the	

label.	 Therefore,	 it	makes	 sense	 that	 the	nightlight	 feature	 is	 the	 least	 useful	 feature	 at	

predicting	WI.	This	deduction	was	made	by	viewing	the	correlation	matrix,	histogram,	and	

scatterplot	from	the	EDA.	Since	the	unregularized	linear	models	(Ridge,	Lasso,	ElasticNet)	

is	an	extension	of	 the	Linear	Regression	Model	 it	 is	expected	that	 these	 follow	the	same	

patterns	 of	 feature	 importance.	 The	 SVR	 model	 can	 handle	 both	 linear	 and	 non-linear	

regression	 tasks,	which	explains	why	 the	model	 finds	 the	nightlight	 feature	more	useful	

than	the	Linear	Regression.	This	finding	may	suggest	that	un/regularized	linear	models	do	

not	 perform	well	when	 using	 features	 of	 satellite	 imageries	 from	 developing	 countries.	

Specifically,	in	those	cases	in	which	the	feature’s	histogram	is	heavily	skewed	to	the	right.		

	

The	ranking	of	the	feature	importance	in	figure	18	may	also	be	explained	by	the	inherent	

nature	of	the	features	themselves.	For	the	transaction	by	mobile	and	family	planning	from	

mobile	 features	 to	be	useful	predictors,	 they	necessitate	 the	ownership	of	a	mobile.	You	

cannot	 use	 a	 mobile	 for	 transaction,	 unless	 you	 have	 one,	 which	 explains	 why	mobile	

ownership	continuously	is	more	useful	in	predicting	WI.	This	may	also	explain	why	the	most	

useful	predictor	is	internet	usage	last	month,	as	the	internet	can	be	used	on	several	devices	

(pc,	laptops,	tv	etc.).	

	

Figure	19	confirms	the	suspicion	that	the	feature	importance	ranking	of	mobile	ownership,	

transaction	by	mobile,	and	family	planning	from	mobile	is	caused	by	their	inherent	nature.	
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While	the	Random	Forest	model	also	ranks	internet	activity	as	the	most	important	category,	

it,	 contrary	 to	prior	 findings,	 ranks	 satellite	 imagery	as	 the	 second	most	 important.	The	

Random	Forest	finds	nightlight	as	the	second	most	important	feature	for	making	accurate	

WI	predictions.	This	finding	reaffirms	satellite	imagery	as	a	promising	wealth	and	poverty	

estimator	and	contributes	to	the	explanation	of	the	Voting	Regression’s	performance.	The	

nightlights	uselessness	in	the	SVR	and	un/regularized	linear	models	is	counterbalanced	by	

the	usefulness	of	said	feature	in	the	Random	Forest	algorithm.	The	reason(s)	why	Random	

Forest	finds	nightlight	as	an	important	feature	is	hard	to	explain,	due	to	it	being	a	black	box	

model.	However,	the	model	is	more	reliable	in	its	findings	compared	to	the	other	models,	

as	it	measures	the	loss	of	accuracy,	if	it	lost	the	true	values	of	the	nightlight	feature.	These	

values	are	scrambled	and	the	loss	in	predictive	accuracy	is	measured.	This	means	that	the	

nightlight	is	an	important	feature	for	predicting	WI,	but	the	SVR	and	un/regularized	linear	

models	are	unable	to	capture	this	concept.	

	

8.6 Evaluate	Final	Model	

The	final	model’s	results	on	the	test	set	indicates	that	the	model	is	highly	generalizable,	as	

it	only	performs	slightly	worse	on	the	test	set	(RMSE	is	0.38)	compared	to	the	training	set	

(RMSE	 =	 0.34).	 The	 final	model’s	𝑅&	 score	 on	 the	 test	 set	 is	 slightly	 lower	 than	 on	 the	

training	set,	this	is	expected,	as	my	model	has	been	optimized	for	the	training	set	and	has	

never	seen	the	test	set	in	advance.	The	𝑅&	score	means	that	the	final	model	explains	88%	of	

the	variance	of	the	WI	across	the	10	regions	in	Zimbabwe.	The	visual	representation	of	this	

in	figure	20	and	21	confirms	prior	findings,	such	as	wealth	being	highly	concentrated	in	the	

Central	regions	and	that	the	North	and	West	regions	experience	the	lowest	levels	of	wealth.	

Figure	21	only	shows	57	of	the	91	districts	due	to	the	splitting	of	data.	However,	by	using	

the	 final	model	and	general	approach	of	 this	 thesis	on	additional	data	 in	 the	 future,	one	

could	explore	and	visualize	 the	monthly	 socioeconomic	development	at	 a	neighborhood	

scale,	allowing	poverty	trends	to	be	shown	for	each	neighborhood.	
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8.7 Final	Thoughts	

This	thesis	set	out	to	understand	and	predict	the	socioeconomic	development	of	Zimbabwe	

by	combining	ML,	big	data	and	promising	wealth	and	poverty	estimates.	These	estimates	

may	be	summarized	as	CDR,	internet	activity	and	satellite	imagery.	A	holistic	understanding	

of	Zimbabwe’s	socioeconomic	development	was	accomplished	by	applying	the	two	big	data	

analytical	 approaches:	 EDA	 and	 ESDA.	 The	 EDA’s	 main	 findings	 include	 a	 very	 strong	

correlation	 and	 positive	 linear	 relationship	 between	 the	WI	 and	 the	 CDR	 and	 internet	

activity	features.	Furthermore,	in	the	last	year,	the	people	of	Zimbabwe	have,	on	average,	

gone	from	never	using	the	internet,	to	using	it,	which	indicates	a	general	 increase	in	the	

countries	WI.	The	EDA	also	showed	that	most	of	Zimbabwe	is	without	nightlight.	

	

The	ESDA	provided	a	more	granular	view	of	the	findings	from	the	EDA,	by	analyzing	the	

global	and	local	spatial	autocorrelation	of	the	wealth	and	poverty	estimates.	The	findings	

are	as	such:	The	wealth	of	Zimbabwe	is	highly	concentrated	along	the	Central	regions	of	

Harare	and	Bulawayo.	Furthermore,	I	failed	to	reject	the	null	hypothesis	of	Moran’s	I,	due	

to	 a	 strong	 clustering	 pattern	 in	 all	wealth	 and	 poverty	 estimate	 features.	 The	 satellite	

imagery	feature	(nightlight)	indicated	the	strongest	clustering	pattern	and	established	the	

spatial	lack	of	nightlight	across	the	entire	country	(except	for	Harare	and	Bulawayo).	The	

spatial	 clustering	pattern	of	nightlight	 suggested	 that	 there	 is	no	 sign	of	 increasing	 said	

feature,	even	though	the	country	is	in	dire	need	of	it.	Furthermore,	the	focus	of	increasing	

nightlight	may	ensue	additional	wealth	benefits	(e.g.,	cross-subsidization	costs)	–	however,	

the	extent	of	these	benefits	is	beyond	the	scope	of	this	thesis.	The	clustering	pattern	of	the	

nightlight	feature	deviated	from	the	trend	of	the	clustering	patterns	of	the	other	features.	

This	trend	suggested	that	the	North	and	West	regions	of	Zimbabwe	suffer	from	more	severe	

poverty.	 Policy	 makers	 and	 NGOs	 would	 be	 wise	 to	 incorporate	 this	 insight	 in	 their	

considerations	 and	decisions	 to	 effectively	 allocate	 its	 resources	 for	 combating	 extreme	

poverty.	

	

The	prediction	of	Zimbabwe’s	socioeconomic	development	was	accomplished	by	building	

ML	models.	The	findings	reveal	the	justification	of	combining	the	three	wealth	and	poverty	
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estimates	previously	mentioned.	To	put	in	perspective,	the	Woman’s	questionnaire	from	

the	DHS	survey	contained	over	4000	features.	While	the	final	model	only	uses	5	of	those	

features,	 it	manages	 to	 explain	 88%	of	 the	 variance	 of	 the	WI	 across	 the	 10	 regions	 of	

Zimbabwe.	This	reaffirms	the	promise	of	those	estimates	as	a	lens	through	which	one	can	

collect	 reliable	 data	 on	 economic	 livelihoods,	 strengthening	 our	 efforts	 to	 study	 these	

outcomes	and	to	design	policies	that	improve	them.	

	

Specifically,	the	findings	revealed	that	the	final	model	was	a	Voting	Regression,	constructed	

by	the	Linear,	SVR,	ElasticNet	and	Random	Forest	regression	models.	All	models	viewed	the	

internet	 activity	 estimate	 as	 containing	 the	 most	 useful	 feature	 for	 predicting	WI.	 The	

overfitting	of	the	Random	Forest	algorithm	was	corrected	by	the	un/regularized	linear	and	

SVR	 models.	 Furthermore,	 the	 nightlights	 uselessness,	 as	 a	 predictor,	 in	 the	 SVR	 and	

un/regularized	linear	models	was	counterbalanced	by	the	usefulness	of	said	feature	in	the	

Random	 Forest	 algorithm.	 This	 reasserted	 the	 notion	 of	 Random	 Forest	 as	 a	 powerful	

model,	as	it	managed	to	capture	concepts	that	the	SVR	and	un/regularized	linear	models	

could	not.	The	findings	are	based	on	a	method	that	only	requires	publicly	available	data,	

which	could	transform	efforts	to	track	and	target	poverty	in	developing	countries.	It	also	

demonstrates	how	powerful	ML	algorithms	and	techniques	can	be,	in	a	setting	with	limited	

data	–	which	verifies	the	ML	notion	of	broad	potential	application	across	many	scientific	

domains.		

	

To	 successfully	 answer	 the	RQ,	one	of	 the	 features	 representing	 the	CDR	estimate	were	

manufactured.	 That	 feature	was	mobile	 ownership,	 as	 it	 was	 not	 collected	 from	 a	 CDR	

dataset,	but	from	a	survey.	However,	based	on	the	literature	review,	such	a	manufactured	

feature	 still	 contains	 the	 inherent	 qualities	 necessary	 to	 constitute	 a	 CDR	 feature.	 The	

existence	of	such	‘feature	manufacturing’	exemplifies	the	need	for	open	data	policies	from	

mobile	phone	companies.	This	would	save	time	and	cost	with	respect	to	poverty	alleviation	

efforts.	This	thesis	contributes	to	the	‘open	data	policies’	debate	through	its	findings	and	

reaffirms	the	efficacy	of	machine	learning	and	big	data	analytical	approaches.	
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The	outcome	of	the	‘open	data	policies’	debate	is	essential	to	the	field	of	data	science	and	to	

poverty	alleviation	efforts.	The	findings	clearly	indicate	a	high	degree	of	mobile	ownership	

in	Zimbabwe,	which	confirms	that	cell	phones	have	become	ubiquitous,	even	in	developing	

countries.	The	results	 illustrate	how	mobiles	are	a	vital	source	 to	understanding	human	

behavior,	as	they	capture	a	variety	of	information	regarding	mobility,	social	networks	and	

calling	patterns,	 that	 is	correlated	to	socioeconomic	development.	A	country	as	resource	

constrained	 as	 Zimbabwe,	 where	 census	 and	 household	 surveys	 are	 time	 consuming,	

expensive,	and	rare	–	this	approach	of	combining	the	three	promising	wealth	and	poverty	

estimates	 (even	 when	 anonymous	 and	 manufactured)	 provides	 promising	 results	 in	

understanding	 and	 predicting	 socioeconomic	 development.	 This	 creates	 an	 option	 for	

gathering	localized	and	timely	information	at	a	fraction	of	the	cost	of	traditional	methods,	

provided	the	outcome	of	the	‘open	data	policies’	debate	is	in	favor	of	the	data	science-	and	

for	that	matter,	the	humankind	community.		

	

8.8 Limitations	

This	 thesis	 utilizes	 data	 obtained	 from	 the	 DHS;	 however,	 it	 is	 worth	 noting	 that	 the	

provider	has	randomly	displaced	the	GPS	latitude	and	longitude	positions	of	the	clusters	to	

preserve	anonymization.	As	such,	I	find	that	the	results,	from	a	practical	perspective,	while	

significant	cannot	be	said	to	be	complete	at	this	moment	in	time.	While	the	results	always	

stay	within	the	region,	regardless	of	displacement,	a	cooperation	between	those	who	would	

use	 the	 findings	 for	 poverty	 alleviation	 efforts	 and	 the	DHS	 should	 be	 established.	 This	

cooperation	would	entail	a	recalibration	of	the	clusters’	latitude	and	longitude	and	provide	

the	 granularity	 necessary	 to	 visualize	 predicted	 wealth	 and	 poverty	 estimates	 at	 a	

neighborhood	scale.		

	

Second,	 the	 use	 of	 a	manufactured	 CDR	 feature,	while	 useful,	 cannot	 at	 full	 contain	 the	

properties	of	the	wealth	and	poverty	estimate.	Some	of	the	most	promising	CDR	features	

may	 in	 fact	 be	 impossible	 to	 manufacture,	 such	 as	 number	 of	 calls	 and	 call	 volume.	

Furthermore,	the	success	and	relevance	of	feature	manufacturing	is	based	on	the	frequency	

of	surveys,	which	is	low.	Once	one	has	failed	in	the	collection	of	a	CDR	dataset,	one’s	ability	
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to	manufacture	features	that	share	the	same	qualities	is	greatly	reduced.	Thus,	one’s	ability	

to	conduct	cost-	and	time	effective	poverty	alleviation	efforts	is	reduced.	CDR	features	aside,	

surveys	 as	 a	 data	 source	 are	 static,	while	 CDR	 can	be	dynamic.	 This	means	 that	my	WI	

predictions	cannot	be	shown	in	real-time.	However,	the	model	itself	can	be	used	to	show	

predictions	in	real-time.	

	

Third,	 the	 data	 analysis	 is	 based	 on	 an	 unbalanced	 distribution	 of	 wealth	 and	 poverty	

estimates	(1,	CDR,	3	internet	activity,	1	satellite	imagery).	It	may	not	be	clear	to	what	degree	

each	 estimator	 contributes	 to	 the	WI	 predictions.	 Fourth,	 the	 DHS	 survey	 of	which	 the	

findings	 of	 the	 CDR	 and	 internet	 activity	 features	 are	 based,	 was	 conducted	 in	 2015.	

Although	poverty	levels	are	shown	to	have	slow	gradual	change,	some	results	may	no	longer	

have	 the	adequate	relevance	required	 to	shape	 future	decisions	with	respect	 to	poverty	

alleviation	efforts.	

	

Finally,	the	thesis’	final	model	used	to	predict	Zimbabwe’s	WI	is	a	Voting	Regressor.	The	

limitation	of	the	voting	ensemble	is	that	it	treats	all	models	the	same,	meaning	all	models	

contribute	equally	to	the	prediction.	This	approach	may	be	viewed	as	rather	trivial	and	may	

also	become	a	problem	if	some	models	are	good	in	some	situations	and	poor	in	others.	An	

extension	 to	 the	 voting	 ensemble	 to	 address	 this	 problem	 could	 be	 to	 use	 a	 weighted	

average	or	weighted	voting	of	the	contributing	models	(blending).	A	further	extension	is	to	

use	stacking,	which	uses	a	ML	model	that	learns	when	and	how	much	to	trust	each	model	

when	making	predictions.93	

	

8.9 Future	Work	

The	thesis	demonstrates	that	the	combination	of	the	three	wealth	and	poverty	estimates	

offer	a	means	of	accurately	understanding	and	predicting	socioeconomic	development.	An	

obvious	step	forward	would	be	the	development	of	a	dashboard,	based	on	the	dynamic	data	

sources	of	CDR,	internet	activity	(e.g.,	advertising	data	from	social	media	platforms),	and	

satellite	 imagery	 (e.g.,	 road	 construction/quality).	 This	 dashboard	 would	 allow	

 
93 (Brownlee, Machine Learning Mastery, 2020) 
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policymakers	 to	 explore	 and	 visualize	 the	 monthly	 socioeconomic	 development	 at	 a	

neighborhood	 scale,	 allowing	 poverty	 trends	 to	 be	 shown	 for	 each	 neighborhood.	 The	

dashboard	could	include	an	interactive	map	that	enables	policymakers	to	focus	on	specific	

geographical	 locations.	 With	 sufficient	 historical	 information	 it	 will	 be	 possible	 to	

empirically	 determine	 the	 impact	 of	 different	 development	 programs	 active	 in	 these	

areas.94	

	

To	 enhance	 the	 findings	 of	 this	 thesis	 I	 suggest	 further	 experimentation	 of	 the	

hyperparameters	 of	 the	 applied	 models,	 such	 as	 the	 SVR.	 Furthermore,	 I	 suggest	 the	

addition	of	a	neural	network	to	the	ensemble	to	improve	the	accuracy	of	the	WI	predictions.	

Specifically,	 using	 the	 Sequential	 API	 to	 build,	 train,	 evaluate	 and	 use	 a	 Regression	

Multilayer	Perceptron	(MLP)	 to	make	predictions.	The	output	 layer	would	have	a	single	

neuron,	since	it	is	only	a	single	value	(WI)	that	is	being	predicted.	Further	complexities	can	

be	made	to	such	a	neural	network,	by	applying	the	Functional	API	introduced	by	Heng-Tze.	

It	connects	all	or	part	of	the	inputs	directly	to	the	output	layer.	This	architecture	allows	the	

neural	network	to	learn	both	deep	patterns	and	simple	rules.	95	

9 Conclusion	
The	 aim	 of	 this	 thesis	 has	 been	 to	 use	ML,	 big	 data	 and	 promising	wealth	 and	 poverty	

estimates	 to	 understand	 and	 predict	 Zimbabwe’s	 socioeconomic	 development.	 To	

understand	 the	 socioeconomic	development,	 I	 performed	an	 exploratory	 analysis	 of	 the	

economic	disparities	across	91	Zimbabwean	urban/rural	districts.	This	began	with	an	EDA,	

in	which	 I	 investigated	 the	descriptive	 statistics,	histograms	and	scatterplots	of	 the	400	

clusters	dispersed	across	the	country	–	each	containing	a	label	and	six	features.	The	main	

findings	include	a	very	strong	correlation	and	positive	linear	relationship	between	the	CDR	

and	internet	activity	features,	that	most	people	own	a	mobile,	that	in	the	last	year,	people	

have	on	average	gone	from	never	using	the	 internet,	 to	using	it,	 that	half	 the	people	use	

their	mobile	for	financial	transaction,	at	least	half	the	time,	and	that	Zimbabwe	is	without	

nightlight	(except	for	Harare,	Bulawayo,	and	the	border	town	Beitbridge).		

 
94	(Njuguna	&	McSharry,	2016)	
95	(Géron,	2019)	
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Zimbabwe’s	 socioeconomic	 development	 was	 understood	 at	 greater	 granularity	 by	

undergoing	 an	ESDA	process.	 I	 investigated	 the	 global	 and	 local	 spatial	 autocorrelation.	

First,	the	wealth	of	Zimbabwe	is	highly	concentrated	along	the	Central	regions	of	Harare	

and	Bulawayo.	Second,	I	 failed	to	reject	the	null	hypothesis	of	Moran’s	I,	due	to	a	strong	

clustering	pattern	in	all	wealth	and	poverty	estimate	features.	Third,	several	clusters	with	

low	values	were	found	in	the	outskirts	of	wealth-enriched	regions.	Fourth,	the	clustering	

pattern	of	the	nightlight	feature	confirmed	that	most	of	the	country	is	without	nightlight.	

The	rest	of	 the	clustering	patterns	 indicated	a	 trend	 that	 suggested	 the	North	and	West	

regions	of	Zimbabwe	experience	the	lowest	levels	of	wealth.	

	

To	 predict	 the	 socioeconomic	 development	 of	 Zimbabwe,	 I	 built	 ML	 algorithms.	 I	 have	

demonstrated	that	the	combination	of	the	three	promising	wealth	and	poverty	estimates	

can	be	used	to	accurately	determine	the	WI	of	Zimbabwe.	I	fit	a	Voting	Regression	model,	

comprised	of	a	Linear-,	Support	Vector-,	ElasticNet,	and	Random	Forest	regression	model,	

that	describes	the	relationship	between	the	five	features	(mobile	ownership,	internet	usage	

last	 month,	 transaction	 by	 mobile,	 family	 planning	 from	 mobile,	 nightlight)	 to	 the	 WI	

derived	from	the	Demographic	and	Health	surveys.	Specifically,	the	findings	revealed	that	

the	overfitting	of	the	Random	Forest	algorithm	was	corrected	by	the	un/regularized	linear	

regression-	 and	 SVR	 models.	 Furthermore,	 the	 nightlight	 features	 uselessness,	 as	 a	

predictor,	 in	the	SVR	and	un/regularized	regression	models	was	counterbalanced	by	the	

usefulness	of	said	feature	in	the	Random	Forest	algorithm.	

	

The	key	insights	of	 the	thesis	are	the	following:	1)	Demonstrating	how	ML,	big	data	and	

promising	 wealth	 and	 poverty	 estimates	 provide	 an	 understanding	 of	 socioeconomic	

development	2)	Constructing	a	ML	model	based	on	promising	wealth	and	poverty	estimates	

that	allows	for	accurate	predictions	of	Zimbabwe’s	WI	with	a	cross-validated-	correlation	

coefficient	 𝑅 = 0.93	 and	 coefficient	 of	 determination	 of	 𝑅& = 0.88	 3)	 Showing	 that	 a	

manufactured	 anonymous	CDR	 feature	 can	be	used	 to	 quantify	 poverty,	 reaffirming	 the	

usefulness	of	CDRs	in	data	analysis,	and	necessitating	open	data	policies	from	the	mobile	
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network	operators	4)	Establishing	 the	potential	of	 combining	CDR,	 internet	activity	and	

satellite	 imagery	 for	 informing	 policymakers	 and	 monitoring	 poverty	 by	 geographical	

district.	5)	Providing	the	basis	of	an	approach	for	government	and	donors	to	appropriately	

allocate	resources	and	monitor	the	impact	of	different	interventions.	

	

The	 fusion	 of	 effective	 altruism,	 machine	 learning,	 big	 data,	 and	 promising	 wealth	 and	

poverty	estimates	has	provided	competitive	results	that	may	benefit	the	general	population	

and	policymakers	of	Zimbabwe,	reaffirms	the	overall	efficacy	of	the	field	of	data	science,	

addresses	the	problem	of	the	high	cost	of	obtaining	training	data,	and	emphasizes	the	need	

for	establishing	open	data	policies	with	respect	to	poverty	alleviation	efforts.		

	

The	decision-makers	in	and	out	of	Zimbabwe,	who	fight	against	poverty,	with	the	purpose	

of	increasing	the	quality	of	people’s	lives,	face	an	extremely	harsh	and	depressing	reality.	

Perhaps	this	reality	is	most	clearly	encountered	by	the	question:	who	should	we	help	first?	

I	hope	this	thesis	makes	that	question	easier	to	answer,	be	it	but	a	fraction.		 	
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11 Appendix	

11.1 Raw	Data	
The	IndividualR,	MensR,	GPS,	and	geocovariates	data	sets	was	used	and	collected	from	the	

DHS.	These	are	not	publicly	available	data	sets	and	to	download	requires	approval	from	the	

DHS.	Thus,	I	cannot	link	to	the	used	datasets.		

But	here	is	a	link	to	a	list	of	publicly	available	DHS	datasets:	

https://dhsprogram.com/data/available-datasets.cfm	

	

	

	

	

	

	


