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Regime-based asset allocation
Dynamic portfolio optimization with Hidden Markov Models*

Christian Stolborg & Mathias Jørgensen

Abstract

The purpose of the thesis is to research whether Hidden Markov models (HMM) can be combined with a dynamic asset

allocation strategy to control the maximum drawdown and the overall risk of a portfolio. As such, two-state Gaussian

HMMs will be trained with time-varying parameters using both maximum-likelihood and jump estimation procedures.

This is followed by an involved simulation study focused on testing whether the models are able to converge towards

the true parameters when the data is simulated from a mixture of Gaussian and t-distributions. The analysis finds strong

convergence for both models when the data is simulated from the Gaussian distribution, however, when training the

models on data simulated from a mixture of t-distributions, the jump model is found to be more robust. Furthermore,

by extending on the previous literature by Rydén et. al (1998), Bulla (2011) and Nystrup (2017), the thesis examines

how the models replicate the stylized facts of financial returns. The results show that both models are able to somewhat

reproduce the stylized facts, although the jump model achieves better results, particularly when it comes to reproducing

the long memory of financial returns. In the final section, the analysis combines the HMMs with a model predictive

control (MPC) framework, in which the primary objective is risk control, mostly evaluated through a reduction in

drawdowns and standard deviations. The analysis finds that the implementation of a dynamic regime-based approach

with daily portfolio rebalancings does not lead to a loss in mean-variance efficiency, even after trading costs. Lastly, the

portfolio exercise finds a substantial improvement in performance measured through Sharpe and Calmar ratios, when

the MPC portfolios are benchmarked against alternative portfolios. Finally, the authors contribute to the literature by

publishing the open-source package HMMpy† , since there do not currently exist any packages for training HMMs using

the jump estimation approach.

Keywords: Hidden Markov Models, Model Predictive Control, Stylized facts of financial returns, Financial time series

forecasting, Financial Markets, Asset Returns
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1 INTRODUCTION

Asset allocation, defined as the choice between major asset classes in a portfolio, represents the most impor-

tant determinant regarding portfolio performance (Brinson et al. 1991, Ibbotson & Kappland 2000, Bulla et

al. 2011). Still, even though economic conditions strongly relate to asset class performance (Sheikh and Sun,

2012), many traditional strategic approaches seek to create robust static portfolios, optimized across a range

of scenarios in the pursuit of "all-weather" efficiency (Nystrup, 2017). These static strategies have shown

to be insufficient in handling portfolio risk during certain time periods such as during the global financial

crisis of 2008 (GFC), in which diversification alone where not sufficient in mitigating large drawdowns. As

a result, a growing literature on regime-switching models for asset allocation1 has emerged, with the pur-

pose of taking advantage of favorable regimes while reducing potential drawdowns during adverse regimes

(Nystrup, 2017).

Yet, one of the biggest problems when implementing a more dynamic investing approach is that it requires

one to rely on a time series model to infer economic regimes. Consequently, portfolio performance is

often tightly connected to the choice and adequacy of the estimated time series models. In this thesis, the

use of hidden Markov models (HMM) as time series models in regime-based asset allocation (RBAA),

is researched. The use of HMMs in modelling financial returns is generally well-documented with most

research focusing on either reproducing stylized facts of financial returns or direct application to specific

dynamic portfolio strategies. Even so, interesting recent developments in the area include using a novel

jump-estimation approach (Mjump ) introduced by Bemporad et al. (2018) rather than the more traditional

maximum likelihood estimation (Mmle ). In a recent study by Nystrup et al. (2020b) aMjump model was

shown to be less computationally expensive to train and more robust due to it not being based on the same,

somewhat questionable distributional assumptions, which theMmle procedure relies on.

However, sinceMjump estimation for HMMs is a rather new technique no open-source packages currently

exist hence the estimation procedure cannot easily be implemented. This is due to the fact that just as

the Mmle procedure2 requires a lot of effort in implementation (MacDonald & Zucchini, 2009), so does

the Mjump estimator. As such, the missing open-source access largely prevents broader adoption of the

Mjump approach. Furthermore, another consequence of the Mjump estimation procedure being rather

new in regards to fitting HMMs is seen through their sparse coverage in the literature. In this thesis, the

first issue is alleviated by implementing an open-source framework named HMMpy in Python, which is

available on https://github.com/Cstolborg/HMMpy with correpsonding documentation at https://

hmmpy.readthedocs.io/en/latest/. As such, the thesis contributes to the current literature by making

future studies on HMMs, which uses the Mjump estimation, much easier to conduct. Furthermore, the
1Also known as regime-based asset allocation (RBAA).
2More specifically by using the Baum-Welch (1966) algorithm explained in Section 3.
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thesis expands on previous research by comparing the performance of HMMs estimated using theMjump

approach to HMMs estimated using the Mmle procedure. The two models are compared using both an

involved simulation study as well as an in-depth analysis of the models’ abilities to reproduce the stylized

facts of financial returns. Finally, the models’ are used in a dynamic portfolio optimization exercise.

The remaining part of the section is structured in the following manner: Initially, the purpose of the thesis

is further defined and justified, after which some recent literature within the use of HMMs as financial time

series models are reviewed. The section also includes an initial delimitation with respect to both choice of

data as well as the choices related to model specifications. For example, the HMM models examined in this

thesis, will all be two-state HMMs that have conditional Gaussian distributions. These choices are further

elaborated in the remaining parts of the section.

THESIS OUTLINE

In this section the scope of the study as well as the contributions to the literature are further exemplified

and defined. The thesis generally contributes in 4 different areas. (1) An open-sourcing of the HMM

estimation procedures are implemented in Python using both theMmle andMjump method3. (2) The thesis

conducts a theoretical analysis of the properties underlying the HMM estimators which includes an involved

simulation study to further examine the models’ abilities to fit data with various kinds of distributions. (3)

The simulation analysis is followed by an in-depth analysis of whether the models are able to reproduce the

set of stylized facts of financial returns introduced by Granger & Ding (1995b). (4) Based on the models

estimated through (1-3), the thesis tests a specific RBAA strategy. In the following paragraphs the scope and

relevance of the different analyses is further explained.

The thesis will originate by defining the models that will be utilized throughout the analysis, which include

their underlying assumptions as well as the exact algorithms used for their estimation. Having provided an

overview of the estimation procedures the analysis will proceed by conducting the aforementioned simu-

lation study. It is designed to test and compare how well the parameters of different HMMs converge to

the true values of simulated data under various simulation procedures. This is done in order to evaluate

the models’ ability to fit the data and compare whether there is a substantial difference in estimation errors

between the models. Furthermore, the section will provide an in-depth analysis related to parameter tuning,

particularly in regards to theMjump model. The largest contribution of the simulation study is related to

testing which types of data the HMMs are generally suitable for. As such, the section involves the addition

of several model specifications to make the models more adequate for being implemented on real data.

3Available on our GitHub page https://github.com/Cstolborg/HMMpy.
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On the basis of the estimated models during the simulation study and the findings hereof, the analysis

proceeds to train HMMs on daily return series of financial data. Building on the work by Ryden et al. (1998),

Bulla (2011) and Nystrup (2017), the purpose is to reproduce the stylized facts introduced by Granger &

Ding (1995b). As further explained in Section 5, several improvements over the current literature are found.

This includes analyzing how well the Mjump model is able to reproduce the stylized facts, which is an

analysis that has not been carried out before. Furthermore, the section makes direct extensions of the work

conducted by Ryden et al. (1998), Bulla (2011) and Nystrup (2017) by considering HMMs estimated using

rolling windows4. This is one of the crucial parts of the thesis because the models’ abilities to reproduce the

stylized facts is a good indicator for how well they fit financial data (Bulla, 2011).

The final part of the analysis revolves around implementing a dynamic portfolio strategy using the proposed

HMMs. Since the use of HMMs in simpler trading-strategies in two-asset setting is well-documented, the

thesis will rather focus on a newer approach based on model predictive control (MPC), which is frequently

used in signal processing and other engineering fields. The approach, although requiring a more advanced

implementation effort, offers several attractive features to portfolio managers because it entails great flex-

ibility in defining cost/regularization functions that make the portfolio behave in a specific desired way.

Building on the works by Boyd et al. (2017) and Nystrup (2017), the purpose is to show how well HMMs

can be used in an RBAA strategy to reduce the overall risk of a portfolio. The analysis should generally be

seen as a measure for controlling risk, thus the analysis mostly centers around controlling drawdowns and

lowering standard deviations during periods of economic turbulence.

Having outlined the general scope, contribution and how the analysis will progress, the subsequent section

will briefly review some of the most central literature of RBAA with HMMs, as well as some preliminary

delimitations. It should be noted that more specific in-depth reviews and discussions are provided in the

beginning of each major section.

REGIME SHIFTS, HMMS AND STYLIZED FACTS

Regime-switching models generally seek to classify different time periods according to specified distribu-

tions. A large number of different methods exist, such as composite leading indicators, linear dynamical

systems, regime-switching GARCH models and Hidden Markov Models. These different types of models

are often used to capitalize on time-varying risk-premiums as described by by Fama and French (1989). One

of the first regime-based models dates back to Quandt (1958) who pioneered by introducing an approach

that would estimate a linear regression system with two regimes. In a later study the original idea of Quandt

(1958) was further expanded by Goldfeld & Quandt (1973) in which they introduced Markov-switching re-

4The rolling estimation is similar to the procedure by Fama and Macbeth (1973), except that it is done for HMMs in this analysis.
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gressions. Upon the introduction of HMMs to the field of economics and finance by Hamilton in 1989, the

first to consider the impact of regime changes on asset allocation was Ang & Bekaert (2002). More precisely,

the authors modelled monthly returns from 1970 to 1997 as a multivariate regime-switching processes with

two states. This was later followed by a study by Guidolin and Timmerman (2007) who estimated a four-

state Markov-switching auto-regressive model. The authors found that the optimal asset allocation varied

considerably across time and the allocation towards stocks was only increasing monotonically in one of the

four regimes. Furthermore, Guidolin & Timmerman found that the persistence of the regimes were rather

unstable across time, indicating a high degree of switching behavior. These findings indicate that regime-

switching models can have too many potential economic regimes to choose from and it serves as one of the

reasons why this thesis operates with two regimes rather than three or more. Yet, Guidolin & Timmerman

(2007) confirmed the importance of modelling portfolios based on inferred regimes as they considerably

outperformed a naive investment strategy out of sample.

It is well known within quantitative finance that a Gaussian distribution provides a poor fit to most financial

returns. This is evident as the Gaussian distribution fails to capture the fat tails exhibited by returns as well as

the volatility clustering. However, mixture distributions provide a better fit since they are able to reproduce

the leptokurtosis and skewness prevalent in financial return series (Cont, 2001). In order to capture both the

distributional and temporal properties of financial returns, an extension to the traditional Markov switching

mixture, known as HMMs have been particularly promising (Bulla, 2011). In addition, Rydén et al. (1998)

were among the first to consider whether HMMs, estimated on daily asset returns, can reproduce the set

of stylized facts put forward by Granger & Ding (1995b). As such, the authors fitted two-state HMMs

with conditional Gaussian distributions in which they achieved staggering results since only a few of the

properties underlying the stylized facts had to be somewhat relaxed. However, even though the models

were able to somewhat reproduce the long memory of financial returns, which is one of the most important

properties, the decay of the HMM model was generally much faster than that of the data. Despite this, the

study conducted by Rydén et al. (1998) has been regarded as one of the key turning points in terms of further

expanding the use of HMMs within finance and economics.

Following this, Bulla et al. (2011) fitted a two-state HMM to daily stock return series. By doing so, the

authors achieved a much higher degree of regime persistence when compared to the results of Guidolin

& Timmerman (2007). The study was subsequently followed by an additional study by Bulla (2011) who

attempted to fit two-state HMMs with a conditional t-distribution in order to reproduce the stylized facts

put forward by Granger & Ding (1995b). The study showed particularly promising results as many of the

estimates were generally more precise than those of Rydén et al. (1998). As such, the recent studies further

solidifies the appropriateness of relying on HMMs when modelling asset returns. A similar study was later

repeated by Nystrup (2017) who obtained comparable results to those of Bulla et al. (2011) and Bulla (2011).
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As such, the findings by Bulla et al. (2011), Bulla (2011) and Nystrup (2017) serve as the other key reason

as to why this thesis utilizes a two-state HMM in the estimation procedure.

The theory of regime-switching models and HMMs has most recently been expanded by Nystrup et al.

(2020b) who combined the jump framework of Bemporad et al. (2018) with the temporal features used by

Zheng et al. (2019) in order to train HMMs. The inclusion of a jump-penalizer provides influence over

the transition rates in the predicted state sequence and they found that the method performed favourably

over traditional HMM optimization methodologies such as maximum likelihood and spectral clustering. In

conclusion, the previous research has shown that when coupling financial data with regime-switching models

like HMMs one can establish a link to the general business cycle. In addition, many of the aforementioned

studies achieved promising results by fitting a two-state conditional Gaussian HMM on a daily return series.

As such, the thesis will utilize a similar approach rooted in the promising results but also with regards to the

possibility of making direct comparisons of the obtained results to existing literature.

In conclusion, based on the aforementioned literature, the analysis will be focused on researching two-state

HMMs specified through conditional Gaussian distributions. As such, this study will not focus on HMMs

with other types of conditional distributions or more states than two. This is driven by the fact that rather than

focusing on a broader range of HMMs this narrow specification makes it possible to analyse this specific

type of HMM much more thoroughly.

DYNAMIC ASSET ALLOCATION AND PORTFOLIO OPTIMIZATION

Asset allocation encompass the decision of how to allocate and distribute capital among a set of major

asset classes and although the behavior of different asset classes are subject to variation across shifting

economic regimes, no individual asset class dominates across all regimes. As such, rather than adopting to

macroeconomic shifts, investors utilising strategic asset allocation (SAA) seek to develop static "all-weather

portfolios". However, if economic conditions can be modelled with high reliability and these findings are

persistent, then regime-based asset allocation (RBAA) should add value when compared to SAA strategies.

As such, the purpose of RBAA is to exploit favourable economic conditions while mitigating draw-downs

and losses in high volatility markets. This means that the objective of RBAA is not to forecast and predict

economic regimes but rather to identify the current regime and build investment strategies around this. As

such, RBAA is much more restrictive than SAA regarding the investment opportunity set, since illiquid

assets such as real estate, private equity and infrastructure are difficult to dynamically optimize (Nystrup,

2017). It follows from Zakamulin (2014) that the RBAA framework can be split into a rule and optimization

based methodology. The rule-based approach can be described as defining a set of optimal portfolios, for

each potential economic regime. The idea is then to statically rebalance one’s portfolio to the optimum

conditional on the inferred regime. However, even though one can optimize the portfolio weights in-sample,
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doing so does not guarantee an optimal decision rule for the problem at hand (Fornaciari & Grillenzoni,

2017). As a natural consequence, a larger number of different specifications might have to be tried, before a

decision rule with satisfactory performance can be uncovered. Yet, when testing a high degree of different

specifications in-sample one increases the risk of overfitting and thus inferior out-of-sample performance.

Further, it can be argued that a static decision rule is hardly optimal when the underlying HMM used for

regime inference is time varying, as in Bulla et al. (2011).

Contrary, optimization based RBAA refers to a technique in which one updates the allocation key for the

optimal portfolio every day and then makes a decision of whether or not to rebalance the portfolio based on

an objective function containing a variety of constraints. An example of this technique was shown by Nystrup

(2017) in which the use of a model predictive control (MPC) framework was introduced to circumvent the

issues in terms of rebalancing to a static set of predefined portfolio weights. The idea, originally presented

by Boyd (2014), involves optimizing the portfolio on a daily basis, based on financial return forecasts,

while taking transaction and holding costs as well as risk aversion into account. As such, it appears that

MPC makes for a promising alternative to the traditional rule-based decision framework which used to

dominate the literature. As such, this serves as one of the key reasons as to why this thesis relies on the MPC

framework in the portfolio exercise, because when the HMMs are updated on a daily basis it makes perfect

sense to check whether the optimal portfolio allocation has changed as well and whether it is economically

feasible to update the allocation if such a change has occurred. That is, the framework allows the use of

daily updates to the HMM model as well as the optimal set of portfolio weights.

Lastly, the MPC framework will be utilized due to the fact that it allows for straight-forward implemen-

tation of different types of costs and constraints that are crucial for portfolio management. As such, the

methodology builds upon the portfolio theory put forward by Markowitz (1952), in which the objective is

to uncover an optimal risk-return trade-off. Even though the mean-variance criterion is the most common

approach in terms of portfolio selection (Kolm et al. 2014), the MPC methodology allows for alternative

risk measures such as maximum drawdown and expected shortfall. As such, the thesis will focus on imple-

mentation of the MPC approach rather than simply switching between a predefined set of portfolios based

on the regime sequence. The major reason for this choice relies on the fact that the current literature already

has an abundance of examples of simple RBAA strategies adding value over SAA strategies5.

5Such as two-asset strategies consisting of either stocks and bonds or stocks and cash, where rebalancings mostly occur to enhance

the timing of being long in stock indices.
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TIME HORIZON AND FREQUENCY OF DATA

When utilising financial market data to uncover economic regime changes, a natural question arises in terms

of which data frequency to use. As described, the objective of RBAA is to rebalance the portfolios once

a regime shift has occurred, hence if the regime detection relies on too infrequent data, there is a high

probability that several regime shifts will remain hidden. As such, data frequencies longer than a month is

not considered. Furthermore, broad macroeconomic data is widely available, however, the data frequency is

usually monthly or quarterly. Therefore, the data frequency of macroeconomic variables propose a challenge,

as historic events have shown that economic regime changes can happen swiftly, which for example, is

evident by the recent COVID-19 recession. As such, monthly data compared to e.g. daily data, greatly

increases the risk of slow and insufficient detection of economic regime shifts.

Despite the reasoning just outlined, it should be noted that the use of daily data presents some challenges

as well. This is due to the fact that daily returns contain a lot of noise and extreme observations, which are

evened out on a monthly basis. Consequently, long-horizon returns tend to be more closely approximated

by a Gaussian distribution compared to returns for shorter time horizons (Campbell et al. 1997). As such,

short-term data frequencies complicates the modeling significantly, which can lead to sporadic predictions

and less persistence in the uncovered economic states. Furthermore, despite the aforementioned issues with

sporadic predictions due to daily data frequencies, Bulla et al. (2011) argued that by relying on daily data it

becomes feasible to apply filters that increase confidence whenever a regime change has been detected. As

such, research cements the possibility of implementing a waiting scheme, in which the portfolio manager

would wait t time steps, when a regime shift has been detected, before changing the portfolio allocation,

thereby minimizing the risk of re-allocating capital based on a wrong signal. In addition, the use of MPC

makes daily data frequencies more justified, since it is not possible to make better return predictions for the

assets than their long-term average (Nystrup, 2017). As such, looking only a limited number of days into the

future is not just an approximation necessary to make the optimization problem computationally feasible, it

is also reasonable due to the nature of financial returns.

Bulla (2011) further argued that the use of daily data frequencies increases the amount of data available

for markets characterised by a short lifetime, however, many financial indices are old and for these older

indices monthly data is more available than daily data. Unsupervised machine learning models, such as

HMMs, require large amounts of data to be trained in order to achieve a desired and comfortable level of

predictability and persistence, hence the usage of these heavy data-driven models serves as an argument for

relying on daily data as opposed to monthly data. Yet, this thesis favors early detection, due to the reasoning

outlined above. Another alternative, is the use of intra-day data, which allows for even higher frequencies.

Yet intra-day data poses some issues in terms of (1) more sparse historical availability, (2) Many different

frequency intervals to selects from and (3) the results become less comparable to the previous literature on
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HMMs mentioned throughout this section. As a result, daily data will be used in the analysis. Additionally,

the optimal time horizon used for training the model is debatable, however, it should at least span the time

required for a financial cycle to unfold in order to include the performance of RBAA strategies in several

economic environments.

In conclusion, this section has reviewed some of the most relevant and prominent literature concerning

HMMs and in the process made appropriate delimitations of the analysis to follow. In summary, this study

will focus on the modelling of two-state Gaussian HMMs estimated on daily univariate data. In the coming

section the HMM will be formally introduced as well as two distinct estimation procedures which will be

used throughout the thesis.
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2 THE HIDDEN MARKOV MODEL

Real-world processes generally produce directly observable output which can be characterized as signals

(Rabiner, 1989). As an example, a signal could be the different letters from an alphabet or, as in the case

of this thesis, log returns from the S&P 500. There are several possible model choices for characterising

the properties of a given signal. Typically, the selected model either stems from a class of deterministic

models or statistical models (Rabiner, 1989). As such, the deterministic models generally exploit a known

specific property of the signal, for instance that the signal behaves like a sine wave. However, this type of

model is not appropriate in this application since financial returns do not behave in such nice properties. On

the other hand, the statistical models, which include Gaussian and hidden Markov processes, operate under

the assumption that the signal can be characterised as a parametric random process and the parameters of

the stochastic process can be estimated. Given these assumptions and properties, as well as the aforemen-

tioned literature, a HMM should serve as the appropriate model choice for capturing the stochastic nature of

financial returns.

The HMM was originally introduced by Baum & Petrie (1966) and later by Baum et al. (1970) after which

the model has been applied in many fields such as biology (Durbin et al. 1998), environmental time series

(MacDonald & Zucchini 1997) as well as speech recognition (Rabiner 1989). One of the most well-known

articles within the field of finance which involves the use of HMMs on daily financial return series is au-

thored by Rydén et al. (1998). The study found that a Markovian mixture of normal variables is able to

somewhat reproduce most of the stylized facts for daily return series as defined by Granger & Ding (1995b).

However, as highlighted throughout Section 1, a traditional Gaussian distribution does not capture the full

distributional and temporal properties of financial return series. In addition, another issue related to apply-

ing predictive techniques to financial return series is that the predictive models often assume stationarity,

however, Hamilton (1989) found that financial return series are often characterised as non-stationary due to

changing means and heteroscedasticity.

Despite these findings it should be noted that even though stationarity might not be fulfilled across long

time horizons, the condition is often fulfilled over temporary periods (Hamilton, 1989). As such, mixtures

of Gaussian distributions provide an enhanced fit since these distributions are better at reproducing the

aforementioned stylized facts both in terms of leptokurtosis and skewness. This further strengthens the

argument for using HMMs to model the daily financial return series. The rest of this section will be focused

on defining the HMM including the underlying assumptions and properties of the model. As such, a general

K-state HMM is initially defined followed by the 2-state Gaussian HMM which, as explained in Section 1,

will be the topic of interest in the remainder of this thesis.
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INTRODUCING THE MODEL

Hidden Markov models are probabilistic models whose primary function is to predict sequences of unob-

served (hidden) states from a set of observed variables. The observed variables could be a log return series

of a financial asset or index like the S&P 500. Furthermore, the model’s inference of hidden states is based

on an underlying Markov process. Therefore, as opposed to other traditional models which assume indepen-

dence among observations, Markov models assume that the observations and associated state classifications

are dependent. Because the notation underlying HMMs can be quite comprehensive, the thesis will provide

summary tables on a rolling basis which cover the most important variables starting with Table 2.1.

Table 2.1: Overview of the variables in HMMs

Variables Domain Summary

O = (o1, o2, . . . oT ) O ∈ RT Observation sequence

S = (s1, s2, . . . sT ) S ∈ [1,K]T State sequence

Bt(ot) = {P (ot|st = j)} Bt ∈ RK×K Emission probability matrix

Q = {qij} = {P (st+1 = j|st = i)} Q ∈ [0, 1]K×K Transition probability matrix

δ = P (s1|O) δ ∈ [0, 1]K Initial probability distribution

π = πQ π ∈ [0, 1]K Stationary distribution

(µst , σst) µst ∈ R, σst ∈ R Conditional Gaussian distribution

Let K = {1, . . . ,K} denote the state space with K states and let S = (s1, s2, . . . , sT ) be a sequence of

latent (unobservable) discrete random variables where st ∈ K : t ∈ N is the active state at time t. Then st is

assumed to follow a first order Markov chain where, for all t ∈ N, the future state at t+ 1 solely depends on

the current state st, thereby fulfilling the Markov property. The first order Markov property is expressed as

P (st|st−1, . . . , s1) = P (st|st−1), t = 2, . . . , T (2.1)

As such, the Markov property provides a neat mathematical simplification since if one were to determine

the probability that the current state st is equal to some state i, it would require knowledge of all the states

that have come before st. Given the Markov property, this knowledge can be reduced to only knowing the

previous state st−1. The switching behaviour of st is governed by the conditional probabilities P (st+1 =

j|st = i) = qij , where qij is the probability of switching from state i to state j (Bulla et al., 2011).

These are referred to as transition probabilities and they are stored in a transition probability matrix denoted

Q = {qij} ∈ [0, 1]K×K . The probability of starting in a specific state is defined by the vector P (s1|O) = δ.

Additionally, an HMM has the stationary distribution π if π = πQ and π1 = 1, i.e. π is the eigenvector of

Q corresponding to an eigenvalue of 1.
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Following the definition of the transition probabilities as well as the initial probability distribution of ob-

serving a particular state, it is important to define the observable data. As such, define ot ∈ R, as a random

variable of the observed data at time t and let O = (o1, . . . , oT ) be the sequence of observed data. Given

these definitions HMMs assumes output independence meaning that each observation ot only depends on

the current state st expressed as

P (ot|O,S) = P (ot|st), t = 2, . . . , T (2.2)

As a result of the output independence, the distribution of the observable data depends only on the cur-

rent state, thereby making the autocorrelation functions highly dependent on the persistence of st. These

emission probabilities are defined as

Bt(ot) = diag(b1(ot), . . . , bK(ot)) =


b1(ot) 0

. . .

0 bK(ot)

 , , t = 1, . . . , T (2.3)

where Bt(·) ∈ RK×K is a diagonal matrix with state dependent probabilities. This means that the prob-

ability of observing ot at time t from state j is expressed as P (ot|st = j) = bj(ot). Following this

acknowledgment, the sequence of state dependent emission probabilities is defined as B = (B1, . . . , BT ).

In addition, it should be noted that when the state dependent distribution is continuous, bj(ot) represents

conditional densities rather than conditional probabilities (MacDonald & Zucchini, 2009), and since this

study only considers Gaussian HMMs, bj(ot) represents densities. Conclusively, an HMM is a state-space

model with finite state space, in which Eq. (2.1) is the state equation and Eq. (2.2) is the observation equa-

tion. It should also be noted that a specific observation can potentially arise from more than one state since

the conditional distributions between the states can overlap.

2.1 A 2-STATE HIDDEN MARKOV MODEL

Having defined the variables underlying discrete HMMs, this section will introduce the 2-state HMM con-

sidered throughout this thesis. Consider a 2-state model with Gaussian conditional distributions defined

as

ot|st ∼ N(µst , σ
2
st) (2.4)

ot = µst + σstεt, εt ∼ N(0, 1) (2.5)

where,

µst =

µ1, if st = 1

µ2, if st = 2
, σst =

σ1, if st = 1

σ2, if st = 2
, Q =

[
q11 q12

q21 q22

]
,Θ = (Q,B, δ)
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in which Θ captures the estimated model parameters defined in Section 2. The nature of the workings of an

HMM is quite intuitive. For every period t the model observes a realization ot from the current conditional

distribution. As such, one can think of this as drawing an observation from an underlying distribution,

however, it is unknown whether st = 1 or 2. Further, the properties underlying the transition probabilities

in Q are also unknown. As such, the objective of the HMM is to estimate the most likely sequence of states

S as well as the most likely parameters, Q, B & δ. Furthermore, the sojourn times are implicitly assumed

to be geometrically distributed as per Eq. (2.6)

P (′staying t time steps in state i’) = qt−1
ii · (1− qii) (2.6)

hence the expected duration of state i can be depicted as

E[ri] =
1

1− qii
(2.7)

As evident by Eq. (2.6) and Eq. (2.7) the geometric distribution of the sojourn times is memoryless, implying

that the time until one observes a transition out of the current state is independent of the amount of time spent

in the current state. This is one of the apparent weaknesses when utilizing HMMs for modelling regime-

switching behavior in economics, since macroeconomic variables are not memoryless (Sheikh & Sun, 2012).

However, Section 5 provides some potential solutions to this problem. It should be clear that estimating the

parameters governing an HMM can appear quite complicated hence one of the challenging aspects associated

with the HMM framework is estimating the model parameters. This is discussed in the following section.
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3 ESTIMATION

Having defined the model of interest, the analysis proceeds to describe the applied estimation procedures in

training HMMs. As already outlined, the analysis is limited to only considering two-state Gaussian HMMs,

which are estimated using a maximum likelihood estimator as well as a jump estimator. The purpose of

this is to compare the performance of the two estimators which will be done throughout the subsequent

sections. This section begins by defining the maximum likelihood estimation procedure, however, since the

implementation of this estimator is quite a rigours process, algorithms containing pseudo-code have been

provided which showcase how a log transformation of the original EM-algorithm makes training less suscep-

tible to numerical underflow. Finally, the jump estimation procedure is presented along with a comparison

between the underlying assumptions of both models and their inherent strengths and weaknesses.

3.1 MAXIMUM LIKELIHOOD ESTIMATION

The traditional way of estimating the parameters making up the HMM is through theMmle procedure. The

method can be split into three key problems that need to be solved:

1. Computing Likelihood: Evaluating the likelihood of the observations O given the parameters Θ =

(Q,B, δ).

2. Learning: Estimating the model parameters Θ = (Q,B, δ) that maximize the likelihood of the

observed data.

3. Decoding: Inferring the most likely sequence of states S given O and Θ = (Q,B, δ).

In order to solve the first problem one needs to rely on a dynamic programming technique known as the

forward–backward algorithm. The second problem is solved by utilizing the Baum–Welch algorithm, which

is essentially a special case of the more general Expectation-Maximization algorithm. The purpose is to

train a model from an observed data sequence O. It should be noted that the first problem is an inherent part

of the second problem due to the circularity in the estimation procedure. Finally, the third problem is solved

by using the Viterbi algorithm which involves uncovering and classifying the (hidden) economic regimes.

All of the algorithms, and their respective mathematics, are outlined in the next three subsections. Before

moving on to further defining the estimation procedure an overview of some of the most central variables

are presented in Table 3.1.

It should be noted that some alternative methods for training HMMs through theMmle procedure do exist.

A frequently occurring method includes direct numerical maximization of the likelihood function. While

this procedure is lighter in terms of implementation it is less robust to starting values thus increasing the
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risk of getting stuck in local maxima. Apart from direct numerical maxmization of the likelihood and the

EM (Baum-Welch) algorithm, most alternative estimations are innovations of these original two techniques,

which have generally been altered to only work in specific cases where additional assumptions have to hold.

As a result, the thesis proceeds with relying on the EM-algorithm.

Table 3.1: Overview of the variables the Forward-Backward algorithm, the Baum-Welch algorithm and the

Viterbi algorithm.

Variables Domain Summary

Forward-backward algorithm

αt(i) = P (o1, . . . , ot, st = i|Θ) αt ∈ RK
+ Forward probability vector

βt(i) = P (ot+1, . . . , oT |st = i,Θ) βt ∈ RK
+ Backward probability vector

EM-algorithm (Baum-Welch)

γi(t) = P (st = i|O) γ(t) ∈ [0, 1]K Probability of state i given O

ξij(t) = P (st−1 = i, st = j|O) ξ(t) ∈ [0, 1]K×K Probability of moving from state i to j

Viterbi algorithm

υt(i) = maxs1,...,st−1 P (s1, . . . , st−1, st = i, O|Θ) υt ∈ [0, 1]K Finds the most likely state at each t

THE FORWARD-BACKWARD ALGORITHM

Based on the assumptions outlined in Section 2, the likelihood (LT ) of the observations given the model

parameters Θ is (MacDonald & Zucchini, 2009)

LT = P (O|Θ) =
∑

s1,...,sT

δs1 · bs1(o1) · qs1s2 · bs2(o2) · qs2s3 .....qsT−1,sT · bsT (oT )

= δB1(o1)QB2(o2) . . . QBT (oT )1′
(3.1)

which can be interpreted as the summation over every possible state sequence that the model can take. It

should be clear that Eq. (3.1) is highly inefficient, as amount of operations involved scales exponentially

with the size of T . In order to reduce the computational complexity, the forward–backward algorithm is

used. By employing a recursive estimation scheme the forward-backward algorithm alleviates the problem

and simplifies the computation so the order of operations scale linearly with the size of T . Note that the

forward-backward algorithm will also be used in the Baum-Welch algorithm in later sections. Define the ith

element of the vector αt as the forward probability,

αt(i) = P (o1, . . . , ot, st = i|Θ) (3.2)

which is the joint probability of observing the sequence o1, . . . , ot and ending up at state i at time t. The

likelihood can be then be computed by the following recursion

α1 = δ ·B1(o1) (3.3)
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αt+1 = αt−1QBt(ot), t = 2, 3, . . . , T (3.4)

LT = P (O|Θ) = aT1
′ (3.5)

Although the above recursion is all one needs to solve the first problem, the same methodology will be

conducted backwards in order to solve additional problems related to the Baum-Welch algorithm. As such,

to make the results applicable in the following section, which clarifies how to fit HMM parameters, the

following backward recursion is introduced here. Define the ith element of vector βt as the backward

probability,

βt(i) = P (ot+1, . . . , oT |st = i,Θ) (3.6)

which is the conditional probability of observing the sequence ot+1, . . . , oT given that state i is active at

time step t. Just as for the forward probabilities, the backward probabilities can be computed by a similar

recursion as shown below.

βT = 1 (3.7)

β′t = QBt+1(ot+1)β′t+1 t = T − 1, . . . , 1 (3.8)

Based on the definitions in Eq. (3.2) and Eq. (3.6) it follows that the likelihood can be evaluated at any time

step t as,

LT = P (O|Θ) = αtβ
′
t (3.9)

due to the fact that the the following equation holds (MacDonald & Zucchini , 2009).

αtβ
′
t = αt+1β

′
t+1 (3.10)

It should be noted that since both the forward and backward recursions multiply probabilities iteratively

many times, the probabilities quickly converge to numbers very close to zero resulting in numerical un-

derflow. To avoid this, it is necessary to implement a scaling procedure when implementing the forward-

backward algorithm. This will be covered in Section 3.2.

EXPECTATION MAXIMIZATION (THE BAUM-WELCH ALGORITHM)

There are two popular methodologies to maximizing the likelihood which involve the direct numerical max-

imization and the Baum-Welch algorithm. The Baum-Welch algorithm is a unique case of the more general

expectation-maximization (EM) algorithm developed by Baum et al. (1970). Of the two, the Baum-Welch

algorithm is often preferred due to its larger robustness to initial starting values (Bulla, 2006).

The EM algorithm maximizes the logarithm of the complete-data log likelihood (CDLL), which includes

the log likelihood of the observations O and the hidden states S. This can be written as

logP (O,S) = log δs1 +

T∑
t=2

log qst−1,st +

T∑
t=1

log bst(ot) (3.11)
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In order to simplify the operational nature of the maximum likelihood function, the following binary random

variables are introduced.

γi(t) = 1 if and only if st = i

ξij(t) = 1 if and only if st−1 = i and st = j

As such if no state transition occurs γi(t) is activated and if a state transition occurs ξij(t) is activated. The

CDLL can now be written as per Eq. (3.12).

logP (O,S) =

K∑
i=1

γi(1) log δi

+

K∑
i=1

K∑
j=1

( T∑
t=2

ξij(t)
)

log qij

+

K∑
i=1

T∑
t=1

γi(t) log bi(ot)

(3.12)

The idea is to replace the quantities of γi(t) and ξij(t) by their conditional expectations given the obser-

vation sequence O and the current model parameters Θ(Q,B, δ). This is referred to as the E-step and the

conditional parameters are defined as per below (Zucchini & MacDonald, 2009).

γ̂i(t) = P (st = i|O) =
αt(i) · βt(i)∑K
j=1 αt(j)βt(j)

=
αt(i) · βt(i)

LT
(3.13)

ξ̂ij(t) = P (st−1 = i, st = j|O) =
αt−1(i) · qij · bj(ot+1) · βt+1(j)∑K

i=1

∑K
j=i αt(i) · qij · bj(ot+1) · βt+1(j)

=
αt−1(i) · qij · bj(ot+1) · βt+1(j)

LT
(3.14)

As such, it is evident that γ̂i(t) encompass the probability of being in state i at time t based on all the

observations. Furthermore, ξ̂ij(t) captures the probability of being in state i at time t and then transitioning

to state j at time t+ 1, given all observations.

Having replaced γi(t) and ξij(t) by their conditional expectations γ̂i(t) and ξ̂ij(t) the CDLL from Eq. (3.12)

is maximized with respect to three terms which include the initial distribution δ, the transition probability

matrix Q and bj(ot). This is referred to as the M-step and the solution is given as per below.

δ̂i =
γ̂i(1)∑K
i=1 γ̂i(1)

= γ̂i(1) (3.15)
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q̂ij =

∑T−1
t=1 ξ̂ij(t)∑T−1
t=1 γ̂i(t)

(3.16)

Furthermore, maximization of the third term in Eq. (3.12) with respect to bj(ot) depends on the conditional

distributions. Since this thesis solely uses the Gaussian distribution, the solution is defined as per below.

µ̂j =

∑T
t=1 γ̂j(t)ot∑T
t=1 γ̂j(t)

(3.17)

σ̂2
j =

∑T
t=1 γ̂j(t)(ot − µ̂j)2∑T

t=1 γ̂j(t)
(3.18)

As such, the mechanism of the EM algorithm is to repeat the E-step and M-step until one or several conver-

gence criteria have been satisfied. The procedure is summarized in Algorithm 1

Algorithm 1: EM algorithm
Input: Time series O, number of latent states K and initial guess of model parameters Θ.

Iterate until |LiT − L
i−1
T | ≤ 10−6

1. E-step:

(a) Apply forward-backward algorithm to compute αt, βt and LT for t = 1, . . . , T

(b) γ̂i(t) = αt(i)βt(i)
LT

, t = 1, . . . , T

(c) ξ̂ij(t) =
αt−1(i)·qij ·bj(ot+1)·βt+1(j)

LT
, t = 1, . . . , T

2. M-step:

(a) δ̂i = γ̂i(1)∑K
i=1 γ̂i(1)

= γ̂i(1)

(b) q̂ij =
∑T−1

t=1 ξ̂ij(t)∑T−1
t=1 γ̂i(t)

(c) µ̂j =
∑T

t=1 γ̂j(t)ot∑T
t=1 γ̂j(t)

, σ̂2
j =

∑T
t=1 γ̂j(t)(ot−µ̂j)2∑T

t=1 γ̂j(t)

Output: HMM parameters Θ.

The initial qualified estimate of the starting values underlying the model Θ(Q,B, δ) are crucial since even

though the likelihood is guaranteed to increase or remain the same, for each iteration of the EM algorithm,

the convergence towards the global maximum might be slow, or worse, it might get stuck at a local maximum.

As such, the estimation procedure shown in Algorithm 1 is run 10 times using different starting values of Θ,

which are drawn randomly from uniform distributions. This increases the probability of the procedure ending

up in the global maxima. Finally, it should be noted that since it is practically not possible to implement

the formulas of this chapter, as shown in Algorithm 1, due to numerical underflow, a detailed logarithmic

transformation scheme and its pseudo-code implementation is shown in Section 3.2.
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DECODING: THE VITERBI ALGORITHM

Having explained how to train HMMs using the Mmle procedure, the analysis now turns to the problem

of decoding latent states. As such, this involves the classification of the most likely state sequence S when

the model has been estimated. Decoding is essentially the information that makes it possible to construct

most trading / investment strategies which are governed by a HMM, since this is the step in which economic

regimes are inferred. This is due to the fact that an investor needs to know the states of the economy to

allocate capital in an efficient manner. Decoding can be done either locally, by determining the most likely

state at each time t, or globally by determining the most likely sequence of states (MacDonald & Zucchini,

2009). The issue with local decoding is that it deduces the state sequence at each time instead of doing so

across the entire time horizon. Thus, local decoding does not factor in the remaining or prior state sequence

and can lead to impossible sequences because it does not account for the transition probabilities Q. As

such, global decoding will be used. The objective of the decoding exercise is to maximize the following

conditional probability

argmaxS P (S|O,Θ) (3.19)

It should be clear that doing this by brute force is not computationally feasible since the number of possible

sequences increase exponentially with the length of O. Rather, the estimation procedure utilizes the Viterbi

algorithm, which relies on a similar recursion methodology as presented in the forward-backward algorithm.

As such, the algorithm solves for the maximizing state sequence for the first t observations, ending in state

i at time t,

υt(i) = max
s1,...,st−1

P (s1, . . . , st−1, st = i, O|Θ) (3.20)

which is calculated using the following recursion.

υ1(j) = δj · bj(o1) (3.21)

υt+1(j) = max
i

[
υt(i) · qij

]
· bj(ot+1), t = 2, . . . , T (3.22)

Based on the estimate of υ, the maximizing state sequence can be found as

sT = argmaxj υT (j) (3.23)

st = argmaxj [υt(j) · qj,st+1
], t = T − 1, . . . , 1 (3.24)

These recursions only require the same operations as one backward and one forward recursion in the for-

ward backward algorithm. However, given the similarity to the forward-backward algorithm, the practical

implementation of the Viterbi algorithm is also subject to numerical underflow. As such, the next section

will show how one can implement the procedures described in this section by applying logarithmic scaling.
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3.2 LOGARITHMIC SCALING AND PSEUDO-CODE IMPLEMENTATION

This section addresses the crucial problem regarding the implementation of the algorithms from the previous

section, namely how to avoid numerical underflow. The issues regarding numerical underflow arise because

the algorithms are iteratively multiplying smaller and smaller probabilities, hence the results go towards

zero exponentially fast. As such, underflow proposes a challenge to the implementation of HMMs because

computers are constrained in the amount of zeros they can store for any given number. These numerical

issues are areas that are rarely explained in the literature, despite the fact that it is impossible to train an

HMM without addressing it.

This analysis handles all numerical issues by applying a logarithmic transformation scheme. This method-

ology does not change the workings of the algorithms, however, it reduces the problems associated with

underflow, hence for instance the forward and backward probabilities no longer become excessively small

when t increases. One of the inherent advantages to applying logarithmic scaling to the EM-algorithm is that

deriving the logarithms of the variables is quite simple and generally has the same form as before applying

the scaling. Still, one should be aware that by using this scheme, some variables will not be able to be

"scaled back" into their natural parameter values. As will be explained, this is evident for the vectors αt and

βt, which can generally not be transformed back due to their values being too small. In the remaining part

of this section it will be shown how to log scale the most important parts of Algorithm 1 and overviews of

pseudo-code will be provided in order to show how the log scaling could be implemented.

To restate the computations in logarithmic form one must generally rely on the following property for multi-

plication log(xy) = log(x) + log(y) and for the addition of vectors the transformation applies the following

approximation log(x + y) = log(x) + log(1 + elog(y−x)) for x > y. Without such approximation the ad-

dition becomes impossible for very small values of either x or y. Extending the sum into higher dimensions

it is possible to define the function LogSumExp as LSE(x1, . . . , xn) = x∗ + log(ex1−x∗ + .... + exn−x∗)

where x∗ = max(x1, ....., xn). Having clarified the definition used for the log scaling, the remaining part

of this section will go through each algorithm separately, thereby showing their revised formulas and their

associated pseudo-code implementation.
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FORWARD-BACKWARD ALGORITHM

Taking the logarithm of the forward recursion results in the following equations.

logα1(i) = log δi + log bi(o1) ∀i ∈ K (3.25)

logαt+1(j) = log
[ K∑
i=1

elog at(i)+log qij
]

+ log bj(ot+1), t = 2, . . . , T − 1, ∀j ∈ K (3.26)

logLT = logP (O|Θ) = log

K∑
i=1

elogαT (i) (3.27)

The implementation of the log scaled forward probabilities are expressed in Algorithm 2.

Algorithm 2: Compute logα given observation sequence O

for i=1 to K do
logα1(i) = log δi + log bi(o1)

end
for t = 2 to T do

for j=1 to K do
for i=1 to K do

tempvari = 0

tempvari = logαt−1(i) + log(qi,j)

end
logαt(j) = LSE[tempvar] + log bj(ot)

end

end

Using the same procedure analogously makes is possible to conduct a similar transformation for the back-

ward probabilities as shown below.

log βT (i) = 0 (3.28)

βt(i) = log

K∑
j=1

elog qij+log bj(ot+1)+log βt+1(j) t = T − 1, . . . , 1, ∀i ∈ K (3.29)
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The implementation of the log scaled backward probabilities are shown in Algorithm 3.

Algorithm 3: Compute log β given observation sequence O

for i=1 to K do
log βT (i) = 0

end
for t = T-1 to 1 do

for i=1 to K do
for j=1 to K do

tempvarj = 0

tempvarj = log qij + log bj(ot+1) + log βt+1(j)

end
log βt(i) = LSE[tempvar]

end

end

POSTERIOR AND STATE-SWITCHING PROBABILITIES

Having derived the log scaled forward and backward probabilities it is possible to derive the log scaled

posterior probabilities as well as the log scaled probabilities of ξij(t). Starting with the posteriors, a log

transformation results in the equation expressed below.

log γi(t) = logP (st = i|O) =
logαt(i) + log βt(i)

log
[∑K

i=1 e
logαt(i)+log βt(i)

] (3.30)

Algorithm 4: Compute the log scaled posterior probabilities, log γ given logα and log β

for t=1 to T do
for i=1 to K do

log γi(t) = logαt(i) + log βt(i)

end
normalizer = LSE[log γ(t)]

for i=1 to K do
log γi(t) = log γi(t)− normalizer

end

end

Furthermore, the log probability of ξij(t) can be computed in a similar way by taking into account the double
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sum in the denominator as expressed below.

log ξij(t) = logP (st−1 = i, st = j|O) (3.31)

=
logαt−1(i) + log qij + log bj(ot+1) + log βt+1(j)

log
[∑K

i=1

∑K
j=i e

logαt(i)+log qij+log bj(ot+1)+log βt+1(j)
] (3.32)

Algorithm 5: Compute the log scaled ξij(t) given logα and log β

for t=1 to T-1 do
for i=1 to K do

for j=1 to K do
log ξij(t) = logαt−1(i) + log qij + log bj(ot+1) + log βt+1(j)

end

end
normalizer = LSE[log ξ(t)]

for i=1 to K do
for j=1 to K do

log ξij(t) = log ξij(t)− normalizer
end

end

end

As such, Algorithm 2 through 5 encompass the E-step of Algorithm 1. The M-step is substantially easier to

perform, as one can now directly take the exponential of log ξ(t) and log γ(t), due to the "normalizer" term

in their algorithms making it possible to apply the formulas in Algorithm 1. Note that it is obviously not

possible to take exponents of logα or log β as these quantities have not been normalized and are thus very

small during most time steps t6.

VITERBI ALGORITHM

Conclusively it will be shown how to apply the logarithmic scaling to the Viterbi algorithm. When taking

the logarithm of the Viterbi recursion it can be written as below,

log υ1(i) = logP (st = i|o1) = log δi + log bi(o1) (3.33)

log υt+1(i) = max
i

[
log υt(i) + log qij

]
+ log bj(ot+1), t = 2, . . . , T, i ∈ K (3.34)

6Their logarithmic values are often far below -1000. Applying e−1000 would yield a result smaller than 1e-500.
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in which the most probable state sequence is given as per below, thus capturing the optimal state for each

time step t.

sT = argmaxj log υT (j) (3.35)

st = argmaxj [log υt(j) + log qst,st+1 ], t = T − 1, . . . , 1 (3.36)

It should be noted that since the Viterbi algorithm only deals with products of probabilities, as opposed

to sums as in the forward-backward algorithm, the last transformed recursion holds as it does not matter

whether one maximizes the logarithm or the original variable. As a result, it is not needed to take the

exponents and transform the variables back from its logarithms in order to compute the optimal sequence.

The pseudo-code implementation has been provided below in Algorithm 6.

Algorithm 6: Compute the most probable state sequence S, given model parameters Θ and obser-

vations O

for i=1 to K do
log υ1(i) = log δi + log bi(o1)

end
for t=1 to T do

for i=1 to K do
for j=1 to K do

tempvarj = log qj,i + log υt−1(j)

end
log υt(i) = maxj [tempvarj ] + log bi(ot)

end

end
sT = argmaxj [log υT (j)]

for t = T-1 to 1 do
for i=1 to K do

tempvari = log υt(i) + log qi,st+1

end
st = argmaxi[tempvari]

end

In this section it has been shown how one can implement the algorithms required in training an HMM. As

the log scaling part of the estimation is often overlooked in most articles, the goal of this section has been to

provide more transparency into the exact estimation procedure and hopefully to make implementation easier

for others trying to train HMMs using theMmle procedure. Many other types of scaling procedures could

have been applied such as normalizing αt and βt at each time step as proposed by (Macdonald & Zucchini,
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2009). Yet, the logarithmic scaling applied throughout this analysis provides an efficient and intuitive trans-

formation as most formulas remain roughly unchanged when moved into the log space. Furthermore, the

package HMMpy provides a full implementation of the introduced algorithms in Python. The package is

available on the following github https://github.com/Cstolborg/HMMpy7.

As such, Section 3.1 and 3.2 have covered the estimation of HMMs using theMmle procedure. As already

mentioned, this procedure is widely used in the literature, partly because it is one of the oldest methodologies

as it was invented more than 3 decades ago. However, as explained in Section 1, a newer estimation method

has emerged which contains several apparent properties that make it interesting to explore and compare it

to theMmle procedure. As such, the next section will introduce theMjump estimator as well as a detailed

outline of how one can train HMMs using this estimation procedure.

3.3 JUMP ESTIMATION

In a recent paper by Bemporad et al. (2018) it was shown that the parameters governing HMMs can be

estimated by jump models. Most of the notation in this section follows that of the prior sections, although

minor differences do exist. The purpose of this section is to explain the general use of jump models, their

strengths and weaknesses when compared to theMmle procedure as well as the actual estimation procedure

underlying theMjump framework. The section starts by briefly explaining the general class of jump models

and then move on to defining and explaining the model that will be used for fitting HMMs. The section

concludes by reviewing the underlying assumptions of the model and how these compares to the Mmle

procedure.

Using the general model proposed by Bemporad et al. (2018), the following jump model can be defined.

Given data ot ∈ Rd, t = 1, . . . , T , then ot is a feature vector of order d, which for d = 1 is univariate and

multivariate for d > 1. Furthermore, define the model parameters as θst ∈ Rd : st ∈ K, in which the latent

state variable st determines which model parameter θst that is active at time t. As scuh, the loss function

` : O × Rd → R, the regularizer term r : Rd → R and the state sequence loss L : K2 → R defines the

generalizedMjump model fitting objective as,

J(O,Θ, S) =

T∑
t=1

`(ot, θst) +

K∑
k=1

r(θst) + L(S) (3.37)

which is minimized with respect to Θ = (θ1, . . . , θK) and the latent state sequence S = (s1, . . . , sT ). As

such, the general idea is that based on a data sequence O, a number of K states are chosen after which
7It should be noted that most of the algorithms in this section have been written out explicitly using for-loops thereby minimizing

the use of vectors, matrices and 3-D arrays to increase readability. However, our implementation generally makes use of vectorized

operations in 2 and 3-dimensional space for efficiency gain. For recursive schemes, such as the forward-backward algorithm, in which

vectorization is not possible, the authors compile the code in C++, which has roughly the same efficiency
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J(O,Θ, S) is minimized. By doing so, the distributional properties of each state st will be fully explained

by the model. Furthermore, the reader should note that by viewing each individual element θ in Θ as

cluster centers, the similarities to K-models such as the K-means are clear. Furthermore, Bemporad et al.

(2018) showed how HMMs can be seen as a special case of Eq. (3.37) and by using the state sequence

loss L(S) =
∑T−1
t=1 λ1{st 6=st+1}, λ ∈ R, and r(θst) = 0, Nystrup et al. (2020b) proposed the following

alteration of Eq. (3.37) for fitting fitting HMMs.

T−1∑
t=1

[`(ot, θst) + λ1{st 6=st+1}] + `(oT , θsT ), λ ≥ 0 (3.38)

In Eq. (3.38) λ is a penalty that applies each time a state transition occurs. As such, it is essentially a

hyperparameter of the model hence potential tuning methods are shown in Section 4.2. The reader should

note that for λ = 0, Eq. (3.38) reduces to a generalized K-means model as the time ordering of observations

becomes irrelevant (Lloyd, 1982). Furthermore, when λ becomes large enough, the model will converge

towards a single state which will cover the entire dataset, hence λ can be used to tune the persistence of

states. The same loss function, as used by Bemporad et al. (2018) and Nystrup et al. (2020b), will be used

in this analysis, thereby making the loss function equal to the squared `2 norm8 `(ot, θst) = ‖ot − θst‖22,

which is equivalent to the loss in K-means clustering.

In order to provide an overview, Algorithm 7 describes the estimation approach used for fitting jump models.

By expanding on the work by Zheng et al. (2019), a number of standardized features z are constructed from

a univariate time series O9. These features are inputted to the algorithm along with the number of latent

states K and an initial guess of the state sequence S. Then the algorithm iterates between fitting the model

that minimizes the loss function for a given state sequence and finding the state sequence that minimizes the

objective given in Eq. (3.38). The algorithm is terminated once the state sequence remains unchanged from

one iteration to the next or when the change in the objective function is below a certain threshold. Upon

termination of the algorithm, transition probabilities are found by counting the number of state transitions

and sojourns from the final state sequence Si. The distributional properties of the HMM are estimated from

the sample mean and sample variance in each state. Algorithm 7 provides an overview of the just described

methodology.

8The squared `2 norm is defined as ‖x‖22 = (
√∑

i x
2
i )

2 =
∑

i x
2
i = x′x

9In this study, ot shall generally denote a univariate time series, for example S&P 500 log returns. Even so, the jump models fitted

here are all multivariate as they use several time series features constructed from ot. Thus, when trainingMjump models, the input

will be denoted zt.
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Algorithm 7: Jump estimation of HMM (Nystrup et al., 2020b)

Input: Time series O, number of latent states K and initial state sequence S0 = (s0
0, . . . , s

0
T ).

1. Construct a set of standardized features z from O.

2. Iterate for i = 1, . . . until Si = Si−1

(a) Θi = argminΘ

∑T
t=1 `(zt, θsi−1

t
) (model fitting)

(b) Si = argmins
∑T−1
t=1 [`(zt, θst) + λ1{st 6=st+1}] + `(zT , θsT ) (state sequence fitting)

3. Compute transition probabilities and distributional properties in each state.

Output: HMM parameters and prediction of latent states.

It is evident by the definition of the objective function in Eq. (3.38) that it is guaranteed to stay the same

or decrease for every iteration in Algorithm 7. However, similar to the EM algorithm governing theMmle

procedure, theMjump framework is sensitive towards initial starting values and hence may converge to a

local minima rather than the global minimum. As a consequence of this acknowledgement, Algorithm 7 is

initialized for 10 different starting values of Θ and S generated using K-means++ (Arthur & Vassilvitskii,

2007) which is identical to the proposed way by Nystrup et al. (2020b).

In the first part of Algorithm 7, a number of standardized features are constructed from the observed data O.

This is done since the inclusion of time series features might reveal additional information which can be used

in making the model respond better to state switches. As such, Zheng et al. (2019) originally introduced a

feature set with the purpose of better characterising conditional distributions in a spectral clustering estimator

for HMMs. The thesis will expand on these features, however, as opposed to Zheng et al. (2019) and Nystrup

et al. (2020b), the analysis will omit the use of forward looking variables. The reason for this is that forward

looking variables introduce an obvious look-ahead bias, which renders the model useless in an out-of-sample

setting. Feature selection will be explained in detail throughout Section 4.2.

Part 2.a in Algorithm 7 can easily be minimized analytically when the loss has strictly convex form such as

the squared `2 norm used here, thereby guaranteeing the solution to be the global minimum10. Taking the

partial derivative of
∑T
t=1 `(zt, θst) with respect to θj yields,

δ
∑T
t=1(zt − θst)′(zt − θst)

δθj
=
δ
∑T
t=1(z′tzt − 2z′tθst + θ′stθst)

δθj
=
∑
t∀st=j

(2θ′st − 2z′t) (3.39)

hence the partial derivative for θj is the sum over all time steps t where the state st = j of the vector

(θ′st − 2z′t). Said differently, the data is first split into the observations related to state j, after which the

sum is computed over all those observations for the vector (θ′st − 2z′t). Ignoring the t ∀ st = j part of the

sum in Eq. (3.39), the matrix calculus should be clear. The sum
∑
t∀st=j(2θ

′
st − 2z′t) is better explained

10I.e. the global minimum of part 2.a in Algorithm 7, for a given S. This is not be confused with the global minimum of Eq. (3.38).
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intuitively by realizing that changing the parameters of θj will only affect the observations of zt related to

state j. Setting Eq. (3.39) equal to zero and solving for θj yields the solution,

θj =
1

Nj

∑
t∀st=j

zt (3.40)

where Nj is the number of elements in S that equal j. The solution in each state is thus simply a vector of

averages from each time series feature in z.

Item 2.b in Algorithm 7 is minimized recursively in a similar way to the Viterbi algorithm explained earlier,

except the time order of operations are reversed. Following the method outlined by Nystrup et al. (2020), Si

is found using dynamic programming by computing the least costly state sequence through T data points.

As such, define the following equations

υT (i) = `(zT , θi) (3.41)

υt(i) = `(zt, θi) + min
j

[υt+1(j) + λ1{i 6=j}], t = T − 1, . . . , 1 (3.42)

Then the least costly state sequence is found by

s1 = argminj υ1(j) (3.43)

st = argminj [υt(j) + λ1{st−16=j}], t = 2, . . . , T (3.44)

hence υ is defined as the least costly path from state i to j between two discrete time steps, thus it is merely

determined by the trade-off between the jump penalty λ and the cost associated with moving to state j.

Viewing all entries of υ one can easily see how this will represent costs associated with each specific path

through T data points in υ. As such, Eq. (3.44) can therefore be interpreted as the least costly path through

υ.

One of the main advantages associated with theMjump framework as opposed to theMmle procedure is

that the fitting of theMjump model is entirely based on squared Euclidean distances and does not assume the

states to follow any specific distributions. As such, it is expected to be more robust when trained on data in

which the underlying distribution(s) are unknown, which is often the case with financial data. The relaxation

of this assumption is extremely important since miss-specified distributions are often a huge error source in

HMMs, as well as other probabilistic time series models (Bulla & Bulla, 2006). As a result, avoiding to

make any assumptions about the conditional distributions of the data during estimation has the potential to

significantly improve fit of the model. Whether or not this hypothesis holds will be tested in a simulation

study in Section 4.3 and Section 4.4. Additionally, as will be shown in Section 4.2, it is very easy to add

more features to the estimator, thereby allowing for the use of a variety of both endogenous and exogenous

variables. This makes it feasible to potentially test many different features and feature sets when training

models, which is no small advantage when pursuing models with highly persistent states.
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Finally, theMjump model is computationally lighter to fit and often only requires between 5-10 iterations

to converge whereas theMmle procedure, and more specifically the Baum-Welch algorithm, often requires

50-100 iterations. In the following sections it will be shown how both models converge when trained in a

number of simulation environments.
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4 SIMULATION STUDY

In this section HMMs are trained based on the estimation procedures described throughout Section 3. The

primary purpose of the section is to compare how well different estimation methods converge towards the

true parameters, when the data is simulated from an HMM. Such analysis will not only provide valuable

insights into the properties of the estimators, but also in terms of the optimal values in regards to certain

hyperparameters. Of these hyperparameters, sample size is one of the most important ones as it will specify

the length of the rolling window in terms of model estimation, and this can have a paramount impact on the

estimated parameter values. As previously mentioned in Section 1, the trade-off in terms of sample size is

between faster adaptation of new information (shorter samples) and a more consistent and robust estimator

(longer samples). Additionally, theMjump estimator requires tuning of feature sets and the jump penalty λ.

Before moving on with the simulation analysis, some preliminary discussions on how to define classification

accuracy and how to account for some inherent problems with HMMs are reviewed.

The advantage of using simulated data is that it entails knowing the true parameter values. Therefore,

it becomes possible to directly analyze whether a model suggests parameter estimates close to the true

values, as opposed to relying on general measures of fit such as AIC and BIC scores, which is necessarily

the case when one works with real data. Furthermore, simulated data allows for comparing the true state

sequences with the estimated ones. This can be highly informative as it allows for measuring the accuracy

in state classification. Simulations will be carried out under various alterations designed to test the models’

convergence when some of their key assumptions about the data are (partially) unfulfilled11.

In addition, in order to test the accuracy of the state classifications, the accuracy of state predictions is

defined using recall tp
tp+fn , where tp is the number of true positives and fn is the number of false negatives.

As such, it measures the percentage of actual positives that the model is able to detect correctly. When the

true state is one, then the positive class will also be one and the negative class will be all other predictions.

When the true state is two, the positive class will be two and so forth. However, one of the issues with recall

is its inability to account for imbalanced data sets. To account for this, Nystrup et al. (2020b) proposed

using a balanced accuracy score (BAC), which is the average of accuracy in each observed state. The BAC

is defined as,

BAC =
1

K

K∑
k=1

tpk
tpk + fnk

(4.1)

where tpk is the number of true positives and fnk is the number of false negatives in state k. As a result

of this, when a classifier performs equally well across all states, the BAC reduces to a regular accuracy,

11For example, the true distribution of financial returns is in practice unknown and it might follow a conditional Gaussian distribu-

tion, a conditional t-distribution or something else entirely.
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but if a classifier only performs well by exclusively predicting the dominating class then the BAC drops

to the reciprocal of the number of states. Therefore, if one has data containing two classes, if 99% of the

data belongs to the positive class and this is correctly detected, but the remaining 1%, which belongs to the

negative class, is incorrectly classified, then the overall classifier obtains a BAC of 0.50, whereas the regular

accuracy would be 0.99. Considering the previously mentioned gain/loss asymmetry in financial returns

where losses occur less frequently, yet their movements are larger on average compared to the corresponding

gains, the BAC behaves as desired.

An inherent problem with comparing several HMMs is the fact that they output label-less states (predictions),

which is due to their nature of being unsupervised machine learning models. This is not only the case in this

simulation study, in which thousands of models are compared, but also when back-testing an HMM based

on rolling windows. For example, consider training two HMMs by theMmle procedure on the same data

containing the hidden states a and b. The differences among the models’ final parameter values and state

sequences are then entirely attributable to the initialized random parameter values as explained in Section 3.

If the models are initialized in a way where the first model labels state a as 1 and state b as 2 and the second

model has the order reversed, it will make a direct comparison of the two, perhaps equally good models,

difficult.

There are several ways to circumvent this issue such as choosing the labels that maximize the accuracy

score, however, since this is not possible to do on real data, since the true states are unknown, another

method is used. This methodology exploits the fundamental assumption that the primary difference between

conditional Gaussian states is the conditional variance σ2
k. As such, parameters and state labels can be sorted

according to variance. This means that the following constraint is imposed σ2
1 ≤ σ2

2 .

The rest of the section is structured as follows. Firstly, the simulation procedure is described. Secondly, a

detailed analysis is conducted in order to tune the jump penalty λ and the feature set in theMjump model.

Thirdly, once the penalty has been tuned, the models are trained on simulated data and compared. Initially,

the models are trained on correctly specified conditional distributions. This is followed by an analysis that

shows the models’ performance when the conditional distributions are purposely misspecified, since this is

a realistic scenario when estimating HMMs on real data.
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4.1 SIMULATION PROCEDURE

As described, the data is simulated from a 2-state HMM throughout this section, yet in order to make the

results comparable to those of Nystrup et al. (2020b), the same parameters are chosen, thus yielding the

Gaussian HMM,

O|S ∼ N(µst, σ
2
st)

with the following parameters

µst =

µ1 = 0.0615× 10−2

µ2 = −0.0785× 10−2
, σst =

σ1 = 0.7759× 10−2

σ2 = 1.7400× 10−2
, Q =

[
0.9979 0.0021

0.0120 0.9880

]

The model is estimated by Hardy (2001) and has been shown to capture prominent stylized facts of financial

times series such as volatility clustering and leptokurtosis well. There is a significant overlap between the

two states, thereby making it challenging to correctly infer the state sequence.

Each simulated series from this model is generated through the following methodology: Firstly, the element

s0 is drawn from the stationary distribution π, and each subsequent element is drawn from qt−1, i.e. the row

of Q corresponding to the last sojourn state. Based on the value of each st, the observations ot are generated

from the conditional distributions. By repeating this procedure, 1000 different series are simulated with

sample lengths H = 250, 500, 1000, 2000.

4.2 HYPERPARAMETER TUNING INMjump MODEL

Since the Mmle model does not contain any hyperparameters, with the exception of the sample size of

the rolling window, it can be applied directly to the simulated data. However, this is not the case for the

Mjump model which both requires a value for the jump penalty λ as well as a set of time series features. As

previously mentioned, the objective is to test the models’ ability to correctly identify state sequences, hence

the bestMjump model is the one to maximize BAC with respect to λ. Since BAC is a random quantity12, it

is appropriate to define the estimator Ω(λ) = E[BAC|λ], which is maximized with respect to λ. This can

be defined as,

Ω̂(λ) =
1

N

N∑
i=1

BACHi,λ (4.2)

whereN is the amount of simulated series, andBACHi,λ refers to the BAC of the ith sequence of sample size

H computed using aMjump model with penalty λ. Having defined these properties the analysis proceeds

12It is a function of the data and the initial state sequence s0, which in theMjump estimator is generated by K-means++. Both

quantities are random.
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by computing BACHi,λ on sample lengths H = 250, 500, 1000 and 2000. Furthermore, the jump penalties

are considered on a grid defined on the logarithmic scale with base 2. Initially the grid was defined on a

logarithmic scale with base 10, but evidently this was too broad to yield meaningful results. As such, the

grid points are equidistantly placed on the logarithmic scaled closed interval [2−2, 27]. The calculation of

the BAC for different samples lengths is repeated for a number of feature sets which will be explained in the

following section.

SELECTING THE OPTIMAL JUMP PENALIZER AND FEATURE SET

One of the main challenges when it comes to selecting the jump penalizer is to determine which features to

show the model during estimation. This type of analysis is desirable to conduct since it makes it possible to

compare performance across different feature sets, at a very low computational expense. For instance, if a

feature’s impact on the BAC is minimal, it might reduce the model’s overall ability of obtaining significant

results, since the feature will be clustered with noise and randomness whereas including other features might

severely improve the BAC. As such, selecting the features for estimation of the jump penalizer is similar to

the bias-variance trade-off.

The analysis proceeds by training three different feature sets on the simulated data while subsequently com-

puting their average BAC Ω̂(λ) for each simulation length H . Many more feature sets were tried, but with

similar or worse results than reported here. The reader should note that the analysis will not conclude

whether the selected feature space is optimal since there is currently no method of doing so. This is because

an unlimited amount of features can be derived from the log return series (Tansjö, 2020).

Using window length of l = 6 and l = 14, the first feature set is defined as in Algorithm 8.

Algorithm 8: Feature set 1 used inMjump estimation of HMMs
Input: Time series O, and window length l

1. Observation: ot
2. Left absolute change: |ot − ot−1|
3. Previous left absolute change: |ot−1 − ot−2|
4. Left local mean: mean(ot−l, . . . , ot)

5. Left local std: std(ot−l, . . . , ot)

6. Left local median: median(ot−l, . . . , ot)

Output: Standardized feature set zt
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The results from the simulation based on the features from Algorithm 8 are shown in Fig. 4.1. It is evident by

the figure that there is a substantial difference between the sample lengths and their respective BAC. Overall

the BAC is increasing in sample length as long as the jump penalizer is below 24.

Figure 4.1: Balanced accuracy of Mjump estimator as a function of the jump penalty λ, for different

simulation lengths, and the features defined in Algorithm 8. All points in the plot are based on the estimate

Ω̂(λ) which includes 1000 simulated series for each sample length.

An interesting point from Fig. 4.1 is the varying sensitivity of the jump penalizer λ across the different

sample lengths. As such, it is evident from the figure that the optimal BAC is achieved at different levels

of λ across sample lengths. For sample lengths of 250 the BAC is maximized when λ ≈ 25, however, for

sample lengths 500, 1000 and 2000 the BAC is maximized when λ ≈ 24. An explanation for this behaviour

might be based on the fact that the probability of only having one state is increasing when sample size

decreases13. As such, increasing λ also decreases the amount of state switches. Another explanation is that

the feature set is simply insufficient for fittingMjump models because, as shall be shown next, other feature

sets do not exhibit differences in optimal values for λ.

As mentioned in Section 3.3, when λ grows large enough, which for the features defined in Algorithm 8

is when λ > 24, theMjump estimator only identifies the dominating state, hence the BAC drops towards

13Since sampled states are implicitly geometrically distributed.
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0.5014. This is a natural consequence of its definition in Eq. (4.1). Following this, when λ is sufficiently

small, BAC converges to the non-penalized case, which is essentially the same as applying a K-means model

where the time ordering of observations becomes irrelevant.

The results showcased by Fig. 4.1 indicate that the jump penalizer should be chosen as λ = 24 since this

is around the level in which the BAC is maximized for sample lengths 500, 1000 and 2000. However, the

steep curvature of BACs indicates that the optimal value is quite unstable for this feature set, hence a slightly

wrong value of λ on either side of the optimum will result in a steep decline in model performance. As

a consequence of this, a new feature set will be defined and tested. The feature set will entail a variety

of different parameters that are typically found in technical analysis trading strategies. The window length

remains identical to that of feature set 1.

Algorithm 9: Feature set 2 used inMjump estimation of HMMs
Input: Time series O, and window length l

1. Min/Max difference: max(ot−l, . . . , ot)−min(ot−l, . . . , ot)

2. Exponential moving average (EMA) 10 days: a · ot + (1− a) · EMAt−1, where a is the

smoothing factor, a = 2
10+1

3. Upper Bollinger band: mean(ot−l, . . . , ot) + 1.96 · std(ot−l, . . . , ot)

4. Lower Bollinger band: mean(ot−l, . . . , ot)− 1.96 · std(ot−l, . . . , ot)

5. Bollinger band width: Upper Bollinger Band− Lower Bollinger Band
6. Bollinger band %B: mean(ot−l,...,ot)−Lower Bollinger band

Upper Bollinger band−Lower Bollinger band

Output: Standardized feature set zt

The results based on the features from Algorithm 9 are shown in Fig. 4.2. As such, it is evident that the BAC

is increasing in sample length, which is similar to the results obtained through feature set 1. Interestingly, it

appears that the BACs are less sensitive to changing jump penalizers compared to Fig. 4.1. This is evident

since the BAC is a horizontal line, for all sample lengths, when the jump penalizer lies in the range [2−2 ,

23]. The horizontal line is a favourable property as it provides a higher confidence in the selected size of the

jump penalizer since the results of the state predictions will be consistent across λ. Furthermore, it is evident

that the BAC has been shifted upwards, when compared to the results from Fig. 4.1, for all sample lengths.

This means that the features defined in Algorithm 9 appear to be much stronger in achieving accurate state

predictions.

14It should be noted that when λ is small, the BAC can become lower than 0.50, however, when λ becomes large enough, the BAC

converges towards 0.50 as the model will be restricted to only selecting the dominating state

Page 34 of 112



Copenhagen Business School Master Thesis 17. May 2021

Figure 4.2: Balanced accuracy ofMjump estimator as a function of the penalty λ using different simulation

lengths and the features defined in Algorithm 9. All points are based on the estimate Ω̂(λ) based on 1000

simulated series.

Finally, it was evident by Fig. 4.1 that the different sample lengths appeared to maximize BAC for different

levels of λ, however, when analysing Fig. 4.2 it appears that the BAC maximizes at the same λ for all sample

lengths. This property further provides confidence when selecting the optimal level of λ, since the result is

unanimous across sample length. As such, the results showcased by Fig. 4.2 indicate that the jump penalizer

should be chosen as λ = 24.

This finding is particularly interesting because the λ is identical to the λ that was suggested by using the

features defined in feature set 1. Therefore, the conclusion from both feature sets points towards a jump

penalizer of the size 24, although the second feature set achieves a much higher BAC across sample lengths

and jump penalizers. Due to these findings, an appropriate analysis would be to make an identical analysis

which includes all the features as defined in Algorithm 10. The corresponding grid plot is shown in Fig. 4.3.
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Algorithm 10: Feature set 3 used inMjump estimation of HMMs
Input: Time series O, and window length l

1. Observation: ot
2. Left absolute change: |ot − ot−1|
3. Previous left absolute change: |ot−1 − ot−2|
4. Left local mean: mean(ot−l, . . . , ot)

5. Left local std: std(ot−l, . . . , ot)

6. Left local median: median(ot−l, . . . , ot)

7. Min/Max difference: max(ot−l, . . . , ot)−min(ot−l, . . . , ot)

8. Exponential moving average (EMA) 10 days: a · ot + (1− a) · EMAt−1, where a = 2
10+1

9. Upper Bollinger band: mean(ot−l, . . . , ot) + 1.96 · std(ot−l, . . . , ot)

10. Lower Bollinger band: mean(ot−l, . . . , ot)− 1.96 · std(ot−l, . . . , ot)

11. Bollinger band width: Upper Bollinger Band− Lower Bollinger Band
12. Bollinger band %B: mean(ot−l,...,ot)−Lower Bollinger band

Upper Bollinger band−Lower Bollinger band

Output: Standardized feature set zt

Figure 4.3: Balanced accuracy ofMjump estimator as a function of the penalty λ using different simulation

lengths and the features defined in Algorithm 10. All points are based on the estimate of Ω̂(λ) which is based

on 1000 simulated series.
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Evidently, several interesting aspects occur when using all the defined features from Algorithm 10 to deter-

mine the jump penalizer. Firstly, the plots of the BACs against the jump penalizers become stable for a larger

domain of definition, since the plots are horizontal across jump penalizers in the range [2−2 : 25], which is

longer compared to that of Fig. 4.2. Secondly, the BACs are shifted slightly upwards in Fig. 4.3 compared

to Fig. 4.2. This means that using all the features result in a slightly better BAC compared to solely relying

on the features defined in Algorithm 9. Furthermore, a particular interesting finding is the apparent shift of

the optimal jump penalizer. As such, it is evident from Fig. 4.3 that the BAC maximizes when λ ≈ 25, for

all sample lengths.

This is contrary to the findings from Fig. 4.1 and Fig. 4.2 both pointing towards an optimal jump penalizer

of 24. However, the finding is somewhat expected since the optimal jump penalty is increasing in the

number of dimensions related to the feature set. Despite this slight inconsistency, all 3 feature sets point

towards a jump penalizer in the range of 24 to 25, which contributes to a high confidence when selecting

the λ. Fig. B.3 shows the same computations as Fig. 4.3, but with box-plots instead. Plotting the entire

distributions as a function of λ and sample size does not appear to reveal additional information as the shape

of the distributions do not seem to change when λ increases. It can be noted, however, that for large values of

λ, the distribution of the respective BACs becomes very narrow around 0.50, though this is an unsurprising

finding.

In addition, it can be concluded from the analysis of the 3 feature sets, that increasing the sample length

generally increases the BAC. As such, further analysis should consider testing longer sample lengths across

different feature sets in order to uncover an optimal combination that pushes the BAC even higher. This is

because it appears that there is a fast decreasing marginal increase in BAC associated with using additional

features, evident by comparing Fig. 4.2 and Fig. 4.3. Conclusively, due to the fact that the BAC is slightly

larger and horizontal for a larger domain of definition, for all sample lengths, the jump penalizer will be

selected based on the feature set defined in Algorithm 10. However, rather than using the optimum value of

λ = 25 the analysis will proceed with λ = 24 due to the fact that the BACs are steeply decreasing for too

high values of λ but rather flat if λ is somewhat lower than the optimum.

4.3 SIMULATION STUDY WITH CORRECTLY SPECIFIED DISTRIBUTIONS

This simulation section is largely concerned with the comparison of estimators, meaning that the objective is

to study whether the estimators converge towards the true parameter values. To carry out this analysis, three

general desirable properties of estimators are defined as unbiasedness, consistency and efficiency (White,

1984). Denoting θ̂n as an estimator trained on a sample of size n, then unbiasedness refers to whether the

expected value of the estimator equals the true value, i.e E(θ̂n) = θ. In this simulation study, consistency

becomes particularly interesting, as it refers to an estimator θ̂n converging in probability to θ as a function
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of the sample size n, i.e. limn→∞ P (|θ̂n − θ| > ε) = 0, for all ε > 0 (White, 1984). As noted by White

(1984), it is sufficient that the following properties hold in order to determine whether the estimator exhibits

consistency.

lim
n→∞

E(θ̂n) = θ (4.3)

lim
n→∞

V ar(θ̂n) = 0 (4.4)

Thus, as the sample size increases one generally wants to observe that the estimators converge towards the

true values while the distribution simultaneously shrinks around the true values. A neat way of investigating

whether this property holds, for both theMmle andMjump estimator, is by using boxplots as shown further

below. Finally, the efficiency of the estimators θ̂mle, θ̂jump is compared by checking their variances, with

the most efficient being the one with the narrowest distribution. Table 4.1 and Fig. 4.4 summarizes the

performance of theMmle andMjump estimator for various sample sizes when compared to the true values.

Table 4.1: Estimates of theMmle andMjump parameters and their convergence towards the true values

as a function of simulation length. The results are based on 1000 simulations from conditional Gaussian

distributions. BAC of the true parameters are obtained by using the Viterbi algorithm on an HMM with true

parameters.

µ1 µ2 σ1 σ2 q11 q22 BAC

Simulation length model

250 True 0.0006 -0.0008 0.0078 0.0174 0.9979 0.9880 0.9576

Mmle 0.0019 -0.0000 0.0051 0.0121 0.7332 0.9651 0.5216

Mjump 0.0006 -0.0001 0.0076 0.0123 0.9732 0.9615 0.6937

500 True 0.0006 -0.0008 0.0078 0.0174 0.9979 0.9880 0.9491

Mmle 0.0014 -0.0003 0.0061 0.0139 0.8191 0.9702 0.6742

Mjump 0.0006 -0.0003 0.0076 0.0139 0.9820 0.9653 0.7847

1000 True 0.0006 -0.0008 0.0078 0.0174 0.9979 0.9880 0.9522

Mmle 0.0012 -0.0007 0.0071 0.0160 0.9159 0.9766 0.8523

Mjump 0.0006 -0.0006 0.0078 0.0157 0.9900 0.9697 0.8697

2000 True 0.0006 -0.0008 0.0078 0.0174 0.9979 0.9880 0.9609

Mmle 0.0008 -0.0007 0.0076 0.0171 0.9825 0.9807 0.9497

Mjump 0.0006 -0.0008 0.0079 0.0168 0.9941 0.9724 0.9143
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The reader should recall that the underlying data is generated from a two-state Gaussian HMM. Apart from

the model parameters, the BAC is also reported for each model. Furthermore, the BAC for the true param-

eters is obtained by running the Viterbi algorithm, which was explored in Section 3. This can be seen as

a measure of best obtainable performance in state detection and is used to get a sense of where the ’upper

bound’ on the BAC lies when comparing different models.

Figure 4.4: Boxplot of theMmle andMjump parameter estimates from correctly specified Gaussian dis-

tributions. The estimates show the models’ convergence towards the true parameter values as a function of

simulation length. Results are based on 1000 simulations.

It is clear from the figure that both models converge towards the true values as a function of simulation length

and both estimators appear to somewhat fulfill the consistency property outlined in Eq. (4.4) for all model

parameters since the distributions of the models become more narrow around the true values when sample

size increases. Curiously, theMjump estimator is able to detect the low-variance state quite accurately, even

at the shortest simulation length as evident by its narrow distribution in q11.
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Still, both models perform poorly on the high-variance state for simulation lengths of 250 as evident by

their medians for σ2 being quite far from the true values. Interestingly, the median seems to recover at a

sample length of 500 and above, although the 25 % quartile still remains low for a sample length of 500

for both models. This is most likely explained by the fact that at short simulation lengths, the probability of

seeing both states are quite low. For a series of 250 observations the probability of only seeing one state is

51%, at 500 observations it is 30%, for 1000 observations it is 10% and for 2000 observations it is 1%15.

When only one state is observed it becomes inherently harder for the estimators to detect that only one state

is actually present, since the models are designed to fit two. This is most clearly evident from the Mmle

model’s estimate of q11, which for sample size 250 and 500 is widely distributed compared to the true values,

however, at length 1000 and above the distribution of the model’s estimates becomes narrower, hence the

parameter estimates get closer to the true values.

In order to analyse the impact on the parameter estimates when only one state is present, Fig. 4.5 shows the

results in which the simulation sequences containing only one state are removed. As such, it is clear that both

estimators become much more consistent for all estimates, as the distributions are narrower and converge

faster than previously. Most notably, theMmle model achieves a much improved fit of q11 compared to the

results from Fig. 4.4. Furthermore, previous studies such as Zheng et al. (2019) have alleviated the problem

by excluding the simulations with only one state present. However, doing so introduces bias in the transition

probabilities.

Furthermore, the problem with excluding simulations with only one state becomes evident when training

HMMs on real data, since it is possible that only one state will be present at times. As such, this is especially

true when considering a rolling window for the parameter estimation. In such cases where the simulations

containing only one state can not be removed, it is important that the estimator does not break down, as

seems to be the case for theMmle estimator at shorter sample sizes in Fig. 4.4. For sample lengths of 1000

observations and above, both estimators do comparatively well though convergence speed quickly decreases

for sequences longer than 2000.

15These probabilities are calculated using the fact that sojourn times follow a geometric distribution, as
∑K

i=1 q
H
ii πi, where H is

the sample length and i denotes the state.
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Figure 4.5: Boxplot of theMmle andMjump parameter estimates from correctly specified Gaussian dis-

tributions with five degrees of freedom. The estimates show the models’ convergence towards the true

parameter values as a function of simulation length. Results are based on 1000 simulations which are sorted

to only include those where both states are present.

In conclusion, the different estimators generally converge towards the true parameter values as the simulation

length increases. However, these results are dependent on the assumption that the underlying distribution of

data is known, which is generally unrealistic, especially when dealing with financial returns (Cont, 2001).

In the following section it will be shown how the estimators perform when they are purposefully estimated

on an unknown distribution, which is not a Gaussian mixture distribution.

4.4 SIMULATION STUDY WITH MISSPECIFIED DISTRIBUTIONS

In this section, the simulation procedure from the previous section is repeated, except for the fact that the

observations are sampled from conditional student’s t-distributions rather than Gaussian distributions, how-
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ever, the means, variances and transition probabilities remain unchanged. The simulated t-distribution has

five degrees of freedom to make results comparable to those of Nystrup et al. (2020b). Since it is unknown

whether financial returns follow a mixture of Gaussian distributions, a mixture of t-distributions or some-

thing else entirely, the results in this section are relevant because they show how the estimators perform

under the realistic scenario that their distributions are misspecified.

As such, the goal of this section is to create a more realistic simulation experiment, in which models are

still specified to be conditional Gaussian, even though the simulated data is not. The results in this section

will therefore provide insights into how well each estimator performs in such a scenario, which provide

indications towards how well one can expect the models to perform when applied in live trading markets. A

preliminary check in Fig. B.4 confirms that, provided the models can correctly identify the states, then they

should be able to estimate the true values quite accurately even though both models are Gaussian HMMs.

Table 4.2 and Fig. 4.6 show the mean parameters as a function of simulation length.

Table 4.2: Estimates of theMmle andMjump parameters and their convergence towards the true values as

a function of simulation length. Results are based on 1000 simulations from conditional t-distributions with

five degrees of freedoms.

µ1 µ2 σ1 σ2 q11 q22 BAC

Simulation length model

250 True 0.0006 -0.0008 0.0078 0.0174 0.9979 0.9880 0.9366

Mmle 0.0026 0.0004 0.0052 0.0139 0.7061 0.7424 0.5981

Mjump 0.0006 0.0002 0.0073 0.0133 0.9781 0.9491 0.7413

500 True 0.0006 -0.0008 0.0078 0.0174 0.9979 0.9880 0.9226

Mmle 0.0029 0.0002 0.0059 0.0154 0.7685 0.7314 0.6894

Mjump 0.0006 -0.0001 0.0074 0.0149 0.9831 0.9502 0.7925

1000 True 0.0006 -0.0008 0.0078 0.0174 0.9979 0.9880 0.9246

Mmle 0.0032 0.0002 0.0064 0.0165 0.8574 0.7305 0.7623

Mjump 0.0006 -0.0006 0.0075 0.0162 0.9874 0.9508 0.8331

2000 True 0.0006 -0.0008 0.0078 0.0174 0.9979 0.9880 0.9386

Mmle 0.0021 -0.0001 0.0067 0.0174 0.9234 0.7790 0.8274

Mjump 0.0006 -0.0007 0.0075 0.0169 0.9902 0.9531 0.8635
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Figure 4.6: Boxplot of theMmle andMjump parameter estimates from misspecified t-distributions with

five degrees of freedom. The estimates show the models’ convergence towards the true parameter values as

a function of simulation length. Results are based on 1000 simulations.

When these results are compared to Fig. 4.4 from the previous section, it is evident that the performance of

both estimators have worsened in general. This is for instance highlighted through the transition probabilities

which have much wider distributions than before. Yet, the Mjump estimator is generally more robust,

especially when analyzing the transition probabilities, in which theMjump estimator has close to similar

performance as before. As mentioned in Section 3.3, a large advantage of theMjump model is that it does

not make any assumptions about the distributional properties of the data during training, thereby making

it more robust when the distribution of the data is unknown. From Fig. 4.6 it becomes clear that such an

assumption has a sizable error as theMmle model generally does not perform well across the parameters.

Most conspicuously, theMmle model has more or less broken down in terms of the transition probabilities

where it is very far from the true estimates, even at the largest sample size. This would result in states
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with very low persistence and frequent state switching. As such, it should be noted that theMmle model

appears inconsistent across the parameters σ1, q11 and q22 as it is converging towards lower estimates than

the true parameters, however, the positive aspect is that the variance is decreasing for all estimates. One

could try to train theMmle model on larger sample sizes, to check its convergence of transition probabilities

further, however, even if the model did eventually converge, there would still be issues regarding the fact that

financial returns are characterised by time-varying features as shown by Rydén et al. (1998) and Nystrup

(2017). As a result, one should be reluctant to consider estimating models on data that goes back too far,

which is why the longest simulation length is 2000 observations. Furthermore, for comparative reasons,

Fig. 4.7 shows the boxplots in which the simulation sequences are only included when two states occur.

Figure 4.7: Boxplot of theMmle andMjump parameter estimates from misspecified t-distributions with

five degrees of freedom. The estimates show the models’ convergence towards the true parameter values as a

function of simulation length. Results are based on 1000 simulations which are sorted to only include those

where both states are present.
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As opposed to Fig. 4.5 where theMmle model drastically improved, this is no longer the case when the anal-

ysis is conducted on t-distributed data. Despite the fact that theMmle model does see slight improvements

in q11 it is still vastly misestimating q22, and even the variance seems to increase with simulation length.

Curiously, theMmle model is estimating conditional means and variance quite closely to the true param-

eters, hence it will be interesting to observe its performance on real data. Future research should consider

altering theMmle estimation to increase the values of the transition probabilities, since these are essentially

always underestimated. In a rolling model one might constrain these probabilities to some threshold values

to prevent them from crashing as they evidently do in Fig. 4.6 and/or regularize how much they can change

from one period to the next. As such, the next sections will have the constraint q11 ≥ 0.90 imposed for the

Mmle estimator to ensure it does not crash in the low-variance state.

The choice of 0.90 is a trade-off between letting the HMM detect abrupt changes to the economy and

constraining the model from letting persistence become too low, thereby reducing the probability of the

Mmle model sporadically jumping from state to state. As evident from Fig. 4.6, a transition probability of

0.90 is only barely part of the distribution for sample sizes of 1000 and 2000. As such, this constraint is

not expected to generally change the optimal parameters of theMmle moving forward, hence the constraint

will only be active in ’outlier’ cases. Furthermore, it should be noted that no constraint is imposed on q22,

i.e. the high-variance state, because this state is designed to catch fast increases in the variance of returns.

In conclusion, testing the models’ performance on data with misspecified distributions, has provided an

understanding of how they might perform on real data, when the true values are unknown. The fact that the

Mjump model was shown to be very robust in terms of transition probabilities, is convincing of its merit

and application on real data. As theMmle model generally had some problems with fitting the low-variance

state, the constraint q11 ≥ 0.90 has been imposed for the model in the remaining sections. As a final remark

it should be noted that the results presented in this section are entirely based on data simulated from an

HMM, meaning that one assumes that the financial data can be explained by such a model to some degree.

As a result, the next section will consist of an analysis showcasing the HMMs’ ability to reproduce stylized

facts. This should provide further insight into their appropriateness as times series models.
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5 REPRODUCING STYLIZED FACTS WITH HMMS

The previous section involved tuning theMjump andMmle estimators followed by an analysis showcasing

how the models perform in a number of simulated environments. This section will build on the recently ac-

quired knowledge to train the models on financial data. As such, the purpose of this section is to analyze the

estimators’ fit to financial returns, which is mostly analyzed by evaluating the models’ ability to reproduce

some well established stylized facts. As highlighted throughout Section 1 a Gaussian distribution provides

a poor fit for financial returns and it is difficult to train models capable of yielding the same distributional

and temporal properties as those of financial returns (Cont, 2001). Researchers, including Granger & Ding

(1995b), Cont (2001) and Malmsten & Teräsvirta (2010), have found a variety of different stylized facts that

are persistent across asset returns.

Building on the stylized facts of Granger & Ding (1995b), Rydén et al. (1998) showed how a mixture of

Gaussian distributions theoretically can satisfy the stylized facts and subsequently attempted to fit a Gaussian

HMM to S&P 500 log returns. Rydén et al. (1998) found that most of the stylized facts could in fact be well

reproduced by a Gaussian HMM, yet many of the stylized facts had to be somewhat relaxed. In particular, the

researchers found the slow decay of the absolute returns to be the hardest to reproduce. This is due to the fact

that HMMs by design exhibit exponential decay in their absolute autocorrelation functions. Furthermore, by

splitting their data into 10 sub-samples of 1700 observations, Rydén et al. (1998) found significant changes

to the underlying data-generating process. Furthermore, Bulla et al. (2011) considered a similar analysis,

however, they also included HMMs fitted on conditional t-distributions for which they achieved a better fit in

regards to some of the stylized facts, especially those regarding higher order moments. Yet, they still found

significant changes from one sub-sample period to the next, not only in their models but in the empirical

data as well. As such, it can be concluded that the results from both these studies imply that the data merely

fluctuates around the stylized facts introduced by Granger & Ding (1995b).

One inherent issue with the aforementioned authors’ approach is that when dividing the empirical data into

sub-samples of 1700 periods, it becomes more challenging to estimate long-memory effects from the models.

Furthermore, it is also a very rough discretization of the data, which makes it more difficult to assess how the

model parameters evolve across time. As such, recent research has tried to alleviate this with either online or

rolling models such as Nystrup (2017), though he only considered the HMMs’ ability to reproduce squared

autocorrelation functions and thus omitted analysing any of the other properties established by Granger &

Ding (1995b).

As a result, the contribution of this section to the current literature will be the estimation of rolling HMMs,

through theMmle andMjump approach, as well as such models’ ability to reproduce the stylized facts of

Granger & Ding (1995b). The preliminary findings indicate that the rolling models generally have a much
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slower decay in its absolute autocorrelation function compared to the static models of Rydén et al. (1998)

and that the distributional properties are well reproduced across the data period16. Additionally, this is also

the first study to consider how well HMMs estimated through theMjump approach reproduce the stylized

facts.

The rest of the section is organized as follows. Firstly, the thesis investigates the data on which the rolling

models are trained after which an overview of the rolling estimation and the model parameters is provided.

Secondly, the stylized facts established by Granger & Ding (1995b) are briefly reviewed, after which these

stylized facts are sought reproduced with theMmle andMjump models. When testing the models’ ability

to reproduce the stylized facts, the distributional properties are initially estimated followed by the temporal

properties.

5.1 DATA - THE S&P 500

In this subsection the data used to uncover the economic regimes is introduced. In addition, the data will

serve as a benchmark when validating whether the models can reproduce the volatility clustering of financial

returns as well as the other important stylized facts. The data encompasses the S&P 500 index as this is one

of the most renowned and liquid stock indices containing some of the largest blue chip companies in the US

and the index contains enough data to be sufficient for training unsupervised machine learning models. The

S&P 500 is a stock index comprising 500 companies from the U.S. which was founded in 1957, however,

the index dates back all the way to 1923 where it tracked approximately 90 stocks.

The stocks that make up the index are selected by a committee which includes representation from all major

segments in American industry. As such, contrary to prevailing public sentiment, the index is not simply

made up of the 500 largest companies in the U.S. The S&P 500 is a market-capitalization weighted index in

which the 10 largest companies account for 27.5% of the capitalization as per December 2020. Figure 5.1

showcases the development of the S&P 500 index since origination as well as the log returns.

16With some exceptions in regards to kurtosis in periods around Black Monday, the Financial Crisis and the COVID-19 outbreak.
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Figure 5.1: Development of the S&P 500 for the period 01.04.1960 to 12.02.2021.

The log returns are derived as rt = log(Pt) − log(Pt−1), where Pt is the adjusted closing price of the

index on day t and log is the natural logarithm. This is done since log returns provide a better overview of

the historical market events that have caused extreme observations, for instance the Black Monday event of

October 1987 which saw the S&P 500 index drop by 22.9% in a single day. This event is not particularly

visible from the price series plot but can easily be seen from the plot of the log returns. Furthermore, it is

rather impractical to try and use prices to estimate models, since stock prices are not stationary. As evident by

Fig. 5.1, log returns are not stationary either, which is clearly seen by the non-constant variance, however,

the log returns may be conditionally stationary in certain time periods implying the relevance of using a

regime-switching model.

It is evident from Fig. 5.1 that the 44 years of data has been impacted by major market movements including

Black Monday in October 1987 as well as the dot-com bubble of the late 90s and early 2000s. Furthermore,

the attractive bull market leading up to the GFC has been well captured by the development of the S&P 500

index. Lastly, the long bull market following the GFC as well as the recent COVID-19 recession appear to
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be well captured by the S&P 500 index, thereby indicating that it is adequate for model estimation purposes

since it captures the different market periods characterised by varying volatility. In addition, the development

following the electronification of financial markets is evident since many actors, including private investors,

gained access to the financial markets due to the advancement of technology in the late 90s and early 00s.

From an overall return perspective it is evident that the S&P 500 index has been subject to a variety of

turbulent market periods including the dot-com bubble and most recently the GFC and COVID-19 recession.

Interestingly, the S&P 500 index only recovered from the dot-com bubble a few months prior to the financial

crisis of 2008. In the period following the financial crisis the S&P 500 has been performing increasingly

well resulting in an upward trajectory until the recent COVID-19 correction, after which the index reached

the present all time high. The fact that the S&P 500 index has captured the most dramatic market turmoil

throughout the last 60 years further establishes that it captures the time-varying nature of economic regimes.

Furthermore, another neat property of the S&P 500 is the fact that it dates back to 1957, hence there is a

large amount of data that can be used to train the subsequent HMMs. For comparison, popular European

indices like the DAX 30 originated in 1999, thus shortening the available data considerably.

Additionally, another reason for relying on the S&P 500 index for estimation purposes is based on the fact

that it is one of the leading American indices by market capitalization. Secondly, contrary to for instance

the Nasdaq Composite index, the S&P 500 is not exclusively focusing on a specific sector like information

technology, hence it should capture the economic trends across sectors accordingly. On the surface, the

main critique of using the S&P 500 index is that it exclusively entails American companies, however, from a

macroeconomic perspective the U.S. economy serves as a fundamental leading indicator of how the remain-

ing world economy is progressing, hence it is valid to argue that US stocks will be the first to be impacted

by changing market conditions. Taking into consideration the aspect of early regime detection, this means

that it serves as a strength that the index is composed purely of American companies. Furthermore, North

American companies make up almost 2/3 of alternative indices like the MSCI World, hence no matter which

large popular index that will be used, there is bound to be a heavy skew and over-representation towards

American stocks.

Lastly, Table 5.1 has been constructed below in order to capture the summary statistics of the annualized

S&P 500 log returns, as well as the annual Sharpe ratio and JB statistic. As such, it is apparent that the

distribution is left skewed and strongly leptokurtic, however, this is not a surprising finding given the studies

conducted by Granger & Ding (1995b) as well as Cont (2001), in which identical stylized facts of financial

returns were uncovered and explored substantially. The critical value for the Jarque–Bera test statistic at

a 99.9% significance level is 14.13, hence Table 5.1 clearly highlights that the Jarque–Bera test strongly

rejects the hypothesis that the log returns of the S&P 500 follow a Gaussian distribution.

Page 49 of 112



Copenhagen Business School Master Thesis 17. May 2021

Table 5.1: Summary statistics for the annualized S&P 500 log returns during the period 1960-2021.

Observations Mean STD Skewness Excess Kurtosis Min Max Annual Sharpe JB-stat

15,385 0.0709 0.1631 -1.0353 23.8338 -0.2290 0.1096 0.4350 27,926

In conclusion, the data that is used to estimate the models have been introduced and analysed in which it

was shown that the log returns of the S&P 500 index capture the variation in the business cycle, thereby

indicating that it should serve as a satisfactory input for the subsequent model estimation. Furthermore, it

has been shown that the data exhibit identical traits in terms of the stylized facts introduced by Granger &

Ding (1995b). The following section will focus on the estimation of the models through a rolling window.

5.2 ROLLING ESTIMATION

The analysis now turns to estimating theMmle andMjump models on the S&P 500 log returns covering

the period 1960-2021. It should be noted that four very extreme observations17 have been replaced with

± 6 times the standard deviation of the data. An important result from the simulation study was that the

models became more stable with larger sample sizes in which the parameters generally appeared to stabilize

between samples of 1000 and 2000 observations. As already mentioned, the window length is essentially a

hyperparameter that can be tuned and the exact choice boils down to a trade-off relationship between bias

and variance.

A shorter rolling window will, all else equal, result in a faster adaption to changes in the underlying eco-

nomic regimes but the estimates will be more noisy as fewer observations are used when deriving the model

parameters. This might result in the model adapting to "wrong" signals, which might affect the underlying

trading strategy by decreasing risk-adjusted returns. A rolling window of 1700 days will be considered in

this analysis as the model parameters should generally be stable at this length and this also makes it appro-

priate to draw direct comparisons to previous studies including Rydén et al. (1998), Bulla et. al (2011) and

Nystrup (2017).

The estimation procedure for the rolling models is as follows. For each time step t an HMM is estimated

by theMmle andMjump procedures using the previous 1700 daily log returns. Once trained, the rolling

window moves one time period forward to t + 1 and repeats the procedure. The results of the rolling

estimation for the Mmle and Mjump models based on a two-state Gaussian HMM are shown in Fig. 5.2

and Fig. 5.3 respectively.

17The observations include Black Monday, two trading days during the financial crisis and one observation during the outbreak of

Covid-19.
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Figure 5.2: Rolling estimation based on theMmle estimator. The parameters are derived from a two-state

Gaussian HMM using a rolling window of 1700 days.
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Figure 5.3: Rolling estimation based on theMjump estimator. The parameters are derived from a two-state

Gaussian HMM using a rolling window of 1700 days.

From Fig. 5.2 and Fig. 5.3 it is evident that neither the mean nor variance parameters exhibit stationarity

across time regardless of whether the estimation procedure relies onMmle orMjump approach. Starting

with theMmle approach, shown in Fig. 5.2, the rolling window length of 1700 observations is particularly

visible in the high-variance state during recessions. This is especially evident during Black Monday in 1987

and during the financial crisis in 2008 in which σ2 spikes only to return to its old level roughly 1700 trading

days later. This is an interesting behaviour because the most extreme observations from Black Monday

and the financial crisis have been replaced with ± 6 times the standard deviation of the data. Yet, during

these periods many other extreme returns take place and it is those observations that are responsible for the

general changes in σ2. In addition, it is even more interesting that both periods of increased variance in σ2
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lie at roughly the same level. This could imply that the high-variance state fluctuates around some long term

level in which large deviations only occur for extreme events such as the financial crisis and the COVID-19

recession. It could also imply the need for a third ’outlier’ state with a low unconditional probability to

handle these periods, but as shown by Bulla et al. (2011) such a model is often inferior to a two-state model

hence it does not lead to smaller variations in the model parameters.

Interestingly, Fig. 5.2 reveals that the mean for the first state is largely time-varying and it has a notably large

increase during the financial crisis. The same holds true for the mean in the high-variance state, especially

during periods of economic turbulence, although this parameter decreases rather than increases during these

dramatic periods. This development can be explained by the fact that economic history prescribes that it is

highly unlikely that a large market crash is followed by an additional large market crash shortly after. As

such, the model provides a good estimation for the mean in both states. When analysing the non-constant

transition probabilities resulting from theMmle approach in Fig. 5.2 it can easily be inferred that the sojourn

times are mostly persistent in the low-variance state. Contrary, the transition probabilities q22 of the high-

variance state are characterised by a higher degree of fluctuations across time, mostly evident during the

period following Black Monday. This means that the HMM will predict much shorter sojourn times in the

high-variance state. This is a natural consequence of the properties of the transition probabilities because

when q22 decreases q21 increases as q22 + q21 = 1, hence a low value of q22 will result in more frequent

transitions between states.

Moving on to Fig. 5.3 it is evident that theMjump procedure also captures the time-varying nature of the

underlying HMM parameters. The results are quite similar to those of theMmle estimator, however, the µ1

is now practically zero and the fluctuations of µ2 in the high-variance state are more abrupt during periods

such as Black Monday and the financial crisis when compared to theMmle estimator. Yet, it is also evident

that the high-variance state seems more stable with the Mjump estimator in periods outside of economic

turbulence, in general. In addition, the rolling windows are also evident from theMjump approach since

σ2 spikes during Black Monday after which the parameter stabilizes at a new level, only to fall down to

its original level approximately 1700 days after the event. Curiously, when analysing σ2 the level reached

during Black Monday and the financial crisis is no longer roughly equal, thereby rejecting the idea of two

long-run levels in σ2 when the models are estimated through theMjump framework.

The biggest improvement of running the Mjump framework as opposed to the Mmle approach is seen

through the estimation of the transitions probabilities for both states. Just as in the simulation study, when

comparing q11 and q22 in Fig. 5.2 to Fig. 5.3 it appears that the transitions probabilities are much more sta-

ble across states when estimating the model parameters using theMjump approach. Furthermore, it appears

that both model estimation procedures suggest a similar level for some of the parameters. For instance, σ1
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generally fluctuates around a level of 0.005 to 0.010 for both approaches. This provides a high degree of

confidence since it is unlikely that two different estimation procedures should arrive at similar parameters

randomly. Conclusively, by analysing Fig. 5.2 and Fig. 5.3 it appears that theMjump approach provides per-

sistent transition probabilities across time, thereby suggesting that it is the strongest methodology, however,

further analysis of the reproduction of the stylized facts has to be conducted before this can be cemented.

Finally, Fig. 5.4 shows the estimated unconditional first four moments of rt as well as for theMjump and

Mmle estimators. The estimated moments are based on Monte-Carlo simulations for both of the models.

More specifically, at every time step t, 5000 observations are simulated which form the basis of the estimated

moments. The plots in Fig. 5.4 are then based on moving averages using the previous 50 days. The reason

for using this methodology, in which a relatively low amount of daily simulations are combined with moving

averages, is to reduce computing times. Alternatively, if one were to not use moving averages and instead

use the average of the 5000 observations for each time step t, the results would generally bounce rapidly

around the moving average value and more or less take the shape of a confidence interval, since the center

of such is closely replicated by moving averages.

A different methodology to the one just presented would involve not use moving averages and increase the

number of daily simulations greatly. This would also results in a confidence interval-like shape, which is

much more narrow but still with the moving average roughly in its center. However, such a method would

be very computationally expensive and since preliminary results do not show great errors with the proposed

method, the analysis proceeds by using moving averages based on 5000 simulations. In Fig. 5.4, it is evident

that both theMmle andMjump models are able to reproduce the first two moments quite well, since the

mean and variance matches that of rt across all time periods.

Page 54 of 112



Copenhagen Business School Master Thesis 17. May 2021

Figure 5.4: Development of first four moments from the estimated models compared to rt using a rolling

window of 1700 days. Model estimates are calculated using Monte-Carlo simulations and the estimated

moments are based on moving averages based on the last 50 days.

Unsurprisingly, the estimates of skewness and kurtosis are more error-prone especially during periods of

economic turmoil such as during Black Monday. Still, the results are quite similar to those obtained by

Bulla (2011) except that this analysis shows the full evolution of the moments during the period. When

further analysing the skewness it is clear that the model parameters fluctuate around that of the data and

are predominantly negative during the entire period for both models. This suggests that more observations

fall into the left part of the distribution. The same conclusion is apparent for the excess kurtosis where

the estimates of both models fluctuate around those of the log returns. Curiously, Bulla (2011) tended to

’overshoot’ kurtosis in many of his 10 sub-samples when using t-distributions whilst blaming the use of

Page 55 of 112



Copenhagen Business School Master Thesis 17. May 2021

HMMs specified through Gaussian distributions for not being able to capture higher levels of kurtosis. It is

then interesting to observe that apart from Black Monday, theMjump estimator is fitting kurtosis particularly

well especially during the financial crisis. Additionally, the time-varying nature of the first four moments in

Fig. 5.4 further cements the appropriateness in using rolling estimations as a static model would not have

been able to capture this non-stationary data generating process.

5.3 REPRODUCING THE STYLIZED FACTS OF GRANGER & DING (1995B)

As the parameters of the rolling models have been estimated and shown, the analysis now turns to defining

the stylized facts established by Granger & Ding (1995b) before attempting to reproduce them to uncover

whether the utilized models obtain a better fit compared to Rydén et al. (1998) and Bulla (2011). The

temporal and distributional properties established by Granger & Ding (1995b) are as follows:

TP1: Returns rt are not autocorrelated (except for, possibly, at lag 1).

TP2: |rt| and r2
t are the ’long memory’ i.e. their autocorrelation functions decay slowly starting from the

first order autocorrelation and corr(|rt|, |rt−k|) > corr(r2
t , r

2
t−k). The autocorrelations remain positive for

many lags and the decay is much slower than the exponential rate of a typical ARMA model.

TP3: The Taylor effect corr(|rt|, |rt−k|) > corr(|rt|θ, |rt−k|θ), θ 6= 1. Autocorrelations of powers of

absolute returns are highest at power one.

TP4: The autocorrelations of sign(rt) are negligibly small.

The three distributional properties are as follows:

DP1: |rt| and sign(rt) are independent

DP2: |rt| has the same mean and standard deviation

DP3: The marginal distribution of |rt| is exponential (after outlier correction)

In addition, it should be noted that an exponentially distributed variable (DP3) xt has the following proper-

ties:

PED1: E(xt) =
√
V ar(xt) (Same as DP2)

PED2: E[xt − E(xt)]
3/(V ar(xt))

3
2 = 2.

PED3: E(xt − E(xt))
4/(V ar(xt))

2 − 3 = 6.

In the analysis conducted by Rydén et al. (1998) and Bulla et al. (2011) it has been proven that DP1 holds

as a natural consequence of the construction of HMMs and that TP1 & TP4 is not violated in practice. Since

DP1, TP1 and TP4 have previously been very well reproduced the expectation is that the models presented
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in this thesis are able to avoid deviating too much from these stylized facts. As previously mentioned, the

more difficult stylized facts to reproduce, include DP2, DP3, TP2 and TP3. Interestingly, both Rydén et al

(1998) and Bulla (2011) had difficulty in reproducing these. As such, it will be the analysis of these stylized

facts that are central in the coming sections starting out with the distributional properties.

5.4 DISTRIBUTIONAL PROPERTIES

In this section the analysis will focus on reproducing the distributional properties DP2 and DP3, as shown

in Fig. 5.5, which presents the mean-standard deviation ratio, skewness and excess kurtosis of |rt| and the

fitted models.

Figure 5.5: |rt| and the models’ distributional properties. The top panel shows the mean to std ratio, the

middle panel shows the skewness and the bottom panel shows the excess kurtosis. Estimated moments are

based on moving averages based on the last 50 days.
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When analysing the ratio of the mean and standard deviation (DP2/PED1), it can be seen that the mean

is higher than the standard deviation for the predominant part of the period. This holds for both models

as well as |rt| although the log returns experience a larger decline in the ratio during periods of economic

turbulence. Therefore, it appears that neither of the two models sway too far away from 1, thereby indicating

that the mean of the absolute returns is approximately equal to the standard deviation of the absolute returns

for both models. Both theMmle andMjump models seem to fluctuate in the interval [1.0 : 1.25], which is

in accordance with the findings by Rydén et al. (1998) who noted that PED1 has to be somewhat relaxed,

meaning that the mean is allowed to be slightly larger than the standard deviation.

Having analysed whether the models satisfy PED1 and DP2 the final distributional properties to consider is

PED2 and PED3 in DP3. This is due to the fact that in order for DP3 to be satisfied the models must exhibit

the properties of PED1, PED2 as well as PED3 simultaneously. Moving on to PED2 it is evident that both

theMmle andMjump models underestimate skewness in most of the period, however, it appears that the

Mjump model achieves a much better fit of skewness in the period following the financial crisis of 2008.

Interestingly, it is clear from Fig. 5.5 that theMmle model better matches the skewness property of PED2

compared to not only theMjump model but also the data |rt| itself. However, it should be noted that the

original DP3, and thus PED2, only holds for outlier corrected data, for which the property generally seems

to hold for both models and the log returns as shown in Fig. 5.6. This will be analyzed further in the end of

this section.

Furthermore, it is evident that both models seem to underestimate the skewness and kurtosis of the empirical

data |rt|, particularly during the period following Black Monday as well as the extraordinary bull-market

leading up to the dot-com bubble. As such, the finding is a testament to the on-going issue in which even

advanced models are unable to capture the full extent of the fat tails in distributions of financial returns. This

finding is further backed by the fact that it appears that both models are able to reproduce the skewness in

non-volatile market periods, however, the errors arrive when the rolling model contains observations from

turbulent market periods. Despite this, it appears that both models are somewhat able to capture the changing

skewness and excess kurtosis around the time of large market movements. This is evident throughout the

figure, but particularly around the time of the GFC. The fact that both models are able to do so is particularly

promising as it provides substantial evidence towards the adequacy of the models. The fit of the models

could potentially be further improved by increasing the number of states, however, the problem with such

an option is that it significantly increases the risk of overfitting (Bulla, 2011). As such, it can be concluded

that both models somewhat reproduce PED2.

The final property that the models must satisfy in order for DP3 to be met is PED3. As such, the models must

be able to exhibit and match an excess kurtosis of 6. It is clear from Fig. 5.5 that theMmle model slightly
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underestimates the excess kurtosis for the predominant period of time, however, similar to the observations

of the skewness, the model approximately matches an excess kurtosis of 6 in most of the period, since its

average over the period is 5.51. TheMjump model, however, fluctuates around the kurtosis of |rt| with it

being smaller during the period following Black Monday, slightly larger during GFC and much larger during

the Covid-19 outbreak. This is in line with theMjump model’s slightly larger fluctuation in its parameter

estimates of µ2 and σ2 during these periods compared to theMmle model.

This is quite a satisfactory result as Rydén et al. (1998) underestimated kurtosis of Gaussian HMMs through-

out their studied time periods. Still, Bulla (2011) tended to overestimate kurtosis when using t-distributed

HMMs, though his results were generally much better than those of Ryden et al. (1998). Thus, it could

be concluded that t-distributed HMMs perform better than Gaussian ones when trained using the Mmle

approach. Future research should consider looking into whether the same would be true forMjump models.

That is, compare the GaussianMjump model trained here with one trained on t-distributions. Finally, the

results are surprising since Granger & Ding (1995b) found that DP3 is only expected to hold on outlier-

corrected data.

To summarize the findings above it is clear that both theMmle and theMjump models are able to somewhat

reproduce the properties of PED1 to PED3, hence it can be concluded that DP3 approximately holds. This

is similar to the conclusion reached by both Rydén et al (1998) and Bulla (2011), although they only tested

HMMs estimated through the Mmle methodology. As such, this section contributes to the quantitative

finance literature by showcasing that the stylized facts introduced by Granger & Ding (1995b) can in fact

also be somewhat reproduced by a Mjump model. As such, the thesis has extended on the introduction

of theMjump estimation procedure for HMMs by Bemporad et al. (2018) by proving that it matches the

properties of the stylized facts associated with returns on financial assets.

OUTLIER-CORRECTED DATA

As a final remark on the distributional properties, outlier-corrected data limited to the boundary of the closed

interval [r̄t − 4σ̂, r̄t + 4σ̂] will be subject to analysis. As noted by Granger & Ding (1995b) DP3 was found

to only hold on outlier corrected data and even though the above findings were somewhat satisfactory, the

analysis is repeated for outlier corrected data. The results are shown in Fig. 5.6. It can be concluded from the

figure that the results are similar to those of Bulla (2011), since he did not find large changes between the full

data and the outlier corrected data in regards to whether the models are able to reproduce the distributional

properties. The mean to standard deviation ratio remains largely unchanged. However, the skewness and

kurtosis seem to be shifted downwards, though their shapes remain roughly unchanged. As a result, the

major difference is simply that the results have shifted towards the values of an exponential distribution

(PED1-3), but the shape of the curvatures remain rather unchanged.
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Figure 5.6: |rt| and the models’ outlier-corrected distributional properties. The top panel shows the mean

to std ratio, the middle panel shows the skewness and the bottom panel shows the excess kurtosis. Estimated

moments are based on moving averages based on the last 50 days.

5.5 TEMPORAL PROPERTIES

Having analyzed the distributional properties, the next logical step is to check the temporal properties as

defined by Granger & Ding (1995b). As mentioned earlier, previous research suggest that HMMs are able

to reproduce most of the stylized facts quite well, however, Rydén et al. (1998) and Bulla (2011) found

that HMMs are inadequate when it comes to reproducing the slow decay of the autocorrelation function of

absolute daily returns which is often referred to as volatility clustering. Rydén et al (1998) considered this

the most difficult stylized fact to reproduce for HMMs.
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As such, most of this section will be dedicated to reproducing TP2, however, TP3 will also be covered. TP1

and TP4 are shown in Appendix C. The section is structured as follows. Initially, the authors provide some

initial thoughts into why both Rydén et al. (1998) and Bulla (2011) might have had difficulty in reproducing

the slow decay in the absolute autocorrelation function. The analysis then proceeds to show how the rolling

models have a much slower decay in their absolute autocorrelation functions when compared to the models

of Rydén et al. (1998) and Bulla (2011). Secondly, TP3 is sought to be reproduced by theMmle andMjump

models and finally the analysis will briefly show that TP1 and TP4 are not violated.

PRELIMINARY THOUGHTS ON THE ACF IN STATIC VERSUS ROLLING MODELS

This section provides some insights into the differences for the absolute autocorrelation function when it

is derived from the full sample compared to several sub-samples. This is used to further motivate the use

of rolling models. Figure 5.7 shows the autocorrelation of |rt| on the full sample as well as the average

autocorrelation of sub-samples each containing 1700 observations. It is evident from the figure that the

decay is more exponential for the sub-samples since the absolute autocorrelation is practically insignificant

at lag 200, however, the absolute autocorrelation for the full sample remains significant until lag 430, thereby

exhibiting a slower decay. The faster decay in the sub-samples is most likely a result of the periods without

excess risk and economic turmoil. These periods cause very low estimates of the ACF, as the volatility

clustering is less significant in these periods, thereby increasing the speed of the decay. In any case, it is

clear that the ’long-memory’ effect has decreased in the bottom panel of Fig. 5.7.

Figure 5.7: Autocorrelation functions of |rt|. The top panel shows the ACF estimated on the full sample and

the bottom panel shows the average ACF when the data is split into rolling subperiods of 1700 observations.
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This finding should already make one suspicious of estimating static models in a few sub-periods as Rydén

et al. (1998) and Bulla (2011) did. To show the performance of the models in such a setup the procedure by

Rydén et al. (1998) and Bulla (2011) is repeated. The results are shown in Fig. 5.8. As already mentioned, it

is evident that there exists clear differences in the level of ACF between the sub-periods, with some periods

exhibiting quite high levels of autocorrelation and other periods in which it dies down within 50 lags. The

performance of both the Mmle and Mjump model is roughly as reported by Bulla (2011), in which the

decay is generally much faster for the models than for the log returns. One interesting finding is that the

Mmle model appears to fit the empirical autocorrelation quite well in sub-period 3 and 8, which are periods

of turmoil. Having shown how the models would have performed in a static scenario, the same analysis will

now be conducted for the rolling model.

Figure 5.8: Autocorrelation function of estimated models and |rt| in a breakdown of 10 subperiods each of

1700 observations. Results are similar to those of Ryden et al. (1998) and Bulla (2011). In most subperiods

the ACF is underestimated and both models’ ACF becomes insignificant within 50 lags.

Page 62 of 112



Copenhagen Business School Master Thesis 17. May 2021

TEMPORAL PROPERTIES OF THE ROLLING MODEL

In order to get an overview of the full sample period Fig. 5.9 plots the full sample empirical absolute auto-

correlation function together with the simulated absolute ACF functions of theMmle andMjump models.

The black dashed line is the upper boundary of the 95% confidence interval under the null hypothesis of

independence (Madsen, 2008). The absolute autocorrelations of both the Mmle and Mjump model have

significantly increased and are now larger than that of the data at lags above 350. Interestingly, the initial

decay of both models is stronger than |rt| for the first ∼ 50 lags after which it flattens out. The reader

should note that the persistence of the ACF of the absolute returns is, to some extent, a consequence of the

aforementioned volatility clustering and the significance of the lags above lag 100 is more likely a result of

the data-generating process being non-stationary as mentioned earlier.

Figure 5.9: Autocorrelation function of estimated models as well as |rt| on full sample data.

From the plot in Fig. 5.9 it is also evident that theMmle model does a better job at reproducing the shape

of the absolute ACF for the first 200 lags, however, the performance of the models is similar after this

point. In addition, neither of the models’ absolute autocorrelation become insignificant even at very large

lags which is not in line with the actual autocorrelation of the absolute empirical returns, since its absolute

autocorrelation function become insignificant at lags larger than ∼ 400.

The remaining stylized fact is TP3, i.e. corr(|rt|, |rt−k|) > corr(|rt|θ, |rt−k|θ)∀θ 6= 0, which is often

referred to as the Taylor effect. In order to analyse whether the Taylor effect holds the coefficient θ is

estimated for every period by maximizing the first order autocorrelation of |rt|θ. As with Rydén et al. (1998),
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the computation for the models is conducted through Monte-Carlo simulations and subsequent numerical

maximization. Figure 5.10 summarizes the results.

Figure 5.10: Taylor effect comparison of the θ maximizing the first order autocorrelations of |rt|θ and for

the models. It is computed by Monte-Carlo simulations and subsequent use of numerical maximization.

It is evident that the maximizing values of θ for the data series are not exactly equal to 1, thereby suggesting

that neither models fully capture the properties stipulated by TP3. Even so, the fluctuation of both models

is roughly the same as that observed by |rt|, although the data fluctuates more aggressively. Apart from a

smaller period from 1998 to 2005, the general direction of both models appears to follow that of the data,

thereby indicating model adequacy.

In conclusion of section 5, it appears that both theMmle andMjump model are able to reproduce the four

temporal as well as the three distributional properties, however, theMjump model does an overall better job.

Particularly, when reproducing the empirical absolute autocorrelation function theMjump model achieves

a better fit for the first 200 lags, although theMmle achieves a better fit for the remaining lags. Furthermore,

there is a significant variation in the parameters over time, thereby greatly supporting the use of rolling

estimation. In the following sections, the MPC framework will be introduced and based on this it will be

investigated whether a profitable RBAA strategy can be created by relying on HMMs.
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6 REGIME BASED ASSET ALLOCATION

Optimal portfolio allocation boils down to essentially maximizing the returns generated for a given amount

of risk (Markowitz, 1952). The portfolio manager who successfully and consistently does so will have more

money to manage and more satisfied investors. Generally speaking there are three approaches when it comes

to portfolio selection that sophisticated institutional investors utilize (Nystrup, 2017). The first approach

consists of diversification, which entails increasing risk-adjusted returns by forming optimal portfolios on

the basis of imperfectly correlated assets. This is also known as static asset allocation, since the portfolio

is constructed to capitalize on bullish market periods while providing protection in bearish market periods.

As such, static asset allocation (SAA) is considered an all-weather portfolio (Markowitz, 1952). However,

the challenge with static all-weather portfolios is that in order for them to remain efficient they must be

continuously re-balanced and this trading is subject to trading costs, thereby negatively impacting returns.

Furthermore, and perhaps more importantly, the financial crisis of 2008 demonstrated that diversification

is not sufficient to avoid large drawdowns (Nystrup, 2017). As such, diversification fails when investors

need it the most since the correlations between risky assets have a tendency to strengthen when markets

are characterised by high volatility (Pedersen, 2009). Furthermore, the large drawdowns in periods of high

market volatility challenge investors’ risk tolerance which will ultimately lead to redemption of funds and

firing of portfolio managers. As such, a reasonably low maximum drawdown (MDD) is critical for the

success of any portfolio.

In order to counter the limitations of static asset allocation, particularly in markets with high volatility,

portfolio managers and institutional investors can switch from static all-weather portfolios to dynamically

optimizing and rebalancing the weights of the traded assets. This is known as dynamic asset allocation

(DAA). As such, SAA involves setting an asset mix for the long-term with periodic adjustments, for instance

yearly, while DAA involves frequently adjusting the portfolio allocation to respond to changes in the market

conditions. Following this, the predominant approach in previous studies has been to specify a static decision

rule for changing the allocation based on the state of the economy. This approach was implemented in a study

by Bulla et al. (2011) who showed that combining dynamic rebalancing with the ability to uncover economic

regimes through HMMs, in order to adjust portfolio weights as new information arrives, thereby allowing

investors to take advantage of favorable market conditions while withstanding and limiting the downside in

high volatility market periods, results in higher risk-adjusted returns compared to traditional SAA strategies.

This method is referred to as regime-based asset allocation (RBAA) and several studies have confirmed that

RBAA provides higher risk-adjusted returns when bench-marked against rebalancing to static weights while

dramatically reducing drawdowns in periods of high market volatility. For additional information on RBAA

and its development the authors refer to Ang & Bekaert (2004), Guidolin & Timmermann (2007), Bulla

(2011) and Nystrup et al. (2015a, 2017a).
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One of the big issues related to the methodology presented by Bulla et al. (2011) is that the conditional

portfolio weights for a specific economic regime are optimized in sample, however, there is no guarantee

that the portfolio weights are optimal when the regime change actually occurs. The natural disadvantage is

that a large number of different portfolio weight specifications might have to be tried in order to uncover a

decision rule with good performance. However, testing many different specifications increases the risk of

inferior performance out of sample due to overfitting and it can also be argued that a static decision rule is

hardly optimal when the underlying HMM used for regime inference is time-varying (Nystrup, 2017).

An alternative approach to simply switching between a static decision rule is to dynamically optimize the

portfolio while adjusting for transaction costs, risk aversion as well as a variety of other constraints. This

methodology is known as model predictive control (MPC). One of the great strengths of the MPC framework

is its capability to solve control problems with several constraining factors in a computationally feasible

manner. One of the key points of analysis in regards to the MPC framework going forward will be the

transaction costs. This is because they are an instrumental consideration for portfolio managers and investors

when comparing the performance of SAA against RBAA since frequent rebalancing can offset the potential

excess return of a dynamic strategy.

Furthermore, as also mentioned, the thesis operates through a framework in which asset returns are modeled

by a two-state Gaussian HMM with time-varying parameters. This is due to the fact that HMMs provide

a more realistic description of asset price dynamics than a linear factor model with constant variance. In

addition, it was shown in Section 5 that HMMs are well suited to capture the stylized behavior of financial

returns, including volatility clustering, leptokurtosis and time-varying correlations (Rydén et al. 1998).

Lastly, HMMs are well suited to describe the abrupt changes in the financial markets that arise due to

changes in the state of the economy.

The task of deriving optimal portfolios in a RBAA setting is a multi-period problem, however, it is often ap-

proximated by a sequence of single-period optimizations, thereby making it impossible to properly account

for the impact of trading constraints and time-varying forecasts (Nystrup, 2017). Following the research

of Gârleanu & Pedersen (2013), multi-period portfolio selection has predominantly been based on dynamic

programming. However, actually carrying out dynamic programming for trade selection is impractical, ex-

cept for some cases with limited assets due to the “curse of dimensionality” (Boyd et al. 2014). As a natural

consequence of this, most previous studies only include a small number of assets while keeping the con-

straints extremely simple. This thesis is restrained by similar limitations, hence one has to somewhat limit

the amount of assets considered. The following sections will introduce the MPC framework as well as the

underlying constraints.
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6.1 MODEL PREDICTIVE CONTROL

The overarching idea behind the MPC approach is to dynamically optimize the portfolio based on forecasts

of means and variances of returns at discrete time horizons. By relying on a two-state Gaussian HMM the

forecasts are mean-reverting18 and only change when the regime probabilities change (Nystrup, 2017). As

such, the forecasted means and variances serve as inputs to the multi-period portfolio optimization problem.

Intuitively, this means that every day a decision has to be made whether or not to change the current portfolio

allocation, knowing that the decision will be reconsidered the next day with new inputs. The possible benefits

from changing the asset allocation in the portfolio should be traded off against risks and costs.

Naturally, there is a limit to how far into the future it remains meaningful to make predictions about the means

and variances of returns. As such, for long horizons it is not possible to make better predictions than the long-

term mean and variance conditional on the model, hence the forecasted mean and variance converge to their

stationary values when the forecast horizon becomes large enough. This means that relying on a small time

horizon in terms of the predictions of means and variances of returns is not just an approximation necessary

to make the optimization problem computationally feasible, it is also seemingly reasonable (Nystrup, 2017).

STOCHASTIC CONTROL FORMULATION

The fact that the multi-period asset allocation optimization problem is formulated as a stochastic control

problem is based on the work conducted by Boyd et al. (2017). Define wt ∈ Rn+1 as the portfolio weights

at time t in which (wt)i is the fraction of the total portfolio Vt invested in asset i at time t. This definition

means that (wt)i < 0 is a short position in asset i. The weight (wt)n+1 represents the fraction held in the

risk-free asset. By definition, the weights of all the assets comprising the portfolio sum to 1, i.e. w′t1 = 1,

in which 1 is a column vector of length n+ 1 with 1 in all entries.

A natural objective for investors is to maximize the present value of the future expected returns over a

given investment horizon T , on a risk-adjusted basis, in which transactions and holding costs are taken into

consideration. As such, the following objective can be defined as the weights maximizing

E

[
T−1∑
t=0

ηt+1

(
r′t+1wt+1 − γt+1ψt+1(wt+1)

)
−ηt

(
φtradet (wt+1 − wt) + φholdt (wt+1)

) ] (6.1)

18Since the forecasts go toward the stationary distribution in the limit. See Section 6.2.
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The objective states that the expectation is taken over the sequence of returns r1, r2...., rT ∈ Rn+1. Further,

ψt : Rn+1 → R is a risk function, γt is a risk-aversion parameter which is used to adjust and control

the relative importance of return versus risk, φtradet : Rn+1 → R serves as a cost function for trading,

φholdt : Rn+1 → R serves as a holding cost function and η ∈ (0, 1) is the discrete discount factor, equal to

the inverse of 1 + rf where rf is the risk-free rate.

DETERMINISTIC CONTROL FORMULATION

In order to determine which trades to make, the MPC framework replaces all future unknown quantities by

their forecasted values over a forecast horizon H . As such, the future returns, which by nature are unknown,

are replaced by their forecasted mean values µ̂τ |t, τ = t+ 1, ...., t+H , in which µ̂τ |t is the forecasted mean

value of returns for the time period τ conducted at time t. This property turns the stochastic optimization

problem from Eq. (6.1) into the deterministic optimization problem,

max
wt+1,...,wt+H

t+H∑
τ=t+1

(µ̂′τ |twτ − φ̂
trade
τ |t (wτ − wτ−1)− φ̂holdτ |t (wτ )− γτ ψ̂τ |t(wτ ))

Subject to 1′wτ = 1, τ = t+ 1, ..., t+H,

(6.2)

where φ̂trade and φ̂hold are trading and holding cost functions, which will be further defined in subsequent

sections. Note that wt is not a variable in the control formulation since it is a current known quantity.

Therefore, when solving the optimization problem from Eq. (6.2) the result is an optimal sequence of weights

w∗t+1, ..., w
∗
t+H . As such, the difference between the weights at each time step t represents the future trades

over the planning horizon H , however, this only holds upon fulfillment of the unrealistic assumption that

all future unknown quantities will match their forecasted values. In order to minimize the risk of making

inappropriate capital allocations, only the first predicted trade w∗t+1 − wt will be executed. At the next time

step t + 1 the process will be repeated. The reader should note that the planning horizon H can be much

shorter than the investment horizon T and this is indeed why the discounting factor is ignored in Eq. (6.2)

as opposed to Eq. (6.1) (Nystrup, 2017). The procedure of the MPC approach for multi-period portfolio

selection is depicted in the algorithm below.

Algorithm 11: MPC approach to multi-period portfolio selection

1. Update model parameters based on the most recent observation

2. Forecast future values of all unknown quantities µ̂t+H and Σ̂t+H H steps into the future

3. Compute the optimal sequence of weights w∗t+1, ..., w
∗
t+H based on the current portfolio wt

4. Execute the first trade as w∗t+1 − wt and return to step 1 of the algorithm.
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As such, Algorithm 11 provides a summary of the steps involved in the MPC solution to the multi-period

portfolio selection problem. Furthermore, the MPC approach holds computational advantages when cou-

pled with an HMM, since the optimal control action is considered anyway for whether or not to change the

portfolio allocation i.e. depending on whether a state transition has occurred. This means that the portfolio

manager might as well go ahead and update the derivation of the optimal portfolio allocation. The formula-

tion of Eq. (6.2) is a convex optimization problem under the assumption that the risk function as well as the

transaction and holding costs functions can be characterised as convex (Boyd & Vandenberghe, 2004). The

formulation of the multi-period portfolio problem as a convex optimization problem has some computational

and intuitive advantages, since computational remedies as CVXPY can be used in a Python setting, thereby

speeding up processing time significantly.

In the next sections, the use of HMMs in the forecasting procedure of Algorithm 11 is explained. This is

followed by a deep-dive of the different choices when defining the aforementioned risk and control functions

in Eq. (6.2). More specifically this involves the choices associated with how to set the risk aversion parameter

γ, the risk function ψ and the cost functions φtrade & φhold. Additionally, possible constraints on wt are

discussed. Finally hyperparameter tuning methods are reviewed.

6.2 FORECASTING WITH HMMS

Forecasting will be performed using the HMM estimators described throughout the previous chapters. In

a Markowitz portfolio optimization one relies on quantities including the assets’ expected returns, variance

and their covariance. Due to this, the procedure described here will be structured as follows. Firstly, an

HMM is estimated at time step t. Secondly, the state sequence over the rolling window is decoded using

the Viterbi algorithm. This allows one to estimate each asset’s sample mean return, standard deviation and

covariance in each state. Based on those estimates, and by assuming that returns follow a multivariate log-

normal distribution, the estimated parameters are transformed into normally distributed variables. Having

computed conditional estimates of asset returns as a multivariate Gaussian distribution, the unconditional

distribution is found, for each time t and each time t + H , by weighting the conditional distribution by the

state probabilities P (st+H = i|O) for all i ∈ K. The procedure will be described in greater detail in the

next paragraphs.

Having decoded the state sequence over the rolling window, the conditional means and covariances of returns

are calculated from the estimated log returns. It should be noted that the log returns, for each state, are

assumed to be i.i.d. and to follow a multivariate Gaussian distribution,

log(1 + rt) ∼ N
(
µlogst ,Σ

log
st

)
(6.3)

where µlogst and Σlogst denote the conditional mean and covariance of the observed log-returns over the rolling
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window. st denotes that the distribution of log(1 + rt), at time t, is dependent on the active state. Thus,

using the formulas described by Munk (2019), the ith value in the vector µs and the ijth value in the matrix

Σs is calculated as

(µs)i = exp

{
(µlogs )i +

1

2
(Σlogs )ii

}
− 1, i = 1, . . . , n+ 1 (6.4)

(Σs)ij = exp

{
(µlogs )i + (µlogs )j +

1

2

{
(Σlogs )ii + (Σlogs )jj

}}
(6.5)

·
{

exp
{

(Σlogs )ij
}
− 1
}
, i, j = 1, . . . , n+ 1

where (µs)i denote to the conditional mean of asset i in state s, and (Σs)ij denote the conditional covariance

between asset i and j in state s. Having computed the first two conditional moments for all n + 1 assets, it

is possible to conduct forecasting. Since HMMs are probabilistic models, forecasting entails computing the

forecast distribution at each time step t+H (MacDonald & Zucchini, 2009).

γ̂(t+H) = P (st+H |O) = γ̂(t) ·QH (6.6)

This means that once the model parameters are estimated at time t, the forecast distribution H steps ahead

is computed by multiplying the posterior distribution with the transition probability matrix H times, thus

producing the discrete distribution γ̂(t+H). Given the forecast distribution at each future time step, γ̂(t+

H), and the conditional means and covariances, (µs)i and (Σs)ij , the unconditional distribution is

µt+H =
∑
s

γ̂s(t+H) · µs, s ∈ K (6.7)

Σt+H =
∑
s

γ̂s(t+H) · Σs +
∑
s

γ̂s(t+H) · (µs − µt+H)(µs − µt+H)′, s ∈ K (6.8)

where µt+H and Σt+H are the forecasted unconditional mean and covariance at time step t + H . Further,

γ̂s(t + H) denote the forecasted probability of being in state s and µs and Σs refer to the estimated con-

ditional distribution in state s (which is not time-varying with the forecast). It should be noted that since

the conditional distributions are distinct Gaussian distributions, then the resulting unconditional distribution

described in Eq. (6.7) and Eq. (6.8) is a mixture which is not necessarily Gaussian (Frühwirth-Schnatter,

2006).

In such a forecast procedure, the quality of the output is determined by two factors. (1) the labeling of each

time step t into either the high- or low-variance state during the decoding step and (2) the convergence of

the forecast distribution γ̂t+H . The first factor revolves around how the expectations of asset performance

is formed. It is mostly dependent on how well the rolling HMM is trained and whether the decoded states

actually exhibit low- and high variance in the considered asset universe. An alternative method to the more

binary classification applied here could have been to weight each historical returns by the posterior distribu-

tion, which could potentially make results more smooth. Yet, an inspection of these probabilities shows that
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the model is generally quite certain about its current states, i.e. the probability of being in the decoded state

is generally very close to 1. The other factor is dependent on how certain the model is on the current state,

at time step t. In all cases, increasing the forecast distribution will, in the limit, move towards the stationary

distribution. Therefore, increasing the horizon H , is not really meaningful once the forecast distribution

reaches the stationary distribution because at that point the forecasted means and variance-covariances be-

come constant. As will be shown in the in-sample training section, this question is mostly dealt with by

trying different forecast horizons H .

FORECAST ERROR RISK

As a final remark it should be noted that statistical portfolio optimization involves estimates subject to es-

timation errors (Merton, 1969). As such, forecasting with HMMs relies, just as most other times series

models, on historical data in order to make predictions. Yet, as shown in Section 5, there are indications that

the data generating process behind financial returns are non-stationary, which generally reduces the number

of relevant observations. In the more classical Markowitz (1952) mean-variance optimization framework,

this is also an inherent issue, because the exact shape of the efficient frontier is dependent on the chosen

estimation period and asset universe. Thus "efficient portfolios" can only ever be truly efficient in a back-

ward looking manner (Munk 2019, Lai 2008). There is quite extensive literature on different ways to form

expectations about asset returns’ means and variance-covariances and different ways to alleviate errors in

those expectations. By applying HMMs in a model predictive control framework, the analysis mostly relies

on regularizing predictions through the inclusion of trading costs and holding costs functions as well as the

different constraints outlined in this section.

SHRINKAGE OF VARIANCE-COVARIANCE MATRIX

As shown by Fiecas et al. (2017) and Nystrup (2017) estimates of the covariance matrix quickly become

unstable as one increases the number of assets. As such, when considering the trading strategy to be used in

this analysis, in which trading potentially occurs each day, such a strategy can potentially not only cause large

estimation errors and thus downright bad portfolio allocations but the framework can also recommend large

frequent switches yielding unnecessarily inflated trading costs. The problem is even bigger in a regime-

switching model such as an HMM, because the data is further divided into states where some states may

only occur very infrequently thereby causing sample sizes to drop. To alleviate the problem one can apply a

Stein-type shrinkage estimator as proposed by Fiecas et al. (2017),

Σ̂shrinks = (1− υs)Σ̂s + υstr(Σ̂s)
1

n+ 1
In+1, s ∈ K (6.9)

where υs ∈ [0, 1] is the shrinkage factor in state s, tr(·) is the trace of a square matrix, and In+1 is the

(n+ 1)× (n+ 1) identity matrix.
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In conclusion, the approach to forecasting means and covariances, as shown in step 2 of Algorithm 11 has

been described. This will serve as input to the objective function in Eq. (6.2). In the following sections some

choices for cost functions are considered.

6.3 COST FUNCTIONS

RISK-AVERSE-CONTROL

Since the origination of quantitative portfolio research, through the introduction of mean-variance theory by

Markowitz (1952), the most used risk-adjustment charge is depicted as per Eq. (6.10).

ψt(wt) = w′tΣtwt (6.10)

As such, the risk-adjustment charge ψt(wt) is the variance of the portfolio returns given the weights. Σt

represents an estimate of the return covariance, assuming that returns behave stochastically. Intuitively, this

means that the term can be considered a cost that discourages portfolios with high variance.

When combining the objective function in Eq. (6.1) with the quadratic risk function of Eq. (6.10) it results

in assuming that investors possess and act upon mean-variance preferences. Furthermore, if the returns are

independent random variables and assuming one ignores the holding and transaction cost functions φholdt and

φtradet in Eq. (6.1), the objective will be equivalent to the mean-variance criterion introduced by Markowitz

(1952)19. This thesis acknowledges the predominant use of quadratic risk due to its intuitive nature as well

as its straight-forwardness in terms of deriving a solution through convex optimization. Yet, there is an

increasing focus on alternative risk measures beyond the introduced quadratic risk from Eq. (6.10). Many of

these alternative risk measures are also convex hence they are usable in the MPC framework.

The alternative risk measures include expected shortfall, defined as the loss a portfolio manager could expect

in the worst x% of cases (Munk, 2019). It is a coherent risk measure encompassing the neat property that

it only penalizes downside risk similar to the Sortino ratio20. However, when portfolios are constructed

to minimize expected shortfall empirical studies such as Lim et al. (2011) have shown that they often

realize a higher expected shortfall out of sample when compared to mean-variance efficient portfolios. The

uncertainty is increasing in the lowering of the level x%. To circumvent this, investors concerned with the

risk of the left tail of the distribution can use drawdown control functions as an appealing alternative to

control risk, since it prevents a portfolio from losing more than a given pre-defined acceptable level.

19In which the investor objective function is max
(
E[r]− 1

2
γV ar[r]

)
20The Sortino ratio is similar to the Sharpe ratio, however, the denominator relies on the downside standard deviation as opposed to

the overall standard deviation
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DRAWDOWN CONTROL

A portfolio manager is often subject and constrained by a maximum drawdown level which means that at

each point in time t the portfolio can not drop below a fixed value. Remember that Vt entails the value of

the portfolio at time t. Furthermore, the maximum value of the portfolio in the past is defined as,

Mt = max
τ≤t

Vτ (6.11)

meaning that the drawdown at time t is defined as

Dt = 1− Vt
Mt

(6.12)

Grossman & Zhou (1993) were the first to research and study the nature of portfolio selection under the con-

straint that the portfolio value must never drop below a specific percentage of the rolling maximum portfolio

value. Particularly, the researchers found that when dealing with utility functions exhibiting constant rela-

tive risk aversion, the optimal allocation to risky assets at time t is in proportion to the cushion Dmax −Dt,

where Dmax ∈ (0, 1) is the maximum drawdown that the portfolio manager can withstand. This can be

implemented by adjusting the risk-aversion parameter as changes to the cushion occur (Nystrup, 2017).

Define the risk aversion parameter as γ0 when Dt = 0, meaning that Vt = Mt. This means that γ0 is

the initial and minimal risk aversion since V0 = M0. Additionally, it should be noted that the drawdown

can never become negative, meaning that Mt ≥ Vt. Furthermore, it intuitively follows that when Dt goes

towards Dmax, then γ0 goes to infinity, evident by Eq. (6.13), meaning that the allocation to risky assets

should be 0. The risk-aversion using drawdown control is implemented as

γt = γ0
Dmax

Dmax −Dt
(6.13)

In practise, the denominator in Eq. (6.13) will be replaced by max(Dmax − Dt, ε), in which ε is a small

number in order to avoid dividing by 0 or negative numbers. Additionally, it should be noted that γτ is only

adjusted based on the realized drawdown, thereby resulting in keeping γτ = γt for τ = t + 1, ...., t + H

when solving the maximizing problem in Eq. (6.2).

Conclusively, the formulation of the risk aversion coefficient in Eq. (6.13) means that risk-aversion will

increase when the portfolio encounters losses, thereby implying a path-dependent utility function. One of

the main critiques against this type of utility function is that if the drawdown gets too close to the predefined

limit it can be impossible to escape a high risk aversion coefficient meaning that the portfolio manager is

unable to efficiently allocate capital. This implies that the lower the maximum drawdown limit Dmax is set,

the larger the risk of being stuck at the limit. In practise this means that the portfolio manager, who gets

trapped at the limit, must either go to the client or the investment committee to ask for a new limit.
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TRANSACTION COSTS

One of the most important considerations when comparing the performance of static and dynamic portfolio

strategies evolves around transaction costs as frequent trading can offset the potential benefits of the dynamic

strategy. Furthermore, this regularization term minimizes the risk of trading as a result of noise, which limits

the potential losses incurred when estimation errors are large. As such, trading and the associated transaction

costs should be regularized in order to reduce the risk of trading too frequently. However, the regularization

should not be too constraining such that portfolio managers have difficulties capitalizing on evident capital

allocation opportunities. The penalty for trading that is to be included in the objective function of Eq. (6.2)

can be defined as,

φtradet (wt − wt−1) = κ′1|wt − wt−1|+ κ′2(wt − wt−1)2 (6.14)

in which κ1 and κ2 are vectors of penalty factors and the absolute and squared terms are taken elementwise.

It should be noted that the transaction cost function can represent actual transaction costs incurred, or as is

the case in this study, be functions that provide good results in backtests21. From an intuitive standpoint this

trading function could reflect the actual transaction costs or a restrictive attitude towards trading due to the

uncertainty associated with forecasting from Section 6.2. The penalty function represented in Eq. (6.14) is a

weighted elastic net, thereby serving as a combination of the Ridge and LASSO penalizers. This means that

the penalty function is a convex combination of the l1 and the squared l2 norm. Intuitively, the l1 penalty

reduces the number of trades and the l2 penalty reduces the size of the trades (Boyd et al., 2017). More

precisely, the l2 penalty shrinks together trades in highly correlated assets and splits the trades over multiple

days (Nystrup, 2017). As such, the l2 penalty tries to circumvent the price impact of large orders since these

large orders tend to move market prices in the assets that are traded.

It is possible to incorporate a variety of different trading penalty functions, for instance Gârleanu & Pedersen

(2013) presented a cost function of the nature (wt − wt−1)′Σt(wt − wt−1) which is closely related to the

quadratic risk function of Eq. (6.10), meaning that it captures the increased cost of trading in markets with

high volatility.

Despite this alternative, the intuitive nature of the l1 and l2 penalties of Eq. (6.14) and their direct link

to linear regression regularization through the LASSO, Ridge and Elastic net methodologies, makes it the

preferred choice for the subsequent analysis.

21Since φtradet is only used to determine the optimal sequence of weights. Actual transaction can then be applied outside the MPC

framework.
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HOLDING COSTS

Another consideration for portfolio managers concerns the fact that traditional mean-variance optimization

often results in corner solutions, i.e. only a subset of assets have non-zero weights. This potentially reduce

diversification benefits. To regularize this issue, a holding cost function is implemented, in which larger

allocations incur additional costs. An intuitive and basic holding cost function can be constructed in a

similar fashion to the aforementioned trading penalty in Eq. (6.14),

φholdt (wt) = ρ′1|wt|+ ρ′2w
2
t (6.15)

where ρ1 and ρ2 are penalty vectors and the absolute and squared terms are taken elementwise. This means

that the portfolio manager will be increasingly penalized when the allocations grow larger. Additionally, the

theoretical foundation for the definition of Eq. (6.15) is identical to the outlined reasoning for the trading

function of Eq. (6.14). The l1 penalty reduces the number of different holdings while the l2 penalty reduces

the size of the different holdings.

CONSTRAINTS

In addition to controlling trading and holding costs, portfolio managers can potentially improve the out-of-

sample performance by imposing constraints on the portfolio allocation, which will achieve similar results

to shrinking the covariance matrix (Jagannathan & Ma, 2003). As such, the portfolio manager can impose

constraints on the weights of the different assets such as minimum and maximum positions,

− wmin ≤ wt ≤ wmax, (6.16)

in which the inequalities are elementwise and wmin and wmax represent non-negative vectors of the allowed

maximum short and long positions in a given asset respectively. In this scenario, a long-only portfolio will

correspond to wmin = 0.

Finally, a maximum leverage constraint is implemented as,

||(wt)1:n||1 ≤ Lmax (6.17)

which requires the leverage in risky assets to not exceed Lmax. For long-short portfolios the thesis impose

the constraint Lmax = 2 going forward which is in line with that used by Nystrup (2017). However, it

should be noted that the leverage constraint is a hyperparameter that can be subject to additional tuning.

Other direct constraints such as asset specific constraints can be imposed, however, such possible constraints

will be mentioned in the results section.

In conclusion, the section has introduced and elaborated on the functionality of the MPC framework as well

as some of the different choices of cost functions to be included in the objective function defined in Eq. (6.2).
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It should be noted that the above findings and arguments are selective examples based on a wide variety of

possible convex holding and trading costs functions that could have been implemented just as easily. For

further elaboration of such, the authors refer to the study conducted by Boyd et al. (2017) in which many

other convex holding and trading costs functions are introduced. As such, the thesis has introduced the two

estimators in Section 3 after which the estimators were validated by showcasing that both models could

somewhat reproduce the stylized facts introduced by Granger & Ding (1995b) in Section 5. Furthermore,

the current section has introduced the MPC framework which will be used as part of the portfolio exercise

going forward. As such, the thesis stands at a point where the remaining analysis to be conducted involves

estimating the results of combining the estimators with the portfolio framework to evaluate whether superior

performance in terms of a variety of different return metrics can be achieved. This means that the coming

section will focus on the generated results.
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7 RESULTS

The previous section defined a regime based trading strategy that uses an HMM as the time series forecasting

model, which combined with an MPC framework determines capital allocations. As such, this section will be

focused on evaluating and comparing the results of the MPC strategy to a number of alternative portfolios. It

should be noted that the focus of the analysis will be centered around HMMs estimated through theMjump

approach. This is due to the fact that the obtained results from the Mmle and Mjump models are very

similar and the results of theMmle approach have already been well investigated by previous research such

as Nystrup (2017).

The analysis splits the data into an in-sample training period and an out-of-sample testing period. The

purpose of the in-sample training is to compute optimal values for the hyperparameters. The out-of-sample

testing is used to evaluate the MPC framework against a mean-variance efficient portfolio as well as a naive

equally weighted portfolio. The section will be structured as follows: Firstly, the data is introduced after

which it is separated into the aforementioned in- and out-of-sample periods. Secondly, the in-sample training

procedure is described along with results on optimal hyperparameter values. Finally, the section concludes

by evaluating the out-of-sample trading strategy while elaborating on its strengths and weaknesses.

7.1 DATA

The full dataset covers the period from February 1994 to February 2021. Despite the fact that some indices

go further back, the choice of the time period is a trade-off between historical availability and the size of the

asset universe, with the latter significantly shrinking prior to 1994. The in-sample data, shown in Fig. 7.1,

runs from February 1994 to November 2003 resulting in 2539 daily observations. As such, the models are

trained over several business cycles spanning the run up to the dot-com bubble, the burst of the dot-com

bubble and the subsequent recovery. The asset universe for the in-sample training period includes the S&P

500, MSCI Emerging Markets, Barclays US Treasury, High Yield Spread, Gold and Oil22

As such, the asset universe is quite diverse since it spans developed and emerging market equities, securities

that are rated as investment grade and below as well as commodities. Furthermore, as mentioned in Section 1

illiquid assets like direct investments in real estate and private equity are not possible inclusions in DAA.

However, to mitigate this constraint as much as possible, indices that mimic the performance of these types

of assets have been included. Three month treasury bills are used as a benchmark for the risk-free asset,

however, in the initial part of the in-sample period, spanning a couple of months, only monthly data is avail-

able for the risk-free asset. To circumvent this disparity in the data, the daily prices are linearly interpolated

22The S&P 500 (SPX), The MSCI Emerging Markets (MXEF), Bloomberg Barclays US Treasury (LUATTRUU), High Yield

Spread (CSI BARC), The Gold Fixing Price (GOLDLNPM) and The S&P GSCI Crude Oil (SPGCCLP)
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with some Gaussian noise. In addition, the reader should note that the first l observations, where l is the

window length in the rolling model, are used for initializing the model. That is, a batch of l observations are

used to train the first model. For values of l ∈ [1000, 2000]23 this is certainly a large slice of the in-sample

data, hence the implications and exact choice of l will be discussed in greater detail in the in-sample training

section.

Finally, note that the assets considered in-sample are only a subset of the assets considered out-of-sample due

to data limitations. As such, this increases the risk of making generalizations from the in-sample training to

out-of-sample testing more prone to errors, however, initial inspections do not show that the hyperparameters

are particularly sensitive to the number of assets involved, hence the benefits of including additional indices

seem to outweigh the costs. The development of the historical asset prices for the in-sample period is shown

in Fig. 7.1 in which it is evident that the assets capture the economic business cycle.

Figure 7.1: Historical asset prices during the in-sample period.

23The optimal sample sizes found in Section 4.
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The out-of-sample period runs from November 2003 to February 2021 resulting in 4495 daily observations.

However, due to a higher data availability, the out-of-sample period includes an asset set covering the S&P

500, MSCI Emerging Markets, Barclays US Treasury, High Yield Spread, Global Hedge Fund, S&P listed

Private Equity, European Public Real Estate index, Gold and Oil24. The inclusion of additional assets in the

out-of-sample period is not by itself an issue, however, if the additional indices have a different volatility

across time compared to the in-sample assets, it could potentially negatively influence the parameter tuning

of the MPC framework and thereby reduce the out-of-sample performance. In relation to this it should be

noted, that the mismatch in data availability between the in-sample and out-of-sample period, experienced

in this study, will automatically be reduced as time progresses. That is, if one were to redo this analysis

in the future, there would be a longer history of available data. This would reduce the risk associated with

obtaining sub-optimal hyperparameters as a consequence of the mismatch in the data between the in-sample

and out-of-sample periods.

Similar to the in-sample training, the first l observations of the data are used for model initialization. Since

one of the primal areas of interest is drawdown control there is an inherent incentive in choosing a value of

l low enough to allow for the inclusion of the observations generated by the GFC in the evaluation set. This

is due to the fact that the GFC is an interesting period to study as most assets performed well just before the

crisis and then suffered major drawdowns during the financial crisis. The exact value for l will be discussed

and defined in the in-sample section.

Furthermore, the GFC was subsequently followed by the sovereign debt crisis in 2012 and most recently the

COVID-19 outbreak in 2020. Therefore, the model will be tested through periods of high market volatility.

Yet, a part of the period was characterised by lower market volatility since a strong bull market was present

in a large period of time leading up to the COVID-19 outbreak. In addition, as noted by Pedersen (2009),

asset correlations tend to increase during periods of high market volatility, which can be seen in Fig. 7.2.

This means that the benefits of diversification reduce, thus many portfolios, such as an equally weighted or

value weighted portfolio would generally suffer substantial drawdowns in such periods. As such, the time-

period governing the out-of-sample testing seems rather appropriate as it tests whether the model is able

to sufficiently mitigate and reduce drawdowns while increasing risk-adjusted returns in volatile and rapidly

changing markets.

24The S&P 500 (SPX), The MSCI Emerging Markets (MXEF), Bloomberg Barclays US Treasury (LUATTRUU), High Yield

Spread (CSI BARC), Global Hedge Fund (HFRX), S&P listed Private Equity (SPLPEQTY), European Public Real Estate (EPRA) The

Gold Fixing Price (GOLDLNPM) and The S&P GSCI Crude Oil (SPGCCLP)
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Figure 7.2: Historical asset prices during the out-of-sample period. The dashed vertical line indicates the

end of the initialization period and the beginning of the evaluation period.

Finally, Table 7.1 shows the annualized25 asset performance for the evaluation period running from Septem-

ber 2007 to February 2021, which highlights that there is a clear difference in the performance across the

asset spectrum. Furthermore, it should be noted that the out-of-sample period starts right before the GFC,

i.e. at an all-time high, which significantly worsens the results of most assets. The poor performance across

some of the assets are expressed through negative Sharpe ratios, which essentially means that some of the

assets have delivered returns below the risk-free rate. This also means that some of the assets have performed

worse than the risk-free asset over the evaluation period.

However, it should be noted that many of the assets are subject to significantly improved performance during

subsets of the evaluation period, meaning if the model is able to choose the right assets at the right time,

a regime based strategy should provide value over static investment strategies. It is further stressed that

the chosen period is particularly interesting to study when the goal is to minimize portfolio drawdowns,

since Table 7.1, on a general level, indicates that high drawdowns and thus quite low Calmar ratios are

present throughout the out-of-sample period26. As such, it will be interesting to observe whether the MPC

framework can mitigate the large drawdowns while improving the risk-adjusted returns.

25Daily returns are annualized using 252 trading days per year.
26The Calmar ratio is defined as annualized excess return divided by maximum drawdown.
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Table 7.1: Annualized performance for each asset during the out-of-sample evaluation period from Septem-

ber 2007 to February 2021. All measures are in excess of the risk-free rate.

Excess Return Excess Std Sharpe Max drawdown Calmar ratio

Hedge Funds Global -0.0027 0.0373 -0.0729 0.2521 -0.0108

MSCI Emerging Markets 0.0075 0.1996 0.0378 0.6606 0.0114

European Public Real Estate -0.0271 0.2359 -0.1150 0.7447 -0.0364

S&P 500 0.0627 0.2053 0.3056 0.5678 0.1105

Oil -0.1659 0.4229 -0.3923 0.9852 -0.1684

Gold index 0.0593 0.1758 0.3375 0.4462 0.1330

Barclays US Treasury 0.0294 0.0439 0.6683 0.0717 0.4095

Private Equity -0.0063 0.2571 -0.0244 0.8412 -0.0074

CSI BARC Index -0.0348 0.3394 -0.1024 0.8925 -0.0390

7.2 IN-SAMPLE TRAINING

The in-sample training is performed by evaluating three distinct objectives which involve maximizing the

Sharpe and Calmar ratios while minimizing portfolio turnover. That is, just as in a regular Markowitz

mean-variance setting, high excess return and low standard deviation are preferred, though with the added

objective that for a given return and standard deviation, a lower drawdown over the period is preferred just

as lower turnover is. Minimizing annual turnover is imposed as a means of regularizing the amount of trades

occurring, thereby minimizing actual trading costs incurred. Too high portfolio turnover is also a means of

limiting "noise" based trading, as it increases how certain the model has to be in asset performances, in order

to carry out the specific trades. Following the procedure by Nystrup (2017),the in-sample training is carried

out for a long-only portfolio with γ0 = 5 because its excess risk is similar to that of a 1/n portfolio27. Fur-

thermore, Dmax is set to 0.15, which is an arbitrary choice as it is up to the individual portfolio manager and

the limited partners to determine how much drawdown they are comfortable with28. Finally, the transaction

costs for a one-way trade are assumed to be 10 basis points, yet no costs are assumed for trading the risk

free asset. This is a realistic assumption for institutional investors (Nystrup, 2017).

Training optimal hyperparameters is quite a challenging and rigorous process since many of the hyperpa-

rameters are mutually dependent29, meaning that all possible combinations within a specified grid have to be

tested. One of the advantages of the MPC approach, as outlined in Algorithm 11, is the complete separabil-
27Refer to the out-of-sample section to see results for range of γ0.
28The performance of MPC portfolios will be shown both with and without drawdown control Dmax to compare the effects of

imposing this type of risk-aversion.
29For example, the optimal level of trading costs κ1 is found to vary with the forecast horizon H .
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ity in computing the forecasted expected conditional asset parameters µ̂t+H and Σ̂t+H and solving for the

optimal sequence of trades in Eq. (6.2). Therefore, to reduce training time, the set of predicted means and

covariances for each asset can first be computed for the set of hyperparameters relating to the forecast model,

which include the length of forecast horizon H and the size of the shrinkage factors υs. These parameters

can then be stored after which tuning of the MPC hyperparameters can be conducted.

Before reviewing the results of the in-sample training the analysis provides considerations about the as-

sumptions being made. One of the main critiques of the utilised approach is that the model operates under

the assumption that the hyperparameters stay constant during the out-of-sample testing. However, having

previously analysed the time-varying nature of financial data in Section 5 this assumption is most likely

invalid. Since the inclusion of time-varying parameter updates necessarily requires much more computing

power and a single-objective function to maximize30, such analysis is left for future research. The inability

to capture the likely time-varying nature of the hyperparameters is also evident due to the initialization gap

between the first out-of-sample portfolio and the final in-sample training day. As such, it is evident that

the first out-of-sample portfolio is initialized using l observations, hence there is a gap between the time in

which the in-sample training finishes and the initialization of the out-of-sample testing finishes.

Another, although minor point, is the fact that the values that are tested for the different hyperparameters are

discretized since they are arbitrarily specified, as will be shown further below. This means that the tuning

procedure is only searching for an optimal combination of those arbitrarily set hyperparameters. However,

this also means that the hyperparameters might converge to a local maximum, because it is computationally

impossible to test all of the possible combinations of hyperparameters, which would secure the model con-

verging to the global maximum. Intuitively, the "optimal" hyperparameters are only relatively optimal to the

other arbitrarily specified values that are included in the hyperparameter tuning grid-search, yet there is no

way of testing whether these arbitrarily set values are the absolutely optimal values. Even so, these concerns

are prevalent across all statistical/machine learning models that have one or more hyperparameters. It is thus

in no way a unique issue of the MPC framework.

FORECASTING MODEL

As already mentioned, the forecasting model utilises an HMM in order to forecast the mean return vector

and variance-covariance matrix in each state for each asset. However, as the results are quite similar across

estimation types, only theMjump estimator will be analysed in-depth. Furthermore, this choice has been

made since extensive research such as Bulla et. al (2011) and Nystrup (2017) already tested a variety of

trading strategies in which they utilized HMMs derived through theMmle estimation approach. As such,

30As mentioned, three different objectives are compared during in-sample training i.e. maximize Sharpe and Calmar, and minimize

turnover.
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the thesis will contribute to the quantitative finance literature by testing a MPC framework using an HMM

derived through theMjump estimation procedure.

In addition, it should be noted that the estimation procedure of the Mjump models has slightly changed

for the MPC framework when compared to the analysis in Section 4 and Section 5. This is due to the

fact that theMjump models are now estimated through a rolling window of 1000 days as opposed to 1700

days. This is purely done in order to include the GFC in the out-of-sample evaluation period, since a rolling

window containing 1700 days would not have been initialized until 2010, hence the GFC would be part of

the initialization of the out-of-sample framework and thus not part of the trading evaluation. Furthermore,

the results of Section 4 did not show substantial difference betweenMjump models estimated on samples

of size 1000 vs. 2000. Furthermore, preliminary checks does not show large differences between models

estimated using 1000 and 1700 trading days.

MPC PARAMETERS

The parameters governing the MPC framework as well as the selected values to be tested in the in-sample

optimisation analysis are listed below.

PLANNING HORIZON. Planning horizons of H = 1, 10, 15, 25 are tried. 15 days appears to be optimal

since 1 and 10 days are too few while 25 too many as the objectives deteriorate when moving away from

H = 15. As described in Section 6.2, a longer forecast horizon will results in the forecast distribution

moving closer to the stationary distribution π. Even though trades beyond wt+1 are not implemented the

choice of H essentially boils down to a planning exercise, in which the next trade at time step t + 1 has to

be seen in light of a longer investment horizon.

TRANSACTION COSTS. The tested transaction costs involve (κ1)1:n = 0.0005, 0.001, 0.004, 0.008,

0.012, 0.015. However, as previously mentioned there are no transaction costs associated with the risk-

free asset, i.e. (κ1)n+1 = 0. It follows from the optimisation procedure that (κ1)1:n = 0.0040 appears

to maximize the aforementioned objectives. As such, the optimal trading cost is similar to that found by

Nystrup (2017), with the `1 term κ′1|wt−wt−1| being quite effective at reducing turnover whilst the `2 term

κ′2(wt−wt−1)2 does not appear to provide additional value, since it penalizes large daily trades by splitting

them over multiple days to avoid a large market impact. As such κ2 is not used going forward.

SHRINKAGE FACTORS. The tested shrinkage factors include υs = 0.1, 0.2, ..., 0.5. The inclusion of

shrinkage factors generally seems to stabilize the variance-covariance matrix greatly from values of 0.2 and

upwards. The optimal values are found at υs = 0.3 in both states, although for υs ≥ 0.2, the specific choice

of shrinkage factor in either state does not seem to impact the results substantially.
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HOLDING COSTS. The tested holding costs involve (ρ2)1:n+1 = 0, 0.0001, 0.0005, 0.001, 0.002 in which

the optimisation analysis found (ρ2)1:n+1 = 0.002 to be best at achieving the aforementioned objectives.

Contrary to transaction costs, the portfolio analysis impose a cost for holding the risk-free asset, as it penal-

izes the general allocation towards the risk-free security. This is a natural property of as it effectively reduces

the portfolio manager’s incentive towards holding cash. By further increasing (ρ2)n+1 one can reduce the

allocation to the risk-free asset if necessary. In addition, the analysis finds that the `2 term ρ′2w
2
t , which

was explained in Section 6.3, is effective at increasing portfolio diversification as allocations to an asset

are quadratically penalized. Lastly, the analysis finds that the `1 term ρ′1|wt| does not provide a substantial

impact on the size of the holding costs. Having a holding cost complements a maximum holding constraint,

which will be discussed next.

MAXIMUM HOLDING CONSTRAINT. The maximum holding constraints (wt)
max
1:n = 0.2, 0.3, 0.4, 0.5,

are also part of the optimisation grid search, in order to fulfill the aforementioned objectives. As such, the

analysis finds that a maximum holding constraint of 0.2 fits the objectives most sufficiently. However, the

reader should note that this holding constraint is not applied to the risk-free security due to the definition

of drawdown and the risk-aversion parameter γ0 in Eq. (6.13). As such, when a maximum drawdown is

approached, or even breached, the portfolio should impose a capital allocation towards the risk free security

of 100%. Yet, allocating 100% towards the risk free security will result in the portfolio manager being

restricted from making any capital allocation hence she will have to either go to the chief investment officer

or the limited partners to ask for a new drawdown limit, otherwise she will be stuck at a 100% allocation

towards the risk free security for years to follow as the drawdown decreases.

Having defined the hyperparameters that best fulfills the aforementioned objectives through extensive in-

sample training, the analysis now proceeds to test the MPC framework out-of-sample, which can be directly

compared to a naive 1/n investment strategy as well as a forward looking mean-variance portfolio denoted

FM.

7.3 OUT-OF-SAMPLE RESULTS

In this section the specified model is evaluated on the out-of-sample data. Initially, the portfolio allocations,

together with a performance table as well as a price developments figure, is shown for a variety of different

values for Dmax, using γ0 = 5. The analysis will then be expanded to also include a grid of risk aversion

parameters γ0, in which a variety of efficient frontiers and indifference curves are drawn and analyzed.

Note that a fee of 10 basis points per one-way transaction is assumed, not including the risk-free asset. In

addition, the actual fee for shorting assets is assumed to be equal to the risk-free rate. There are assumed no

price-impacts upon trading and no actual holding costs for long positions.
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Before beginning the analysis on the full out-of-sample set, it should be mentioned that a preliminary test

of a two-asset universe covering only S&P 500 and US Treasuries is shown in Appendix E. Such a strategy

achieves a Sharpe ratio of 0.8631, which is much higher than a similar strategy using the average weights

of 60-40 respectively over the out-of-sample period with monthly rebalancing, since such a strategy would

result in a substantially lower Sharpe. As mentioned, substantial research of two-asset strategies have been

conducted throughout the HMM literature, hence this analysis considers a larger asset universe.

ALLOCATIONS

The out-of-sample allocations for the long only (LO) and long short (LS) portfolios with maximum draw-

down Dmax = 0.15 are shown in Fig. 7.3.

It is evident from both figures that the portfolios always include multiple assets at any given time, which

especially for the LSDmax=0.15
is a consequence of the maximum holding (wt)

max
1:n = 0.20 constraint as

evident by asset allocations being at the boundary. The LODmax=0.15
portfolio contains a rather stable

allocation towards the risk free asset across time with the exception of a small period during 2013 and 2014

as well as 2019. In addition, the LODmax=0.15 portfolio has an allocation towards the risk free asset of

approximately 50% in the period following the GFC, which could be an indication of a drawdown limit

being reached, or even a breached. This will be analyzed in the subsequent section where an overview of the

drawdown across time for the different portfolios is provided. Furthermore, it seems that the LODmax=0.15

portfolio has a consistent large allocation towards the hedge fund index as well as the S&P 500 while smaller

allocations are being made in the remaining assets.

Moving on to consider the LSDmax=0.15
, it is evident that the weights of the assets change considerably

across time and especially during market periods where the portfolio takes advantage of its shorting ability.

In addition, the periods of which the LSDmax=0.15 portfolio enters into short positions are broadly charac-

terised as being periods of high market volatility, evident by the fact that the shorting is particularly apparent

during the GFC, the sovereign debt crisis as well as most recently during the COVID-19 outbreak. In par-

ticular, the sovereign debt crisis triggers a substantial increase in allocation towards assets from developed

markets like the S&P 500, US treasuries and the risk free rate while simultaneously shorting the CSI Barc

index and oil. One of the perhaps surprising findings is the rather constant positive allocation towards the

hedge fund index. This can most likely be explained by it having a low covariance with the other respective

assets.
31This Sharpe ratio is larger than any of the portfolios presented in Table 7.2, though this is likely due to these two assets’ particular

favorable performance during the period. As such, the large Sharpe ratio is a direct consequence of the performance of the two asset

universe rather than a particular portfolio framework.
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Figure 7.3: Asset weights over time for a long-only and long-short portfolio with drawdown.

PERFORMANCE COMPARISON

Having provided an overview of the development of the asset allocations for the out-of-sample LODmax=0.15

and LSDmax=0.15 portfolios, Table 7.2 contains the annualized performance, in excess of the risk free rate,

for all of the MPC portfolios, with the risk aversion parameter γ0 = 5, as well as a mean-variance portfolio

(FM)32 and a naive equally weighted portfolio (1/n). It should be noted that the FM portfolio is re-balanced

32It is computed as the tangency portfolio, using the log returns from 2007-2021 as input for means and variance-covariance matrix.
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on a monthly basis, however, the optimal portfolio of the FM framework is derived by assuming a full

forward-looking bias. Thus it assumes the investor knows the future, hence the obtained results will be

more positive than under normal operations. By doing so it becomes particularly interesting to observe

whether the MPC portfolios can beat the FM portfolio, since that would cement the appropriateness and

applicability of the MPC framework, although such results are not expected. In addition, the 1/n portfolio

is also re-balanced on a monthly basis.

Table 7.2: Performance of various strategies over the evaluation period September 2007 to February 2021.

Results are net of transaction costs.

Portfolio Excess Return Excess Std Sharpe Max drawdown Calmar ratio Annual Turnover

LODmax=0.15 0.0334 0.0720 0.4642 0.1575 0.2120 2.4417

LO 0.0339 0.0804 0.4217 0.2124 0.1596 2.8781

LSDmax=0.15 0.0424 0.1031 0.4108 0.1773 0.2389 2.8866

LS 0.0549 0.1450 0.3788 0.3666 0.1499 3.7918

FM 0.0255 0.0327 0.7782 0.1197 0.2127 0.1651

1/n 0.0179 0.0877 0.2044 0.3504 0.0512 0.3117

The excess return of the LODmax=0.15
and LO portfolios is 3.34% and 3.39% respectively, however, the FM

portfolio has an excess return of 2.55%, hence the LODmax=0.15
and LO portfolios obtain an excess return of

approximately 80 basis points higher than the FM portfolio. This is highly interesting as the LODmax=0.15

and LO portfolios have a much higher turnover33 activity, hence these portfolios are subject to larger trading

costs than the FM portfolio. This is also evident by Table 7.2 in which the LODmax=0.15
and LO achieves an

annual turnover of factor 2.44 and 2.88 respectively, which is much higher than the 0.17 for the FM portfolio.

However, the excess standard deviation is clearly higher for the LODmax=0.15
and LO portfolios when com-

pared to the FM portfolio, evident by their Sharpe ratio of 0.4642 and 0.4217 respectively, versus a Sharpe

ratio of 0.7782 for the FM portfolio. In addition, the maximum drawdown is higher for the LODmax=0.15 and

LO portfolios compared to the FM portfolio and it also appears that the LODmax=0.15
breaches its drawdown

constraint as its maximum drawdown is 0.1575 across the period. As previously mentioned, this is most

likely occurring during the period following the GFC. Encountering a breach of the maximum drawdown

tolerance is possible due to the fact that the portfolios are not adjusted continuously but rather adjusted at the

end of day, hence a breach can occur during the day meaning that the model is unable to react and change

the allocation key. This is another weakness of the MPC framework when using adjusted end-of day prices34

33Annual turnover is calculated as 252 · 1
T−1

∑T
t=2 ||wt − wt−1||1/2.

34Though in a live-trading scenario with constant price updates this is easily alleviated.
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rather than continuous trading and the relationship will be explored more in-depth by analysing the efficient

frontier plots in the subsequent part of the analysis. Furthermore, the Calmar ratio is also higher for the FM

portfolio when compared to the LODmax=0.15
and LO portfolios.

These findings are not that surprising because the FM portfolio was defined under unrealistic expectations,

hence it serves as the "best possible" scenario of knowing the future. On the contrary, when comparing

the LODmax=0.15 and LO portfolios to a naive equally weighted portfolio the difference in performance

is quite substantial. The LODmax=0.15
and LO portfolios have excess return of 155 and 159 basis points

above the naive 1/n portfolio respectively and achieve more than double its Sharpe and Calmar ratio, while

having approximately a 2x lower maximum drawdown. By the looks of it, this serves as clear evidence

that profitable strategies do exist, due to the substantial improvement in performance when compared to the

naive investment strategy out-of-sample. However, one should always consider the time-varying nature of

return ratios, hence in order to provide an in-depth overview of such the 5 year average rolling Sharpe ratios

have been provided in Appendix F. The figure clearly shows that the naive investment strategy achieves a

higher 5 year rolling Sharpe ratio than the LODmax=0.15 and LO portfolios for the predominant part of the

period from 2014 to 2019. As such, it is only recently that the 5 year rolling average Sharpe ratio of the

MPC portfolios outperform that of the naive 1/n portfolio. This could serve as an indication towards the

MPC portfolios being attractive in periods of high market volatility, as it is predominantly throughout these

periods that the 5 year rolling average Sharpe ratios of the MPC portfolios become larger than those of the

naive investment strategy.

A similar picture holds true when analysing the LSDmax=0.15
and LS portfolios. Both of these achieve the

highest excess return for the period at 4.24% and 5.49%, respectively. However, the Sharpe ratio for the

LSDmax=0.15 and LS portfolios is lower than that of the FM, LODmax=0.15 and LO portfolios, yet still sub-

stantially higher than the Sharpe ratio of the 1/n portfolio. Furthermore, the maximum drawdown is, as

expected, higher for the LSDmax=0.15
and LS portfolios compared to the LODmax=0.15

, LO and FM portfo-

lios. In addition, it appears that the maximum drawdown constraint of theLSDmax=0.15
portfolio is breached,

as Table 7.2 indicates that its maximum drawdown across the period is 0.1773. The argument for this is iden-

tical to that of the LODmax=0.15 portfolio. In addition, it appears that the LSDmax=0.15 portfolio achieves a

higher Calmar ratio compared to the LODmax=0.15
portfolio. This show that the trade-off in increased excess

return for a higher maximum drawdown is preferable in this scenario.

In addition, it appears that even though the FM portfolio achieves a higher Sharpe ratio and a lower maximum

drawdown compared to both the LODmax=0.15 , LO, LSDmax=0.15 and LS portfolios, the FM portfolio is not

able to match the Calmar ratio of the LSDmax=0.15 portfolio and it only slightly comes out ahead when

compared to the LODmax=0.15
portfolio. As such, this means that the excess return for each unit of additional
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maximum drawdown is higher for the LSDmax=0.15 portfolio than the FM portfolio, which was built on the

assumption of knowing the future. This is a pretty significant finding, because there are investors who would

prefer a high Calmar ratio to a high Sharpe ratio, thereby making the finding particularly promising since it

highly solidifies the possibilities with the MPC framework.

Lastly, since it appears that there is a potential further upside associated with selecting the LSDmax=0.15

portfolio when evaluating through the Calmar ratio, further studies should consider looking into and un-

covering this relationship further. The subsequent part of the analysis will provide an overview of how the

different values of the portfolios develop over time if one had invested 1000 dollars in each strategy just

before the GFC. This is shown in Fig. 7.4 together with the development of the maximum drawdown of the

LODmax=0.15 , LSDmax=0.15 and 1/n portfolios.

Figure 7.4: Comparison of MPC investment strategies for various values of Dmax.

As such, it is evident from Fig. 7.4 that particularly the LS portfolio does well in periods of high market

volatility, however, it has difficulties sustaining the performance, evidenced by the sharp increase during
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the GFC followed by a rapid decrease. The strong increase in returns witnessed by the LS portfolio during

the period of the GFC is primarily attributed to it shortening the European Public Real Estate as well as the

Global Hedge Fund and Private Equity assets. However, the sharp backdrop in the portfolio value means that

the strategy is too slow to get out of the position when markets start improving. Furthermore, the forward-

looking nature of the FM portfolio is distinct since it primarily consists of a solid straight line with very

little variance across time. This is also the reason for the aforementioned results, as it would be close to

impossible to outperform the FM portfolio. Interestingly, the LS and the LSDmax=0.15
portfolios achieve

a higher price level throughout the period compared to the LO and LODmax=0.15
portfolios, which can

probably be attributed to the long-short portfolios being less constrained. Furthermore, it can be attributed

to the LSDmax=0.15
and LS portfolios performing better than the LODmax=0.15

and LO portfolios in periods

of high market volatility, evident by the GFC and recent COVID-19 outbreak. However, it is also clear that

the LODmax=0.15
and LO portfolios have less variance across time, which is also congruent to the findings

from Table 7.2.

In addition, it is evident that all of the MPC portfolios outperform the naive investment strategy considerably,

since the 1/n portfolio drops substantially in value following the GFC after which it only recovers at around

year 2017. However, some major questions can also be raised in terms of the performance of the MPC

portfolios. Firstly, it is evident from Fig. 7.4 that the naive investment strategy has a much more stable

progression following the downturn of the GFC. Secondly, it appears that the naive investment strategy was

able to reduce the value difference between itself and the MPC portfolios since the gap between the lines

shrank until the recent COVID-19 outbreak, which saw a rapid increase in the value of the MPC portfolios.

As such, one should be careful to glorify the MPC approach, however, it does appear that the framework has

merit, particularly in periods of high market volatility.

Finally, it is evident from the bottom part of Fig. 7.4 that the aforementioned breach in the drawdown

constraint of the LODmax=0.15
and LSDmax=0.15

portfolios happens during the period following the GFC in

2009. As such, it is highly interesting to observe the different allocation changes that the respective portfolios

provide. The LODmax=0.15 portfolio observes that the drawdown has been breached and quickly re-adjusts

its allocation towards approximately 50% in the risk free security as evident by Fig. 7.3. Yet, this is not the

expected response, since the definition of the drawdown control should impose a 100% allocation towards

the risk free security. Furthermore, when analysing the reaction by the LSDmax=0.15
portfolio it appears that

it only increases its holding slightly in the risk free assets, yet the portfolio exits all of its short positions

and restrains itself to long-only allocations for the following period as its drawdown level decreases as per

Fig. 7.4.
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Additional research should look into understanding the dynamics of the LODmax=0.15 and LSDmax=0.15

portfolios as their reaction to breaching the drawdown constraint is highly interesting. Yet, their choice of

allocation can most likely be explained by the dynamics of the forecasted covariance matrix, in which the

model is able to construct portfolios that is safer than allocating 100% towards the risk-free asset. it is clearly

a result of non-negative variance and covariance in the risk-free asset, which emerges when it is estimated

historically as done in this study. One solution could have been a simple constraint requiring 100% allocation

to cash in the event of a drawdown breach.

Despite this finding, it should be noted that both the LODmax=0.15
and LSDmax=0.15

portfolios achieve a

lower drawdown compared to the naive 1/n portfolio in periods of high market volatility, however, the naive

strategy obtains a better drawdown during periods of low market volatility, for instance during the recent

bull-market governing most of the period from 2014 to 2018. This could be evidence towards not utilizing

a portfolio with drawdown control in periods of low market volatility, hence further research should look

into the possibility of relying on a portfolio governed by a maximum drawdown constraint in periods of

high market volatility while on the contrary using a portfolio that is not governed by a maximum drawdown

constraint in periods of low market volatility. The following section will analyse a combination of differ-

ent efficient frontiers to get an improved understanding of how the different hyperparameters of the MPC

framework as well as the breaching of the maximum drawdown impact the return ratios.

EFFICIENT FRONTIERS

The efficient frontier of the Sharpe and Calmar ratio for different levels of γ0 is shown in Fig. 7.5. It

should be noted that the plot is only shown for a portfolio consisting of LODmax=0.1
, LODmax=0.15

as well

as LO. This is because the curvatures are roughly similar, although slightly shifted, for the LS portfolios.

Furthermore, the equally weighted 1/n portfolio is included for comparison purposes.

When analysing the frontiers for the LODmax=0.1 , LODmax=0.15 as well as the LO portfolios, it appears

that drawdown control can be implemented with a corresponding gain in mean-variance efficiency, both

when evaluated against the Sharpe and the Calmar ratio. This is clear by the fact that the LODmax=0.1
and

the LODmax=0.15 portfolios consistently lie above the LO portfolio, except for a very narrow range of γ0

when measuring the impact on the Sharpe ratio. This finding can primarily be attributed to the fact that

by increasing the risk-aversion parameter γ0, as the drawdown approaches Dmax, a larger fraction of the

portfolio is allocated to the risk-free asset as seen by Fig. 7.3. However, this does not lead to a worse Sharpe

ratio, although reduced risk-taking in periods with above-average Sharpe ratios would naturally do so.
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Figure 7.5: Sharpe and Calmar ratio as a function of γ0 and various values of Dmax.

As such, drawdown control simply leads to a higher average risk aversion without penalizing the Sharpe

ratio. The same tendency generally holds true for the Calmar ratio. Furthermore, it appears that there is

substantial upside associated with shying away from a naive investment strategy since all of the lines of the

MPC portfolios are at much higher levels compared to the 1/n portfolio across all γ0. As a result of these

findings, an interesting analysis would be to uncover whether a similar relationship exists for different values

of the maximum drawdown and the Sharpe ratio. This relationship is shown in Fig. 7.6.
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Figure 7.6: Sharpe ratio as a function of MDD for various values of Dmax. The points from right to left

correspond to γ0 = 1, 3, 5, 10, 15, 25

When analysing Fig. 7.6, it is evident that a similar relationship to that of the Sharpe ratio and various

levels of γ0 exists between the maximum drawdown and the Sharpe Ratio. This is particularly promising,

as the finding of increased risk aversion yielding higher Sharpe ratios also holds when tested against a

variety of different maximum drawdowns. In addition, it is evident from the figure that the drawdown

limit is breached, although not by much, when γ0 = 1, 3 and 5 for the LODmax=0.15 portfolio and the

same conclusions holds for the LODmax=0.10
portfolio. As such, the success of the proposed approach to

drawdown control is rather insensitive to the choice of initial risk-aversion parameter, since any value of

γ0 > 5 will work for a drawdown limit as constraining as Dmax = 0.1. As already mentioned, drawdown

control is more sensitive to the frequency of which portfolio allocations are updated, since optimal drawdown

control requires continuous trading (or at least continuous monitoring). However, it appears that end-of-day

allocation changes are sufficient for the maximum drawdown control to work for reasonable values of γ0 and

Dmax. This finding further explains the breach of the maximum drawdown constraint, hence these frontiers

can serve as an additional tool for portfolio managers to select the appropriate risk-aversion parameter.
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FINAL REMARKS

In conclusion, the results solidifies that by adjusting the risk aversion based on realized drawdown, the

proposed MPC solution towards the multi-period portfolio selection problem, successfully controlled draw-

downs with little or no sacrifice of mean–variance efficiency. Furthermore, the analysis found that the

portfolio performance could be substantially improved by reducing maximum drawdown resulting in higher

Sharpe and Calmar ratios. However, none of the constructed MPC portfolios were able to beat the forward-

looking FM portfolio. This was not a surprising finding, however, it turned out that theLSDmax=0.15
portfolio

outperformed the FM portfolio when evaluated on the Calmar ratio, hence this type of portfolio construction

could cater to a special part of the investor space focusing on increasing Calmar ratios rather than Sharpe

ratios.

Additionally, the analysis found that the choice of daily data frequency along with daily rebalancings po-

tentially posed some problems. Firstly, the lack of intra-day data made it possible to breach the drawdown

limitsDmax. Secondly, the frequency might even be too low, as adjustments can be rather late, thus it would

be interesting for future research to consider the MPC framework using intra-day data. Lastly, the analysis

found that the MPC approach resulted in higher excess returns both when compared to the FN and 1/n port-

folios without increasing the maximum drawdown considerably, with the exception of the LS portfolio. As

such, the MPC approach to multi-period portfolio selection has potential in practical applications, however,

it is a complex procedure that extends on complicated estimation procedures ofMjump andMmle models.

As such, it would probably be difficult to raise capital since the limited partners would have to understand

the dynamics of the framework before providing a hedge fund or similar sophisticated investor with capital.

In addition, the Mjump framework has not been built as an open-source system hence it would require

a detailed understanding of the underlying mathematics to implement it. This is also the reason that the

authors have released the framework for open source access on https://github.com/Cstolborg/HMMpy.

In addition, the MPC framework is computationally heavy, hence it would take more resources to run it

efficiently (or a faster implementation) if it were to be implemented on a continuous basis. This also means

that the portfolio manager would have to consider the impact of the size of the asset universe in order to run

the algorithms efficiently. Despite these deficient points, the MPC framework holds substantial power since

it provides a flexible framework for incorporating new information into a portfolio as it becomes available

and one can incorporate any constraint into the portfolio allocation procedure. In conclusion this framework

should be useful in future research, when evaluating the performance of portfolio allocations and return

models, although certain areas outlined above require further research.
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8 CONCLUSION

As explained in the thesis outline, the purpose of this study was split into four key sections involving (1)

implementation and open-sourcing of HMM estimation in Python using both theMmle andMjump esti-

mation procedure. (2) A theoretical analysis of the properties of HMM estimators as well as an in-depth

simulation study to further examine the models’ ability to fit data simulated from correctly as well as mis-

specified distributions. (3) An analysis testing whether the estimated models can fit and reproduce the set

of stylized facts of financial returns introduced by Granger & Ding (1995b). Finally, based on the estimated

models in (1-3) the thesis tests a specific RBAA strategy which utilizes an MPC framework.

The primary purpose of the simulation study was to uncover whether the models would converge towards

some artificially specified true HMM parameters. This was tested, both when the data was simulated from a

correctly specified Gaussian distribution and a misspecified t-distribution with five degrees of freedom. The

analysis found that both theMmle andMjump estimators generally converge towards the true parameter

values as the simulation length increases with sample sizes of 1000 usually being enough. However, it

should be noted that these results are dependent on the assumption that the underlying distribution of data is

known, which is generally unrealistic, especially when dealing with financial returns (Cont, 2001).

This critique of the original simulation, in which the simulated data and model estimators shared the same

Gaussian distributions, was the primary driver for evaluating how the estimators perform when they are pur-

posefully estimated on a misspecified t-distribution with five degrees of freedom. The analysis suggested

that theMjump model is very robust in terms of fitting the transition probabilities, which was a convincing

finding of its merit and application on real data. However, theMmle model generally had some problems

in achieving parameter convergence, particularly for the low-variance state. On an overall note it could fur-

thermore be concluded that the convergence of the estimators increased in the sample length. As such, it

was particularly evident that the estimators achieve some level of unbiasedness and consistency at a sample

length H ≥ 1000. Lastly, the section focused on deriving the optimal jump penalizer λ in which a set of

standardised features was constructed from the simulated data. The analysis found that the BAC is gener-

ally increasing in features although there appeared to be an upper limit at a BAC of approximately 0.92.

Furthermore, it was concluded that the BAC was increasing in sample lengths.

Based on the findings in the simulation study, the analysis proceeded to test whether the estimators could fit

the stylized facts defined by Granger & Ding (1995b). As such, the primary purpose of this analysis was to

evaluate whether the estimators’ could reproduce the general distributional and temporal properties that are

typically found in financial returns data. This was done in order to get clarity of how well the estimators’

fitted financial data and whether it could be expected that the estimators’ would generalise well towards new

financial data, thereby making the models useful in a subsequent portfolio strategy exercise. In addition, the
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analysis of the stylized facts was conducted on models being estimated on empirical data from the S&P 500

return series using a rolling window of 1700 observations. As such, the analysis found that both theMmle

and Mjump model are able to reproduce the four temporal as well as the three distributional properties,

however, the Mjump model achieved an overall better performance when compared to the Mmle model.

This was particularly evident when reproducing the empirical absolute autocorrelation function, since the

Mjump model achieved a better fit for the first 200 lags, although the Mmle achieved a better fit for the

remaining lags. In addition, the analysis found substantial variation in the parameters over time, thereby

greatly supporting the use of rolling estimation. In addition, the use of rolling estimation has the property

that no foresight is assumed at any point in time. Lastly, the fact that theMjump model was able to obtain

an improved fit of the stylized facts over theMmle model was a testament of the thesis’ contribution to the

literature of quantitative finance, since no other paper has researched fittingMjump models to the stylized

facts defined by Granger & Ding (1995b).

Having shown that the estimators are able to somewhat reproduce the stylized facts defined by Granger &

Ding (1995b) the final part of the analysis involved combining theMjump model with the MPC framework

in order to establish a dynamic portfolio strategy. As such, the portfolio exercise found that by adjusting

the risk-aversion based on realized drawdown, the MPC framework can successfully restrict drawdowns

with little or no sacrifice of mean–variance efficiency. In addition, the analysis concluded that the portfolio

performance could be substantially improved by reducing maximum drawdown, which in turn resulted in

higher Sharpe and Calmar ratios. Despite these promising findings, none of the MPC portfolios were able to

beat the forward-looking mean-variance portfolio, however, this conclusion was not surprising as the mean-

variance portfolio was estimated using a full forward-looking bias, hence it is unobtainable in practice.

Furthermore, one of the interesting findings of the analysis was the fact that drawdown control leads to a

higher average risk-aversion without penalizing the Sharpe ratio.

In addition, one of the key positive findings of the MPC framework is the ability to construct and incorporate

a variety of different cost and constraint functions that restrict the portfolio allocation in a desired way.

However, the flexibility of the MPC framework also serves as one of the main points of critique. The

critique is related to the broad number of hyperparameters, which make training computationally expensive.

As a result, the MPC analysis assumes that the hyperparameters are non-time varying, although the evidence

in Section 5 suggests otherwise. As such, future research should focus on finding an estimation procedure,

in which the hyperparameters can be estimated dynamically. Despite this deficiency of the framework, the

analysis clearly concluded that the MPC framework holds substantial power since it clearly outperformed a

naive equally weighted investment strategy out-of-sample. In conclusion this framework should definitely

be useful in future research, when evaluating the performance of portfolio allocation and return models.
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10 APPENDICES

A BOX-PLOT OF JUMP PENALTIES

Figure A.1: Boxplot hypertuning the jump penalizer λ.
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B SIMULATION RESULTS

Figure B.1: Plot of the Mmle and Mjump parameters from conditional Gaussian distributions. The es-

timates show the models’ convergence towards true values as a function of simulation length. Results are

based on 1000 simulations.
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Figure B.2: Plot of the Mmle and Mjump parameters from conditional t-distributions with five degrees

of freedom. The estimates show the models’ convergence towards true values as a function of simulation

length. Results are based on 1000 simulations.
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Figure B.3: Balanced accuracy ofMjump estimator as a function of the penalty λ using different simulation

lengths and the features defined in algorithm 10. All points are based on the estimate Ω̂(λ) based on 1000

simulated series.
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Figure B.4: Empirical fit of a normal and t-distribution to data simulated from a t-distribution with five

degrees of freedom. Results are based on 1000 simulated series.
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C REPRODUCING TP1 AND TP4

Figure C.1: Autocorrelation function of rt and sign(rt).
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D OUTLIER CORRECTED ROLLING MOMENTS AND ACF PLOTS

Figure D.1: Development of first four moments from the estimated models compared to rt using a rolling

window of 1700 days. Model estimates are calculated using Monte-Carlo simulations correcting for outliers

that are further than four standard deviations away from the mean. Outliers are treated locally in each

subsample of 1700 observations.
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Figure D.2: Autocorrelation function of |rt|. The first panel shows the results on the full data and the bottom

panel shows the results after correcting outliers to r̄t ± 4σ.
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E TWO-ASSET MPC ALLOCATIONS

Figure E.1: Two-asset universe, rolling allocations. Performance of MPC strategy when only S&P 500 and

Barclays US Treasury are tradeable. The strategy achieves a Sharpe of 0.86, which is much higher than any

of the individual assets. A similar strategy using the average weights over the period of 60-40 with monthly

rebalancing, would also result in a substantially lower Sharpe.
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F MPC PERFORMANCE

Figure F.1: 5 year rolling Sharpe rations out-of-sample for the LODmax=0.15
, LO and 1/n portfolios
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