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Abstract

Copenhagen Business School

MSc. Finance and Investments

Master’s Thesis

Dynamic Asset Allocation based on Hidden Markov Model regime sequences

by Nikolaj Abrahamsen, Dimitrij Nakovski

This thesis attempts to answer whether Dynamic Asset Allocation (DAA) strategies that are for-
mulated on uni- and multivariate Hidden Markov Models (HMM) can significantly outperform
Strategic Asset Allocation (SAA) methods and other comparable benchmarks. Building on previ-
ous studies, an adaptive estimation approach with time-varying HMM parameters is applied. It
is examined how well a 2- and 3-state Gaussian Hidden Markov Model replicates stylized facts
of financial returns. The findings demonstrated that the state labelling accuracy is marginally im-
proved when adding an additional input feature in combination with changes to the covariance
matrix structure under the Hidden Markov Model. Moreover, with the application of state proba-
bility smoothing methods, the persistence of the predicted sequences is further strengthened. The
market-neutral academic equity factors that are the most pro-cyclical as measured by the returns
in the 2- state HMM are Momentum (MOM) and Size (SMB) factors, whereas the "Betting-against-
Beta" (BAB) and "Robust-Minus-Weak" operating profitability factors are found to show the high-
est returns in the bearish HMM states. Based on the smoothed state sequences, mean-variance
efficient portfolios are formed both in the unconditional "all-weather" SAA approach, which in
the DAA strategies are optimized conditionally on the regimes and based on the in-sample (2001-
2015) asset performances. Whereby, the portfolios are formulated on MSCI USA equity factors,
the S&P GSCI commodity index and the Bloomberg Barclays US Long Treasury Unhedged Bond
Index. The findings suggests that for all DAA strategies, the performance in terms of the Sharpe
ratios in the out-of-sample data is improved over the SAA portfolio. However, the significance
tests of differences in returns establishes that such outperformance is found to be insignificant for
all DAA strategies.



ii

Acknowledgements
First and foremost, we would like to thank our supervisor Kasper Lund-Jensen for his mentorship and
insightful comments throughout the entire thesis process. We are sincerely grateful for the academic help
provided by all the staff at Copenhagen Business School. This thesis was written based on the interest
that we developed in portfolio management theories as students of the Finance and Investments master’s
programme at CBS. The whole process has been exciting but it has also involved numerous challenging
times. Lastly, we would like to thank our families and friends who have given us the necessary emotional
support, guidance and all the help along the way.



iii

Contents

Acknowledgements ii

1 Introduction 1
1.1 Thesis statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Delimitation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.3 Literature review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

1.3.1 Portfolio allocation methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.3.2 Regime-switching strategies based on Hidden Markov model signals . . . . . 5

2 Asset universe 8
2.1 Equity Factors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.1.1 The economic rationale behind the Size premium . . . . . . . . . . . . . . . . 10
2.1.2 The economic rationale behind the Value premium . . . . . . . . . . . . . . . 11
2.1.3 The economic rationale behind the Momentum premium . . . . . . . . . . . . 12
2.1.4 The economic rationale behind the Quality factor . . . . . . . . . . . . . . . . 12
2.1.5 The economic rationale behind the Minimum Volatility factor . . . . . . . . . 13

2.2 Historical performances of the equity factors . . . . . . . . . . . . . . . . . . . . . . . 14
2.2.1 Academically constructed factors . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.2.2 MSCI USA Factors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.3 Multi-asset class setting with US T-Bonds and Commodities . . . . . . . . . . . . . . 18
2.3.1 The S&P GSCI and the Fixed income US Treasuries Indexes . . . . . . . . . . 19

2.4 Benchmark Performances . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.4.1 S&P Economic Cycle Factor Rotation Index . . . . . . . . . . . . . . . . . . . . 22

2.5 Distributional Properties . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
2.5.1 Distributional properties for the MSCI USA factors . . . . . . . . . . . . . . . 24
2.5.2 Distributional properties for the bond and commodity indexes . . . . . . . . 25

2.6 Temporal Properties of the MSCI USA parent index . . . . . . . . . . . . . . . . . . . 25
2.7 Analysis of the relationships across equity factors and asset classes . . . . . . . . . . 26

2.7.1 Evaluation of MSCI USA factor relationships . . . . . . . . . . . . . . . . . . . 27
2.7.2 MSCI USA factor betas in a CAPM setting . . . . . . . . . . . . . . . . . . . . 30
2.7.3 Contrasting MSCI USA factors and academic factors . . . . . . . . . . . . . . 33
2.7.4 Evaluation of the relationship between MSCI USA factors, the fixed income

and commodity indexes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

3 Hidden Markov Models 36
3.1 Hidden Markov Models in Discrete Time . . . . . . . . . . . . . . . . . . . . . . . . . 37

3.1.1 Markov Chains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37



iv

3.1.2 Hidden Markov Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
3.1.3 Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
3.1.4 Likelihood Computation - The Forward Algorithm . . . . . . . . . . . . . . . 40
3.1.5 Decoding - The Viterbi Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . 45
3.1.6 Learning - The Baum Welch Algorithm . . . . . . . . . . . . . . . . . . . . . . 48

3.2 Hidden semi-Markov models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54
3.3 Model Estimation and selection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

3.3.1 Model featuring the MSCI US index the and 2-10 year yield T. spread . . . . . 58
3.3.2 Model featuring the MSCI US index and the credit spread between high

yield bonds and the 10 year yield . . . . . . . . . . . . . . . . . . . . . . . . . . 59
3.3.3 Model featuring the MSCI US index and the VIX index . . . . . . . . . . . . . 60
3.3.4 Model featuring the MSCI USA index and the MOVE index . . . . . . . . . . 60
3.3.5 Model featuring Earnings Expectations and the MSCI USA index . . . . . . . 61
3.3.6 HMM featuring the JPM-GBI-USA and the MSCI USA index . . . . . . . . . . 61
3.3.7 Bivariate model construction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
3.3.8 Model Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63
3.3.9 Matching of Moments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
3.3.10 Long Memory reproduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
3.3.11 Model Selection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
3.3.12 Parameter Stationarity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79
3.3.13 Rolling window estimations of the unconditional moments . . . . . . . . . . 83
3.3.14 Models with rolling windows and transitions . . . . . . . . . . . . . . . . . . 85
3.3.15 Smoothing of state transitions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
3.3.16 Further improvements to the hidden Markov models . . . . . . . . . . . . . . 93

4 Strategic Asset Allocation 94
4.1 Mean-Variance Optimization (MVO) . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

4.1.1 SAA implementation of the resampled MVO method . . . . . . . . . . . . . . 96
4.1.2 Shrinking the covariance matrix . . . . . . . . . . . . . . . . . . . . . . . . . . 98

5 Regime-based Asset Allocation 101
5.1 Regime-based performances . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

5.1.1 Conditional Asset performances . . . . . . . . . . . . . . . . . . . . . . . . . . 102
5.1.2 Conditional performances of the academically constructed factors . . . . . . 104

5.2 Portfolio formation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
5.2.1 Regime-based resampled mean-variance optimization . . . . . . . . . . . . . 105

5.3 Performances of the regime-switching strategies . . . . . . . . . . . . . . . . . . . . . 107
5.3.1 Performance of in-sample optimized regime-switching strategies . . . . . . . 107
5.3.2 Comparison of the performances between benchmark strategies and indexes 109

5.4 Significance testing of the return differences between SAA and DAA strategies . . . 109

6 Conclusion 111
6.1 Summary of the applied methods and obtained findings . . . . . . . . . . . . . . . . 111
6.2 Further research . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113

6.2.1 Extension of the asset universes . . . . . . . . . . . . . . . . . . . . . . . . . . 113



v

6.2.2 Further improvements and extensions to the Markov mixture models . . . . 114
6.2.3 Additional possibilities for the tested asset allocation strategies . . . . . . . . 114

A Rolling correlation plots 115

B Hidden Markov model plots 119

C Hidden Markov Model tables 141

D Conditional academic factor performances 143

E Additional DAA performances with simple allocations 145

Bibliography 146



vi

List of Abbreviations

ACF Autocorrelation function
BAB "Betting-against-Beta" factor
AIC Akaike iformation criterion
BIC Bayesian iformation criterion
CAPM Capital Asset Pricing Model
CMA "Conservative-Minus-Aggresive" investment quality factor
DAA Dynamic asset allocation
EFFR Effective-federal funds rate
EM Expectation-Maximization
ETF(s) Exchange-Traded Fund(s)
GFC Global Financial Crisis
HMM(s) Hidden Markov model(s)
HML "High-Minus-Low" Value factor
HSMM(s) Hidden semi Markov model(s)
JPM GBI USA J.P. Morgan Government Bond Index "USA only"
MDD Maximum Drawdown)
MHMM(s) Multivariate Hidden Markov model(s)
MOVE Momentum
MOVE Merrill Lynch Option Volatility Index
LDT Bloomberg Barclays US Long Treasury Unhedged Index
S&P GSCI Standard & Poor’s Goldman Sachs Commodity Index
SAA Strategic asset allocation
SMB "Small-Minus-Big" Size factor
SR Sharpe ratio
RMW "Robust-Minus-Weak" operating profitability factor
TAA Tactical asset Allocation
QMJ "Quality-Minus-Junk" Quality factor
VIX Chicago Board Options Exchange Market Volatility Index



1

1 Introduction

The most important determinant of portfolio performance is asset allocation (Brinson et al. 1986,
Ibbotson & Kappland 2000). Asset allocation broadly determines how a portfolio is constructed,
that is, which major asset classes are included in the portfolio construction (Bodie et al., 2008).
Even though asset class performance is strongly linked to economic conditions, many investors
practising strategic asset allocation (SAA) do so by optimising efficiency across the range of eco-
nomic scenarios. Rather than adapting to economic shifts, many SAA strategies can thus be char-
acterised by static "all-weather" portfolios.

However, if economic conditions can be classified into a range of scenarios, and these scenarios are
persistent, a dynamic asset allocation (DAA) strategy should add value over SAA. "All-weather"
portfolio construction is constrained to follow static target weights and is based on infrequent
estimation of the asset volatilities, cross-correlations and term premiums. These infrequent es-
timations make them relatively less flexible and potentially cause them to neglect opportunities
that arise during sudden regime changes. Instead, a more adaptable approach is warranted, which
allows for the accurate tracking of the time-varying nature of the asset correlations, which is an
integral part of evaluating systematic risk, particularly during highly uncertain- recessionary pe-
riods. Consequently, the main challenge is to devise a strategy that accurately tracks and provides
signals of the changes in the underlying regimes. The investment philosophy underlining DAA
exploits favourable market periods combined with mitigating losses in less fortunate periods. It
is important to note that the objective in DAA is not to predict future economic regimes but rather
to identify the current regime and perform allocations conditional on this information.

A common way to identify regime changes is through Composite Leading Indicators (CLI), de-
signed to provide early signals of turning points in business cycles by showing fluctuation of the
economic activity around its long term potential level (Hesselholt and Knuthsen, 2009). However,
these indicators tend to be lagging rather than leading due to the delay after which economic data
is released. These data releases can range from a month to a quarter, depending on the economic
figure. After such a delay, there is a high probability that the regime change has already happened
(Nystrup, 2014). In light of this, regime-switching models based on daily returns can be helpful,
as regime changes can be identified in a matter of days due to how the market continuously prices
new information.

As especially equities can experience high volatility in some of these regimes, some studies have
favoured a forecasting-based factor allocation over a diversified passive factor allocation to reduce
the drawdown of the equity portion of their portfolios (Arnott, Beck, Kalesnik, and West, 2016;
Bender, Sun, Thomas, and Zdorovtsov, 2018; Hodges, Hogan, Peterson, and Ang 2017). However,
there are also sceptics (Asness, 2016; Asness, Chandra, Ilmanen, and Israel, 2017; Lee, 2017). In
theory, the benefits of factor investing are most significant for long-short factor portfolios, which
capture pure factor premiums and have a low correlation with asset class risk premiums (Ilmanen
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and Kizer, 2012). In practice, however, factor investing is typically implemented using long-only
strategies designed to capture a factor premium on top of an asset class risk premium. A popular
way to do so is by replicating the performance of smart beta indices, which use mechanical rules
to deviate from the capitalisation-weighted market index. These rules tend to result, either explic-
itly or implicitly, in systematic tilts toward certain factors. Chow et al. (2011) empirically showed
that the added value of popular smart beta indices can be attributed entirely to exposures to es-
tablished factor premiums. Recent years have seen a considerable rise in factor investing and the
subsequent creation of countless smart beta factor ETFs. However, there is still doubt about how
to allocate to these different factors and whether such allocations will improve the performance of
a multi-asset portfolio.

1.1 Thesis statement

The purpose of this thesis is to examine whether regime-switching strategies based on HMM sig-
nals can achieve improved performance over the traditional SAA approach. Thus, this thesis is di-
rected at evaluating whether dynamic strategies based on Hidden Markov Model regime changes
can accurately identify the underlying financial regimes to provide additional long-term infor-
mational value as an alternative to existing static portfolio construction methods. Furthermore,
this paper investigates whether rotating between practical long-only equity factors is preferable
to keeping a broad market exposure in the equity allocation. This leads to the following research
question:

"Does regime-based asset allocation contingent on Hidden Markov Model signals add value
over a static strategic asset allocation?"

To answer this question the following sub-questions will be answered.

• How are returns in the selected asset universe distributed?

• How do US equity factors offered by Morgan Stanley Capital International (MSCI) compare
with academically constructed factors as defined by for instance Fama and French (1996)?

• Are HMMs capable of replicating properties of financial returns in terms of moments of the
data and its stylised facts?

• Is the accuracy of an HMM improved, in terms of its ability to replicate stylised facts and
correctly identify states, when adding additional input time series variables other than a
given stock market index?

• Should the covariance matrix between features in the Hidden Markov Model estimation
always be unrestricted, or does restricting the covariance matrix to its diagonal matrix im-
prove its accuracy?

• How can the best multivariate HMMs be selected in the context of a multitude of possible
input combinations?

• How robust is the tangency portfolio to uncertainty regarding the input mean and covari-
ance matrix in the context of the chosen asset universe?
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• Is a portfolio allocated differently when considering regime-switching in returns than a static
case with no regime-switching?

• How do academic factors and MSCI factors behave contingent on regimes?

• Is it justified to rotate between factors in regime-based allocations rather than use a stock
market index as equity exposure?

The six chapters of the paper answer the primary research question and the related sub-questions.
Chapter 1 introduces the paper with a primary research question and relevant sub-questions. Fur-
thermore, earlier literature on portfolio allocation and Hidden Markov Models are explored to
understand what earlier publications have found out on the subject. Chapter 2 involves an analy-
sis of the chosen asset universe. This is done by explaining the indices used with an emphasis on
their interactions and their distributional and temporal properties. Understanding the time series
considered, chapter 3 estimates various HMMs for state signals and the most appropriate models
are selected for their regime signals which will be used in the regime-switching strategies. Before
signals are used for asset allocation, an understanding of portfolio optimization methods with the
chosen assets is required. For this reason, chapter 4 primarily focuses on mean-variance optimiza-
tion (MVO) and other relevant MVO extensions in a static environment independent of the state
signals. Chapter 5 combines the insights on state segmentation from chapter 3 and the insight on
portfolio optimization from chapter 4 to create regime-based allocation strategies. Finally, chapter
6 provides a comprehensive overview of the thesis findings as well as the most interesting ideas
for further research.

1.2 Delimitation

The chosen period of the application of the Hidden Markov models involves the in-sample period
lasting roughly 25 years that starts at the end of January of 1990 and ends at the end of 2015,
roughly involving stages of three different cycles, such as the short early 90’s recession, the dot-
com bubble as well as the Great Financial Crisis. This is because the optimal data length must
encompass at least an entire financial cycle. Moreover, given the diversity of the nature of cycles
in terms of sharpness and duration of each stage, it is preferred that the in-sample period contains
several cycles, increasing the possibility that the model will detect recurring similarities in the
regimes going forward. Conversely, the testing period lasts from the end of the in-sample period
of January 2016 until January of 2021, involving stages of the most recent two cycles, such as the
COVID-19 global crisis. Given the constraint of the length of available data and the application
of rolling window HMM estimations, the tested strategies will be optimized on an in-sample that
starts at the beginning of 2001. The portfolio allocations are optimized 11 years after the data
sample starts due to the requirement of a look-back window for rolling model estimations. All of
the selected indexes are constructed from US securities, denominated in dollars, eliminating the
need to account for exchange-rate fluctuations.

The majority of the results and illustrations are obtained using relevant libraries from the pro-
gramming languages Python and R.
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1.3 Literature review

The purpose of this section is to describe the prior financial econometrics literature and the empir-
ical evidence found in the realm of regime-switching strategies. A particular focus will be given
to the role that hidden Markov models have in improving portfolio allocations across different
economic regimes.

1.3.1 Portfolio allocation methods

The most applied and recognized investment theory is the Modern Portfolio Theory (MPT), in-
troduced by Harry Markowitz in 1952. The introduction of this theory has been essential for
understanding the relationship between risk and return and the purpose of diversifying portfo-
lios. However, a disadvantage of the Hidden Markov Model is the static and one-period nature
of the model. The problems caused by static allocations have been addressed in the past 20 years
with the pioneering works of Ang and Bekaert (2002) who tested strategies whose weights are
conditionally optimized on the current regime. If regimes are arranged by the return volatili-
ties or identically by the mean returns experienced while they last, then the self-evident purpose
of DAA is to exploit the favourable regimes while minimizing the potential draw-downs in the
adverse regimes. Most studies in the financial econometric literature on regime-based strategies
presume that the main driver of persistent regimes is changing economic fundamentals. However,
albeit behavioural factors that underlined the market behaviours for "irrationally-exuberant" pe-
riods such as during the "dot-com" bubble are a clear illustration that the behaviour of market
participant is not always rational and only based on changes in economic fundamentals (Shiller,
2000).

A potential advantage of SAA over DAA is that given the long term horizon, SAA allows for the
inclusion of alternative assets classes that are typically less liquid, such as private debt and equity,
real estate, forestry and infrastructure. Although, in recent years, the availability of private and
less liquid assets has been growing through the exchange-traded-funds (e.g. ticker names IGF,
PSP, and WOOD), although for some of the ETFs, the history is quite limited. In general, privately
traded assets that are illiquid require a longer time horizon. Whereby, SAA as an approach with a
long horizon based on long-term forecasts of performances, is rebalanced relatively infrequently,
although as suggested by Dahlquist and Harvey (2001), it is not uncommon for SAA portfolios to
be annually rebalanced based on yearly forecasts. Most investors with long term horizons, such
as pension plans and endowment funds that adopt an SAA, face allocation constraints as they
attempt to achieve a low tracking error relative to their benchmark performances. Consequently,
such allocation constraints make practical applications of SAA to be less flexible to changes in eco-
nomic regimes, although they can still hold limited periodic tilts from their benchmark allocations
(Kritzman, Page, and Turkington, 2012).

Thus, the viability of DAA stems from the existence of cyclicity of asset returns, which can be
regarded as a result of business cycles. As long as the changes in the stages of the business cycle
and the persistence of the stages are not a deterministic phenomenon, asset prices are not expected
to follow a random walk with a constant or deterministic drift Levich (2001). Consequently, as
applied through statistical models, DAA allows the tracking of regimes systematically as it aims
to identify the timing of the regime changes credibly. Moreover, the focus of identifying rather
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than forecasting the regime changes is consistent with the belief in efficient markets, whereby it is
assumed that asset prices fully reflect the available information, at which point riskless profits can
not be earned Fama (2021).

1.3.2 Regime-switching strategies based on Hidden Markov model signals

The introduction of time-varying parameter models to capitalize on the time-varying risk pre-
mium described by Fama and French (1989) dates back to Quandt (1958), who presented an es-
timation approach for a linear regression system with two regimes. Quandt (1972) refined his
techniques in a later study and applied them to analyze disequilibria in the housing market. In
the following year, Goldfeld and Quandt (1973) introduced Markov-switching regression. Dur-
ing the same period, researchers in the field of speech recognition successfully worked on related
models. These can be traced back to Baum and Petrie (1966) and Baum et al. (1970), who devel-
oped probability variables used in the HMM algorithms and thus laid the groundwork for the
works of Dempster, Laird, and Rubin (1977) and Rabiner (1989), who described the final algo-
rithms that are used in HMMs today. The HMM has had widespread use in signal processing,
but the introduction of Markov-switching models to economics and finance is mainly attributed
to Hamilton (1989), who focused on autoregressive models with Markov-switching parameters.

Bulla et al. (2011) expanded on earlier works by Hamilton by detecting regimes with HMMs,
using daily return data, which proved to be profitable after transactions costs in the regional mar-
kets under consideration. Nystrup (2014) has further developed this approach by considering
both discrete-time, continuous-time models and models with different numbers of states and dis-
tributions. He discovered that out-of-sample success depends on developing a way to model the
non-linear and non-stationary behaviour of asset returns. By construction, HMMs involve mod-
elling of distributions for two main elements, which are i) the choice of observation distributions
for the data generating process of each state, and ii) the distribution of the duration spent in each
state before a transition occurs, that is also referred to sojourn time distributions. Regarding the
former, it is a well-established fact that normal distributions provide a sub-optimal fit to most fi-
nancial data series. On the contrary, Cont (2001) finds that mixtures of normal distributions show
a far greater ability to reproduce the often found higher moments. Thus, the aim is to find the most
appropriate mixture of distributions, whereby observations are drawn conditional on the mixture
component or state. For most financial data series heavily exposed to systematic risks, the compo-
nents are expected to be classified into high and low variance states. The assumption of normally
distributed returns is particularly questionable for the high variance state, ultimately affecting the
moment replication ability. However, Rydén, Teräsvirta, and Åsbrink (1998) has demonstrated
that on daily returns, HMMs can reproduce the distributional properties of the S&P 500 for the
sample period between 1928 to 1990. Moreover, Bulla et al. (2011) subsequently found that HMMs
with t-distributed components show an even more tremendous potential at replicating the histor-
ical moments and showed a higher state persistence relative to HMMs with normally distributed
mixtures.

While Rydén, Teräsvirta, and Åsbrink (1998) showed that HMMs could reproduce the historical
moments, critically, he found that they are unable to replicate the observed temporal properties
of the SP 500, as measured through the squared daily return process. Whereby, Bulla and Bulla
(2006) argued that the inability of HMMs to replicate the temporal higher-order dependence could
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be explained by the implicit assumption of geometrically distributed sojourn times of the hidden
states. Consequently, Bulla and Bulla (2006) examined an extension to HMMs referred to hidden-
semi Markov models (HSMM), which explicitly allows for the definition of the sojourn time distri-
butions for each state. They found that HSMMs with sojourn times following a negative binomial
distribution can reproduce the stylized facts and particularly the temporal properties comparably
far better than HMMs, on 18 stock return time series from 1987 to 2005. Nonetheless, Bulla and
Bulla (2006) maintain that the problem of finding and selecting the most appropriate sojourn time
distribution is somewhat tricky.

In a review on the financial literature of HMMs, Guidolin and Timmermann (2007) finds that most
studies apply HMMs with 2- to 3- states, and frequently 4- states, although there have been stud-
ies that have examined up to 8- state components. If each state can be perceived and does show
attributable characteristics to the stages of the economic cycles, the appropriate number of states
should be either 2- as recessions and expansions or 4- where intermediary states that resemble eco-
nomic slowdowns and recoveries are added. Intuitively, even though models with an increased
number of states lead to a far better distributional and temporal fit to the empirical process Nys-
trup, Madsen, and Lindström (2015), the chance of over-fitting substantially increases with the
number of states as each component becomes increasingly specified for a particular and narrow
parameter and distribution space. In addition to altering the temporal properties of the HMM and
adding more states, the structure of the covariance matrix between the featured variable distribu-
tions in a multivariate HMM (MHMM) can also be directly specified. In particular, Giudici and
Abu Hashish (2020) demonstrate in the context of Bitcoin prices that a parsimonious model with
a diagonal matrix leads to better predictions compared to a model with a full covariance matrix.

As it has been demonstrated, there are numerous possible variations and extensions of HMMs
given the vast number of hyper-parameter combinations, which is also the case when the obtained
regime signals are used to test strategies, whereby multiple simple and more complex conditional
allocations, obtained from different optimization methods are possible. The pioneering works
into the potential of regime-based strategies were published by Ang and Bekaert (2002) with a
two-state multivariate based method, modelled the returns of stocks in Germany, the UK and
the US for the period between 1970 and 1997. Their findings argue that the opportunity costs
of following a regime-switching strategy were minor in only stocks portfolios, while they were
substantial if risk-free bonds can be held in the high variance state. In their ensuing study, Ang
and Bekaert (2004) they extended the considered asset classes and added bonds using the 10-year
constant-maturity treasuries, in which they find that the primary hedge for volatility was found
to be the risk-free asset instead of bonds.

In essence, this is the prevailing theme in subsequent studies in the financial literature on regime-
switching strategies, where most studies test the performance is tested on portfolios constructed
primarily using equities and either bonds or risk-free assets (cash). Although, crucially, many of
which did not account for the potentially significant trading costs that substantially increase with
the rebalancing frequency, such as Guidolin and Timmermann (2007), Ang and Bekaert (2004) and
others. Likewise, a substantial portion of the early literature omits out-of-sample performance
tests. Whereby, Bulla et al. (2011) used a similar methodology using a 2- state, HMM, but also
accounting for trading costs and a performed out-of-sample tests on portfolios constructed with
German, American and Japanese stock indexes that allocate to cash in the high variance states. The
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key distinction from other studies is their use of data on a daily instead of a monthly frequency.
They find that such strategies yielded a significant volatility reduction in the out-of-sample while
demonstrating an improved performance over each respective index in terms of the earned annual
return, even with the incurred rebalancing costs. Bulla et al. (2011) work in a similar fashion was
followed by Kritzman, Page, and Turkington (2012) and the a handful works of Nystrup (2014).

The former Kritzman, Page, and Turkington (2012) applied a two-state HMM to forecast mar-
ket turbulence, inflation, and economic growth and used a DAA strategy based on the obtained
regime forecasts. Compared to other studies, Kritzman, Page, and Turkington (2012) approach
does not identify regimes but attempts to forecast and allocate accordingly. As a result of this,
it is arguable that if the assumption of fully efficient markets holds, all expectations are already
incorporated in the asset prices. Such a forecasting strategy should not yield significantly im-
proved performance over a static strategy. However, their findings show a lower downside risk
and improved Value-at-Risk (VaR) in comparison to a static strategy on portfolios constructed
with traditional asset classes. More importantly, Kritzman, Page, and Turkington (2012) instead
of assuming fixed rebalancing costs, provided the break-even transaction costs necessary to offset
the advantage of the dynamic strategy.

An extension of the foundation laid out by Bulla et al. (2011), is found in Boyd et al. (2017), where
there is presented an adaptive estimation approach that allows for the parameters of the estimated
models to be time-varying. It is shown that a 2-state Gaussian HMM with time-varying parame-
ters can reproduce the long memory of squared daily returns, which was previously considered
by Rydén, Teräsvirta, and Åsbrink (1998) to be the most difficult stylized fact to reproduce with
an HMM. Reproducing the long memory observed in the autocorrelation function of the squared
returns is vital as it improves persistence in states Boyd et al. (2017). Additionally, it is shown in
the same paper that replicating the time-varying behaviour of the parameters leads to improved
one-step forecasts. Finally, Nystrup, Lindström, and Madsen (2020) demonstrate a solution to
the problem of the HMM being misspecified or misestimated, which often leads to unrealistically
rapid switching dynamics. They address this issue by proposing an estimation approach based
on clustering temporal features while penalizing jumps. They compare the approach to spectral
clustering and the standard approach of maximizing the likelihood function in an extensive sim-
ulation study. The advantages of the proposed jump estimator include learning the hidden state
sequence and model parameters simultaneously while providing control over the transition rate.
It is less sensitive to initialization and performs better when the number of states increases, and
it is robust to misspecified conditional distributions. The findings, relevant to the subsequent
analysis, belong to modelling daily return series with Markov-switching mixture distributions.

In contrast to other studies that focus on combinations of traditional asset classes, Ammann and
Verhofen (2006) for the four-factor Carhart (1997) model, estimated a 2- state multivariate regime-
switching model on monthly data for the factor risk premiums from 1927 to 2004. Their findings
identify two different volatility, mean return and correlations regimes, whereby in the high vari-
ance regime that is tied to contractionary (counter-cyclical) periods, only theVvalue factor delivers
a good performance. In the low variance state that can be interpreted similarly to pro-cyclical ex-
pansionary economic environments, the market and momentum factors show the potential for
high returns.
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2 Asset universe

In the universe of financial assets, the principal classifications are based on the type of asset payoff
function or the function of the asset. Thus, there are three traditional asset classes, including
stocks, bonds and equities, and several alternative classes, such as commodities and private assets.
Historically, no asset class has achieved superior performances in all periods. Thus, combining
asset classes in a portfolio to obtain diversification benefits as first described by Markowitz has
become an industry standard. However, given the vast number of assets in each class, specific
asset indices must be selected based on the criteria that such assets are suitable in the portfolio
construction process for the relevant SAA and DAA strategies.

Consequently, in this chapter, the methodologies and the economic rationales behind the represen-
tative indices for each of the 3- asset classes are described in sections 2.1 and 2.3. Furthermore, the
relevant performance measures for different periods will be evaluated in section 2.2 and the most
contextually relevant strategy benchmark in section 2.4. Furthermore, the distributional proper-
ties of all of the considered assets for the portfolio formulations will be evaluated in section 2.5.
Similarly, given that equities, in general, are the highest drivers of portfolio volatility, it is rea-
sonable to apply the regime identifying models to a broad market stock index. Consequently, the
temporal properties of the MSCI USA parent index will be analysed in section 2.6. Lastly, section
2.7 presents a detailed analysis of the cross MSCI factor and multi-asset class relationships.

2.1 Equity Factors

The capital asset pricing model (CAPM) developed by Treynor (1961), Sharpe (1964), Lintner
(1965), and Mossin (1966) has laid the foundation for much of the literature in asset pricing. The
insight from the CAPM is that the risk premium of a security is given by the product of the mar-
ket risk premium and the security’s market beta E[Ri] = R f + βi(E[Rm] − R f ). Under CAPM a
security’s expected return is fully described by the degree of exposure to systematic risk provided
that the underlying assumptions of the model are fulfilled. In the many decades since the devel-
opment of the CAPM, there have been many studies establishing a vast number of anomalies to
the basic CAPM. In addition to its far reaching assumptions, the CAPM is subject to theoretical
limitations inherent to the structure of the model.

Assumptions are close to unavoidable for almost any financial model in the literature. Some of the
major assumptions in general also apply to CAPM, and at the same time serve as a source of prac-
tical limitations such as i) actual theoretical market portfolio is in-observable Roll (1977), ii) The
estimation of beta risk requires a lengthy history of returns for statistical significance, although
such lengthy history cannot be representative of the current state of a company, iii) friction-less
markets where taxes and transaction costs are not part of the investment decision-making process,
iv) homogeneity in investors expectations for the model to be able to generate a single optimal
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risky portfolio (the market) and a single security market line, when in fact it is beyond rational to
presume inhomogenous investor expectation, although such implication allows for the possibility
of many optimal risky portfolios and security market lines. In terms of theoretical limitations,
the CAPM is only a single-period model that is a cross-section in time of the expected return of a
security. Thus, the basic CAPM is unable to capture time-varying factors that span across multiple
periods.

Likewise, it is relatively unrealistic that a security is only priced in by its exposure to the systematic
risk, where the CAPM as a single-factor model undoubtedly possesses shortfalls which can cause
the poor predictability of CAPM in terms of future returns. Thus, CAPM can only be viewed as
a prescriptive model, with limited flexibility to practical applications. As a result, the possible
extensions that address the limitations of CAPM include multi-factor models, where the number
of risk factors goes beyond simply capturing the systematic risk. One of the pioneering multi-
factor models was introduced as part of arbitrage pricing theory (APT) by Cox and Ross (1976).
APT suggests a linear relationship between expected returns and risk defined by the function

E[Rp] = R f + λ1βp,1 + λ2βp,2.... + λnβp,n (2.1)

where each beta βp,n stands for the sensitivity of the portfolio returns E[Rp] to factor n while
controlling for the sensitivities of all the other factors. The λn terms can be interpreted as the risk
premiums of factor n, where the required return is the expected factor return in excess of the risk-
free rate. The difficulty with APT lies in the identification of the optimal combination of factor risk
premiums that are involved in pricing a security.

Amongst the many that have developed practical multi-factor models, Fama and French intro-
duced the three- and five-factor models, Carhart (1997) the four-factor model of involving the
momentum factor, as well as many research studies that looked into the significance of single fac-
tors such as Frazzini and Pedersen (2014) who established the betting-against-beta factor (BAB).
All of such multi-factor models have been found to outperform the CAPM in predicting portfolio
returns. However, constructing multiple factor portfolios that still provide pure factor exposure
is tricky due to multiple sorting requirements. Thus, for the reason of simplicity, MSCI USA
Factors are considered for the portfolio formation process. Nonetheless, their construction and
performance will be compared against the academically constructed factors for the sake of under-
standing the extent to which they are comparable.

Thus, table 2.1 shows the dimensions according to which MSCI USA factors are constructed. It
can be observed that relative to the academically constructed factors that are generally constructed
according to a single dimension (unless they are sorted in a multiple factor model), most of the
MSCI USA factors are constructed according to multiple dimensions. In addition to the 6- MSCI
Factors shown in Table 2.1, MSCI also provides factors that are constructed based on Sentiment
Analysis, Macroeconomic Indicators, Liquidity, Dividend Yields and others. However, they are
excluded due to their limited return history.
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TABLE 2.1: The MSCI USA Factor Groups and sub-dimensions

MSCI USA
Factor

Size Momentum Value Growth
Minimum
Volatility

Quality

Dimensions
Log of market
capitalization

Short-term
Reversal

Book-to-
price

Sales
growth

Historical
beta

Leverage

Mid capitalization
(cube of size)

Industry
Momentum

Earnings
yield

Earnings
growth

Residual
volatility

Earnings
quality

Regional
Momentum

Long-term
Reversal

Long-term
forecast

Downside
risk

Earnings
variability

Seasonality Downside beta Profitability
Additional
dimensions

Investment
quality

Generally, the MSCI factor methodology is specific to each factor. However, all securities included
in the MSCI USA factor indices must be part of the MSCI USA parent index. The parent index
is designed to measure the performance of the large and mid-cap US segments and is composed
of 620 constituents that cover approximately 85% of the free float-adjusted market capitalization
in the US. Firstly, for each MSCI factor, the selected securities must comply with specific criteria
to be included in the factors. An example of a criterium can be that the size factor can only be
constituted of the smallest securities by market capitalization that are part of the parent index.

Secondly, additional methods are applied to the weighting scheme of each of the chosen factor
securities, to ensure high index tradability and investability as well as maximum factor exposure.
In essence, the factors relative to the parent index overweight certain securities that show the
highest factor exposure scores and consequently marginally tilt each factor. Lastly, the rebalancing
of the MSCI indexes is performed semi-annually at the end of each May and November, and
the indices are maintained according to selected rules for corporate events. Thus, a discussion
of the historical development and economic rationale for each of the factors is necessary as a
precondition to understanding the value that they can provide to a portfolio.

2.1.1 The economic rationale behind the Size premium

Banz (1981) was one of the first to document the size effect in the U.S. stock market. Since his
study, the literature on the Size factor has evolved where the most prominent application of the
Size factor as "SMB" was by Fama and French (1993) in their 3-factor model. Banz did not provide
clear evidence of why a Size premium exists but suggested that one possible explanation could be
that investors were reluctant to invest in stocks with a lower level of available information. The
smaller companies are therefore associated with more significant uncertainty and can be traded
at a discount. The literature, which deals with possible explanations of the Size premium, can be
divided into three categories. In the first camp, several studies point out that size is a proxy for
underlying risk factors. Several studies show that the size factor is associated with larger default
spreads, and the shares are therefore traded at a discount as a result of its increased bankruptcy
risk (Campbell, Hilscher, and Szilagyi, 2008).

An alternative explanation is idiosyncratic risk. Xu and Malkiel (2004) extend the data set from
Famas and French’s three-factor model for the year 2000 and shows that incorporation of the
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idiosyncratic risk in the regression model absorbs the size effect. The third argument for the size
premium is liquidity, more specifically market liquidity. Illiquidity is a disadvantage to investors,
as it implies a wider bid-ask spread, resulting in higher transaction costs. Increased transaction
costs reduce flexibility, and the investor thus finds it more difficult to position his portfolio on an
ongoing basis. An amplifying effect is that the bid-ask spread increases on already illiquid assets
when there is low market liquidity, which means an increased probability that the liquidity dries
up even further when the investor needs to exit his position. Acharya and Pedersen (2005) have set
up a model that includes transaction costs and four types of liquidity parameters. The model has
a higher degree of explanation than CAPM and finds evidence that it exists a significant liquidity
premium in the market.

2.1.2 The economic rationale behind the Value premium

The value factor is based on the belief that shares that are priced "cheaply" are expected to yield
higher returns than shares that are priced "expensive". It sounds logical at first glance, but the
market price, in theory, should reflect expectations for the future earnings of the stock. When
stocks appear to be priced cheaply, the question arises as to whether there is a reason why they
are priced lower than their true value. In other words, a stock deserves to be traded at a lower
price due to lower expectations for future earnings. Although there may be fair reasons for a
stock to have a low price, it has historically been shown that stocks with low prices outperform
their "more expensive" peers (Fama and French, 1993). Investing according to the value principles
has a lengthy historical background. Graham and Dodd popularized the theory of investing in
"cheap" assets in 1934. However, it is only later that the strategy has been quantified by using
fixed parameters to define value assets, where it is included as a return explanatory, among other
things variable in Fama and French (1993) 3- factor model.

The arguments that explain the value premium can be roughly divided into two groups. Firstly,
there are supporters of the efficient market hypothesis Fama (2021), who believe that the pre-
mium is compensation for bearing greater systematic risk. Others claim that the premium can be
explained based on behavioural finance theories. Fama and French (1993) argue that the premium
is compensation for a higher fundamental risk. The higher risk is due, among other things, to
the fact that value shares are more likely to be in financial difficulties and will experience large
declines if a credit crunch occurs. Empirical studies show that value companies are less good at
adapting when financial markets deteriorate or have increased costs thereby. Therefore, they are
riskier and should have higher expected returns (Petkova and Zhang, 2005). The value premium
is present across regions and asset classes, and the strategies tend to be positively correlated,
pointing towards a common systematic risk Pedersen (2015).

On the other hand, the theoretical background of growth as an opposing factor to value has been
generally linked to securities that show a negative exposure to the "High-Minus-Low" (HML)
value factor as introduced by Fama and French (1993), which were the first to define the growth
factor as part of the "HML" in their 3- factor model. They consider stocks with a low trailing book
to market (B/M) ratio as growth stocks. A low B/M ratio occurs if investors are pricing in the
future growth opportunities of a company, which can dramatically exceed the current book value
of equity.
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2.1.3 The economic rationale behind the Momentum premium

The momentum strategy is to buy recent winners and sell recent losers, as it is expected that
winning stocks with positive momentum will continue to perform, while stocks with negative
momentum will continue to have a lower performance in the near future. Essentially, it is a trend
tracking strategy. Jegadeesh and Titman (1993) were the first to analyze the excess return on a mo-
mentum strategy with data for US equities for the period between 1965-1989 and find abnormal
returns on momentum stocks over a holding period of 3-12 months. In addition, they find that
the effect is the opposite in the short term, where there is a reversal in the following month, which
shows significant negative returns. Furthermore, they find that even in 2-3 years there is an oppo-
site effect which later on in the literature became referred to as the Long-Term Reversal (McLean,
2010). In the latest development in the literature on the momentum factor, Asness, Moskowitz,
and Pedersen (2013) find evidence that the momentum factor can be observed globally for various
asset classes.

Despite the consistent results over long periods and different asset classes, and the popularity
of the momentum factor, there is a lesser degree of agreement on what drives the momentum
premium compared to other factors. The rational explanations that follow the EMH are that the
momentum strategy is compensation for greater systematic risk. Dobrynskaya (2015) finds that
equities with positive and negative momentum are exposed differently to market beta and tail
risk. This makes momentum stocks less attractive to investors, and she argues that this is a rational
explanation of the premium that the strategy has previously given. In addition, indications have
been found that the momentum strategy is related to global factors such as liquidity risk, which
may also explain part of the premium (Asness, Moskowitz, and Pedersen, 2013).

Nevertheless, it seems that there is a predominance of supporters of a behavioural bias as a pos-
sible explanation for the momentum premium. One hypothesis is that the premium can be ex-
plained as a delayed price reaction from the market participants to company-specific information.
The market is underreacting to new information, as positive news leads to a price increase that
really should have been greater, which positive price trend following the initial price shock Ped-
ersen (2015). Furthermore, an additional behavioural argument is the "Disposition Effect" (Shefrin
and Statman, 1985), where investors shown an aversion to realising losses, which means that they
exhibit a tendency to hold positions with a negative returns for a extended period in the hope of
not having to lock in a loss Grinblatt and Han (2002). On the other hand, there is also evidence
that positions with a positive return are held for a shorter time, thereby realising a gain. A third
explanation is that momentum’s premium is related to coverage from analysts and public atten-
tion in the news feeds. Shares with rising prices attract more attention, further increasing their
news coverage, whereby the opposite is true for stocks with falling prices (Hong, Lim, and Stein,
2000).

2.1.4 The economic rationale behind the Quality factor

Since the dawn of stock trading and valuation, a single question has always pertained: what con-
stitutes a company that possesses Quality. Numerous studies looked into the basis of earnings
quality throughout the 20th century. However, the notion of Quality as a factor that impacts stock
prices was conceptualised by Sloan (1996), who looked at the pricing in of the information content
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of earnings quality for US stocks. The principal argument is that there is value to gain by analysing
the cash flow and the accrual component of earnings instead of just "fixating on the raw earnings
numbers. Consequently, he analyses the central hypothesis of how stock prices reflect the infor-
mational content of the changes of the two earnings components. His findings suggest that stock
prices reflect component changes if such changes are impactful to future earnings. Additionally,
he estimates that firms with relatively high (low) accruals experience negative (positive) abnormal
stock shocks during periods of earnings announcements (Sloan, 1996).

Since Sloan (1996), with the increasing availability of data regarding earnings reports, there has
been an explosion of the number of research papers looking into the predictability of stock prices
based on financial ratios. Novy-Marx (2013) investigates the forecasting power of the profitability
factor relative to value. He defines profitability as the ratio of the firm’s gross profits to its assets.
His findings assert that profitable firms generate higher returns despite being valued at higher
valuation ratios than unprofitable firms.

Likewise, Profitability (RMW) is one factor that Fama-French added in their extended 5-factor
model to account for the profitability premium (Fama and French, 2015). They find that adding
the profitability RMW and investment "conservative-minus-aggressive"-(CMA) factors in part of
the regressions makes the HML value factor insignificant. Subsequently, there seems to be a con-
sensus that profitability is a qualitative dimension. However, similar to other qualitative concepts,
Quality as an equity factor can have various definitions. Asness, Frazzini, and Pedersen (2019)
extend the dimensionality in their construction of the Quality minus Junk factor. They define
Quality along three dimensions: 3) profitability, measured in several methods, 2) growing profits,
measured by the growing trend in the previous five years, and 3) safety, as measured by variability
of profitability, degree of leverage and credit risk.

2.1.5 The economic rationale behind the Minimum Volatility factor

The theoretical framework behind the Minimum Volatility factor was first laid out in the seminal
work of Haugen and Baker (1991). The fundamental argument behind the Minimum Volatility
factor stands on the grounds of the empirical tests performed by Jensen, Black, and Scholes (1972)
who find that the security market line for the US stocks is flatter than otherwise implied by the
CAPM. An argument provided by Black (1972) establishes that the principal explanation for such
outcome is the unrealistic CAPM assumption of unconstrained short-selling. Along the same
train of thought, Haugen and Baker (1991) show that market-cap indexes can only be considered
efficient if certain crucial assumptions are satisfied. However, similarly to the Black (1972) critique
on the CAPM short-selling assumption, there are several flawed assumptions in practice. These
practicalities include the fact that investors do not hold homogeneous beliefs of risk and expected
return in the real world, that there are typical short-selling constraints, investment income is taxed
based on different marginal rates, among other factors.

Given these constraints, the property of combining two efficient portfolios into one efficient port-
folio may not hold. Therefore, domestic cap-weighted stock indexes are likely to be inefficient or
sub-optimal investments (Haugen and Baker, 1991). Taking the example of the Wilshire 5000, Hau-
gen and Baker (1991) show that a minimum volatility portfolio of stocks whose weights are based
on their preceding 24-month volatility (σi) with quarterly rebalancing outperforms the market-cap
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weighted index in terms of risk-adjusted returns by a significant margin. Frazzini and Pedersen
(2014) provide an extension to Black (1972) work, where amongst other progressions, they formu-
late a betting-against-beta (BAB) factor. The theoretical rationale behind BAB, they argue, is based
on the bidding up of high-beta assets by leverage constrained investors, which by design leads to
lower future expected return (alpha). By construction, BAB contains leveraged long positions in
low-beta assets and short positions involving high-beta assets. Consequently, they show that BAB
produces significantly positive risk-adjusted returns.

BABs link to the minimum volatility portfolio of Haugen and Baker (1991) stems from the se-
curity beta connection to its standard deviation. Since, the securities beta is defined as βi =
Cov(E(Ri),E(Rm)

Var(Rm)
= ρi ,mσi

σm
, by selecting for stocks with minimal σi, depending on the securities market

correlations, the overall portfolio of minimum volatility stocks must display a beta at or below
1(βmin−vol 6 1). Despite being derived from a nearly identical concept, where both methods se-
lect for safe stocks, whether based on the lowest overall stock volatility or stock beta, the crucial
differing factor between BAB and the minimum volatility portfolio is that, by construction, BAB
is market neutral. In contrast, the beta of the minimum volatility portfolio generally implies a
positive market exposure.

2.2 Historical performances of the equity factors

This section focuses on analysing the key performance characteristics of the aforementioned aca-
demically constructed and the MSCI USA factors. In addition to the total or cumulative returns up
to date, the achieved values and dates of the High Water Marks (HWM) and Maximum drawdown
(MDD) values will be encompassed as part of the performance analysis. An HWM is achieved at
any time when an indexes closes at its highest value relative to the base value, whereas MDD
is defined as the historically observed worse loss since the latest HWM i.e. MDD = HWM−TRt

HWM .

Likewise for each index the means, standard deviations and Sharpe Ratios (SR =
Ri−R f

σRi
will be

evaluated for the in-sample (2001-2015) and out-of-sample (2016-2021) periods.

The data for the MSCI USA factors and performance benchmarks were obtained from a Bloomberg
terminal, whereas the data for the FF-5 factors, momentum and the daily risk-free rate series was
obtained from the Fama-French web page. The return estimates for the risk-free rate are based on
the 1-month US Treasury bills rate. Finally, the daily time series for the Quality-Minus-Junk(QMJ)
and Betting-against-Beta factor(BAB) was obtained from Andrea Frazzini’s data library. For data
continuity, which is an integral part of the regime-based asset allocation chapters, all missing daily
index prices were filled with the closest last days prices, whereas the missing returns are filled with
zeros, based on the assumption of stale prices. This has been deemed the fairest and objective as-
sumption in this paper, given that all of the index time series contained missing values that are
approximately only 2.5 % of the whole sample. Consequently, such assumption insignificantly im-
pacts the estimated moments, with the largest possible attributed effect to slightly overestimated
kurtosis values.
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2.2.1 Academically constructed factors

The total returns of the factors as part of the FF-5 model as well as Momentum, QMJ and BAB,
are shown in Figure 2.1, where it is clear that in terms of cumulative returns, QMJ effortlessly
outperforms the other factors that show a similar performance over the whole sample.

FIGURE 2.1: Total returns series for the aforementioned academic factors 2001-2021

2.2.2 MSCI USA Factors

Figure 2.2 shows the performance of six US factor total return indexes for the whole sample period.
The best performing factor by a wide margin is Momentum, with an HWM (4.33) followed by
Quality (3.68) and Growth (3.59). On the other hand, the worst-performing factors are Value with
an achieved HWM (1.92) followed by Size (2.94) and Min-vol (3.27).

Furthermore, from the performance Table 2.2 it can be observed that the factor with the highest
annualised volatility for the in-sample period Value (20.15%), followed by Size (20%), Growth
(19.8%) and Momentum (19.7%). Whereas there is a noticeable improvement in displayed volatil-
ity for the in-sample for Value (18.9%) and Size (19.3%), the rest of the factors display increased
volatilities, namely Momentum (20.5%) and Growth (20.4 %). Unsurprisingly, the best performing
factors by annualised volatility are Quality and Min-Vol, although both factors feature an increase
in volatility in the out-of-sample period from 18.2 % to 19.3 % and from 16.1% to 16.5 %, respec-
tively.
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FIGURE 2.2: MSCI US Factor performances 2001-2021

In terms of the Sharpe ratios, all factors mark a dramatic increase in the last five years, nearly
by a factor of two. Whereas, Momentum (0.37) was the best performing factor in the in-sample
period, closely followed by the rest of the factors, with the exception of the worst-performing
Value factor (0.16), in the out-of-sample period, the most remarkable improvement is observed
from the Growth (0.83). Despite showing a significant improvement, Value (0.35) continued to
under-perform in the last five years, followed by Min-Vol (0.55) and Size (0.55). Overall, it is
evident that USA Value has significantly underperformed its USA factor peers for the past twenty
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years.

TABLE 2.2: Factor performances for the MSCI USA factors

Performance metric RUS−VALUE RUS−MOM RUS−QUAL RUS−SIZE RUS−MIN−VOL RUS−G
Ann. µ2001−2015 4.73% 8.79% 7.72% 6.98% 6.58% 7.92%
Ann. σ2001−2015 20.15% 19.71% 18.17% 20.02% 16.10% 19.79%
Ann. SR2001−2015 0.16 0.37 0.35 0.28 0.32 0.33
Ann. µ2016−2021 7.74% 16.29% 14.57% 11.88% 10.14% 18.08%
Ann. σ2016−2021 18.93% 20.52% 19.31% 19.28% 16.46% 20.44%
Ann. SR2016−2021 0.35 0.74 0.70 0.56 0.55 0.83

The importance of maximum drawdown (MDD) analysis stems from its utility, allowing for a
more holistic understanding of how factors perform during periods of declining economic activity.
The whole sample period includes segments of three different business cycles. Namely, it includes
the entire cycles preceding the Great Financial Crisis (GFC) of the 2009-2010 period and the most
extended cycle on record that preceded the COVID-19 crisis (2020-). The sample period only
includes a portion of the peak to trough of the dot.com bubble (2000-2001). The peak was reached
earlier during the year 2000. As a result of this, it is not capturing the full extent of the drawdown
of certain factors such as Momentum and Growth during the dot.com bubble.

Likewise, the whole sample period includes three other minor drawdowns caused by less severe
economic turmoil, including the Euro debt crisis of 2011-2012, the "Growth Scare" of 2015-2016 as
part of the in-sample period as well as the "FED autopilot rate policy market tantrum" of 2018-2019
as part of the out-of-sample data set. The Euro debt crisis was excluded from the analysis as most
of the factors did achieve new HWM by 2011-2012. Table 2.3 shows the maximum drawdown for
the aforementioned periods of market turmoils.

TABLE 2.3: Draw-downs for the MSCI USA Factors and the SP500 for the respective
recessionary and slowdown periods

Period RSP500 RUS−VAL RUS−MOM RUS−QUAL RUS−SIZE RUS−MIN−VOL RUS−G
2001-2002 42% 47% 32% 40% 45% 31% 47%
2007-2009 60% 65% 60% 49% 62% 52% 57%
2015-2016 14% 15% 13% 12% 18% 10% 17%
2018-2019 20% 19% 23% 20% 20% 13% 23%
2020 36% 39% 36% 33% 39% 35% 34%
Average of
worst MDDs

34% 37% 33% 31% 37% 28% 36%

Whole sample 60% 65% 60% 49% 62% 52% 57%

Firstly, the main benefit of the Min-Vol factor is the low systematic risk exposure during periods
of high market distress. An additional counter-cyclical factor that holds an economic rationale
for great performance during such periods is Quality. Arguably, investors prefer companies with
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solid balance sheets whose survival prospects and future performance are relatively far less uncer-
tain. These aspects are clearly demonstrated in Table 2.3, where the Min-Vol and Quality factors
in all instances are in the group of factors with the lowest drawdown.

Furthermore, Table 2.3 shows that the GFC and the dot.com bubble were the most severe reces-
sionary periods, where the MDD ranged from 31 to 47 %, and from 49% to 65 %, respectively. In
both of these instances, the worst MDD is observed from Value (47%, 65%), followed by Size (45 %,
62%). Moreover, there is a clear pattern of high MDD to the S&P500’s MDD in all these instances.
During the economic slowdown corrections, the worst-performing MDDs that were above the
market’s MDD were observed from Size (18%), Growth (17%) and Value (15%) in 2015-2016, and
Momentum and Growth with an MDD of 23% for 2018-2019. On the other hand, Min-Vol only cor-
rected by 10% and 13% for the respective periods. Interestingly, in both instances of slowdowns,
Value has had a better MDD than Growth, whereas the reverse is true in recessionary periods.
Lastly, during the COVID-19 induced market sell-off, where Min-Vol (35%) does not achieve the
best MDD, slightly better MDDs are shown by Quality (33%) and Growth (35%). In contrast, the
worst-performing factor during the COVID-19 market distress above or equal the markets MDD
of 36% were Value and Size with 39% and Momentum with 36 % MDD.

Overall, Min-Vol and Quality are observed to be the best counter-cyclical factors and Size and
Value as the worst-performing. The rest of the factors, namely, Momentum and Growth, do not
show a clear performance pattern during the recessionary periods. This indicates that the market
has historically priced in the natures of recessionary shocks differently to different factors. A
possible approach that is quite sub-optimal due to the shortness of the sample length is to compare
the averages of the MDDs for the five periods. Based on this approach, the worst-performing
factors during downturns have been Value and Size with 37%, whereas the best performances are
observed from Min-Vol (28%) and Quality (31%).

2.3 Multi-asset class setting with US T-Bonds and Commodities

This section is aimed at introducing the indexes that will be used to build an "all-weather" portfolio
strategies including alternatives such as commodities that generally follow inflation as they serve
as input materials as well as safe-haven assets that allow the capturing of the "flight to liquidity"
effect during extreme market turmoils. In comparison to the "flight to Quality" effect, where a
rising uncertainty and a risk-off sentiment cause investors to exit what are considered pro-cyclical
equity sectors or factors and rotate towards counter-cyclicals such as Quality or Min-Vol, in a
"flight to liquidity" scenario, the level of extreme uncertainty induces investors to not even rotate
into counter-cyclicals and instead exit directly into cash as the ultimate source of liquidity. Such
a scenario can occur during a liquidity spiral episode as defined by Brunnermeier and Pedersen
(2009), which can cause a potential spread from a niche market pocket to multiple asset classes.
Here, it is arguable that the most recent "flight to liquidity" occurred during the peak of the market
sell-off in March of 2020.

In such a scenario, due to considerable exposure even when holding counter-cyclical factors, there
is a need to introduce an additional asset class. Thus, we consider bond indexes composed of debt
securities issued by the U.S. Government, which are one notch below paper currency in terms of
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illiquidity, allowing them to be undoubtedly considered as safe-haven assets. There are plenty of
other safe-haven alternatives such as Money Market instruments, bond ETFs with various effec-
tive durations, gold and other negative beta securities (for instance index puts, or volatility calls),
which are left as ideas for further inquiries. Thus, this section firstly introduces the methodology
behind the 3- selected fixed-income indexes for various maturities i) the Bloomberg Barclays U.S.
Treasury Bellwethers index, ii) the J.P. Morgan Global Government Bond Index -"GBI US Bonds
only" (labelled JPM-GBI-USA) and iii) the Bloomberg Barclays US Long Treasury Unhedged Index
(labelled LDT-Long Duration Treasuries), as well as the Standard Poor’s Goldman Sachs Com-
modity Index (SP GSCI). The correlation of these additional asset classes to the MSCI USA factors
will be further evaluated to determine the potential diversification benefits.

2.3.1 The S&P GSCI and the Fixed income US Treasuries Indexes

The modern interaction of the performances of bonds, yields, and commodities can be partly
explained through the lens of the modern monetary policies, which in part is based on discrete
monetary policy rules such as the Taylor Rule (Taylor, 1993) where he recommends that nominal
key rates should be set according to the following function,

RF
nominal = RReal

long−term,natural + icurrent + 0.5(icurrent − itarget
long−term) +

1
2

OutputGap (2.2)

where RReal
long−term,natural is set at 2%, and icurrent and itarget

long−term are the current and long-term target
inflation rates, where the target inflation rate is set at a level that ensures price stability, in between

2-3%, and where the OutputGap =
gcurrent

GDP −gtrend
GDP

gtrend
GDP

is defined as the slack in the growth rate relative to

its trend. Thus, it is clear that the Taylor rule recommends accommodative monetary policy dur-
ing periods of high economic uncertainty as economic growth declines. Here it is worth noting
that the Taylor rule appears to be only perceived as a principle rather than a rule, where central
banks tend to gradually hike rates instead of entirely following the Taylor rule, which can suggest
sudden rate changes. For instances, during the onset of the GFC, a rapid decline in inflation and
economic growth would have suggested that key rates should have been negative according to
the Taylor Rule. In reality, this clearly did not occur as shown by Figure 2.3. Moreover, the gen-
eral presumption is that to accommodate demand, the key rates are eased down to allow cheaper
credit to flow through the financial system, ultimately leading to higher consumer spending. Gov-
ernmental bonds are correctly positioned to capture the downward move in rates. This is due to
their price being inversely correlated to key rates as Pzero−coupon−bond

T = FV
(1+r)T , where FV is the

future bond value, r is the key rate, and T is the time to maturity.

On the other hand, during expansionary periods, as demand places pressure on prices resulting in
rising inflation, and given other policy mandates such as maximum employment are fulfilled, the
Taylor rule recommends an increase in higher key rates than the anticipated increase in inflation.
This causes real rates to increase, which can be interpreted as an increase in the real cost of credit,
where real rates follow the Fisher rule defined as RReal = RF

nominal − expectedin f lation. Such, rise
in real rates depending on the expectations for future inflation and growth should subdue the
demand for goods as credit becomes more expensive, which theoretically, given the same level of
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supply, should cause a downward price pressure on input materials (commodities). In essence,
this is the loop that connects bonds and yields, and commodities, in which equities are principally
affected through commodities as costs of material inputs that can influence corporate operating
profit margins and yields which serve as indicators of cost of capital.

Furthermore, a central bank (CB) can readily lower key rates by buying governmental debt securi-
ties from market participants. This is an instance of open market operations (OMOs), in addition
to many others which are used by the CB to manipulate the level of key rates at different dura-
tions along the yield curve. The key rate with the shortest duration of overnight is the effective
federal funds rate (EFFR), which has widely been considered as the risk-free rate and is used as an
overnight interbank lending rate in the U.S. The focus will be placed on EFFR, despite the recent
shift to consider the secured overnight financing rate -SOFR, which is determined by the market,
as the correct risk-free rate. Figure 2.3 shows the movement of the effective federal funds rate
relative to the performance of the three U.S. Treasuries and the GSCI commodity index(es).

FIGURE 2.3: Performance of the Fixed income indexes and Commodities

Furthermore, in analysing the performance of the fixed income and commodity index(es), an anal-
ysis is necessary of the methodology behind them. Analysing the fixed-income indexes in dura-
tion length, the Bloomberg Barclays U.S. Treasury Bellwethers index comprises 3 Month U.S. Trea-
sury Bills and is a Total Return Dollar Unhedged Index. The difference in performance between
the two fixed income indexes can mainly be attributed to the maturity and liquidity premiums,
where the 3 Month Bills index practically experiences no drawdowns for the entire sample pe-
riod. The J.P. Morgan Global Government Bond Index – a sub-index of the US Bonds Only in USD
(“GBI US”), comprises approximately U.S. treasury bills with a remaining maturity of at least 13
months. As part of the index, all securities must fulfil liquidity criteria, where the bonds are traded
with narrow bid-ask spreads and enough frequency to prevent stale prices. All of the coupons are
immediately reinvested, while the rebalancing frequency is monthly on the last weekday of each
month. In contrast, the Bloomberg Barclays US Long Treasury Unhedged Index follows a similar
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construction and maintenance mythology, except that it is only constituted of U.S. Treasuries with
at least 10 or more years to maturity.

Likewise, the S&P Goldman Sachs Commodities Index (GSCI) is a tradable commodity index,
which aims at providing exposure to as many liquid and investable commodities as possible from
various commodity sectors such as - energy products, industrial metals, agricultural products,
livestock products and precious metals (Stadnard and ppors, 2021). The S&P GSCI is a world-
production weighted index where each commodity is weighted based on its average quantity of
production over the sum of all commodity constituents productions over the last five years of
available data. Given that most world economies are heavily reliant on efficient sources of energy,
the most widely used of all being crude oil and natural gas, causing a high production in dollar
terms for the energy commodities; the SP GSCI index has been heavily concentrated into energy
futures with the two latest annual weights of 61.71 % and 53.93%. Figure 2.3, shows the multi-
asset class indexes relative to the EFFr, where it can be observed that the GSCI shows an inverse
performance to the long duration fixed income indexes while moderately following the EFFR
hikes (which as suggested by the Taylor rule tend to follow economic activity), especially during
the rate hiking spans between 2004-2008 and 2016-2019.

TABLE 2.4: The performance of US Treasury bond and bill indexes and commodities

Performance metric RBILLS RJPM−GBI−US RLDT RSPGSCI
Ann. µ2001−2015 1.57% 4.45% 6.30% 1.50%
Ann. σ2001−2015 0.24% 4.92% 11.05% 23.51%
Ann. SR2001−2015 0.50 0.61 0.44 0.00
Ann. µ2016−2021 1.15% 3.45% 8.11% 6.15%
Ann. σ2016−2021 0.10% 4.37% 12.77% 22.34%
Ann. SR2016−2021 1.04 0.55 0.55 0.23

On the other hand, the fixed income indexes as established by the bond pricing formula, show
the best performance when key rates are cut, while experiencing relatively mild draw-downs
(depending on the index duration) during interest rate hikes, such as the episode from 2016 during
the monetary policy normalization period. Hereby, it is clear that the longer maturities that an
fixed income index is constituted of, the higher the cumulative return as a result of the maturity
premium(amongst other premiums). Although, due to the higher sensitivity to interest rates,
indexes with longer duration also experience more negative draw-downs. However, given that
rates cuts have historically occurred during recessionary periods, holding bonds instead of bills
in an regime-based strategy that predicts the economic states with high credibility can induce the
strategy to have a far greater payoff. Lastly, the annualized performances for the in- and out-
out-sample periods are shown in Table 2.4, whereby it is clear that the GSCI shows the worst
performance by far, with only earning the annualized "risk-free" (1-Month) rate in the in-sample
period.
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2.4 Benchmark Performances

2.4.1 S&P Economic Cycle Factor Rotation Index

The choice of a benchmark is based on the criterion of relevance to the tested strategies in the
latter chapters 4 and 5. The performance of relevant benchmarks is essential as it provides the
context of how the DAA strategies could add value over the existing indexes. Thus, a benchmark
with dynamic allocations in different regimes involving a multifactor and asset class approach is
beneficial. The allocation of the Standard and Poor’s Economic cycle Factor Rotation Index stems
from the premise that the performance of equity factors is conditional on the state of the business
cycle. Thus, the index is contextually relevant and serves as the initial inspiration to the regime
based strategies in Chapter 5.

The main differences are that the S%P rotation index is based on state signals generated from the
Chicago Fed National Activity Index (CFNAI), a weighted average of 85 monthly indicators of
economic activity. CFNAI aims to provide a general indication of the state of the economy given
its formulation as a "real-time" statistical measure of coincident economic activity indicators. The
S%P Economic Cycle Factor Rotation Index is formulated in three steps. The first step is cycle stage
identification, which uses three-month change and average of the CFNAI as shown by Figure 2.4.

FIGURE 2.4: SP Factor rotation strategy illustration and historical performance

The index allocates to one of four S%P factor indices at the start of each month. Namely, in recov-
eries, the index allocates to Value, in expansions to recent winners or Momentum, in slowdowns
to companies with good balance-sheets as there is a "flight to Quality" Asness, Frazzini, and Ped-
ersen (2019), and in recessions, it allocates to the low volatility SP factor. Lastly, on top of the
factor allocation, the index follows a risk targeting strategy of 6 % annually, which is achieved
through a risk control overlay that adjusts the factor allocation by supplementary allocating to
the 5-year Treasury Note Futures. This is an additional distinction, where the SP Rotation index
is a multi-asset class index that benefits from improved risk control, given that bonds generally
provide diversification benefits to equity portfolios. Figure 2.4 also shows the performance of the
SP Economic Cycle Factor Rotation Index. Relatively to the market proxies, the SP Rotation in-
dex achieves the same HWM as the MSCI USA Index. However, the most remarkable metric is
its MDD, especially during the GFC and the COVID-19 market turmoil of only 10.6% and 15%,
respectively.
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Depending on the persistence of the economic states, it can be argued that the turnover of the
Rotation index can be expected to be high. In which case, the index’s performance relative to its
practical application can show significant divergence that overstates the performance of the index.
Moreover, in the design of all indices whose allocation is mainly based on economic indicators, it
is implicitly assumed that the main driver of stock returns is economic fundamentals.

However, it is also arguable that historically there is clear evidence of periods of disconnecting
performances of the stock market and the real economy, such as the dot.com and real estate bub-
bles of the 2000s and the stock market crash that lead to the Great Depression in the late 1920s.
Such periods can lead to the underperformance of such strategies. Interestingly, in the case of the
SP Rotation index, the recovery post COVID-19 relatively to the S%P500 was largely muted, and
the SP Rotation index has not achieved a new HWM since January of 2018. Here, it is arguable that
given the S%P Rotation Index’s monthly rebalancing frequency based on month-end three-month
moving average CFNAI values, this method might not capture the swiftness of the most recent
market sell-offs, especially the sell-off that occurred in March of 2020, and to a lesser extent the
market turmoil of December of 2018. Table 2.5 shows the performance of the S%P Factor Rotation
index, the S%P500, and the MSCI USA parent index.

TABLE 2.5: Performance benchmarks

Performance metric RSP500 RSPROTATIONINDEX RUS−MSCI
Ann. µ2001−2015 4.71% 5.76% 4.76%
Ann. σ2001−2015 19.60% 6.06% 19.64%
Ann. SR2001−2015 0.17 0.71 0.17
Ann. µ2016−2021 13.27% 4.04% 13.71%
Ann. σ2016−2021 18.96% 6.05% 19.01%
Ann. SR2016−2021 0.64 0.49 0.67

In the last five years, however, the performance of the market proxies has dramatically improved,
as shown by their annual Sharpe ratios in the range of 0.64 to 0.67. The US proxies show the
highest means in the range of 13.3% - 13.7%. On the other hand, the performance of the SP Rotation
index has declined mainly as a result of its low mean of 4% while having the target risk profile of
6% as a result of the bond overlay, giving the strategy a Sharpe ratio of 0.49.

2.5 Distributional Properties

In the financial literature, it is well-established that most portfolios and especially individual
stocks tend to follow a fat-tailed distribution, marked by positive excess kurtosis and negative
skewness. The former implies that the returns close to the mean are observed more frequently
than otherwise implied by a standard normal distribution. Likewise, the latter’s presence implies
that there is comparatively a higher probability of observing extremely negative returns. Thus,
this section is dedicated to evaluating the higher moments for the assets used to construct the
strategies: the MSCI USA Factors and the bond and commodity indexes.
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2.5.1 Distributional properties for the MSCI USA factors

Table 2.6 shows the higher historical moments of the two examined period for the MSCI USA
factors, displayed by Figure 2.5. Despite their largely indifferent performances between the two
periods in terms of their annualized volatilities, but with far larger means for the last five years, all
factors have shown drastically more negatively skewed and returns that exhibit higher kurtosis.

FIGURE 2.5: Density plots for the MSCI USA Factors

For instance, all factor returns exhibit relatively mild negative skewness or even close to zero for
Quality (0.0045) and Growth (-0.1). Whereas, for the last five years, Quality, while still being the
least skewed factor, shows a skewness of -0.71. Interestingly, the Min-Vol factor, despite showing
the best performance during downturns, shows the most negative skewness of -0.34, for the period
2001-2015, as well as the second most skewed returns -1.21 for the last five years, while at the same
time being the most leptokurtic factor of all factors in both periods.

Furthermore, it is of interest to know how closely resembling of a normal distributions are the
whole sample factor returns. From Figure 2.5 it is clear that there is a noticeable difference in the
factor probability distribution functions to the fitted normal distribution as all factors are highly
leptokurtic and negatively skewed. Nonetheless, the non-normality must be reaffirmed by a sta-
tistical evaluation. Thus, from the higher moments a Jarque-Bera test of normality is computed,

whose test statistic is defined as JBFi teststatistic = n(
S2

Fi
6 +

(KFi−3)2

24 )1. From the JB test statistics, it
is clear that none of the returns can be considered normal for the whole sample.

TABLE 2.6: Higher moments for the in- and out-of-sample periods for all of the
examined US MSCI factors

Higher moments RUS−VAL RUS−MOM RUS−QUAL RUS−SIZE RUS−MIN−VOL RUS−G
Skewness2001−2015 -0.30 -0.33 0.00 -0.30 -0.34 -0.10
Skewness2016−2021 -1.19 -0.92 -0.71 -1.37 -1.21 -1.02
Ex.Kurtosis2001−2015 9.57 7.28 9.31 8.77 10.41 8.19
Ex.Kurtosis2016−2021 23.15 17.96 19.18 23.93 28.84 18.10
JB.Statistic2001−2021 33109.11 23979.13 34232.90 31976.98 52568.51 26525.78

1n is defined as number of observations, SFi =
∑N

k=1(x−x̄)3

(N−1)σ3 as the factor skewness and KFi =
∑N

k=1(x−x̄)4

(N−1)σ4 factor kurtosis
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2.5.2 Distributional properties for the bond and commodity indexes

Likewise, the distributional properties are shown in Table 2.7, where similarly to the equity factors,
none of the indexes have followed a normal distribution as implied by the large JB-statistics in any
of the periods.

TABLE 2.7: Distributional properties for the fixed income indexes and commodities

Higher Moments RBILLS RJPM−US−GBI RLDT RSPGSCI
Skewness2001−2015 3.84 -0.17 -0.11 -0.24
Skewness2016−2020 1.97 -0.10 -0.24 -1.10
Ex.Kurtosis2001−2015 150.28 2.16 1.99 2.92
Ex.Kurtosis2016−2020 10.62 9.08 11.23 12.33
JB− Statistic2001−2020 7196801.36 10577.74 18955.93 15531.57

2.6 Temporal Properties of the MSCI USA parent index

Times series modelling using Hidden Markov Models requires the data to be conditionally sta-
tionary dependent on the state (Frühwirth-Schnatter, 2006). The focus of the Hidden-Markov
modelling will be solely placed on the parent MSCI USA index, which allows for direct catego-
rization of the stages of the business cycles. Thus, from figure 2.6 it can be observed that the MSCI
USA parent index has mean values that are different from zero, non-constant variances and locally
appears to be highly correlated, making the series non-stationary. As a result, the log is taken to
scale prices, and a first difference is taken to remove the non-stationary drift.

FIGURE 2.6: MSCI USA log return series

From figure 2.6 it is evident that the log returns appear mean-stationary as they fluctuate around a
constant level. However, the log returns are also characterised by large variations in the volatility
of returns across time. There are periods of extremely low volatility where the volatility is within
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one standard deviation of the mean and periods of concentrated high volatility during market
meltdowns, as is observed from the rolling window (size=252 days) standard deviation. The
periods with extremely volatile returns outside the ±2σ range do not seem random and show a
relatively lasting persistence in the short-term, with a mean-reverting property in the long term.

The volatility clustering suggests autocorrelation between lags and is confirmed in Figure 2.7. The
black dashed horizontal lines are the upper and lower boundaries of the 95% confidence interval
under the null hypothesis of independence and are calculated as ∆ = ± 1.96

N where N is the sample
size. Except for the observable significance of the first lag, the ACF of the log return process does
not show a clear pattern of significant autocorrelations at different lag lengths with the occasional
lag significance with all lags being within the range ±5%of zero correlation. However, correcting
for the log return signs by squaring the log returns, shows a clear pattern of highly significant
autocorrelation lags, especially at low lengths. There is a distinct pattern where the autocorrelation
of the squared log return process dies down at high lags and is close to insignificant at about 60
lags.

FIGURE 2.7: Auto-correlation plot for MSCI USA log and squared log returns

2.7 Analysis of the relationships across equity factors and asset classes

A crucial part of the portfolio construction and optimisation process is mapping out factor cor-
relations to understand the potential diversification benefits. Given that the MSCI USA factors
are constructed from an identical universe of stocks that are part of the parent index, all of such
weightings are long-only despite the different weightings across factors. Thus for all factors, as
the unsystematic exposure is diversified away, the systematic exposure stays, which arguable is a
large portion of the explained variance across MSCI USA factor returns. In turn, since all factors
have a common dominant factor driving their variances, their correlations can and do turn out to
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be excessively large relative to the desired range of correlations necessary for effective portfolio
optimisation.

Hence, this section is dedicated to examining both the cross factor and multi-asset class relation-
ships for a more holistic understanding. Hence, the time-varying correlations and beta exposures
of the MSCI USA factors to their academic counterparts are analysed for the sake of understanding
whether and if it is reasonable to combine MSCI factors in multi-asset class allocations. Secondly,
the methodologies behind the MSCI factors and their academic counterparts are contrasted to il-
lustrate the potential of MSCI factors in multi-asset class portfolios. Lastly, the correlations of all
asset indexes are analysed to understand the potential diversification benefits.

2.7.1 Evaluation of MSCI USA factor relationships

Table 2.8 shows the static correlations across factors for the whole sample (2001-2021), where all
factor correlations are highly correlated with a correlation coefficient in the range of 0.88 and 0.98.

TABLE 2.8: Static factor returns correlations for the whole sample

ρFRi ,Rj
RUS−VALUE RUS−MOM RUS−QUAL RUS−SIZE RUS−MIN−VOL RUS−G

RUS−VALUE 1.00
RUS−MOM 0.88 1.00
RUS−QUAL 0.93 0.92 1.00
RUS−SIZE 0.98 0.92 0.96 1.00
RUS−MIN−VOL 0.95 0.91 0.94 0.96 1.00
RUS−G 0.91 0.94 0.98 0.96 0.92 1.00

In an attempt to neutralize the dominant market factor exposure in the relationships across the
MSCI USA factors, we find the log factor returns in excess of the market returns using the SP500
log returns as a proxy (i.e RFi−RSP500 = RFi − RSP500). This method is similar to the basic CAPM,
with the assumption that all factors have a beta of 1- across time, in which case the factor returns
once the market premium exposure is neutralized become the sum of the CAPM residual and the
factor’s alpha as shown by equation 2.5,

CAPM : RFi − R f = αFi + β(Rm − R f ) + ε (2.3)

⇐⇒ RFi − R f − β(Rm − R f ) = αFi + ε (2.4)

⇐⇒ RFi − Rm = αFi + ε (2.5)

The resulting factor correlations are shown in Table 2.9. They can be interpreted as the correlations
between the sums of factor alphas and residuals. The new correlation between Value and Growth
-0.97 is quite realistic from the perspective of academically defined Value and Growth factors. For
the rest of the correlations, a directly observable pattern does not seem to exist. Interestingly,
Growth is mildly correlated to Quality (0.51) and Momentum (0.41), whereas Size shows almost
no correlation to Min-Vol (-0.04) and Momentum (-0.03) but is mildly correlated to Value (0.34).
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ρFRi−Rm ,Rj−Rm RUS−VALUE RUS−MOM RUS−QUAL RUS−SIZE RUS−MIN−VOL RUS−G

RUS−VALUE 1.00
RUS−MOM -0.40 1.00
RUS−QUAL -0.54 0.22 1.00
RUS−SIZE 0.34 -0.03 -0.36 1.00
RUS−MIN−VOL 0.17 0.24 0.29 -0.04 1.00
RUS−G -0.97 0.41 0.51 -0.21 -0.19 1.00

TABLE 2.9: Static factor returns in excess of market return correlations for the whole
sample

From an empirical perspective, the MSCI USA factor returns in excess of market returns can not be
considered pure factor returns as defined by Fama and French (1996). They define factor exposure
as exposure to a long-short portfolio where each portfolio is constructed as the most and least
signal following portfolio. This is only partially correct for the MSCI USA Size factor since the
S%P500 is the index of the approximately 500 largest US publicly traded companies. Lastly, MSCI
USA Quality and Min-Vol as the counter-cyclical factors are mildly correlated (0.29). The weak to
moderate correlations for the MSCI factors in excess of market returns suggest that left-over resid-
ual returns can be considered valuable in multi-factor portfolio combinations. Nonetheless, all of
the MSCI USA factors can be considered as heavily driven by the market premium in principle.



Chapter 2. Asset universe 29

FIGURE 2.8: Static and Rolling factor and factor in excess of market correlations

Furthermore, given that optimizing assets in the portfolio is made contingent on correlations be-
tween factors, changing or rebalancing portfolios assumes that these correlations change over
time. Thus, it is of interest whether the factor correlations change over time. Furthermore, rolling
factor correlations are of interest as several portfolio optimization techniques assumes linear in-
dependence, which is not the case for assets with perfect correlation. The rolling correlations with
a window of 252 days are shown for both factor and factor in excess of SP500 log returns in Figure
2.8. In the Figure, the green and yellow lines are the rolling and static correlations for the excess
of market returns that are shown in table 2.9.

Similarly, the red and blue lines show the rolling and static correlations from Table 2.8 for the
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MSCI USA factor log returns. Thus, from Figure 2.8 it can be observed that the rolling correlations
between all MSCI USA factors seldom drop below 0.75, and for most periods can be considered
close to stationary as the rolling correlations are within an extremely close range to the static
correlations. The correlations for the factor log returns in excess of market log-returns exhibit a far
greater time-varying behaviour.

2.7.2 MSCI USA factor betas in a CAPM setting

In order to better understand the value of index construction methodology behind MSCI USA
factors, this subsection involves the testing of MSCI USA factor exposures to the respective aca-
demically constructed market-neutral in a CAPM setting. Firstly, all factor and market log-returns
must be adjusted by the risk-free rate i.e. (RFi − R f ), and secondly, a basic single-factor CAPM
model is run for each factor on the market premium to determine the beta coefficient using the
equation 2.3. Consequently, Table 2.10 shows that this assumption is approximately correct for the
MSCI USA Size (1.02), Value (1.01) and Growth (0.99) factors, whereas Momentum (0.94), Quality
(0.91) and Min-Vol (0.79) show a beta which to an extent is significantly lower than one.

TABLE 2.10: Estimated empirical betas from the generic CAPM for each respective
factor

Single factor CAPM RUS−VALUE RUS−MOM RUS−QUAL RUS−SIZE RUS−MIN−VOL RUS−G
βRSP500−R f 1.01 0.94 0.91 1.02 0.79 0.99

It is of empirical interest to contrast the practically implemented MSCI USA factors to their aca-
demic counterparts. Thus, a dual-factor CAPM model is constructed based on the combination of
pairs of factors, where the daily returns of the academic equity factors are obtained from the Fama-
French five-factor model. Here, the Growth factor (-HML) is constructed as a short version of the
Value factor (HML) since Growth and Value in academic terms are two-sides of the same coin,
where Value holds stocks with the highest Book-to-Market ratios and shorts a portfolio of stocks
with the lowest Book-to-Market ratios (HML=0.5(Small Value + Big Value)-0.5(Small Growth +
Big Growth), Growth does the exact opposite. Likewise, Momentum as an individual factor is
obtained from the Fama-French database. As a result of the higher similarity in methodologies of
the MSCI Quality and QMJ factor from Asness, Frazzini, and Pedersen (2019) and MSCI Min-Vol
and BAB factor from Frazzini and Pedersen (2014), QMJ and BAB are used as pairings to MSCI
Quality and Min-Vol factors.

For instance, it is arguable that Robust-minus-Weak as defined as RMW=0.5(Small Robust + Big
Robust)-0.5(Small Weak + Big Weak), which can be considered as a measure of robustness of
firm operating profitability and Conservative-minus-Aggressive, CMA=0.5(Small Conservative
+ Big Conservative)-0.5(Small Aggressive + Big Aggressive) as a measure of firm investment
strategy as part of the factor dimensions of the five-factor Fama-French model, can be consid-
ered as components of a quality factor, however since QMJ also includes firm leverage it is a
far more appropriate academic equity factor counterpart to MSCI USA Quality. Whereas, the
Betting-against-Beta (BAB) factor that is constructed as a self-financing portfolio, market-neutral
portfolio by holding a leveraged long low beta stocks position while shorting high beta stocks or
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rBAB
t+1 = 1

β′twL
(r′t+1wL − r f )− 1

β′twH
(r′t+1wH − r f ). Thus, BAB can be considered a dimension of the

Minimum-Volatility MSCI USA factor, allocating based on minimizing systematic beta exposure
and residual variances. The results from each dual-factor CAPM model pairings are shown in
Table 2.11. All beta coefficient estimates are found to be significant at a 1% significance level.

TABLE 2.11: Estimated empirical betas from a dual factor model for each respective
factor pair

Dual factor model RUS−VALUE RUS−MOM RUS−QUAL RUS−SIZE RUS−MIN−VOL RUS−G
βRSP500−R f 0.98 1.03 0.98 1.01 0.79 1.02
βHML 0.27
βMOM 0.32
βQMJ 0.28
βSIZE 0.15
βBAB 0.025
β−HML 0.28

Furthermore, each beta coefficient from Table 2.11 can be interpreted as the exposure of the MSCI
factor to the market premium factor while controlling for the effects of its respective academic
equity factor counterpart.

Moreover, if we consider that higher beta exposure in a dual CAPM setting implies a higher resem-
blance of an MSCI USA factor to its academic counterpart, a higher portion of the expected return
can be directly linked to exposure to the academic equity factor. For instance, given MSCI USA
Quality exposure to QMJ (0.28) and Market premium(0.98) in the dual-factor CAPM, the expected
return for the MSCI USA Quality factor in excess of the risk-free rate for a 1% QMJ or Market
premium return implies a 0.28 % or 0.98 %, respectively. From Table 2.11 it can be observed that
the MSCI USA Momentum (0.32), Quality (0.28), Growth (0.28) and Value (0.27) have the highest
resemblance or exposure to their academic counterparts. In contrast, MSCI USA Size (0.15) and
Min-Vol (0.025) hold a much lower exposure to Size and BAB factors, whereby the Min-Vol factor
is almost wholly unrelated to the BAB factor when controlling for market premium exposure.
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FIGURE 2.9: Annual rolling single and dual factor βi for each MSCI USA factor

Figure 2.9 shows the rolling beta estimations for each MSCI USA factor in the single and dual-
factor models. Except for the MSCI USA Size beta estimations that are relatively stable over time,
the rest of the beta estimations show a clear pattern of time dependence. Interestingly, the QMJ
exposure in the dual-factor model of MSCI USA Quality drops substantially after 2014. On the
other hand, in the dual-factor model the MSCI USA Momentum, Value and Growth factors show
an increasingly higher academic equity factor exposure during periods of positive market returns
for pre-2008, 2017 and 2019.



Chapter 2. Asset universe 33

2.7.3 Contrasting MSCI USA factors and academic factors

Fundamentally, it is also arguable that the differences in methodology between the MSCI USA
Factors and the academic equity factors are so large that the respective academic equity factor
exposures shown by the dual-factor CAPMs hold no significant information content. Firstly, the
dual-factor CAPMs can be further extended to include more factors, as is the case for the Min-Vol
factor, which can be further extended by including a Minimum residual variance factor. Likewise,
the MSCI Value factor definition is also extended and encompasses dimensions of earnings yield
and long-term reversal relative to HML, which is one dimensional in a univariate sort. To an
extent, a similar argument can be made for all MSCI USA factors.

Secondly, the methodology used for the construction of the academic equity factors by Fama and
French (1993), Asness, Frazzini, and Pedersen (2019) to hold long-short positions based on the
fundamental factor signal strength relative, further sorting the value or equally weighted port-
folios into approximate thirds ( 30%) or more complex double- or triple- sorts in the case of the
Five- factor Fama-French Model, inherently do not consider the highly significant frictional costs
that every investor would consider, such as transaction costs and taxes, which comprise the in-
vestability of a strategy. The difference here is that the MSCI factors only holds the long portion of
the factor portfolios, where stocks that show the highest signal strength are overweighted given
several constraints aimed at limiting the volatility of each factor to close proximity to the parent
index.

Furthermore, the rebalancing frequency for the MSCI USA factors is semi-annual and occurs dur-
ing the May and November reviews. In contrast, the academic equity factor portfolios are annu-
ally rebalanced at the end of each June in academic Fama-French factors, allowing for a lower port-
folio turnover, except for the BAB factor that is rebalanced monthly. However, more importantly,
the construction of the academic long-short portfolios does not consider any interim corporate
events (such as mergers and acquisitions, spin-offs, changes in the securities characteristics, such
as equity issuance, sector or country classifications), which are an integral part of the underlying
parent index maintenance process. Not accounting for corporate events can have a significant ef-
fect on the stock allocations in the practical implementations (ETFs) potentially causing tracking
errors where a portion of the variance in the ETFs cannot be explained by the underlying index

returns (TE =
√

∑(Ki−K̄)
n , where Ki = Ri − RBenchmark,i).

Constructing multi-factor portfolios using the academic equity factors methodologies is especially
problematic given the requirement to achieve a satisfactory level of diversification of unsystem-
atic risk exposure in each portfolio sort. The combinations of portfolio sorts rise with the addition
of each academic equity factor, where the most basic case of 2x2 or four long-short combinations
in a double factor sorting and 2x2x2 in the case of minimal triple factor sorting combinations by
median factor values. The combinations rise dramatically when considering the possible com-
binations of the correct signal strength according to which the sorting will be conducted, for in-
stance, sorting into quarters (4x4x4), quintiles (5x5x5) or deciles(10x10x10), among other sorts. For
the construction of the Five-Factor Fama-French model Fama and French (2015) settle on a 2x4x4
triple sort, like the sort that allows for the best trade-off between capture factor exposure while
diversifying unwanted unsystematic risk exposures.
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Overall, the classical (academic) long-short factor strategies are far less practically implementable
in an objective way, principally because of the amount of arbitrary sorting combinations and is-
sues that arise in practice as a result of shorting frictions (shorting costs). Whereas, despite the
implementability of the long-only academic factor portfolios which are constructed according to a
single dimension, as compared to the multi-dimensional security selection of the long-only MSCI
factor ETFs, show a greater balance of strategy investability as a result of index maintenance dur-
ing corporate events as well as satisfactory levels of low portfolio turnover given the most recent
annual operating expense ratios (OER) of MSCI USA factors is only 0.15%. Thus, the strategies
composed of the MSCI USA factors are chosen for performance testing in the following chapters,
whereas evaluations of the conditional performances of the academic factor strategies are found,
which can be used as the foundations for further research.

2.7.4 Evaluation of the relationship between MSCI USA factors, the fixed income and
commodity indexes

A crucial gauge of the potential benefits from the inclusion of an asset into a portfolio is the new
assets covariance structure to the existing portfolio assets, and within covariance lies the asset
correlation (COVRA,RB = ρRA,RB σRA σRB ). Here, one of the fixed income indexes and the GSCI will
be considered as an addition to a portfolio of MSCI USA factors for the asset allocation strategies.
Given that the bills index relatively does not hold as much information about investors expec-
tations, the focus will be on whether to construct portfolios based on the JPM-GBI-USA or the
Barclays Long Bond index. The crucial criteria are the potential of achieving diversification bene-
fits, where the most optimal additions are weakly correlated assets, ideally with correlations close
to zero. Thus, the static correlations between the fixed income indexes, the GSCI and the MSCI
USA factors and factors in excess of market returns are presented in Table 2.12, where it is clear
that the Barclays LDT index and the GSCI show almost no correlations, whereas the JPM-GBI-
USA shows negative correlations to all MSCI factors with much correlation variability for MSCI
factors in excess of market returns.

TABLE 2.12: Static factor and factor in excess of market return in-sample correlations
to JPM GBI US only index

Correlations VALUE MOMENTUM QUALITY SIZE MIN-VOL GROWTH
ρRGBI−US,RFi

-0.36 -0.32 -0.35 -0.36 -0.31 -0.36
ρRGBI−US,RRFi

−Rm
-0.05 0.11 0.2 -0.11 0.37 0.03

ρRLDT ,RFi
0.03 0.02 0.02 0.03 0.03 0.02

ρRLDT ,RRFi
−Rm

0.04 -0.03 0.02 0.02 -0.02 -0.03

ρRGSCI ,RFi
-0.05 -0.05 0.01 -0.05 -0.06 -0.05

ρRGSCI ,RRFi
−Rm

-0.02 0.02 -0.06 -0.02 0.02 0.02

Consequently, Figure A.1 shows the annual rolling and static correlation for Barclays Long Dura-
tion Index and the factor (red) and factor in excess of market returns (green). From this figure it
can be observed that the annual rolling correlations for all factors and their excess of market re-
turns to LDT are relatively the same, where both show mild cyclically although always within the
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weak correlation range (−0.25 ≤ ρ ≤ 0.25). The rolling correlations for the factors and GSCI, and
the fixed income indexes are left as part of the appendix A.2. A similar pattern in correlations can
be observed for the MSCI factors in excess and commodities correlations, although with a higher
degree of cyclically especially pre- and post-GFC.

FIGURE 2.10: Rolling correlations between the fixed income indexes and GSCI com-
modity index 2001-2021

Finally, figure 2.10 shows the rolling correlations between the GSCI and the fixed income indexes,
where it becomes apparent that the Barclays LDT Index with a higher duration shows a far more
cyclical and variable annual rolling correlation with a tendency to be negative, relative to the
JPM-GBI-USA, which may provide slightly higher diversification benefits. All in all, the Barclays
LDT index is preferred over the JPM-GBI-USA as an addition to the MSCI factors, and a source
of diversification benefits as LDT shows consistent rolling and static correlations to the MSCI
factors that are stable and almost indistinguishable from zero. Thus, the portfolio construction
will involve the GSCI commodities index, the Barclays LDT Index, and 5- MSCI Factors. Growth
is excluded on theoretical grounds given the academically established Value premium as well as
if a portfolio allocates to both Growth and Value, such allocation defeats the purpose of allocating
to either.
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3 Hidden Markov Models

A helpful way of simplifying occurrences in nature would be to classify each signal (or output) by
its source or underlying process. Thus, each process can be measured by its i) time-frequency, that
is to say, whether it occurs at discrete points in time or continuously, ii) stationarity, whether or
not the underlying parameters that describe the process and help determine the signal vary over
time, and iii) purity, whether the signal is affected by unwanted noise. The next step concerns
the development of models that are as efficient as possible in evaluating the nature of the signal.
Knowing the signal’s statistical properties makes it easy to simulate and evaluate all the potential
scenarios. The ultimate goal of such a method is to build predictions and identifications systems
which are the foundation of practically every modern institutional market participant.

Models that evaluate signals can be classified into deterministic and statistical models. This thesis
primarily explores the latter, as the first implicit assumption of Markov processes is that the signal
is characterized as a parametric random process (Rabiner, 1989). Secondly, it must be possible
for the parameters of the stochastic process to be estimated with a well-defined, concrete method.
However, the exception for almost all applications of Markov Models in finance is that an observed
state process does not exist. Thus, the principal inquiry of interest is to determine the hidden state
process by evaluating the observation sequence of daily returns.

Likewise, only the core derivations of formulas will be presented, avoiding the complete but
lengthy and drawn out proofs. As a result, the primary focus will be given on physical expla-
nations, such as the meaning behind the math and its practical implications. The majority of the
provided derivations were obtained from the referenced literature.

Having determined that the returns of MSCI USA are fat-tailed and show periodical volatility
clusters, the returns can not be assumed to follow a static normal distribution. Thus, it is of interest
to investigate how a Hidden Markov Model can identify distinct regimes. It will be able to create
a mixture of normal distributions that can account for the above-mentioned stylized facts. First,
the relevant versions of the model will be introduced with their underlying algorithms in sections
3.1 and 3.2. With a good understanding of the model, it will be applied on returns of MSCI USA to
estimate the conditional parameters and find the models with the most satisfactory statistical fit
in section 3.3. Furthermore, a statistical check will be applied to verify whether the model is good
at replicating the underlying time series. Likewise, each of the selected models will be estimated
in a rolling window regression, and additional probability smoothing methods will be applied to
improve the state persistence.
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3.1 Hidden Markov Models in Discrete Time

3.1.1 Markov Chains

A first-order Markov chain is a stochastic process describing a sequence of possible states s1, ..., sN
in which the probability of the following state sn depends entirely on the previous state sn−1. More
formally:

p(sn|s1, s2, ..., sn−1) = p(sn|sn−1), ∀n = 2, ..., N (3.1)

This memorylessness property allows the model assumption of i.i.d. to loosen, similar to more
traditional non-sequential models. The model remains computationally treatable while incorpo-
rating past information into future probabilities of sequential data (Bishop, 2006).

3.1.2 Hidden Markov Models

Markov chains are useful to model the shifting conditions of financial markets because, for each
underlying state, different probability distributions can be attached to the returns. For example,
for a two-state chain, we can consider one state to represent an upwards trending (bull) market
and the other state a downwards trending (bear) market. Similarly, for a three-state chain, the
third state could represent a sideways ("choppy") market. We would expect each state’s prob-
ability distribution to reflect the financial market-relevant at the time. A bull market would be
represented by a Gaussian distribution with positive mean and low variance, while a bear market
would have a negative mean and high variance:

Bull regime ∼ N(µbull , σbull) (3.2)

Bear regime ∼ N(µbear, σbear) (3.3)

where µbull > 0 > µbear and σbull < σbear

However, the distribution of the states is not necessarily Gaussian. Alternative distributions are
Student’s t-distribution and the negative binomial distribution. Such a combination of multiple
unobservable (latent) states connected through a Markov chain is called a hidden Markov model.

In the following example, a 2-state HMM is introduced. Note that the example can easily be
expanded to more states. Consider a 2-state HMM, where the conditional distribution in each
state is normal. Then that model will have the specifications

Ot|Qt ∼ N(µQt , σ2
Qt
) (3.4)

Ot = µQt + σQt εt, εt ∼ N(0, 1) (3.5)

where,



Chapter 3. Hidden Markov Models 38

µQt =

{
µ1, if Qt = 1
µ2, if Qt = 2

, σQt =

{
σ1, if Qt = 1
σ2, if Qt = 2

, A =

[
p11 p12
p21 p22

]

For every period, the model observes a realization ot from Ot. However, it is unknown whether
Qt = 1 or 2 and the values underlying the transition probabilities in A are also unknown. There-
fore, the objective of the HMM is to estimate the most likely sequence of Qt and the most likely
parameters, A & B. Furthermore, taking the most basic two state Markov model as an example,
Timmermann (2000) establishes the unconditional moments as the following:

E[Xt|λ] = δ1µ1 + (1− δ1)µ2 (3.6)

Var[Xt|λ] = δ1σ2
1 + (1− δ1)σ

2
2 + (1− δ1)δ1(µ2 − µ1)

2 (3.7)

Skew[Xt|λ] =
δ1(1− δ1)(µ1 − µ2)

[
3(σ2

1 − σ2
2 ) + (1− 2δ1)(µ2 − µ2

1)
2][

δ1σ2
1 + (1− δ1)σ2

2 + (1− δ1)δ1(µ2 − µ1)2
] 3

2
(3.8)

Kurt[Xt|λ] = L
M (3.9)

Whereby, for the kurtosis equation 3.9, L = 3δ1(1− δ1)(σ
2
2 − σ2

1 )
2 + 6(µ2 − µ1)

2δ1(1− δ1)(2δ1 −
1)(σ2

2 − σ2
1 ) + δ1(1− δ1)(µ2 − µ1)

4(1− 6δ1(1− δ1)) and M=
[
δ1σ2

1 + (1− δ1)σ
2
2 + (1− δ1)δ1(µ2 −

µ1)
2]2. Likewise, Ot is the observation sequence, given the model parameters λ. It is clear from

3.6 that the unconditional mean is the probability weighted mean of the two states, whereas the
variance is determined both by the differences in state variances as well as the differences between
the state means. Interestingly, skewness is principally determined by the size of the difference
between the conditional means, and it only arises if the state means are not equal.

Furthermore, it is essential to note that the autocorrelation function at lag k in an HMM, as the one
depicted above, is defined as

ρXt(k|λ) =
δ1(1− δ2)(µ1 − µ2)2

σ2 θk (3.10)

And the autocorrelation for the squared process is

ρX2
t
(k|λ) = δ1(1− δ2)(µ2

1 − µ2
2 + σ2

1 − σ2
2 )

E[X4
t |λ]− E[X2

t |λ]
θk (3.11)

Where δj is the stationary distribution, satisfying δA = δ and δ1′ = 1, λ is the set of estimated
HMM parameters, and θ = p11 − P21 is the second largest eigenvalue of the transition matrix
A (Frühwirth-Schnatter, 2006), and the remaining parameters are as defined previously. From
equation 3.11 it is clear that the process results in a positive autocorrelation at lag k if λ is positive.
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Moreover, given that λ is positive, and as it is scaled to the power of k, the function shows a high
tendency to exhibit an exponential decay of the autocorrelation function with successive lags q.
The model is further exemplified in Figure 3.1.

FIGURE 3.1: A 2-state HMM and its underlying parameters. δ is the start proba-
bilities, circle 1 and 2 represent the different states, from which emissions follow
Gaussian distributions bj and pij are transition probabilities. The objective is to fit
the most likely sequence Qt to the observation sequence Ot, thereby finding the se-

quence that maximises Lj.

From the transition matrix A, it can be inferred that the probability of staying in state i for t time
steps, is expressed as the probability of staying in state i denoted pii for t times, multiplied with
the probability of moving to the other state denoted 1− pii

p(Staying in state i for t periods) = pt−1
ij ∗ (1− pij) ∀i = j (3.12)

E[Sojourn periods in state i] =
1

1− pij
∀i = j (3.13)

This implies that the probability of changing states is independent of the time already spent in the
current state, i.e. the distribution is memoryless. This property does not confer to the properties
of financial time series, which exhibit serial correlation as shown in Chapter 2. A possible solution
to this issue is described in the following sections, where this issue is dealt with by using a rolling
estimation method where A itself, along with all other parameters, is time-varying.
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In order to estimate the parameters in the HMM, the Maximum Likelihood method is applied.
Bulla et al. (2011), defines the likelihood function as

L(λ) = πbj(o1)Abj(o2)A...bj(oT−1)Abj(oT)1′ (3.14)

Where, π represent the initial distribution of the Markov chain and bj(o) is a diagonal matrix with
state-dependent conditional distributions. bj(ot) can thus be interpreted as the probabilities of
observing ot, given j different states. As the HMM is defined, the next problem is to estimate it.

3.1.3 Estimation

From the general setup above, it is clear that several variables have been defined and conditioned
on, such as Qt, but without a clear description of how to estimate them. Estimating these param-
eters can be summarized in the following three problems as described by Rabiner (1989) which
will be discussed in the following sections.

• Computing Likelihood: Evaluating the likelihood of the observations Ot given the param-
eters λ = (A, B).

• Decoding: Inferring the most likely sequence of states Qt given Ot and λ = (A, B).

• Learning: Estimating the model parameters λ = (A, B) that maximize the likelihood of the
observed data.

In estimating HMMs, the first problem is generally not used by itself, but the other two problems
feed directly from the algorithm derived from the first problem. The second problem, Decoding,
builds on the first problem in deriving its solution, while both problems 1 & 2 are used recursively
in the final problem, Learning. During the Learning stage, the model parameters are fitted to a
particular observation set, and in Decoding that the set of state predictions are generated. In the
following sections, several examples will be made in discrete distributions as this is more intuitive
and easier to explain. However, all algorithms are easily expanded to continuous models, such as
the 2-state HMM explained in Section 3.1.

3.1.4 Likelihood Computation - The Forward Algorithm

The first issue is referred to as the "Evaluation Problem" Rabiner (1989), and it addresses the prob-
lem associated with computing the probability that the observed sequence comes from a given
HMM. Thus, for an observation sequence O, for instance, a time series of financial asset prices, the
objective is to determine the likelihood of the observation sequence given an HMM with particular
model parameters λ. More formally:

Computing Likelihood: Given an HMM λ = (A, B) and an observation sequence O, determine
the likelihood P(O|λ).

Therefore, we wish to derive the probability of the observation sequence given some HMM, i.e.
P(O|λ). Concretely, we seek to determine the probability of the observation sequence. However,
we do not know what the associated hidden state sequence is (Jurafsky and Martin, 2019).
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For example, assume that we know the state of the economy, i.e. the hidden state sequence. Given
this simplified assumption, one would naturally want to predict a sequence of the financial time
series. We assume that the financial time series can yield 2- values, indicated by either positive or
negative returns, and the hidden states can yield 2- values, expansion or recession. For a given
hidden state sequence, for instance (Expansion, Expansion, Recession), it is then possible to com-
pute the likelihood of an observation sequence such as (Positive, Negative, Positive).

To see why this is, one must note that a single hidden state is associated with only one observation,
which means that the sequence of hidden states and the sequence of observations have the same
length. Based on the one-to-one mapping relationship and the HMM assumptions expressed as

P(qi|qi...qi−1) = P(qi|qi−1) (3.15)

We have, that for a particular hidden state sequence Q and an observation sequence O at time t,
the likelihood of a particular observation sequence is given by

P(O|Q) = ΠT
i=1P(oi|qi) (3.16)

As a simplified example, we compute the forward probability for the financial time series observa-
tion (Positive, Negative, Positive) and the assumed hidden state sequence (Expansion, Expansion,
Recession) as shown below

P(Positive Negative Positive |Expansion Expansion Recession) = P(P|E) ∗ P(N|E) ∗ P(P|R)
(3.17)

The problem with the methodology above is that we are yet to uncover the hidden state sequence
of economic regimes. Therefore, to derive the probability of the observation sequence of finan-
cial assets (Positive, Negative, Positive), it is required to take the sum of all possible hidden state
sequences, weighted by their respective probability. In order to arrive at this conclusion, we com-
pute the joint probability of witnessing a particular hidden state sequence Q while generating a
particular observation sequence O of financial returns Jurafsky and Martin (2019). This can be
expressed as:

P(O, Q) = P(O|Q) ∗ P(Q) = ΠT
i=1P(oi|qi) ∗ΠT

i=1P(qi|qi−1) (3.18)

The joint probability derivation of the financial return observation (Positive, Negative, Positive)
and the hidden state sequence (Expansion, Expansion, Recession) is shown in the equation below.
Note that initially, we condition on q1, which is the start state, determined by π.

P(PNP, EER) = P(E|q1) ∗ P(E|E) ∗ P(R|E) ∗ P(P|E) ∗ P(N|E) ∗ P(P|R) (3.19)

Therefore, the joint probability of observations is derived as the product of probabilities of observ-
ing a particular state, given the previous state multiplied by the product of a specific observation
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given a particular state. Having proved how to derive the joint probability of the observations for
a particular sequence of the hidden economic regimes, it is possible to compute the total proba-
bility of the observations by summing over all possible hidden state sequences Q, based on Bayes
Rule, shown below.

P(O) = ∑
Q

P(O, Q) = ∑
Q

P(O|Q) ∗ P(Q) (3.20)

In terms of our simplified case described above, we would sum over the eight possible variations
of the hidden state sequences for the given observation sequence, that is,

P(P, N, P) = P(PNP|EEE) + P(PNP|EER) + .... (3.21)

As should be clear, extending the number of possible states will make the computations more
demanding since an HMM with N hidden states combined with an observation sequence of T
observations will have NT possible sequences of the hidden state (Jurafsky and Martin, 2019).

FIGURE 3.2: Forward trellis. From start probability π, the forward probability of
entering either state at(j) is calculated recursively as the sum of the probabilities

from every path that leads to the given at(j), using equation 3.23.

In most cases, both N and T will be significant, resulting in unfeasible computations. Fortunately,
more feasible methods exist. Hence the highly exponential algorithm can be substituted with an
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efficient methodology known as the forward algorithm (Rabiner, 1989). Forward algorithms have
the nifty property of only relying on O(N2T)1 computations, because its dynamic structure allows
it to store intermediate values as it derives the probability of the observation sequence (Rabiner,
1989). The forward algorithm follows the methodology described above. It thus computes the
observation probability by summing over the probabilities of all possible hidden state sequences
that could generate the observation sequence, but it does so by implicitly folding each of these
paths into a single forward trellis (Jurafsky and Martin, 2019). For illustrative purposes, Figure 3.2
shows the process of the forward algorithm.

The intuition behind the forward trellis is that each step, denoted at(j), represents the probability
of being in state j, after witnessing a set of observations. Therefore, the forward trellis derives
the value at each step, at(j) by summing over the probabilities of every path of the observation
sequence that could lead us to the given at(j). More formally, we can express the probability of
at(j) as

at(j) = P(o1, o2, o3...ot, qt = j|λ) (3.22)

Where qt = j means that the t(th) state, in the sequence of states, is in fact state j. Therefore, the ob-
jective is to find the probability of the next step, given a current hidden state, that is obtained based
on an observation sequence. The probability at(j) can be derived by summing over the extensions
of all possibles paths that lead to the current cell (Jurafsky and Martin, 2019). Mathematically, this
can be formulated as

at(j) =
N

∑
i=1

at−1(i)aijbj(ot) (3.23)

Where at−1(i) is the probability of the previous forward path, ai j is the transition probability be-
tween the previous hidden state denoted qi to the current state denoted qj, N is the number of
possible hidden states, and bj(ot) is the likelihood of the observation ot conditioned on the current
state j. Therefore, equation 3.23 condition the derivation of at(j) on the state qj at time t. Figure
3.3 illustrates the induction step for deriving the value for a new cell of the forward trellis.

1O(N2T) refer to the associated time-complexity of running the algorithm.
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FIGURE 3.3: Computing a single element of at(j) using equation 3.23.

Based on the theory discussed above, as well as the illustration, it is possible to split the forward
algorithm into 3 steps: 1) Initialization, 2) Induction and 3) Termination.

The first step initializes the forward probabilities as the joint probability of state qi and the first
observation o1. As should be clear, the induction step is the heart of the forward algorithm, as
everything after is a repetition of computations regarding incremental forward steps (Rabiner,
1989). Using prior defined variables, this initialization can be formulated as

a1(j) = πjbj(o1) 1 ≤ j ≤ N (3.24)

Based on equation 3.24 and the illustration from the figure above, we see how state qj can be
reached at time t from N possible states, hence qj is bounded by 1 ≤ j ≤ N. Furthermore, since
at(i) is the probability of the joint event, that o1, o2, ..., ot−1 are observed, and the state at time t is
qi−1, the product at−1ai j is the probability of the joint event that o1, o2, ...ot are observed and state
qt is reached via state qi at time t− 1 (Rabiner, 1989). Summing this result over all the N possible
states at time t− 1, results in the probability of being in state qj at time t. The computation from
equation 3.23 is then performed for all states 1 ≤ j ≤ N for a given t. Lastly, summing all the
terminal forward variables aT(i), yields the desired results expressed as
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P(O|λ) =
N

∑
i=1

aT(i) (3.25)

Thus, given an HMM, λ, and an observation sequence O we have successfully determined the
likelihood P(O|λ) based on the forward algorithm above.

3.1.5 Decoding - The Viterbi Algorithm

As explained in the beginning of the chapter, this section builds on many of the concepts from
the forward algorithm. The concepts in this section are primarily used when one has already es-
timated an HMM and wants to predict hidden states. For any model containing hidden states,
decoding is the task of determining the most likely sequence of hidden states conditional on an
observation sequence (Jurafsky and Martin, 2019). From our previous example, given an observa-
tion sequence of returns as (Positive, Negative, Positive), the associated task is to decode the best
sequence of the hidden states. More formally

Decoding: Given an HMM λ = (A, B) and an observation sequence O = o1, o2, ..., oT, determine
the most plausible sequence of states P(Q=q1, q2, q3, ..., qT) (Jurafsky and Martin, 2019).

Contrary to the likelihood computation in Section 3.1.4, where a closed-form solution could be
obtained, there are several possible ways of solving the decoding problem. The challenge is asso-
ciated with the definition of the optimal hidden state sequence because several optimality criteria
can be used. One of the criteria could involve selecting the hidden state sequence by looking at
each hidden state individually, and choose the one with the highest state transition probability,
however, when the HMM has state transitions of zero probability i.e. ai j = 0, the "optimal" se-
quence of the hidden states might be invalid. Therefore, determining the most likely state at every
incremental step without taking into account the occurrence probability of the actual sequence of
the hidden states, will not be the best strategy to solve the decoding issue (Rabiner, 1989).

This fundamental problem can be solved by modifying the optimality criterion to find the sin-
gle best path of the hidden state sequence i.e. maximizing P(Q|O) likelihood sec. That is, for each
possible path of hidden states, we run the forward algorithm and compute the likelihood of the
observation sequence given the particular hidden state sequence, allowing us to select the hidden
state sequence that maximises observation likelihood. Unfortunately, this optimization methodol-
ogy is unfeasible, as there are an exponentially large number of possible state sequences (Jurafsky
and Martin, 2019).

The most common solution to this issue for HMMs is known as the Viterbi Algorithm. Similar
to the previously discussed forward algorithm, the Viterbi makes use of dynamic programming
and trellis. Figure 3.4 below illustrates the Viterbi trellis for deriving the best hidden state path for
the return observation sequence (Positive, Negative, Positive).
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FIGURE 3.4: Forward trellis with Viterbi. The main difference from figure 3.2, is that
probabilities are denoted vt(j) and calculated using equation 3.27 for t > 1.

As illustrated by figure 3.4, the proposition of the Viterbi algorithm is to process the observation
sequence from the initial observation through time, thus we need to find the trellis associated
with each observation for each possible hidden state. Each trellis denoted vt(j), represents the
probability that the HMM is in a particular state j after witnessing a given observation sequence,
where the model passes through the most likely hidden state sequences (Jurafsky and Martin,
2019). This means that the value of each cell vt(j) is derived by recursively solving for the most
likely path of ending up in this particular state. Mathematically, each cell indicates the probability

vt(j) = max
q1,...,qt−1

P(q1...qt−1, o1, o2...ot, qt = j|λ) (3.26)

Where the max illustrates that we are solving for the most probable path for all possible previous
hidden state sequences. The Viterbi algorithm follows a similar recursive process as the forward
algorithm. Assuming that we have derived the probability of being in every state at t − 1, then
one can derive the Viterbi probability (vt(j)) by taking the most likely path leading to the current
cell (Jurafsky and Martin, 2019). Therefore, for a given hidden state qj at t, the Viterbi probability
vt(j) is derived as

vt(j) =
N

max
i=1

vt−1(i)ai jbj(ot) (3.27)
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Where vt−1(i) is the probability associated with the previous time step, ai j is the transition prob-
ability from the previous hidden state qi to the current hidden state qj and bj(ot) is the likelihood
of the observation conditioned on the current state j.

An important aspect to keep in mind regarding the Viterbi algorithm, is that it resembles the
forward algorithm, with the exception of introducing a backtracking step in the implementation
(Rabiner, 1989). The reason for this, is that the Viterbi algorithm must produce a probability and
the most likely state sequence, while the forward algorithm only needs to produce an observa-
tion likelihood. The Viterbi algorithm computes the most likely hidden state sequence by keeping
track of the path of hidden states, that lead to the current state, as illustrated from figure 3.5 below
(Rabiner, 1989).

In summary, just as the forward algorithm, the Viterbi algorithm can be broken down into three
steps, initialization, recursion and termination. The algorithm is initialized by

v1(j) = πjbj(o1) 1 ≤ j ≤ N (3.28)

bt1(j) = 0 1 ≤ j ≤ N (3.29)

Then recursion is executed by

vt(j) =
N

max
i=1

vt−1(i)aijbj(ot) 1 ≤ j ≤ N, 1 < t ≤ T (3.30)

btt(j) = arg
N

max
i=1

vt−1(i)aijbj(ot) 1 ≤ j ≤ N, 1 < t ≤ T (3.31)

Finally, termination is done by

Best score:
N

max
i=1

vT(i) (3.32)

Start backtrace: arg
N

max
i=1

vT(i) (3.33)
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FIGURE 3.5: Viterbi backtrace. The dashed lines show the backtraces calculated us-
ing equation 3.31

3.1.6 Learning - The Baum Welch Algorithm

Finally, the third problem for HMMs, which revolves around fitting HMM model parameters,
builds directly on the concepts from the previous algorithms. The objective is to learn the param-
eters associated with the model, that is, find the A and B matrices that maximize the probability
of the observation sequence. More formally this is

Learning: Given an observation sequence O and the set of possible states in the HMM, learn the
HMM parameters A and B (Jurafsky and Martin, 2019).

One must note, that there is no analytical way to solve for the model which maximizes the proba-
bility of a given observation sequence. Furthermore, for any finite observation sequence as train-
ing data, there exists no optimal method of estimating the model parameters (Rabiner, 1989). We
can, however, choose λ = (A, B) such that P(O|λ) is locally maximized using an iterative proce-
dure. The problem is therefore dealt with by conducting several random initializations of λ.

The input to the learning algorithm is thus an observation sequence O and a number of poten-
tial hidden states Q. For our previous example, we would begin our analysis with the observation
sequence O = (Positive, Negative, Positive, ....) with the hidden states being expansion and reces-
sion.
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Several solutions to this issue have been proposed and the algorithm most widely accepted is
known as the Baum-Welch algorithm (Baum, Eagon, et al., 1967), because it allows us to train both
the transition probabilities A and emission probabilities B. Additionally, the Baum-Welch algo-
rithm uses an iterative procedure, where it computes an initial estimate for A and B, and then uses
these estimates to derive better estimates iteratively, thus improving the transition and emission
probabilities, and thereby improving the HMM’s learning.

In order to illustrate the training iteration, we consider a fully visible Markov Model, where the
state and observation sequence is known. Expanding the previous example in 3.1.4 to include
3 observations of daily returns as either positive, flat or negative and using the same 2 states as
previously, i.e. expansion and recession. Then, imagine we witnessed the following observation
sequence, and due to our visibility assumption knew the underlying state sequence.

Observation Sequence = P P F N N F N F P (3.34)

Visible State Sequence = E E R R R R R E E (3.35)

From this observation and state sequence, it would be possible to obtain the HMM parameters
through the maximum likelihood estimation process. At first, we derive the π, i.e. the initial
probabilities from the first 3 states, where 3 is arbitrarily chosen.

πE = 2/3 πR = 1/3 (3.36)

Now, we compute the transition matrix A, ignoring the final states

P(E|E) = 2/3 P(R|E) = 1/3 (3.37)

P(R|R) = 2/3 P(E|R) = 1/3 (3.38)

where P(E|E) = 2/3 is calculated by counting the number of times the state is expansion after the
previous state was also expansion. The emission probability B matrix is given by

P(N|E) = 0/4 P(N|R) = 3/5 (3.39)

P(F|E) = 1/4 P(F|R) = 2/5 (3.40)

P(P|E) = 3/4 P(P|R) = 0/5 (3.41)
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One must note, that we are only able to compute the transition and emission probabilities due to
having assumed the underlying sequence of the hidden state. For instance, suppose we left out
the economic regime on the third observation, thus leaving you with the task to estimate it, but
you, for some reason, had the probabilities presented above as well as the economic regimes for
the remaining observations. One could then turn to Bayesian arithmetic which would allow one
to estimate the economic regime. However, the underlying problem is more complex for HMMs,
because the entire state sequence is hidden (Jurafsky and Martin, 2019).

A pragmatic solution to this problem involves the use of the Baum Welch Algorithm, because
it starts with an initial estimate for the transition and emission probabilities, after which it relies
on an iterative process of re-estimating these probabilities to improve the results. The practical
approach to achieve this, involves the use of the forward algorithm introduced in Section 3.1.4,
thus one need to derive the forward probability for an observation and then divide the probabil-
ity mass among the different paths that contributed to the probability (Jurafsky and Martin, 2019).

Therefore, we define a new probability known as the backward probability denoted β. The back-
ward probability is the probability of seeing the observations from time t+ 1 to the end, given that
we are in state qt at time t, thus while the forward probabilities was looking at the past from time
t, the beta probabilities are looking at the future of the observations from time t. Mathematically
this can be expressed as

βt(qt) = P(ot+1, ot+2, ...oT|qt) (3.42)

Importantly, one must note that the final observation has no additional forward evidence, thus
the probability of that is 1. Having the last beta expression as 1, one can use backward inference
to find a backward propagation rule as shown below (Huang et al., 2016).

βt−1(qt−1) = P(ot, ..., oT|qt−1) = ∑
qt

P(qt|qt−1) ∗ P(ot, ot+1, ot+2, ..., oT|qt) (3.43)

It is evident from equation 3.43 that βt−1 is the probability of all the evidence including t all the
way up to T given the state of qt−1. This can also be expressed mathematically as summing over
all the possibilities for the state of the next time step, i.e. for βt−1 the next time step is t, thus we
are summing up the probability that we transitioned to the hidden state qt from qt−1 times the
probability of all future evidence conditioned on the hidden state qt.

βt−1(qt−1) = ∑
qt

P(qt|qt−1) ∗ P(ot|qt) ∗ P(ot, ot+1, ot+2, ..., oT|qt) (3.44)

We can then plug equation βt(qt) into equation βt−1q(t−1), allowing us to simplify the expression
to
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βt−1(qt−1) = ∑
qt

P(qt|qt−1) ∗ P(ot|qt) ∗ βt(qt) (3.45)

Ultimately, one should note that we obtain a formula that looks analogous to the alpha formula
applied in the forward algorithm, since we are essentially just doing the propagation backwards.
Given the derivation of the backward probability as well as the proof that the backward probabil-
ity is analogous to the forward probability derived in Section 3.1.4, we can formalize the backward
probability process analogously to equation (3.23, 3.24 and 3.25).

βT(qt) = 1 (3.46)

The equation above can be written due to the fact that at the last time step, there is no uncertainty
of the forward evidence.

βt(qt) =
N

∑
j=1

ai jbj(ot+1)βt+1(j) (3.47)

Thus, analogously to equation 3.24 and 3.25) we have

P(O|λ) =
N

∑
j=1

πjbj(o1)β1(j) (3.48)

For further clarification, Figure 3.6 illustrates the derivation of βt(i) by summing all the successive
values, βt+1(j) weighted by their transition probabilities ai j as well as the observation probabilities
bj(ot+1).
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FIGURE 3.6: Backward induction

Having showed the derivation of the forward and backward probabilities, we can now begin to
analyze how these probabilities can be utilized to compute the transition probability ai j and the
observation probability bi(ot) from an observation sequence, despite of the fact that the actual
path taken through the actual model is hidden (Jurafsky and Martin, 2019).

In order to fuse the messages between the forward and backward probabilities, we define a new
variable âi j, which is estimated by the maximum likelihood estimator, given below as

âi j =
expected number of transitions from state i to j

expected number of transitions from state i
(3.49)

The challenging aspect about this variable is to be able to estimate the numerator, however, assum-
ing that we have a probability estimate that a transition from state i to state j happens at a given
point time t in the observation sequence, and that we know this probability for each particular
time t. If these conditions are met, it would be possible to estimate the total count of transitions
that take place from state i to state j. Formally, we define the probability of being in state i at time
t and state j at time t + 1, conditional on the observation sequence and the model parameters, as
ξt (Jurafsky and Martin, 2019). Mathematically, this can be written as:
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ξt(i, j) = P(qt = i, qt+1 = j|O, λ) (3.50)

In order to derive ξt, it is necessary to compute a probability, that closely resembles ξt, however, it
differs in the conditioning criteria of O

Fake ξt(i, j) = P(qt = i, qt+1 = j, O|λ) (3.51)

Various probabilities goes into computing the "fake" ξt. These probabilities include forward at(i)
and backward βt+1(j) probabilities, the observation probability bj(ot+1) and the transition proba-
bility ai j (Rabiner, 1989). These probabilities are multiplied together in order to estimate the "fake"
ξt as shown below:

Fake ξt(i, j) = at(i)ai jbj(ot+1)βt+1(j) (3.52)

In order to derive the "true" ξt from the "fake" ξt, one has to follow the general rules of probability
theory and thus divide by P(O|λ) in the Bayesian formula

P(X|Y, Z) =
P(X, Y|Z)

P(Y|Z) (3.53)

Therefore, it is possible to derive the probability of the observation given the model as the forward
probability as

P(O|λ) =
N

∑
j=1

at(j)βt(j) (3.54)

Thus, ξi,j can be estimated as

ξi,j =
at(i)aijbj(ot+1βt+1(j)

∑N
j=1 at(j)βt(j)

(3.55)

Therefore, it is evident from the formula above that the expected amount of transitions from state i
to state j is derived by summing ξ over all time steps t. Looking at equation 3.49, it is clear that we
still need to estimate the expected number of transitions from state i, however, this can be derived
in a similar fashion by summing over all the transitions going out of state i. Finally, we arrive at
the formula for âi j as

âi j =
∑T−1

t=1 ξt(i, j)

∑T−1
t=1 ∑N

j=1 ξt(i, k)
(3.56)
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Additionally, in order to train the model correctly, we need a method to recompute the obser-
vation probability. That is, we need to derive the probability of a given symbol vk based on the
observation vocabulary denoted V given a particular state j. This can be achieved by defining a
new variable b̂j, and computing it as

b̂i j =
expected number of times in state j and observing symbol vk

expected number of times in state j
(3.57)

In order to derive this, we have to define another variable, which tells us the probability of being
in state j at time t. We denote this variable as γt(j) = P(qt = j|O, λ). As previously, this is derived
by including the sequence of observations in the probability, where we rely on equation 3.53

γt(j) =
P(qt = j, O|λ)

P(O|λ (3.58)

As highlighted in 3.54, the numerator can be re-written as the product between the backward
probability βt and forward probability a. Thus, we have

γt(j) =
at(j)βt(j)
P(O|λ) (3.59)

With the definition and equations above, we are able to derive b. The intuition is clear, as the nu-
merator is the sum of γt(j) for all increments of time t where the observation ot is vk. More simply
for the denominator, we sum γt(j) over all time steps t. By doing so, we obtain the percentage of
times that state j occurred where we also saw the symbol vk. This allows us to re-calculate b as

b̂j(vk) =
∑T

t=1s.t.Ot=vk
γt(j)

∑T
t=1 γt(j)

(3.60)

Where ∑T
t=1s.t.Ot=vk

denotes that we are summing over all t conditioned on the fact that the obser-
vation at any given t included in the summation was vk. By following the procedure above we
have shown how to re-calculate the transition probabilities A and the emission probabilities B,
from a particular sequence of observations O, conditioned on having an estimate of the previous
values of A and B. Therefore, when having initial estimates of A and B, one can iteratively run
the expectation and maximization estimation steps above, in order to train the model through
resulting in higher predictive power.

3.2 Hidden semi-Markov models

In addition to the choices of observation distributional properties, whether discrete or continuous,
Hidden Markov Models can as well be adapted to the most appropriate sojourn states duration
distributions. In a given HMM state sequence, we can model the duration of time that the model
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stays in a given state before a transition occurs. These types of models are referred to as Hidden
Semi-Markov models (HSMM). HSMMs are only different from traditional HMMs by the method
used to defined the state processes which Bulla and Bulla (2006) defines as:

dj(u) = P(Qt+u+1 6= j, Qt+u−v = j, v = 0, ..., u− 2|Qt+1 = j, St 6= j) (3.61)

In 3.61, the function dj(u) shows the probability that the model will stay in state (j), for the dura-
tion of (u) until a state shift occurs at time (St+u+1). In essence, the Markov-chains in an HSMMs
do not exhibit the Markov property at each time t (Bulla and Bulla, 2006). For such adjustment to
function, the transition probability matrix (A) must be adjusted:

Transition probability matrix (A) for state i: and for each j 6= i

pij := P(Qt+1 = j|Qt+1 6= i, Qt = i) with ∑
j

pij = 1 and pii = 0 (3.62)

The sojourn times distributions concern pii, pjj...pnn, are the diagonal elements of the A, transition
probability matrix. In contrast to the traditional HMMs, these probabilities must be subjected to a
right-censoring that constrains them to be equal to 0. For HMMs without right-censoring, the state
change occurs at t − 1, instead of Qt+u+1. This fulfills the HSMM feature where HSMM do not
hold the assumption that the exit from the last visited state coincides with the last observations
(Guédon, 2003). Hence, the sojourn time in the last visited state is modeled by a survivor function
as outlined by Bulla and Bulla (2006).

Dj(u) := ∑
v≥u

dj(v) (3.63)

Equation 3.63, allows for the dropping of the assumption that there is an immediate change of state
after the last observation. Hence, in an HSMM, future states are only conditionally independent
on past states during state transitions. This is a potential solution to the problem in the case of
when the state process is not reflective of the true historical sequence, causing the autocorrelation
patterns to differ in their persistence exhibiting temporal shocks. Thus, the maximum likelihood
estimations as well as the EM algorithm must be altered.

Firstly, the likelihood of the complete data, that can be interpreted as the likelihood of the obser-
vations sequence x(0t− 1) and the unobserved sequence qt−1+u

0 is given by

LC(qt−1+u
0 , xt−1

0 |θ) = P(Qt−1
0 , St−1+v = qt−1, v = 1, ....u− 1, Qt−1+u 6= qt−1, Xt−1

0 = xt−1
0 |θ) (3.64)

Where the contribution of the state sequence to the complete-data likelihood as defined by Bulla
and Bulla (2006) is computed as

πq̃0dq̃0(u0)
R

∏
r=1

pq̃r−1 q̃rdq̃r(ur)I
( R−1

∑
r=0

ur < t 6
R

∑
r=0

ur

)
(3.65)
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The likelihood of the observed sequence is calculated by summing the complete-data likelihood
over all applicable paths (Bulla and Bulla, 2006). This is done by combining equations 3.64 and
3.65 to obtain

L(θ) = ∑
s0,...st−1

∑
ut

LC(qt−1+u
0 , xt−1

0 |θ) (3.66)

Here, ∑q0,...qt−1
, accounts for the summation of every possible state sequence of length t and ∑ut

,
denotes the sum of every supplementary duration spent from time t spent in the state occupied at
time t-1.

The next step is to evaluate the shown likelihood in equation 3.66. Similarly, to all HMMs this
process is performed by utilizing a Baum-Welch (EM) algorithm, with a slight adjustment to ac-
commodate the HSMM property that allows the exiting of the current state at time t+u+1.

Q f unc(θ, θ(k)) = ∑
q0,...qt−1

∑
ut

[
loglogLC(qt−1+u

0 , xt−1
0 |θ)P(Qt−1+u

0 = qt−1+u
t |Xt−1

0 = xt−1
0 , θ(k))

]
(3.67)

Slightly adjusting equation 3.65 with the contribution of a specific path to the likelihood of an
HSMM state sequence, by adding the contribution of the observation sequence, the complete-data
likelihood becomes,

LC(Qt−1+u
0 , xt−1

0 |θ) = πq̃0dq̃0(u0)
R

∏
r=1

ps̃r−1 s̃rdq̃r(ur)
t−1

∏
t=0

bqt(xt) (3.68)

The next step is to simplify the product terms in 3.68, by taking the log on both sides. Substituting
back, the complete-data log likelihood into 3.67 we get,

Q f unc(θ, θ(k)) = ∑
q0,...qt−1

∑
ut

[
logq̃0 +

( R

∑
r=1

logs̃r−1 s̃r

)
+

( R

∑
r=1

logds̃r(ur)

)
+

( t−1

∑
t=0

logbqt(xt)

)]
(3.69)

·P(Qt−1+u
0 = qt−1+u

0 |Xt−1
0 = xt−1

0 , θk)

3.69 shows the complete-data log likelihood that can be decomposed to four independent proba-
bility terms: initial, transition, sojourn times and observation probabilities (Bulla and Bulla, 2006).
An additional step is to marginalize the summations over all previous paths, however for expla-
nation purposes equation 3.69 holds well in its current form.

HSMMs are largely convenient as they allow for the selection of the empirically appropriate so-
journ time distributions, at negligibly low computational costs relatively to traditional HMMs. For
instance, Discrete HMMs are just a specific instance of a of HSMMs, whose sojourn times follow a
geometric distribution, which as a consequence of the first markov property can be formulated as



Chapter 3. Hidden Markov Models 57

(i.e Pr(uj) = pu−1
jj (1− pjj)) Bulla and Bulla (2006). In this context, Pr(uj) can be interpreted as the

probability of the HMM to stay in state j for the duration of u days.

As is the case with many financial time-series, the return autocorrelations have a tendency to
decay slowly (Rydén, Teräsvirta, and Åsbrink, 1998). This implies that past states have an ele-
vated causal relationship in determining the subsequent market states that persists longer. Thus,
a higher temporal order dependence may not be compatible with a geometrically distributed so-
journ time. Consequently, Bulla and Bulla (2006) argue that the appropriate way to deal with the
slow decaying autocorrelations in financial returns time-series, is to model the sojourn time distri-
bution according to a negative binomial distribution that most closely resembles the empirically
observed distributions.

dj(u) =

{
u− 2 + rj

u− 1
p

rj
j (1− pj)

u−1 =
(u + rj − 2)!
(u− 1)!(rj)!

p
rj
j (1− pj)

u−1, for u = 1, 2... (3.70)

Where the number of parameters only increases by one per state, and for rj = 1, j ∈ 0, ...J − 1, the
model diminishes to a traditional HMM. Likewise, u+ r must sum to 2, otherwise the factorial can
not be computed. A negative binomial distribution can be only viewed as a suggestive solution.
As noted by Bulla, Bulla, and Nenadić (2010) the choice of the appropriate time-distribution can
be a rather complex problem.

3.3 Model Estimation and selection

In the following section, both univariate HMMs and bivariate models, being the simplest type
of Multivariate Hidden Markov Model (MHMMs), featuring various input combinations will be
estimated. The univariate models will only include the MSCI USA parent index. In contrast, the
bivariate models will fit the MSCI USA parent index and an additional time series to increase the
accuracy of the models’ state sequence predictions. Firstly, the static models for the in-sample
(1990-2015) will be estimated, from which the best models will be selected based on the moments
replicating abilities as well as maximum log-likelihoods will be evaluated for further estimation in
a rolling window analysis. In the rolling estimations, their moments will be compared, and their
parameters will be evaluated for stationarity.

Both univariate models will be evaluated with two, three and four states. It is arguable based on
economic intuition of business cycles that optimally there should be four states, one for each part
of cycle: troughs, recoveries, expansions and slowdowns. However, such periods typically span
several quarters and are generally captured better on larger frequencies who, relatively to lower
frequencies, naturally smooth out any significant effects of noise in the data. Thus, higher number
of states with daily time-series of returns, may not be optimal in practice, as the likelihood of the
model capturing noisy state transitions increases in parallel to the number of states.

Within univariate HMM models, based on the types of observation distribution and/or sojourn
time distributions, many testable models are possible. This thesis focuses primarily on HMMs
with normally distributed observation sequences. When it comes to sojourn time distributions,
in addition to the basic HMM model, HSMM models with a negative binomial distribution will
be examined by following in part the methodology of Bulla and Bulla (2006). The geometric and
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negative binomially distributed univariate models will be evaluated using the R package HSMM
from Bulla, Bulla, and Nenadić (2010), who assert that the EM algorithm in the package effectively
finds the unit root of an HMM, unless poorly provided initial model parameters.

All of the multivariate HMMs were estimated using the python package hmmlearn. Hhmlearn
is a spin-off of scikit-learn and has been made into its own package. The package is based on
a paper by Rabiner (1989) and a book by Bilmes et al. (1998). For estimations, the hmmlearn
standard initialization is used which includes a Dirichlet prior distribution equal to 1, start prob-
ability equal to 1, and a Dirichlet prior distribution for each row of the transition probabilities
also equal to 1. Furthermore, the EM algorithm is run with 1000 iterations, unless the next
log-likelihood gain is less than 0.01. The source code of the hmmlearn package can be found at
https://github.com/hmmlearn/hmmlearn.

One of the major differences between the two packages is that hmmlearn package does not allow for
defining the sojourn time distributions. In contrast, the HSMM package requires an explicit def-
inition of the parameters of each sojourn time distribution. Considering that a multidimensional
list of parameters defines even the most basic HMM models, the smallest changes of the initial
input parameters required by HSMM can induce a considerable arbitrariness to the model selec-
tion process. Thus, there is a risk that the EM algorithm optimizes the unit root of the complete
data log-likelihood to a local instead of a global maximum. During the initial tests of estimating
a simple Gaussian univariate HMM, the hmmlearn showed exceptionally high parameter stability
for 10,000 model iterations for the in-sample period as displayed by Figure B.1.

Additionally, when it comes to multivariate HMM models, there are only several data-series that
span the sample size of MSCI USA, such as changes in the US treasury yield curve spread, the
credit spread, earnings expectations, the VIX and MOVE indices. Likewise, the additional fea-
tures must display an economic forecasting potential similar to the US MSCI, which as almost
every other large stock index, can be considered as a leading business cycle indicator. If the EMH
holds, then the information gain from adding an additional feature to the MSCI USA, should be
insignificant, as all of the information is already priced in. The aim of the multivariate analysis,
is to show which external factors whether economic or volatility indicators, have the potential to
improve the statistical fit of an HMM to the true MSCI US return series, with the ultimate goal of
more concisely estimating the timing of systematic regime changes. Thus, all the variables that
are deemed to fulfilled the outlined criteria are briefly described in the following subsections.

3.3.1 Model featuring the MSCI US index the and 2-10 year yield T. spread

Increases in the corporate bond-yield spread have in numerous studies, which span many decades
of data, been shown to dampen real economic activity in the United States; see, for example, Stock
and Watson (1989), Friedman and Kuttner (1998), Gilchrist et al. (2009), Gilchrist and Zakrajsek
(2012), Faust et al. (2013) and Prieto et al. (2016). Furthermore, when the yield spread inverts, it
usually gains much attention for being an omen for a future recession. The last occurrence August
of 2019, was followed by the global recession starting in the second quarter of 2020, as shown by
Figure 3.7. An inversion also preceded the peak of the SP 500 in October 2007 by 14 months and
the official start of the GFC in December 2007 by 16 months. Evidently, it is an inefficient indicator
by itself as it signals shifts in economic conditions many months in advance, but it can potentially
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be useful alongside the MSCI USA in a multivariate HMM model. The interest in the treasury
yield spread has naturally also been visible in the academic literature. Moneta (2005) has studied
the informational content of the slope of the yield curve as a predictor of recessions in the euro
area and provides evidence of the potential usefulness of this indicator.

FIGURE 3.7: The featured variables in the Bivariate HMMs

3.3.2 Model featuring the MSCI US index and the credit spread between high yield
bonds and the 10 year yield

Aggregate credit conditions in the economy have long been considered an important determi-
nant of the dynamics of the business cycle. Monetary theories of business cycles that trace their
roots back to Wicksell and Hawtrey have emphasized instabilities in credit markets, that is, the
overexpansion of credit during booms and its rapid contraction during depressions, as one of the
principal mechanisms that give rise to cyclical fluctuations (Haberler, 1986). In the context of mar-
ket regimes, Guha and Hiris (2002) have shown that the credit spread between yields on corporate
and treasury bonds is closely related to macroeconomic fluctuations. The spread behaves counter-
cyclically, that is, it narrows during business cycle expansions and widens during contractions as
it can be observed by Figure 3.7. Their results also show that the credit spread is a leading indica-
tor of macroeconomic business conditions and turning points in the credit spread can anticipate
business cycle turning points.

It is well known that the spread between the yields on defaultable and risk-free bonds is deter-
mined by two stochastic variables: the default rate, interpreted as the rate of occurrence of default
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events, and the fractional recovery rate, i.e., the fraction of the debt recovered by the creditor after
a default event has occurred. Here, a default event is defined as any missed or delayed disburse-
ment of interest and/or principal. This is the definition adopted by Moody’s Investor’s Service,
as reported for instance in Truglia (1998), to which we refer for a fuller description. The credit
spread is usually expressed as the product of the expected default rate and the complement of the
expected recovery rate, both expectations being taken under the risk-neutral measure. This ex-
pression can be derived from either the classical “structural” method of valuation of default risky
bonds going back to Black and Scholes (1973) and Merton (1974) or the more recent "reduced-form
model" used by Duffie and Singleton (1998), Lando (1998), and others.

Macroeconomic fluctuations are an important influence on each of the components that together
determine the credit spread: the default rate, the recovery rate, and the risk-neutral measure. It is
not hard to see that rate of default would tend to rise during business cycle contractions and fall
during expansions. This has been borne out by extensive empirical research and the number of
business failures is a well-known business cycle indicator (Moore, 1961). Most interestingly, the
market price of risk, i.e., the market’s appetite for risk and hence its risk-reward trade-off may also
change according to the stage of the cycle, thus, changing the risk-neutral measure. Thus, there is
good reason to believe that the corporate-treasury spread varies with the stage of the cycle and is
higher during recessions than during expansions.

3.3.3 Model featuring the MSCI US index and the VIX index

Another factor that will be included in a multivariate HMM alongside MSCI US is the VIX index
which displays the market’s expectations of future volatility. One of the main factors behind
VIX’s success, both in the literature and in practice, is related to the negative and asymmetric
relationship of VIX variability with the underlying SP500 returns. The information content of
VIX, which has been extensively explored in the empirical literature, is found to be useful in
determining the future dynamics of the SP500 index (Chung et al., 2011). Since the level of VIX
is calculated based on S&P500 call and put option prices, it reflects any positive or negative event
that influence stock prices. Therefore, a negative shock on the stock market will drive put options
prices higher and call options prices lower, whereby the inverse is also true.

Consequently, the net result on the level of VIX, i.e., if the volatility index will rise or fall, depends
on the relative size of the opposing call and put prices move. If the increase in option prices
outweighs the respective decrease, VIX will increase, and vice versa. When investors are bullish
or bearish, this can be a rational reflection of expectations, or irrational enthusiasm/pessimism, or
a combination of both (Soydemir, Seren Intepeler, and Mert, 2017).

3.3.4 Model featuring the MSCI USA index and the MOVE index

As both bond yields and the implied volatility of equity prices has been considered as factors
in a multivariate HMM, a logic question is whether the implied volatility of yields prices might
also add information about the state of the economy. MOVE is a widely-followed measure of
government bond yield volatility. MOVE is also included by the IMF in a statistical appendix of
Global Financial Stability Reports together with VIX. However, MOVE is seldom studied in the
literature, either by itself or in relation to VIX. The MOVE index is a weighted average of the
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normalized implied yield volatility for 1-month Treasury options on the two-year (20% weight),
five-year (20% weight), 10-year (40% weight), and 30-year (20% weight) US Treasury bonds. The
implied volatility of the MOVE index is not a model-free measure but estimated from at-the-
money Treasury options by using Black’s (1976) model.

The weights on implied volatility are based on estimates of option trading volumes in each matu-
rity. The options underlying the MOVE Index have expiration dates of approximately one month;
thus, the MOVE index measures the implied volatility of long-term yields over a relatively short
horizon. Also note that VIX is quoted in percentages while MOVE is expressed in basis points.
There is also evidence that VIX and MOVE can predict each other, indicating a bi-directional
information spillover effect. At a short (weekly) horizon, higher bond yield volatility tends to
follow higher stock volatility in the previous period more significantly in the high-risk regime,
suggesting increased information flow from the stock market to the Treasury bond market when
investors flight to safety in the bad time. However, such stronger information spillover effect be-
comes insignificant in a longer (monthly) horizon, implying that flying to safety is a short-term
phenomenon (Zhou, 2014).

3.3.5 Model featuring Earnings Expectations and the MSCI USA index

Likewise, in an efficient market earnings expectations should be priced in the asset price. How-
ever, this may not always be true given the behavioural attributes discussed previously. From
Figure 3.7 it can be observed that the MSCI parent index is highly correlated to the earnings ex-
pectations index. Thus, the changes in the expected earnings index that is made up of analysts
earnings expectations for the forward year is included as featuring in the bi-variate HMMs.

3.3.6 HMM featuring the JPM-GBI-USA and the MSCI USA index

Whereas, there are a limited number of indexes that may add informational value when joined
together with the MSCI USA index in a bi-variate HMM, there is a far greater number of other
tradable assets and indexes from various asset classes that can be paired up with the MSCI USA
parent index with the aim of finding the underlying hidden state process. Hereby, we construct a
bi-variate model that features JPM-GBI-USA which was introduces as part of the multi-variate as-
set settings in Chapter 2. Likewise, a similar model can be constructed with the GSCI commodities
index, whereas an HMM featuring the Barclays Long Duration US Treasuries (LDT) Index cannot
be constructed during this particular time period as the LDT observations on a daily frequency
only become available in 1994.

3.3.7 Bivariate model construction

Figure 3.8 is a visual representation of the relationships between MSCI USA and each of the in-
troduced variables. Each scatter-plot is represented as a "volcano" where at the center are the
most frequently observed pairs of observations, whereas at the periphery are the less common
grey shaded observations. Thus, it can clearly be observed that there are at least two observation
regimes, as the observations follow different volatility patterns. The goal of the bivariate HMMs is
to label the dark areas and the nearby positive return observations within the "bullish" state, and
label otherwise any other observations as "bearish", or "recessionary" for the three- state models.
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FIGURE 3.8: Scatter plots with fitted regression lines for all of the bivariate pairs
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The adjustments that must be made to transform a univariate HMM into a multivariate start off
with each multivariate being defined for a simple 2- state model, by a matrix of component means

that includes vectors of means for each variable, µ=

[
µQ1

C1
µQ1

C2

µQ2
C1

µQ2
C2

]
, but more importantly a state

dependant covariance structure, Covariance=

[
σ2

Q1
ρQ=iσC2 σC1

ρQ=iσC1 σC2 σ2
C2

]
. Whereby, in a diagonal

covariance structure, the off-diagonal elements of the covariance matrix are set to 0, as the state
dependant covariances are constrained. Thus, from the Figure 3.8 based on the straight fitted
regression lines, it is possible to hypothesise where a "diagonal" covariance structure would be
appropriate, which would imply that the features do not exhibit a conditional covariance. The
further away directionally the fitted lines are from zero, the more likely it is that a "full" covari-
ance type with unrestricted covariances would benefit the overall model fitting. Consequently,
analysing the black shaded areas, it is clear that particularly in the cases of the RVIX and the R10Y,
the observations show distinctively negative and positive correlations, respectively. The direc-
tional relationships are further magnified in the "high variance" grey shaded areas, where these
features become increasingly directionally co-dependant. This can be less observed in the cases
of the RJPM−GBI−US and RMOVE, whereas for the rest of the variables, the relationships are nearly
flat. Thus, it is expected that a "full" bivariate HMM would be more appropriate in the case of the
VIX, the 10- year yield models, and to a lesser extend for the other variables.

Nonetheless, a "diagonal" model, can be of utility, as the conditional variances of the features
are not directly codependant, but are rather only linked through the maximization of the joint
distribution maximumum likelihood function, which can potentially allow for higher distinction
between the state variances, although at the possible cost of inhibiting the state persistence, as
observations that exhibit slightly higher variance of a single feature would cause the model to
rapidly transition. Finally, as the number of states increases, causing the state variances to diverge
further, the impact of the covariance structure would become increasingly more important to the
overall model fit.

3.3.8 Model Estimation

The tables 3.1, 3.3 and 3.2 present the results for the in-sample estimation for the univariate models
starting from the start of Febrary of 1990 until the end of 2015. The stationary distributions (δ) were
computed from the transition matrices. For the HSMMs the self-looping states (p11, p22...pnn) are
constrained to 0 and realize through the sojourn duration probability distribution that is modeled
as a negatively binomial distribution. As the parameter estimates are extremely low, for the sake
of greater clarity each distributional parameter is multiplied by 104.

The focus of the analysis will be on the most parsimonious models, the two and three state dis-
crete HMMs, as they provide the most unambiguous evidence of the effects of changes in model
parameters to model outputs. Furthermore, these models will be compared to alternative models
where relevant. All of the estimated models are obtained with low Pgeom, Pnb and rnb parameters,
as lower sojourn probability parameter imply higher state persistence. Part of the reason is that the
duration that an HMM stays in a particular state is related to the self-looping TPM probabilities
that tend to increase with lower sojourn parameter initial input parameters. All of the models in
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the HSMM libraries were tested with an initial geometric or negative-binomial p-value of 0.1. For
comparative purposes, estimates of the same discrete models will be obtained from the hmmlearn
package, where none of Pgeom are explicitly defined.

The two state models capture the underlying market psychology of bullish and bearish periods
where there is a state with a positive mean and low variance, and vice-versa for bearish state
for the respective period. The difference in means and variance between the states seems to be
the most pronounced for the HSMMs. The hmmlearn model seems to show a slightly more pro-
nounced differences in state mean and variances relatively to the geometrically distributed HSMM
model. Likewise, the hmmlearn model seems to show a higher persistence as displayed by the
higher stationary distributions, as a result of higher self-looping probabilities.

TABLE 3.1: Parameter estimates for the static in-sample (1990-2015) discrete HMMs

Model A µ ∗ 104 σ2 ∗ 104 δ π Prgeom

Two States
HMMgeom

0.9011 0.0989 7.3659 0.4679 0.6480 1 0.1189

0.1817 0.8183 -6.6226 3.1541 0.3520 0 0.1649

Three States
HMMgeom

0.8220 0.1764 0.0015 8.6986 0.3190 0.3950 1 0.1167

0.1515 0.8087 0.0398 0.3824 1.2447 0.4640 0 0.1573
0 0.1357 0.8643 -13.6146 6.8555 0.1410 0 0.2551

Four States
HMMgeom

0.9303 0.0697 0 0 9.37929 0.273564 0.6660 1 0.4783

0.2072 0.7409 0.0429 0.0091 2.754688 0.879268 0.2240 0 0.1783
0 0.6849 0.0465 0.2686 -1.68588 2.082615 0.0170 0 0.0235
0 0 0.0714 0.9286 -30.7903 11.14922 0.0920 0 0.7598
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TABLE 3.2: Parameter estimates for static in-sample (1990-2015) HSMMs with neg-
atively binomial distributed sojourn times

Model A µ ∗ 104 σ2 ∗ 104 δ π rnb Prnb

Two States
HSMMnb

0 1 7.7866 0.4320 0.5000 1 0.0496 0.0066

1 0 -9.8982 3.6422 0.5000 0 0.0540 0.0288

Three States
HSMMnb

0 0.9877 0.0123 8.5209 0.2957 0.4920 1 0.0389 0.0096

0.9899 0 0.0101 -0.2886 1.4474 0.4970 0 0.1059 0.0420
0 1 0 -16.0549 7.0280 0.0110 0 0.5284 0.0174

Four States
HSMMnb

0 0.9872 0.0071 0.0057 9.0957 0.2436 0.4850 1 0.0475 0.0171

0.9894 0 0.0094 0.0012 2.5183 1.0210 0.4900 0 0.1394 0.0718
0 0.6956 0 0.3044 -2.4672 2.1875 0.0160 0 2.6194 0.0542
0 0 1 0 -32.9624 11.5302 0.0080 0 0.4873 0.0314

TABLE 3.3: Parameter estimates from the hmmlearn package for the static in-sample
(1990-2015) HMM

Model A µ ∗ 104 σ2 ∗ 104 δ π

Two States
HMMhmmlearn

0.9900 0.0100 7.1216 0.5145 0.738 1

0.0281 0.9719 -7.3191 3.4016 0.2620 0

Three States
HMMhmmlearn

0.6915 0.3060 0.0025 9.4782 0.3519 0.567 1

0.6447 0.3467 0.0086 -1.4454 1.3098 0.27 0
0.0105 0.0124 0.9771 -10.1085 4.4952 0.163 0

Four States
HMMhmmlearn

0.6819 0.2746 0.0001 0.0001 8.9600 0.3476 0.3490 1

0.6205 0.3158 0.0004 0.0632 4.5700 1.1700 0.1570 0
0.4866 0.3306 0.1034 0.0794 -27.7800 2.2200 0.0220 0
0.0066 0.0087 0.0096 0.9752 -9.2700 4.6300 0.4720 0

Whereas, for the HSMM models with three and four state, they display an interesting aspect where
the middle states act as transient or absorption states for the two extreme states, whereby the
probability from transitioning from the most bullish to the most bearish state is below 5 % in all
instances. Unsurprisingly, increasing the number of states, decreases the state persistence in the
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discretionary models. However, there is a noticeable difference between the packages, where the
most bearish state in the models computed by the HSMM package shows the lowest stationary
distribution, which is not the case for four state model in the hmmlearn where δSi=4 = 47%. All
of the evaluated state distributions in addition to the unconditional stationary distributions from
Table 3.4 for each model are shown in Figure 3.9. Each of the distributions were obtained by
simulating 250000 observations. Increasing the number of states has an effect of accentuating the
difference in state parameters between the extreme states as displayed by Figure 3.9.

Furthermore, Figure 3.9 also shows that the extremely bearish state begins to capture the low
probability observations at the tail ends far better in all models with the three and four state
model as compared to their two state counterparts where the observations at the extremes are
almost completely unrepresented by the extremely bearish state probability distribution. On the
other hand, as the variance of the extremely bullish state shrinks with the number of states, the
kurtosis becomes more pronounced.

FIGURE 3.9: Density plots for all states for each estimated univariate model

Contrasting the HMMs against HSMMs for the three and four states models, the difference in
means between extreme states is largest for the HSMMs, followed by HMM3

geom and HMM3
hmmlearn.

An interesting output of the four state model HMM4
hmmlearn appears as the third state that should

be considered as mildly bearish, shows a far more negative mean (-27.78), but lower variance(2.22)
as compared to the extremely bearish state whose mean is only (-9.27) and variance of (4.63). More-
over, as the most extreme states become more distinguishable, thus more apparent to label, there
is an increased emphasis of further fitting the variance of the neutral or transient states. However,
intuitively it can be observed that as the models with higher states attempt to fit and capture the
smallest changes variance, the likelihood of misleading signals increase as a result of capturing
additional daily noise.
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3.3.9 Matching of Moments

The goal of evaluating a models ability to reproduce the empirical returns is related to the models
ability to potentially fit in the future, to the true underlying process of the examined empirical
returns. Figure 3.4 presents the unconditional distributions for all uni-variate models that were
obtained from simulating 250000 return observations for each model. The unconditional proba-
bility distributions are shown in Figure 3.9.

For the two-state univariate models, the best performing model with the lowest dispersion to
the true empirical mean is the HMM2

geom, although HSMM2
nb displays a better replication of the

variance. Whereas, the HMM2
hmmlearn model, overshoots both parameters by a larger margin.

Moreover, it also shows the worst replication of the skewness and it is on par with HMM2
geom while

replicating the kurtosis. Furthermore, the HSMM2
nb model despite overshooting the skewness,

shows the best replication of the kurtosis.

However, for the three and four state models, the improvement in kurtosis replication is much
higher for the HSMMs and it is lowest for the hmmlearn models, although for all of the exam-
ined models the kurtosis replication is still quite short of replicating the true kurtosis. On the
other hand, as expected from 3.2 due to the higher difference in means between states, skewness
is better replicated by a wide margin with HSMMs with the exception of the four state models
where the best replication of skewness is shown by HMM4

hmmlearn. Moreover, the mean replica-
tion is overshot with the four state models, however the variance replication improves drastically
where, the best model that replicates the empirical variance is HMM4

geom model. Interestingly,
the replication of skewness falls off quite significantly for the four state models computed in the
HSMM package. Whereas, for all of the examined models that were computed with the hmmlearn
package, they show a divergence where the mean replication is improved while the unconditional
variance worsens as the number of states increases.

TABLE 3.4: Matching of Moments for the estimated in-sample (1990-2015) univari-
ate HMMs

Model µ ∗ 104 σ2 ∗ 104 Skewness Ex. Kurtosis

RUSMSCI 3.340 1.245 -0.255 9.070

Two States HMMgeom 3.417 1.195 -0.179 2.938
Two States HMMhmmlearn 3.550 1.260 -0.171 3.014
Two States HMMnb 2.992 1.168 -0.288 3.911

Three States HMMgeom 2.763 1.186 -0.292 5.938
Three States HMMhmmlearn 3.370 1.290 -0.211 3.940
Three States HMMnb 3.101 1.163 -0.288 5.742

Four States HMMgeom 3.815 1.105 -0.155 6.867
Four States HMMhmmlearn 3.304 1.306 -0.214 3.984
Four States HMMnb 3.993 1.069 -0.102 6.883

When it comes to the unconditional higher moments, from Table 3.4 it can clearly be observed that
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as the number of states increases from two- to three, the matching to the higher empirical moments
significantly improves for the HMM models. Overall, the results are not as clear, and there seems
to be no clear pattern with respect to the number of states. The univariate model that is the closest
in fully replicating all of the moments when evaluating based on the criteria of lowest dispersion
to the empirical moments, is HSMM3

nb model. Remarkably, none of the univariate models show
potential in replicating empirical leptokurtic property.

Similarly, in the case of multivariates, for each model 250 000 simulations were obtained based on
the estimated model parameters to determine the respective unconditional parameters where the
best bivariate models are presented in Table 3.5, whereas the worst models are left as part of the
appendix in Table C.2. Given the large number of 28 bivariate tested HMMs, provided the seven
variables, 2 different number of states and covariance types, we implement a simple method of
average model ranking, where we compute the absolute dispersion for each moment to the empir-
ically observed moments2 in order to determine each model’s unconditional moments replicating
ability with the lowest dispersions. The rankings are presented in an descending order, where
the best models hold the lowest average rank. Thus, from Table 3.5 it can be observed that the
best replicating class of bivariate HMM variables by their average individual model ranks are
RCSI = 12, RJPM−GBI−USA = 12.4 and RMOVE = 12.4. Whereas, by far the worst replicating vari-
ables are the changes in the 10-2 year treasury yield spread(R10Y2Y) and the earnings expectation
index(RE−EXP), as shown by Table C.2.

Starting off by analysing the replication abilities of lower moments in Table 3.5, it can be observed
that almost all models are able to replicate the mean relatively well. Overall, there does not appear
to be a pattern between the number of states and covariance types and mean replication. Notably,
the "full" CSI and MOVE models show a higher mean, whereas the VIX shows a higher mean
with a "diagonal" matrix structure. Similarly, for the obtained variances all model variables are
able to replicate the empirical variance, lead by the JPM GBI USA models with the lowest variance
dispersion, whereas the MOVE models overshoot the empirical variance the most, especially in
the 3- state setting. Interestingly, the three- state diagonal models show a higher variance for the
CSI, JPM GBI USA, and MOVE variables, whereas the opposite is observed particularly for the
10Y variable.

When it comes to the replication of the higher moments, a consistent pattern of replication can be
observed where almost all diagonal models show a higher variance to their analogues with the
same number of states but with a full covariance structure. Not all models, replicate the skew-
ness well, where the CSI, and VIX variables overshoot the empirical skewness, and especially the
3-state diagonal VIX model (-0.966). On the other hand, the 10 year and JPM GBI USA HMMs
undershoot the empirical skewness. Overall, the best performing HMM variable is the MOVE in-
dex, where the 3- state diagonal model (-0.253) almost perfectly replicates the empirical skewness
(-0.255).

Likewise, when it comes to the replication of the excess kurtosis, all models are relatively leptokur-
tic, although for the most part not close to the truly observed kurtosis. Similarly to the univariate
models, the three- state Bivariate models are always able to better replicate the fourth moment. For

2Defined as DispersionHMMi
Momenti

= |EmpiricalMomenti − HMMi
Momenti

| and AVG.RankHMMi = 0.25 ∗
(DispersionHMMi

µ + DispersionHMMi
σ2 + DispersionHMMi

SKEW + DispersionHMMi
E.KURT)
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the most part, there does not seem to be a sizeable difference between the covariance types, with
the major observable difference in the 3- state JPM GBI USA models, where the diagonal model
(6) significantly outperforms the full model (3). Overall, the best kurtosis replicating variable is
the CSI, whereas the 10 year and JPM GBI USA seem to show the lowest ability.

TABLE 3.5: Obtained unconditional moments for the bivariate HMM and their mo-
ments replication ability rankings

Model µ ∗ 104 σ2 ∗ 104 Skewness Ex. Kurtosis
Average Moments
replication Rank

Average of all
variable model ranks

rUSMSCI 3.340 1.245 -0.255 9.070

2- States HMMFULL
RUS−MSCI ,RCSI

3.395 1.244 -0.327 5.115 9
2- States HMMDIAG

RUS−MSCI ,RCSI
3.287 1.248 -0.342 5.126 13.75

3- States HMMFULL
RUS−MSCI ,RCSI

3.293 1.238 -0.340 6.814 13.25
3- States HMMDIAG

RUS−MSCI ,RCSI
3.165 1.246 -0.390 7.148 12.25

12.06

2- States HMMFULL
RUS−MSCI ,RJPM−GBI−USA

3.374 1.244 -0.136 2.428 14.75
2- States HMMDIAG

RUS−MSCI ,RJPM−GBI−USA
3.276 1.244 -0.196 3.020 13

3- States HMMFULL
RUS−MSCI ,RJPM−GBI−USA

3.312 1.237 -0.172 3.067 16.25
3- States HMMDIAG

RUS−MSCI ,RJPM−GBI−USA
3.373 1.244 -0.197 6.022 5.75

12.44

2- States HMMFULL
RUS−MSCI ,RMOVE

3.332 1.249 -0.175 3.589 12
2- States HMMDIAG

RUS−MSCI ,RMOVE
3.274 1.246 -0.210 3.596 12.25

3- States HMMFULL
RUS−MSCI ,RMOVE

3.481 1.251 -0.235 5.562 14.25
3- States HMMDIAG

RUS−MSCI ,RMOVE
3.368 1.258 -0.253 5.519 11.25

12.44

2- States HMMFULL
RUS−MSCI ,RVIX

3.359 1.241 -0.321 4.611 12
2- States HMMDIAG

RUS−MSCI ,RVIX
3.474 1.243 -0.454 4.032 18.5

3- States HMMFULL
RUS−MSCI ,RVIX

3.234 1.246 -0.327 6.003 11.5
3- States HMMDIAG

RUS−MSCI ,RVIX
3.337 1.243 -0.966 4.811 13.25

13.81

2- States HMMFULL
RUS−MSCI ,R10Y

3.280 1.243 -0.111 1.858 19
2- States HMMDIAG

RUS−MSCI ,R10Y
3.342 1.248 -0.132 2.594 14.5

3- States HMMFULL
RUS−MSCI ,R10Y

3.361 1.259 -0.154 5.176 14.25
3- States HMMDIAG

RUS−MSCI ,R10Y
3.349 1.244 -0.136 5.301 9

14.19

Overall, it can be observed that practically all bivariate models relative to their univariate by num-
ber of states analogues, show a greater consistency in terms of replicating the first two moments
and especially the empirical variance. Whereas, for the higher moments almost all of the exam-
ined HMM moments struggle with the replication of the empirical excess kurtosis. On the other
hand, the univariate models mostly show a greater consistency of replicating the skewness with
lower overall dispersion. Consequently, it can be asserted that by extending the univariate HMMs
with the addition of a related variable to create the bivariate models has an effect of greatly stabi-
lizing and mildly improving the replication ability of the first two moments, whereas the higher
moments are still problematic to replicate for both uni- and bi- variate HMMs, especially in mod-
els with two states. Finally, the best ranked bivariate individual models from each of the variables
in Table 3.5 are selected for further evaluation.
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3.3.10 Long Memory reproduction

As a result of the reliance of state persistence, certain models are unable to reproduce the stylized
fact of long memory. Thus, the autocorrelations up to 100 lags of the squared return process for the
underlying index and based on 250,000 simulations for each univariate model is shown in Figure
3.10, and for the multivariate models is shown in Figure 3.12. Long memory is characterized by
a slow decay of the autocorrelation function of the squared returns. The emphasis will be placed
on low number of lags (up to 40) where the speed of decay can be clearly observed and as the
autocorrelation values of the squared empirical process stabilizes thereafter.

FIGURE 3.10: Autocorrelations at different lags for the univariate HMMs

Starting off with the two-state models, the discrepancy to the true empirical autocorrelation val-
ues at low lags, is largest for the HSMM2

nb model, whereas the HSMM2
geom and HSMM2

hmmlearn
show an almost identical performance. However, at higher lags, the best performing model is the
HSMM2

nb model, whereas the HSMM2
hmmlearn model shows 0 values for all lags above 70. Overall,

the best two state long memory replicating model is the HSMM2
geom model. Whereas, from Figure

3.10 it can be observed that long memory is better reproduced with each incremental increase in
the number of states. For the three state models, there is no clear best performing model, how-
ever the most improved model relative to its two state counterpart is the HSMM3

hmmlearn model.
There is less of a difference between the 3- and and the 4-state models, however it must be noted
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that the negative binomial distributed model sees the largest improvement in replicating the au-
tocorrelation values at low lags. On the other hand, the most improved model at high lags is the
HSMM4

hmmlearn model, although it also shows practically no improvement at low lags.

During preliminary trials of parameter inputs for the geometric HMM, an interesting pattern oc-
curred, where higher Pii values in P(ui) = pu−1

ii (1− pii), would lead the model to converge to
higher values for the diagonal elements self-looping probabilities pii, pjj...pnn in the transition ma-
trix. To an extent, this is no surprise as it can be observed from Figure 3.11, where for higher values
of P, the sojourn time distribution flattens out, essentially allowing for autocorrelation at longer
lags. However, this difference to a large extent is non-significant, as the cumulative probability of
the sojourn time being above 20 days long when P is 90 % is approximately only 12 %. Thus, for
purposes of comparability between the two HMM programming packages for the performance at
low lags, all of the chosen p-values were low.

FIGURE 3.11: Sensitivity of length of days spent in state i

Additionally, in the case of HSMMs with
defined negatively binomial sojourn time
distributions, the models could only con-
verge with provided low 0.1 < rnb <
1.1 and Prnb estimates of 10 %. For all
the tested HSMM, the rnb and Prnb is far
lower for the extremely bullish states as
compared to the extremely bearish states
as shown from table 3.2. The exceptions
are the transient states in the four-state
HSMM that converge to the highest rnb
and Prnb estimates. Increased duration
of time stayed in a particular state gen-
erally implies an improved ability of the
model to replicate the long-term memory
as observations are drawn from the same
conditional state distribution. In the case
of HSMMs with negatively binomial dis-
tributed sojourn times, during tryouts of different p and r values in equation 3.70, the r values
showed a tendency to converge below 1. Overall, the implication of such parameter estimates as
argued by Bulla and Bulla (2006) and by equation 3.70 suggest that the HSMM models show a
high tendency to converge to the basic HMM. The negatively binomial models were especially
prone to converge at extremely low values of r, given similarly low values of p.

For the multivariate models, the replication of the long memory property seems to be far more
problematic, as shown by Figure 3.12. For each model 250000 observations were simulated, from
which the squared autocorrelation lags were obtained. For the two-state HMMs that are calibrated
with "full" covariance type, the fixed income models R10Y and RJPM−US−GBI are the only models
to perform on par with the univariate models. Here, the RJPM−US−GBI slightly perform better
at lower lags, whereas R10Y outperforms at higher lags. However, the squared autocorrelations
for all two-state full models become insignificant only after the 30th lag. On the other hand, the
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two-state "diagonal" HMMs exhibit far more exponentially decaying squared process autocorre-
lation function, where the best long memory replicating model are the RJPM−US−GBI , R10Y, RMOVE
HMMs. Overall, all two-state bivariate models greatly struggle with replicating the squared auto-
correlation process at high lags and are only mildly successful at low lags.

FIGURE 3.12: Squared autocorrelations for different lags for the multivariate HMMs
by covariance structures and the number of states
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Furthermore, from Figure 3.12 it can be observed that increasing the number of states greatly im-
proves the long memory replication ability of most bivariate HMMs. Likewise, for the three- state
diagonal HMMs, the clear exponentially decaying pattern still persists, the best replicating mod-
els are the same as in the case of the two-state diagonal HMMs. On the other hand, for the 3- state
HMMs with a full covariance structure, the biggest improvement over their two state analogues
is in the three state models ability to replicate the long memory at higher lags, where the autocor-
relation process becomes insignificant for the RJPM−US−GBI model after the 50-th lag. Noticeably,
the most improved model as the number of states increases in both covariance structure is the
MOVE model.

Conclusively, with the exception of the fixed income RJPM−US−GBI , R10Y and the RMOVE model
it can be observed that the other bivariate HMMs show an extremely poor ability in replicating
the squared empirical autocorrelation process. The observed difference between the covariance
structures is the clear exponential decaying process for the diagonal models, which is less clearly
observed for the full bivariate models. Most notably perhaps is that almost all bivariate models
even show negative autocorrelations, particularly at higher lags. The explanation of such occur-
rence can be attributed to negative λ values in equation 3.11 that can arise when the difference in
the eigenvalues as obtained from the transition probability matrix is negative. Finally, the poor
performance of some of the bivariate models, can be attributed to extremely low λ values. It is
clear that the univariate HMMs are superior to the bivariate HMMs with respect to replicating the
long memory at higher lags, suggesting that the bivariate HMMs may struggle with achieving a
desirable state persistence that is necessary for a satisfactory portfolio performance.

3.3.11 Model Selection

Following the suggested methodology for model selection from Zucchini, MacDonald, and Lan-
grock (2017), the penalized likelihood criteria are used in order to select the model that most
closely resembles the true empirical process. The advantage of the penalized likehood approach
allows for controlling of the model complexity and reduce the variance of parameter estimates
Murphy (2012). Intuitively, the higher the required amount of parameter estimates needed to con-
struct a model, the larger the parameter estimation error. A stastical fit is only part of the problem
as it is of principal importance that the estimated model parameters are also economically intuitive
as well as practically implementable.

Table 3.6 shows the number of parameters for each univariate model, where the hmmlearn are
estimated with one less parameter per state relative to the geometrical models that require the
defining of the sojourn time distribution Prgeom parameter. Likewise, the HSMM models require
an additional parameter estimation per state for the rnb sojourn distribution parameter. Generally,
all parameters that are estimated should be counted as part of the penalized likelihood criteria.
Hence, all the state means and variances, whereas for the stationary distributions (δi) that are
obtained from the transition probability matrix, only the probabilities necessary to define an HMM
are counted, and from which other probabilities can be derived from, such as for instance count
only δ1 since δ2 = 1 − δ1. Even though the initial state distribution (π) is estimated, it seems
largely inconsequential, since it is always fixed to 1. Thus, we recognize the estimation of π and
count it once for each model. On the other hand, all parameters necessary to define the sojourn
time distributions are included in the parameter count. In any case given the sizable differences in
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the MLE values, the number of parameters plays a minor role in the computation of the BIC and
AIC.

TABLE 3.6: Log-likelihood and model selection criterion estimations for the fitted
in-sample models

Model Num. of parameters Log-Likelihood AIC BIC

Two States HMMgeom 8 21991.74 -43967.5 -43952.8
Two States HMMhmmlearn 6 21986.86 -43961.7 -43950.7
Two States HMMnb 10 22088.74 -44157.5 -44139.2

Three States HMMgeom 12 22249.59 -44475.2 -44453.2
Three States HMMhmmlearn 9 22058.62 -44099.2 -44082.8
Three States HMMnb 15 22281.4 -44532.8 -44505.4

Four States HMMgeom 16 22304.9 -44577.8 -44548.5
Four States HMMhmmlearn 12 22057.74 -44091.5 -44069.5
Four States HMMnb 20 22331.27 -44622.5 -44585.9

Thus, in table 3.6 the two information criteria are computed, namely Akaike and Bayesian, which
are defined as, AICi = −2LOG(Li)+ 2pi and BIC = −2LOGLi + piLOG(n), where Li is the model
likelihood, pi stands for number of parameters, and n for the number of observations. The models
with the most negative information criterion values are deemed to be of the highest statistical fit.
From the information criterion formulas, it is clear that AIC and BIC are equal when the number
of observations equals 100 (LOG(100) = 2), and start diverging thereafter. BIC starts to penalize
the number of parameters more heavily than AIC with each additional observation. Moreover,
AIC seems to show a tendency to select models with many states, as it puts far less weight on the
number of parameters (Bacci, Pandolfi, and Pennoni, 2014). Rydén et al. (2008) suggests that BIC
becomes increasingly less reliable for data with low number of observations as the distribution of
the ML estimator is approximately normal. This is not an issue in our inquiry as the number of
observations is satisfactory large (n = 6763).

Analyzing table 3.6, it is clear that the best performing univariate models based on either infor-
mation criterion are the HSMM models for all states. Moreover, for all computed models from the
HSMM package, there is a substantial improvement as the number of states increases, despite the
significant increase in the number of required model parameters. By far the largest improvement
is observed as the number of states increases from two- to three-, whereas the improvement from
three- to four- states is much lower. Interestingly, there is a minor deterioration in the information
criterion values between the three- and four- state hmmlearn models.

Overall, the low sensitivity of the log-likelihood of the models to the defined initial sojourn time
distribution in the HSMMs, implies that the statistical fit of the model is affected, however, this is
not the case for the practical model fit that determines the timing of changes and the overall state
persistence. It is arguable that the practical model fit should be the main aim as a high accuracy
of state labelling leads to improved portfolio performance. By allowing for highly arbitrary so-
journ time distribution parameter inputs, the results in later sections are prone to manipulation.
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Likewise, the high tendency of the rnb parameter to converge to values below 1, at the same time
implies that the HSMMs are approximately converging into HMMs. Consequently, the univari-
ate models chosen for the further inquiry of parameter stationarity in the following subsection,
as well as for the regime based portfolio performances in chapter 5, are those from the hmmlearn
package where no initial sojourn time distribution parameter are allowed to be given as inputs,
and no other inital parameter estimates were provided. The two state HMM model is chosen as
the most parsimonious model of all, whereas the three- state HMM model is chosen over the four-
state model as selected by both the AIC and BIC.

Likewise, Table 3.7 shows the estimated log-likehoods and information criteria for the bivariate
models. In bold are the five best ranked by replication ability HMMs, presented with their ana-
logues that have the same number of state but different covariance structure HMMs, as well as
same covariance strucutre but different number of state pairs. The log-likelihoods of all of the 28
bivariate can be found in appendix C.1. The number of parameters is calculated similarly to the
univariate hmmlearn models, with the exception that the number of estimated means increases
to 4 and 6 for the two- and three-state bivariate models. Whereas, the number of estimated co-
variances is determined by the type of correlation structure, where the full HMMs require an
additional covariance parameter estimation per state. Thus, the number of estimated parameters
for the bivariate models is roughly on par with the univariate HSMMs that require an estimation
of sojourn time parameters.

TABLE 3.7: Log-Likelihoods and information criteria for the best moments replicat-
ing bivariate HMMs (in bold)

Model
Num. of
parameters

Log-Likelihood AIC BIC
Average moments
replication rank

2- States HMMDIAG
RUS−MSCI ,RJPM−GBI−USA

8 52292.95071 -104570 -104553 13
3- States HMMFULL

RUS−MSCI ,RJPM−GBI−USA
18 52683.85918 -105332 -105293 16.25

3- States HMMDIAG
RUS−MSCI ,RJPM−GBI−USA

15 52599.15591 -105168 -105136 5.75

2- States HMMFULL
RUS−MSCI ,RVIX

10 34024 -68028 -68007 18.5
3- States HMMFULL

RUS−MSCI ,RVIX
18 34299.92 -68564 -68525 11.5

3- States HMMDIAG
RUS−MSCI ,RVIX

15 32898.922 -65768 -65736 13.25

2- States HMMFULL
RUS−MSCI ,RCSI

10 39400.1927 -78780 -78759 9
2- States HMMDIAG

RUS−MSCI ,RCSI
8 39369.6246 -78723 -78706 13.75

3- States HMMFULL
RUS−MSCI ,RCSI

18 39755.16678 -79474 -79436 13.25

2- States HMMDIAG
RUS−MSCI ,R10Y

8 41091.68317 -82167 -82150 14.5
3- States HMMFULL

RUS−MSCI ,R10Y
18 41867.90053 -83700 -83661 14.25

3- States HMMDIAG
RUS−MSCI ,R10Y

15 41483.69263 -82937 -82905 9

2- States HMMDIAG
RUS−MSCI ,RMOVE

8 34856.03706 -69696 -69679 12.25
3- States HMMFULL

RUS−MSCI ,RMOVE
18 35201.16027 -70366 -70328 14.25

3- States HMMDIAG
RUS−MSCI ,RMOVE

15 35149.80658 -70270 -70238 11.25

It is evident from Table 3.7 that bivariate HMMs, with different variables may provide vastly
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different statistical fits as measured by log-likelihoods, where the RJPM−GBI−USA HMMs display
the best log-likelihoods by far, as compared to the implied volatility indexes which only improve
the log-likelihood over their identical by state univariate counterparts by roughly 10000 to 13000.
Moreover, the improvement in log-likelihood over the univariate models, can not at all be re-
garded as useful, given that we are only interested in the fit of the RUS−MSCI variable as it is the
common featured variable in all bivariate models. While the bivariate log-likelihood computation
does not distinguish between the different HMM variable log-likelihood fits as a result of using a
joint distribution.

What is feasible for a discussion is how the covariance structures as well as the number of states
affect the model fit. Firstly, if the models in bold are compared to their same by number of state,
but different by covariance structure type analogues, it can be observed that generally the "full"
models, despite requiring one more covariance parameter per state, show a slightly improved
BIC, where the largest discrepancy occurs in the 3- state HMMs featuring the VIX. Similarly, to
the univariate models, there is a minor improvement in log-likelihood as the number of states
increases. Whereas, if the bivariate models are divided by the type of variable being featured, for
the implied volatility models it can be observed that the MOVE models show a marginally reduced
fit, whereas for the changes in yield and yield spreads based models, the changes in the 10- year
bonds are preferred over the CSI models. Furthermore, scatter plots are computed for each of the
featured variables, as shown by Figures B.2, 3.13 and B.3, while the rest of the variable scatter
plots are provided in the appendix. In essence, the scatter plots show the Multivariate HMM
transformation from the unlabelled scatters in Figure 3.8, by labelling each observation with the
predicted HMM state, in addition to showing the most concentrated observation areas with the
drawn state circles that overlay the original in-sample "volcanoes" which can be interpreted as 2-D
histograms. Moreover, for each of the state labelled observations, a regression line is fitted for the
sake of discerning the conditional covariances between the features.

Firstly, from all of the scatter plots it can be observed that the covariance structure becomes in-
creasingly more important for the three- state models as the difference between the conditional
variance expands. Whereas, for almost all of the obtained two-state scatter plots, the conditional
correlation which determines the direction of the fitted line (βcoe f

i = ρi ∗ σa
σb

), stays almost identical
in the diagonal models. Roughly speaking for most of the state components, there seems to be
a linear relationship between the features, suggesting that the fitted lines can be considered as
a suitable measure of the conditional relationships. Thus, the estimated two-state models, show
a satisfactory ability in distinguishing the clear two types of regimes, namely the bullish regime
with low variance near the core black shaded area, while labelling observations outside this area
as bearish. Although, in the most optimal case the HMMs are desired to provide an early signal
of a healthy uptrend after a substantial sell-off for instance after the GFC bottom that occurred
in 2008. Given that during such an uptrend, while the volatility is receding back to the mean, it
is almost always above the long term trend. Thus, the two-state static bivariate HMMs by them-
selves, do not seem to provide satisfactory signals for potential steep recoveries, but do show an
immense potential in providing an early signal of a forth coming sell-off, particularly in the case
of sharp downturns that exhibit observations that are more apparent to label as they are far away
from the low volatility black shaded cores.

In contrast the 3- state static bivariate HMMs, show a higher variability in labelling observations
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based on the featured variable and covariance type. For instance, in the 3-state JPM GBI USA
models, there is almost no difference in the displayed conditional correlation or fitted lines be-
tween the three- state diagonal and full HMMs in Figure B.2, whereas the three- state HMMs
featuring the changes in the 10 year treasury, show an immense difference in component labelling
as observed in Figure 3.13. Notably, the 10 year diagonal HMM, displays a tremendous ability in
distinguish highly volatile negative and positive returns, while labelling returns close to zero as
bearish/neutral, which can be use-full the onset of a stock market rebound after a sharp sell-off.

FIGURE 3.13: Scatter-plots for all static in-sample bivariate HMMs featuring R10Y,
with fitted regression lines for each state
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Likewise, the three state HMM featuring the VIX in figure B.3 displays an interesting distributional
pattern in a diagonal setting, where the histogram of returns is almost equally split in two halves
that are occupied by the bullish and bearish component, while the extremely volatile periods are
at the tail ends of the distribution. Such fitted bivariate HMMs are a clear examples of the ability
of HMMs to classify returns in conditional component distributions. Nonetheless, underlying
trading strategy on such models may not produce satisfactory results in practice if the HMMs
are missing the key aspect of state persistence, which consists of correctly identifying the major
turning points as well as occupying such a state for the correct duration until the next major
turning point with as little as possible transitions in between.

Overall, it is clear that for most bivariate HMMs as classified by the featured variable, the average
moments replication rank and the BIC values are at odds. Given, that we can not discern whether
the improvement in log-likelihood of the bivariate HMMs is directly attributable to the improve-
ment in fit of the RUS−MSCI variable, for further evaluation in a rolling window setting, we select
the bivariate models with the highest average moments replication ranks. Additionally, for the
best moments replicating HMM, 3- states HMMDIAG

JPM−GBI−US we test its two-state analogue as a
simpler strategy. Consequently, the chosen models for further examinations in the rolling win-
dow setting will encompass 8- HMMs, a two and three state univariate HMMs, and 6- bivariate
HMMs out of which two HMM will have a diagonal covariance structure and feature a JPM GBI
USA, 2- state full CSI HMM, a 3- state diagonal HMM featuring changes in the 10 year treasury
and the MOVE index, as well as a 3- state full HMM featuring changes in the VIX. The estimated
static bivariate HMM parameters for the selected models and for the MSCI USA feature are shown
in Table 3.8.

TABLE 3.8: Chosen bivariate HMM parameter estimates for the RUS−MSCI feature

Model A µ ∗ 104 σ2 ∗ 104 COVAR ∗ 104 δ π

2- States HMMFULL
RUS−MSCI ,RCSI

0.92 0.08 6.857 0.645 -0.07 0.876 1
0.564 0.436 -21.435 5.638 -2.055 0.124 0

2- States HMMDIAG
RUS−MSCI ,RJPM−GBI−USA

0.985424 0.014576 5.6526 0.6446

0

87.3754 1
0.100879 0.899121 -12.6753 5.6076 12.6246 0

3- States HMMDIAG
RUS−MSCI ,RJPM−GBI−USA

0.849 0.149 0.002 8.116 0.48 0.793 1
0.738 0.25 0.012 -13.533 2.748 0.16 0
0.024 0.047 0.929 -18.533 9.796 0.047 0

3- States HMMDIAG
RUS−MSCI ,R10Y

0.98 0.02 0 7.158 0.474 0.522 1
0.026 0.955 0.018 0.526 1.229 0.405 0
0 0.101 0.899 -8.56 7.505 0.073 0

3- States HMMDIAG
RUS−MSCI ,RMOVE

0.721 0.275 0.004 8.299 0.39 0.557 1
0.417 0.57 0.013 0.4 1.423 0.368 0
0.023 0.071 0.906 -19.177 7.273 0.075 0

3- States HMMFULL
RUS−MSCI ,RVIX

0.82 0.176 0.004 9.77 0.429 -1.785 0.725 1
0.545 0.447 0.008 -9.592 2.328 -9.765 0.239 0
0.015 0.126 0.858 -40.576 11.365 -33.061 0.036 0
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3.3.12 Parameter Stationarity

Considering the evolving nature of financial markets in the long-term, it is hardly reasonable to
assume that almost any of the HMM parameters are stationary. Thus, it is valuable to under-
stand the time-varying patterns in changes of parameters, that ultimately occur due to underlying
changes in business cycles. Bulla et al. (2011) were the first to introduce the rolling window HMM
framework, where they tested the stationarity of the HMM parameters using a 2000 day rolling
window. Likewise, Nystrup, Madsen, and Lindström (2015) followed suit, additionally testing
a rolling window length of 1000 days. This section explores the effects of rolling window length
changes for the two different by number of states univariate HMMs, given that an almost identical
analysis can be applied to the bivariate HMMs, they are left as part of the appendix.

The question here is whether the rolling window estimation should track the average length of
a business cycle. Per the NBER (Charles A. Radin), finds that there have been 34 cycles in the
US, since 1854, where the average duration through to through(TTT) and peak to peak (PTP) has
been 4.7 and 4.9 years, respectively. Although, the most recent 12 cycles since 1945 have had a
higher duration on average, 5.8 (TTT) and 6.3 (PTP) years, where the latest four cycles since the
Great Moderation (1984) (Bernanke, 2004) have lasted 8.9 (TTT) and 9.7 (PTP) years. Hence, it is
reasonable to perform a rolling window estimation based on the most recent history, as well as
the complete history, where the rolling window lengths are set to 2500 ( 10 years) and 1250 days
( 5 years).

Figures 3.14 and 3.15 shows the parameter estimates of a two-state rolling window HMM and
the static in-sample model parameters from table 3.3. As expected, given that an observation
has twice as high of a weight in the 1250 day window compared to the 2500 day window, the
parameter estimates show much higher variation. This is observed for the means and variances of
both the two- and three- state models, especially during periods of extreme market turmoil, where
sudden sizeable clusters of parameter drops and spikes occur. Whereby, focusing on the two-state
rolling windows parameter estimates in Figure 3.14, the means of the two state models oscillate
not as nearby the horizontal lines of the static in-sample model means, suggesting that the in-
sample estimates are only to a minor extent a fair approximation of the out-of-sample parameter
estimates. Interestingly, the mean of the bearish state for both rolling windows and particularly
for the 2500 day window, shows a clear downward trend, implying that market corrections have
become increasingly sharper since 2001.

Whereas, despite that larger spikes in variances during market turmoils the 1250 day model show
a much swifter return to the static model variances as the negative outlying observations are cy-
cled out much faster. Lastly, it can only be observed that the static models’ self-looping probabil-
ities are a good approximation for the 2500 day models’ p11 and p22 parameter estimates. On the
other hand, the 1250 day two state models self-looping probabilities clearly show an extremely
high parameter variance during market downturn, which has a major impact on the stationary
distributions, ultimately affecting the state persistence.
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FIGURE 3.14: Parameter Estimates for a two-state HMM with rolling windows
lengths of approximately 5 and 10 years

Likewise, as previously observed in the static in-sample model estimation from Table 3.3, the
three- state rolling window parameter estimates show a much larger variance relatively to the
two-states rolling window model parameter estimates. Moreover, the mean and variance for the
extremely bearish state (Si = 3) for the three- state 1250 day model shows an extreme divergence
compared to the in-sample parameter estimates during periods of market turmoil. In all instances,
even the 2500 day model shows estimates with large clusters of spikes and troughs that are not in
a nearby range of the in-sample parameter estimates. Furthermore, the mean and variance of the
most bullish state (Si = 1) since the GFC, show a clear up- and down- trend respectively for both
rolling window lengths and especially for the 1250 day window where this pattern starts showing
since 2004.
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FIGURE 3.15: Parameter Estimates for a three- state HMM with rolling windows
lengths of approximately 5 and 10 years

Most notable difference between the two- and three- state models for both rolling window lengths
shows for the self-looping transitioning probabilities. Moreover, for the 2500 day window, the
three- state probabilities are far from stationary. For the most bullish state (Si = 1), the static in-
sample p11 probability is far from both rolling window estimates. Whereas, for the neutral state
the rolling window p22 estimates, oscillate relatively closely to the in-sample estimates. Overall,
it is clear that the state persistence of the rolling window estimates is seldomly in a close range to
the static in-sample TPM implies state persistence.

Figure 3.16 shows the log-likelihoods for the four estimated rolling window models, where each
chart shows the models log-likelihoods overtime as grouped by the rolling window lengths. For
the 1250 day models, the two state model on few occasions during market turmoils in 2004 and
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2008 shows sudden dips in log-likelihood, as compared to the three- state model whose log-
likelihood is far smoother. The difference in log-likelihoods is much more prominent for the 2500
days models, where the three- state model displays a higher likelihood post GFC and during the
2020 market turmoil. However, in both instances given that the three state models contains nearly
double the amount of parameters (pn = 10) compared to the two state models (pn = 6) the im-
provement in statistical fit is hardly sizeable.

FIGURE 3.16: Log-Likelihood estimates for a two- and three- state HMM with rolling
windows lengths of approximately 5 and 10 years

Contrasting the 1250 day and 2500 day rolling window models, the 1250 day models show a
large uptrend in log-likelihood from 2004 to 2008, where the 2500 day models show almost no
significant improvement in statistical fit. This shows the effect of more rapid exclusion of the
negative outlying observations for the 1250 day models. Moreover, this effect is observed in both
rolling window lengths that show a decline in fit as the variance of the observations for each
rolling window increases, for instance in 2004 (window contains observations from 1999-2004)
and 2012 (2007-2012) for the 1250 day models, and in 2010 (2000-2010) for the 2500 day models.

Fundamentally, the decision over the choice of a rolling window length reduces to how well are
market participants willing to remember and/or forget the past crucial factors that caused the
occurrences of the major market trends. Compared to the GFC and the dot.com bubble, where
global governments and central banks relatively took much longer to act, during the most recent
COVID market turmoil as well as the "rate tantrum" during the late 2018, an accommodating
policy in both of the most recent instances was urgently passed. Given that the parameters for
the 2500 day models are far more stable, much closer to the static models and more reflective of
the cycle lengths of the most recent economic cycles (1984-), the two- and three- state models with
2500 day rolling windows are chosen to be tested for the regime based strategy performances.
Given the large number of bivariate models, the rolling window parameter estimates are shown
as part of the appendix B.

In summary, similar to the findings of Bulla et al. (2011) and Nystrup, Madsen, and Lindström
(2015) despite using rolling window lengths nearly one- and two- years longer, we observe that
almost all of the parameter estimates can not be assumed to be stationary. The time-varying as-
pect is far more prominent for the three- state models and particularly for the 1250 day rolling
window model. Thus, due to the non-stationarity of the transition probabilities, the sojourn time
distributions becomes a mixture of time-dependant geometric distributions which do not exhibit
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the memory-less Markov property (Nystrup, Madsen, and Lindström, 2015). Consequently, the
argument for further adoption of the hmmlearn models relative to the HSMM models is further
strengthened, as the inhomogenous aspect of the transition probability matrix offsets the advan-
tages of the HSMM models. Finally, before any of the strategies are tested, in the following sub-
sections the probabilities of the last observations for each rolling window are further evaluated
for the sake of limiting the effects of daily noise and improving the state persistence.

3.3.13 Rolling window estimations of the unconditional moments

Having established that the 1250 rolling window shows far greater conditional parameter time-
dependant variation than the 2500 rolling window, the analysis is further extended to evaluate
the unconditional rolling parameter for the two- and three- state HMMs. Firstly, from found
rolling window models with a length of 2500 days, we simulate 10000 observation for each rolling
model, or a total of approximately 60 million simulated observations for the entire rolling window.
Secondly, for each simulation window, we find the four moments, and for the sake of greater
consistency, we smooth out the estimated moments from the simulations, by computing their 50
day moving averages. The results from the simulations are then compared to a rolling window
parameter estimations of the MSCI USA log returns with length of 2550 days. All of the obtained
results for the univariate models are displayed in Figures 3.17. Whereas, for the bivariate models
featuring the JPM GBI USA, the rolling unconditional parameters for the are shown in Figure 3.18,
while for the remaining models the figures are shown as part of the appendix B.11.

FIGURE 3.17: Estimated moments for the 2- and 3-state rolling univariate HMM
estimations based on simulated observations
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In the Figure 3.17, the overlapping simulations are shown with the magenta colour, whereas when
the two- and three- state models do not overlap their simulations are labelled as blue and orange,
respectively. For all moments, the three-state model tends to sample with a far larger simula-
tion range, relative to the two-state model, as it can be observed from the excess orange spikes.
Furthermore, it can be observed, that for the first two moments, both models track the rolling em-
pirical model extremely well, especially replicating the empirical rolling mean process, although
both models almost always overshoot the unconditional rolling variance.

FIGURE 3.18: Estimated rolling moments for the 2- and 3-state diagonal bivariate
HMM featuring JPM GBI USA returns

Moreover, both models fail to replicate the higher moments. This is less true for the skewness,
where in normal periods both models solidly track the rolling empirical skewness, during ex-
tremely volatile market periods, the divergence in skewness tracking grows wider. Perhaps, the
worst tracked empirical rolling parameter is the unconditional excess kurtosis, where both models
clearly undershoot the empirical process, although interestingly the three- state model manages
to track the empirical excess kurtosis extremely well during the latest COVID-19 induced market
sell-off.

An almost identical analysis is performed on all of the previously selected static bivariate models,
whereby as a result of the relatively strong fit and replication ability in Figure 3.18 the diagonal
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JPM GBI USA models are compared across different states. Similarly to the univariate rolling esti-
mations, from Figure 3.18 it is clear that both models JPM GBI USA models can replicate the first
two unconditional moments on a rolling basis extremely well, while only slightly overshooting
the variance. However, both models show a tendency for certain periods to display extremely
volatile higher moments. This can particularly be observed from the 3-state diagonal JPM GBI
USA model, albeit for most periods this model shows a relatively high ability to track both un-
conditional higher moments. On the other, hand its two-state analogue, seems to show an even
better and more stable ability to replicate the skewness, while falling short of replicating the excess
kurtosis since the GFC.

Furthermore, in figure 3.19 all of the 6 bivariate models for each moment are plotted against each
other as well as the rolling empirical process. Here, it is clear the once again all bivariate models
are able to replicate the rolling empirical mean process, while overshooting the empirical variance.
Whereas, for the higher rolling moments, it can be observed that only the 3- state diagonal HMM
featuring JPM GBI USA shows extremely sporadic rolling moments. Whereas, all of the other bi-
variate HMMs are relatively stable and in close distance of the rolling empirical skewness, with
the exception of the 3- State HMM featuring the VIX, which shows excess negative skewness. Fi-
nally, all of the bivariate model do not seem to exhibit high enough leptokurtic property, although
they are performing marginally better than their univariate analogues by number of states HMMs.

FIGURE 3.19: Estimated rolling moments for all of the best replicating bivariate mod-
els

3.3.14 Models with rolling windows and transitions

Having established that rolling estimations are especially important due to time-varying param-
eters, rolling estimations are computed for each model and their number of transitions. This will
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be important for the model selection as a significant differentiating factor between similarly per-
forming strategies are the transaction costs that they entail. Figure 3.20 shows the states of the
MSCI US after a rolling estimations with a 2500 day window for the full sample period. Each state
label is based on the predicted state probability of the last observation in a single 2500 day sample
window.

FIGURE 3.20: 2- and 3-state rolling estimations based on 2500 days. Colors are pre-
dicted states.

Both the 2- and 3-state univariate HMMs are capable of detecting states of differing volatility. The
islands of single observations with a different state than the nearby observations (e.g. in 2015 and
2016) is most likely a result of low excess kurtosis. The rolling window estimations for the 2- and 3-
state result in respectively 160 and 446 state transitions in total, which corresponds to rebalancing
more than 7 and 21 times a year. As it can be observed from Figure 3.20, there are single errant
state changes in the middle of long periods of the same state, which are clearly undesirable from
the perspective of state impersistence induced trading costs.
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These models are able to identify bull and bear markets, but their performance still leave much to
be desired and improved, both in terms of having more persistent states and better identification
of turning points in the business cycle. Rolling estimations will therefore also be made for the
bivariate models that are included in Table 3.8, with the expectation that the second input time
series is able to improve the fit. In Figure 3.21 the bivariate HMMs featuring the JPM GBI USA
log returns are shown, whereas Figure 3.22 shows the predicted state labels from the four other
bivariate HMMs labels estimated with the same rolling fashion.

FIGURE 3.21: 2- and 3-state multivariate models with JPM GBI as a second input.

In regards to the models with the JPM GBI, the bearish and recessionary states are very much alike.
The fact that the bullish state remains untouched across the models reinforces the idea that there is
one bullish state and two states that are bearish are so to a varying degree, where the recessionary
states can be interpreted as occurrences on a systematic magnitude, such as the liquidity events
during the GFC and the recent COVID-19 sell-off.
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FIGURE 3.22: Four other multivariate models. To the left of the plots there is listed
the second input used for the models.

The rolling estimations visibly leads to an unsustainable high number of transitions for most of
the models, especially due to many individual observations requiring state changes. In light of
this, there is an argument for using a smoothing method to reduce the number state transitions to
a more realistic number from a practical standpoint, with the aim of increasing state persistence
at the correct time intervals.
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3.3.15 Smoothing of state transitions

There are many possible methods of state transition smoothing. Given their vast number, it is pos-
sible to write an entire research paper on the sensitivity of portfolio performance to each method.
Consequently, two different smoothing methods are chosen that can also be altered in an attempt
to reach the most optimal number of state transitions. The first one smooths the states or allows
a transition to occur only when a given state change has persisted for n number of observations
since the transition initially occurred. This method is similar to a hidden semi-Markov chain set-
ting, which involves sojourn time distribution modelling of the length of the duration spent in a
particular state, except that with such a state smoothing method the time duration is explicitly
defined as an overlay to the existing state predictions and is a constant threshold of n days and
not modelled as a distribution. A disadvantage of this method is that the transitions are delayed
which can have adverse consequences in periods of quick downturns, potentially reducing the
advantage of using a daily return frequency.

The second method for smoothing is the probability smoothing method where the threshold for
state changes is set to a specific transition probability and a state transition occurs only if the
predicted state probability exceeds the threshold, ultimately enabling a faster state changes and
has thus been chosen. For instance, when a model transitions to a new state it has to be certain
with a 95 % probability of labelling the new current state differently from the day before. Table
3.9 shows the number of transitions for different probability confidence thresholds and a 2-day
persistence smoothing as a approach that reaffirms the change from the previous days, but does
not cause a lengthy transitioning delay during sharp sell-offs. Likewise, the 2-day persistence
smoothing method can be viewed as delayed reaction to the HMM signals and only reacting to it
at the end of day asset prices two days later. Thus, this method is realistic in the sense that the
assumption of buying in at end of day prices in practice is not implementable and may have a
major impact on a portfolio performances especially in highly volatile periods.

TABLE 3.9: Number of transitions for each model with various confidence thresholds

Model No smoothing 90% 95% 99% 2-day persistence
Univariate HMMs
MSCI US (2 states) 160 66 60 21 90
MSCI US (3 states) 448 96 79 23 132

Bi-variate HMMs
MSCI US, JPM GBI (2 states, diag) 278 152 120 66 86
MSCI US, JPM GBI (3 states, diag) 318 154 135 119 69

MSCI US, CSI (2 states, full) 477 237 197 108 172
MSCI US + VIX (3 states, full) 627 347 314 287 156

MSCI US + MOVE (3 states, diag) 1194 666 611 518 430
MSCI US + 10Y (3 states) 1181 718 675 628 311

Table 3.9 shows that it is indeed necessary to smooth the state transitions. In most cases a rel-
atively infrequent but still reasonable number of states is obtained using a confidence threshold
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of 99%. Given the sample period involves 3- recessions and 2-3 periods that can be classified as
economic slowdowns, where a transition cycle in voles two transitions as it exists and enters back
into bullish state after the turbulent period has ended, the most optimal number of transitions
should be in the range of 10-20 for the two-state models. Whereas, with the addition of a transient
state, it should perhaps be exponentially greater and within the range of up to 100 transitions for
the three- state models with the ultimate aim of optimizing the trade-off between trading costs,
risk exposure and return.

FIGURE 3.23: Predicted states of the MSCI US after applying a 99% probability
smoothing filter to increase persistence. The two plots on the bottom are the proba-

bilities of being in state j at time t. The dashed black line is the 99% threshold.

Notably from Table 3.9, the transitions of the three state models increases substantially for the
univariate HMMs, while it does not significantly rise for the bivariate diagonal HMMs featuring
the JPM GBI USA. For the other bivariate models without smoothing it is clear that the number of
transitions is practically not beneficial, and even for some models even at the 90-95% interval it is
still high. Thus, the criterion for state changes is elevated to a 99% confidence threshold for state
transitions. This results into the distribution of states across MSCI US index shown in figure 3.23.
It is possible to observe that the transition probabilities are mostly close to either 0% probability or
100% probability. For purposes of comparability, all the models state labels after a 99% confidence
smoothing is applied, are shown in figure 3.24.
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FIGURE 3.24: Predicted states for the MSCI US after smoothing. Green background
is the bullish state, in yellow and red are the bearish and recessionary states, respec-

tively.
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Table 3.10 displays both the total number of days spent in each state and the average number of
days spent in each state for all HMMs. Thus, it can be observed that after smoothing all of the
2-state models, they show a proportionally lower number of total days spent in the bullish state,
where it is clear that the univariate HMM, shows a far greater state persistence than the bivariate
HMMs. Although, the state persistence for both states shows a drastic improvement for all 2-state
HMMs. Moreover, the states with higher variance such as the bearish and recessionary states only
last 3-7 days in average.

TABLE 3.10: Whole-sample descriptive statistics for each HMMs state. "Total" refers
to the total number of observations before and after smoothing. "Average" is calcu-
lated as the total number of observation in each state divided by the number of times

a given state is transitioned into.

Model Total before Total after Average before Average after
MSCI US 2-state model

Bull state 3918 (70%) 3145 (56%) 45.9 285.8
Bear state 1670 (30%) 2443 (44%) 32.9 222.2

CSI 2-state model
Bull state 4921 (88%) 4394 (79%) 16.4 81.4
Bear state 667 (12%) 1194 (21%) 8.4 21.7

JPM GBI 2-state model
Bull state 5268 (94%) 5095 (91%) 38.7 149.9
Bear state 320 (6%) 493 (9%) 6.4 15.8

MSCI US 3-state model
Bull state 3626 (65%) 4281 (77%) 9.9 475.6
Bear state 1092 (20%) 831 (15%) 12.9 138.5

Recession state 870 (15%) 476 (8%) 23.9 43.4
JPM GBI 3-state model

Bull state 5262 (94%) 5291 (95%) 25.1 91.2
Bear state 209 (4%) 155 (3%) 2.0 3.4

Recession state 117 (2%) 142 (2%) 3.1 7.3
10Y yield 3-state model

Bull state 4222 (76%) 4175 (75%) 8.2 18.8
Bear state 724 (13%) 486 (9%) 2.3 3.6

Recession state 642 (11%) 926 (16%) 3.1 7.3
MOVE 3-state model

Bull state 3863 (69%) 3986 (71%) 5.6 17.3
Bear state 1309 (23%) 1117 (20%) 3.0 5.0

Recession state 416 (8%) 485 (9%) 4.5 7.2
VIX yield 3-state model

Bull state 4753 (85%) 4756 (85%) 13.06 38.65
Bear state 530 (9%) 431(8%) 3.2 5.3

Recession state 305 (6%) 401 (7%) 2.7 4.6
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3.3.16 Further improvements to the hidden Markov models

All of the examined models in this chapter have been fitted in discrete times. Despite the fact
that most of return series are nearly continuous, a crucial adjustment to continuous time, must
be made in the Baum-Welch (EM) algorithm Nystrup, Madsen, and Lindström (2015). To a large
extent this is a fair assumption, as markets do not trade continuously, which by itself introduces
the risks of price jumps. However, the major disadvantage of a discrete models is that they im-
plicitly assume that observations are equidistant, as the trading days are aggregated. In essence,
discrete models cannot recognize inequidistant time spans between observations that regularly
occur during weekends, and/or bank holidays.

On the other hand, continuous models are quite flexible in this aspect, as they are able to recognize
longer sampling time spans, that allows for the use of any sampling intervals without them neces-
sarily being equidistantly sampled (Asai and McAleer, 2007). Consequently, as a result of this ad-
vantage continuous HMMs are worthwhile to evaluate in search of finding more efficient models.
However, Nystrup, Madsen, and Lindström (2015) argues that the majority of the aforementioned
advantages of the continuous time HMMs are offset, as a results of a simple structure of the transi-
tion probability matrix, given the assumptions of homogeneous formulation of the Markov chains
and equidistantly sampled observations. A homogeneous Markov chain is defined by transition
probabilities that are independent of time. Nonetheless, it is debatable whether the assumptions
of homogeneous formulations is realistic in a financial application as shown by Figure 3.20 where
the transition probabilities only become more static and in turn increasingly independent of time,
as the rolling window length increases.

Likewise, the evaluation of observation distributions can also be expanded by defining alternative
distributions that could provide a better fit relatively to normal distributions. Granger and Ding
(1995) characterize daily returns with a double exponential distribution. Whereas, Bulla and Bulla
(2006) and Nystrup, Madsen, and Lindström (2015) test for mixtures of normal distributions for
the low variance component and a student’s t-distribution for the extremely high variance compo-
nent. However, given high number of observations and a low number of states, for the examined
period of the last 30- years where at least three recessions occurred. Thus, it is very unrealistic
to characterize any state component observation distribution with a t-distribution, as the num-
ber of observations in the high variance states should be substantially higher than 100, effectively
resembling a normal distribution by means of the Central Limit Theorem.

Lastly, the findings in this chapter supports the claim by Bulla, Bulla, and Nenadić (2010) as the
problem of both the choice of sojourn time distribution as well as its parameters is a complex task.
Beyond the described univariate and multivariate models, the sojourn time distributions can be
defined with other alternative distributions such as gamma distributions as well as nonparametric
distributions, which are useful when the parameters are completely unknown. It is clear that most
of the multivariate models lack the ability to reproduce the temporal property as measured by the
autocorrelations at different lags of of the squared return process. This can be a potential subject
for future examinations where the R library MHSMM by O’Connell, Højsgaard, et al. (2011) can
be of great utility, since it allows for defining custom sojourn time distributions that can be fitted
to multivariate hidden semi-Markov models.
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4 Strategic Asset Allocation

This chapter concerns the long-term allocations in a multi-factor and asset class approach. The
selected indexes from Chapter 2 include the Barclays Long Bond Index (LDT), the SP GSCI com-
modity index and the MSCI USA factors. The optimizations in the SAA context, are aimed at
constructing a portfolio for a long horizon and for all economic conditions or "all-weather(s)",
where the optimal allocations will be fitted for the in-sample using the mean-variance optimiza-
tion (MVO) approach. Under certain assumptions, Guidolin and Timmermann (2007) argues that
long-term investors can bear more risk as a result of time-diversification as a result of the reduced
possibility of the markets behaving according to a random walk process in the long run, leading
to a higher allocation in more risky asset classes such as stocks, ceteris paribus.

The crucial distinguishable factor lies in the type of exhibited market behaviour, where under the
assumption of mean-reversion as a source of risk-reduction in the long-term, investors have a
higher conviction in bearing through within horizon market turmoils, as the historical stock mar-
ket drift in the US has been positive. This is not the case for factor investing which by definition is
market neutral. The drift in the case of equity factors is the required factor premium obtained over
a historically long time span, which is the basic requirement that defines a factor. Albeit, the factor
exposure obtained from MSCI US factors appears to be relatively small compared to the exposure
of these factors to the market premium. Essentially, MSCI USA factors can be considered as sim-
ilar to the S&P 500, but with a tilt towards the respective factors as defined by MSCI USA factor
criteria that approximately conveys to a slight tilt towards the academically constructed factors as
demonstrated in Chapter 2.

Based on knowledge of the current market state, a strategic asset allocation can be characterized as
unconditional and conditional (Dahlquist and Harvey, 2001). Where the latter will be examined in
chapter 5, this chapter focuses on the optimal unconditional allocation framework, that does not
assume knowledge of the current market state. The advantage of an unconditional framework in
the context of factors, stems from the less frequent requirement to trade whereby the weights are
rebalanced based on an updated annual forecast, which can potentially incur less frictional costs
relative to a DAA, where the transaction costs are determined by the state persistence.

Thus, in this Chapter, the allocations for all of the methods will be obtained, which will be fol-
lowed by finding the performance of a buy-and-hold and annually rebalanced strategies. As a
result of the high sensitivity of the MVO to the input values, relevant adjustments that test the sen-
sitivity of the output allocations to the inputs, such as the multi-variate resampling and covariance
shrinkage methods will be applied. Given that the allocations are fitted for the in-sample, whose
performances do not provide a significant informational content as they are applied assuming per-
fect foresight; the primary focus of the performance metrics will be placed on the out-of-sample.
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4.1 Mean-Variance Optimization (MVO)

The formulation of the Mean-Variance optimization by Harry Markowitz in the 1950’s marked
the beginning of modern portfolio theory. This novel approach at the time, set up the problem of
portfolio selection as a utility maximization function based on expectations of risk as measured
by standard deviation, returns and correlations between assets as well as the individuals level
of risk aversion. In the relevant context of this thesis, future wealth can be defined as the sum
product of the assigned asset weights wi for each asset and their expected return ri, Wealth =
w1r1 + w2r2... + wnrn, then the goal is to maximize future wealth while minimizing the overall
portfolio variance,

maxE(w′Ri)−
γ

2
var(w′Ri) (4.1)

where w’ is the vector of asset weights, Ri is the vector of expected factor returns and γ is the
risk aversion coefficient. For the purpose of comparability between methods, we assume risk
neutrality (i.e γ = 1), in which case the optimal portfolio weightings are w = Ω−1E(Ri), where Ω
stands for the asset co-variance matrix.

Furthermore, as it is of practical relevance, both a leverage constrained portfolio (i.e ∑ wi = 1) and
an unconstrained portfolio that assumes no shorting costs and no earned returns on shorting pro-
ceeds will be constructed using the selected asset indexes. In the case of MSCI USA factors, given
that in theory Value and Growth as Fama and French (1993) definition of the HML factor, they
cannot be combined together as they cancel the exposure of each other. Thus, Growth is excluded
as a result of the established Value premium Fama and French (1993). Likewise, for the purposes
of simplicity and comparability, where the optimizations do not select a single dominant factor
that has the most dominant performance in the particular in-sample period, an equal weighted
portfolio of the 5- MSCI factors was constructed as a way to reduce the dimensionality of the fac-
tors. The tangency portfolios which can be interpreted as the weighting scheme that can yield the
highest Sharpe Ratios are displayed in Table 4.1.

TABLE 4.1: Strategic factor allocation portfolio weights

Model Equal-weighted factors Long-term bonds Commodities
SAA unconstrained 0.1996 0.6491 0.0872

SAA constrained 0.2132 0.6936 0.0932

From Table 4.1 it can be observed that leverage constraints do not impact the allocations greatly.
Notably, the unconstrained portfolio is not fully allocated, where approximately 6 % is set-aside
to cash (risk-free asset). This is relatively a realistic weighting scheme in practice, however for
uniformity across the SAA methods, we will assume full capital utilization where the weights
sum to 1. In comparison, the constrained tangency portfolio allocations are dominated by Long-
term bonds with approximately 70 %, as only 10 % and 20 % is allocated to commodities and the
MSCI factors, respectively. To an extent, this is not a surprise given the performance of bonds
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particularly during the period following the GFC. However, inspite of the addition of commodi-
ties, the obtained allocations are considerable different relatively to the industry standard of 60/40
portfolios of equities to bonds allocations.

Nonetheless, concentrated weights is a known issue with the classical MVO due to the high sen-
sitivity to the input means. The same is the case with the covariance matrix and it often lacks
robustness. However, there are solutions to this. It is possible to use alternative portfolio opti-
mization methods such as the Mean-CVaR method, or attempt to enhance the MVO method with
certain adjustments. Whereby, the MVO can be individually adjusted or in combinations of ad-
justments such as (1) constraining the weights, (2) resampling the means and (3) shrinking the
estimates of the covariance matrix. Given the constraining the asset weights introduces a bias as
to what allocation threshold should the method be allocated into, firstly resampling of the means
will be applied, and secondly the newly sampled means and the corresponding covariance matrix
will be further assessed at different shrinkage intensities.

4.1.1 SAA implementation of the resampled MVO method

A common outcome of the MVO, is that the obtained allocations are highly concentrated for high
return targets, as there are only few assets that can satisfy it. Thus, the optimal allocations will
be computed on resampled means for all the assets. The method is to resample all means in each
simulation based on the sample covariance matrix using a multivariate normal distribution and
subsequently calculate the excess returns used for the MVO method. The allocations for the before
and after resampling for various target returns are shown in Figure 4.1.

FIGURE 4.1: Allocations before (left plot) and after (right plot) resampling

From Figure 4.1 it can be observed that the main effect of resampling on allocations is that the
weights overall appear smoothened and slightly less concentrated for all target returns. No-
tably, in both MVO applications, the allocation to equities is approximately constant. Whereas,
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for higher target returns, the model increasingly allocates into bonds at the expense of allocating
to commodities. Likewise, the peak Sharpe Ratio is approximately achieved at the target return
of 6 %. The allocations for 3- exemplary target returns at 2-,4-,6- percent, as well as the tangency
portfolios are shown in Table 4.2. Whereas, Figure 4.2 shows the efficient frontiers of each of the
simulations (in grey) that were used to resample the asset means as well as the performances of
the individual assets that are marked with coloured dots. The grey lines in figure 4.2 are displayed
with resampled means and can thus be located to the left of the efficient frontier. The line "chops"
on the right side of the plot are due to the various computed return targets.

TABLE 4.2: Resampled allocation portfolio weights

Target Equal-weighted factors LDT Commodities
Resampled tangency portfolio 0.2139 0.6930 0.0931

Target return allocations
2.0% 0.1744 0.1827 0.6429
4.0% 0.2114 0.3870 0.4016
6.0% 0.2238 0.6320 0.1442

FIGURE 4.2: Resampled efficient frontier where each simulation is a grey line.

The assets and portfolios whose performances are furthest north-east, are considered to have the
best risk-reward ratios. Thus, it is clear that bonds dominate the in-sample performances of both
equities and commodities in particular. However, since the efficient frontier is constructed with
the combination of all possible weighting schemes, it is possible to construct a portfolio which
achieves a more stable risk-reward ratio overtime as a result of diversification benefits. Thus, the
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portfolio on the efficient frontier that shows the lowest standard deviation is referred to as the
tangency portfolio. Note that the resampled efficient frontier in orange is expected to be below
the efficient frontier in blue as the weights are calculated using simulated means while it is drawn
with the historical means. The resulting allocations from the bootstrapped frontier are shown in
Table 4.2. Nonetheless, in this application given the stability of the resampled MVO relative to the
non-resampled MVO, the bootstrapped frontier nearly overlays the non-resampled frontier.

Likewise, based on the resampled MVO allocations in Table 4.2, in Table 4.3 the performance
metrics are computed, for the out-of-sample period for both the buy-and-hold portfolios as well
as with annual rebalancing where transaction costs are incurred. Fundamentally, rebalancing can
be interpreted as an intuitive insurance buffer that allows the taking of profits given that if an
asset achieves a remarkable performance in a year, which automatically causes their weight in the
portfolio to increase given the new higher price. Whereby, higher prices typically imply lower
expected returns for two reasons, i) the yield received over nominal amount invested decreases
and ii) if the asset follows a mean-reversion, a period of returns that are higher than the historical
drift, a counter-trend should ensue which reverts the returns to the long-term drift. Whereby, it
can be observed from Table 4.3, that only for the tangency portfolios rebalancing does add minor
value despite the observed lower annual return that seems to be compensated for with slightly
lower standard deviation. However, for the remaining portfolios with lower target returns, the
buy-and-hold strategies far out-perform the rebalancing strategies.

TABLE 4.3: Out-of-sample resampled allocation performance after trading costs.

Target Annual Return Standard Deviation Sharpe Ratio MDD
Tangency portfolio

Rebalancing 0.0618 0.0955 0.6476 -0.1326
Buy and hold 0.0627 0.1039 0.6035 -0.1350
Rebalancing

2.0% 0.0500 0.1323 0.3777 -0.3140
4.0% 0.0564 0.0926 0.6085 -0.1542
6.0% 0.0611 0.0901 0.6783 -0.1307

Buy and hold
2.0% 0.0537 0.0964 0.5570 -0.1589
4.0% 0.0584 0.0863 0.6771 -0.1255
6.0% 0.0614 0.0998 0.6154 -0.1323

4.1.2 Shrinking the covariance matrix

The resampled efficient frontier solves problems related to the expected means of the assets. An
additional approach that extends the MVO framework as shown by Pedersen, Babu, and Levine
(2021) involves the shrinkage of the covariance matrix, whereby issues with robustness of the
covariance matrix are addressed. The implemented shrinkage method is a version with slight ad-
justments of the simple enhanced portfolio optimization method (EPO) from the Pedersen, Babu,
and Levine (2021), where the essential idea is that the unbiased but often poorly estimated sample
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covariance (S) can be combined with a structured estimator F, using the below formula, where
0 ≤ δ ≤ 1 is the shrinkage constant with a certain shrinkage intensity:

ˆ∑shrunk = δF + (1− δ)S

It is called shrinkage because it can be thought of as “shrinking” the sample covariance matrix
towards the other estimator, which is accordingly called the shrinkage target. The shrinkage target
may be significantly biased but has little estimation error. There are many possible options for the
target, and each one will result in a different optimal shrinkage constant δ.

There are several approach that can be used to achieve shrinkage of the covariance matrix. One
method is the Ledoit-Wolf shrinkage, which includes the constant variance shrinkage i.e. the tar-
get is the diagonal matrix with the mean of asset variances on the diagonals and zeroes elsewhere.
This shrinkage method can be performed using the sklearn.LedoitWolf Python Package and ex-
plained in "A well-conditioned estimator for large-dimensional covariance matrices" (2004). An-
other shrinkage method introduced by Ledoit-Wolf is the constant correlation shrinkage, in which
all pairwise correlations are set to the average correlation (sample variances are unchanged). The
constant correlation shrinkage approach is explained in "Honey, I Shrunk the Sample Covariance
Matrix" (2003). Finally, Ledoit-Wolf also mention single factor shrinkage based on Sharpe’s single-
index model which effectively uses a stock’s beta to the market as a risk model. Explained in
"Improved Estimation of the Covariance Matrix of Stock Returns With an Application to Portfolio
Selection (2001).

FIGURE 4.3: Tangency portfolio with various shrinkage intensities. The shrinkage
target is the constant correlation matrix

An alternative to the Ledoit-Wolf shrinkage methods is the oracle approximating shrinkage (OAS),
devised by Chen et al. (2010), which has a lower mean-squared error than Ledoit-Wolf shrinkage
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when the samples approximately follow a Gaussian distribution. Shrinkage with constant corre-
lation is used as it beats single-factor shrinkage for N ≤ 100 according to "Honey, I Shrunk the
Sample Covariance Matrix", whereby in this SAA application there are only 3- assets (N = 3).
Consequently, the shrunk covariance matrix is found by taking a weighted average of the original
covariance matrix and the target covriance matrix, whereby all off-diagonal elements are replaced
by zeros. By changing the shrinkage factor from 0 to 1, the following tangency portfolios are com-
puted which are displayed in Figure 4.3. Whereby, from Figure 4.3 it can be observed that shrink-
ing both non- and resampled tangency portfolios has almost no effect on the resulting allocation.
The most likely reason for such outcome is that the cross-asset correlations were close to zero be-
fore the application of covariance shrinking. Consequently, the only minor allocation changes for
different shrinkage intensifies δi can be observed for equities and commodities, whereby the for-
mers’ allocations increase at the cost of the latters’. Correspondingly, in Table 4.4 the allocations
for 3- exemplary shrinkage intensities 0, 0.5 and 1 are provided.

TABLE 4.4: Allocation with shrunken covariance matrices.

Shrinkage intensity Equal-weighted factors Long-term bonds Commodities
0.0 0.2125 0.6945 0.0930
0.5 0.2223 0.7105 0.0672
1.0 0.2277 0.7249 0.0474

Thus, based on the obtained allocations in Table 4.4 the out-of-sample performances for the shrunk
resampled tangency portfolios were computed in Table 4.5. It can be observed that in both in-
stances the portfolios with unadjusted covariance matrix δ = 0 show marginally higher SRs.

TABLE 4.5: Out-of-sample performances accounting for 0.1% transaction costs for
SAA with 3- exemplary shrinkage intensities.

Shrinkage intensity Annual Return Standard Deviation Sharpe Ratio MDD
Yearly rebalancing

Shrunk mean-var (0.0) 0.0618 0.0956 0.6463 -0.1328
Shrunk mean-var (0.5) 0.0622 0.0980 0.6352 -0.1313
Shrunk mean-var (1.0) 0.0625 0.1001 0.6245 -0.1322

Buy and hold
Shrunk mean-var (0.0) 0.0627 0.1043 0.6018 -0.1352
Shrunk mean-var (0.5) 0.0630 0.1051 0.5993 -0.1364
Shrunk mean-var (1.0) 0.0632 0.1060 0.5956 -0.1380

Overall, the SAA method does not show an improved Sharpe Ratios in comparison to the market
or bonds, albeit it is still a successful application given it experiences a far lower maximum Draw-
down in the out-of-sample. Furthermore, the results of the applied sensitivity analysis on the
MVO with the extensions of mean resampling and covariance shrinkage, suggest that the initial
inputs value of the means and covariances are indeed reasonable as implied by the consistent
allocations.
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5 Regime-based Asset Allocation

In this Chapter we evaluate the performances of a set of strategies whose allocations are time-
varying based on the signals obtained from the uni- HMMs and bi-variate MHMMs in Chapter 3.
Theoretically, such signals would only work in practice, if the underlying conditions that create the
various market regimes show a satisfactory persistence, which would allow investors to minimize
their opportunity costs relative to a static (SAA) strategies. This can only be achieved with a
beneficial trade-off that incurs the least amount of rebalancing costs while achieving the most
desirable conditional allocation for the forth coming period. A regime-based allocation strategy
aims to capture the favourable periods by investing or shorting, respectively, in expansionary and
recessionary periods. Whereby, in the latter, drawdowns can be curtailed by simply holding a
asset(cash) that are close to being risk-free such as bills with short-duration.

However, if the models regimes predictions from Chapter 3 are credible, the expected payoff can
potentially be far greater with the use of bonds instead of cash. Thus, all of the conditional alloca-
tions will be optimized with bonds using the Barclays Long Duration Bond index (LDT). Similarly
to the SAA applications, the allocations will be optimized using the MVO method, however con-
ditionally on the observed regime, where the allocations are optimized based on their conditional
in-sample performances (2001-2015). Moreover, in addition to bonds and commodities, the op-
timizations will be performed on the 5- MSCI USA factors separately instead of performing a
dimensionality reduction as it was done in the SAA. Thus, the conditional allocations can over-
weight certain MSCI USA factors as well as the S&P 500 which can be considered as the proxy of
the equity market premium, if they show a dominant performance in the particular state.

Furthermore, given the vast array of asset universes and the types of HMMs distinguished by their
model specifications, DAA strategies based on HMM signals are practically in-exhaustive. For
simplicity, the all of the strategies are constrained to be long-only and not allowing for leverage
(∑N

wi
= 1). Consequently, in this Chapter, firstly the conditional performances of each of the

assets used to construct the regime-switching portfolio strategies will be analysed for all of the
models from Chapter 3 in Section 5.1. Hereby, the conditional performances of the academically
constructed factors will also be evaluated, to determine the cyclical nature each market-neutral
factor. Furthermore, in Section 5.2 the conditional allocation for all models will be present, which
will be used to test their respective regime-switching out-of-sample performances and compare
them against the SAA and performance benchmarks portfolios in Section 5.3.1. Lastly, in Section
5.4 relevant significance test will be applied for the sake of establishing whether the values added
by DAA strategies over the SAA strategies and the S&P 500 are in fact significant.
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5.1 Regime-based performances

5.1.1 Conditional Asset performances

In continuation of the obtained state sequences from Chapter 3, for all of the selected both the
HMM and MHMMs, the conditional mean returns and their standard deviation of the returns for
all of the assets are show in Figure 5.1 for the 2- state models, whereas the 3-state model results
are shown in Figure 5.2.

FIGURE 5.1: Performance of assets contingent on both 2-state HMM and regime. The
shortened names are MSCI US: "US", JPM GBI: "JPM", MOVE: "M", VIX: "V".

A clear observation from figure 5.1 is how the CAPM relation generally holds in the bullish state,
as assets with higher return display higher volatility. The reverse is true for the bearish state where
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there is a distinct negative relationship between return and volatility. From this it can be inferred
that bonds are the only possible asset choice in the bearish state of 2-state models.

FIGURE 5.2: Performance of assets contingent on both 3-state HMM and regime. The
shortened names are MSCI US: "US", JPM GBI: "JPM", MOVE: "M", VIX: "V".
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When looking at 3-state models in figure 5.2, there are more points due to there being five models
instead of three. However, the same pattern is observed with a positive relationship between re-
turn and volatility in the bull state, while there is a negative relationship in the bear and recession
state. This shows that the state segmentation of the HMMs is also successful for the various assets
in the asset universe in both the 2- and 3-state models.

5.1.2 Conditional performances of the academically constructed factors

Furthermore, due to the relevant informational context Table 5.1 shows the conditional means and
standard deviations and their averages in the in-sample, for all of the considered academically
constructed factors for the 2- state HMM and MHMMs. Given that the informational context is
lower for the 3- state models, the conditional factor performances are left as part of the appendix
D.1. Most of the variances and means are close for the models, albeit in some instances certain
mean performances appear to be different between the univarite HMM and the MHMMs. Thus,
for simplicity the conditional averages of each parameter will be analysed. Likewise, given that
by construction QMJ is different relatively to the other factors and shows the most dominant
performance overall, QMJ will be evaluated separately.

TABLE 5.1: 2-state HMM and MHMMs in-sample performances for the academically
constructed factors

Academically constructed factors
2-State HMM and MHMMs SMB HML RMW CMA MOM BAB QMJ
MSCI USA µSn=2

bull 0.013 0.011 0.023 -0.005 0.062 0.019 0.143
MSCI USA & CSI µSn=2

bull 0.063 0.040 0.044 0.040 0.064 0.017 0.150
MSCI USA & JPM µSn=2

bull 0.055 0.035 0.034 0.036 0.050 0.018 0.145
Average µSn=2

bull 0.044 0.029 0.034 0.024 0.059 0.018 0.146
MSCI USA σSn=2

bull 0.073 0.060 0.048 0.038 0.087 0.059 0.057
MSCI USA & CSI σSn=2

bull 0.079 0.075 0.065 0.052 0.125 0.070 0.095
MSCI USA & JPM σSn=2

bull 0.080 0.078 0.065 0.052 0.128 0.074 0.098
Average σSn=2

bull 0.077 0.071 0.059 0.047 0.113 0.068 0.083
MSCI USA µSn=2

bear 0.084 0.033 0.080 0.070 -0.023 0.085 0.063
MSCI USA & CSI µSn=2

bear -0.070 -0.080 0.052 -0.052 -0.146 0.205 -0.066
MSCI USA & JPM µSn=2

bear -0.097 -0.127 0.181 -0.097 -0.189 0.381 -0.202
Average µSn=2

bear -0.028 -0.058 0.104 -0.026 -0.119 0.224 -0.069
MSCI USA σSn=2

bear 0.111 0.143 0.097 0.082 0.224 0.123 0.184
MSCI USA & CSI σSn=2

bear 0.130 0.187 0.101 0.087 0.268 0.160 0.222
MSCI USA & JPM σSn=2

bear 0.161 0.233 0.123 0.109 0.335 0.191 0.279
Average σSn=2

bear 0.134 0.187 0.107 0.092 0.276 0.158 0.228

Consequently, from Table 5.1 it can be observed that Momentum (0.59) and Size (0.44) show the
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highest mean returns in the bullish state relative to Value (0.029), CMA (0.024) and BAB (0.018),
while RMW (0.034) shows a moderate bullish mean. On the other hand, in the bearish state BAB
(0.224) and RMW (0.104) are the only factors to show positive returns relative to the other factors
where Momentum (-0.119) and Value (-0.058) show the worst returns on average. Interestingly,
despite Quality being considered as a counter-cyclical in the S&P Economic Cycle Factor rota-
tion index, the academically constructed market-neutral QMJ factor, shows the best bullish factor
performance (0.146), while achieving a moderately negative return of -0.069 in the bearish state.
Furthermore, in terms of conditional variances, Momentum shows the highest variance in both
states. All in all, in contrast to Ammann and Verhofen (2006), for the given period (2001-2015), we
find that Value relatively shows a poor performance in both states. Likewise, we find that MOM,
SMB and QMJ can be considered as pro-cyclical factors, whereas Betting-against-Beta (BAB) and
the Robust-minus-Weak (RMW) can be considered as counter-cyclical factors. Such findings im-
ply that that investors place a far greater value to profitability and prefer lower systematic risk
exposure during periods of high market turmoil.

5.2 Portfolio formation

5.2.1 Regime-based resampled mean-variance optimization

With the application of a resampled mean variance optimization, the portfolios shown in Table
5.2 and 5.3 are constructed for the 2- and 3-state models, respectively. Whereby, the each of the
conditional model allocations is based on the state sequences for the 8- selected models from
Chapter 3.

TABLE 5.2: Dynamic asset allocation for the 2-state models

Model S&P500 Bonds Momentum Value Quality Size Min Vol SPGSCI
Univariate HMM featuring MSCI US returns as input

Bull state 0.0000 0.1935 0.0000 0.0000 0.0000 0.0000 0.7321 0.0743
Bear state 0.0000 0.9163 0.0000 0.0000 0.0000 0.0000 0.0000 0.0837

Bivariate MHMM featuring MSCI US returns and CSI rate of change as inputs
Bull state 0.0000 0.4834 0.1646 0.0000 0.0000 0.0000 0.2023 0.1496
Bear state 0.0000 1.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000

Bivariate MHMM featuing MSCI US and JPM-GBI-USA returns as inputs
Bull state 0.0000 0.4259 0.0273 0.0000 0.0000 0.0000 0.3989 0.1479
Bear state 0.0000 1.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000
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TABLE 5.3: Dynamic asset allocation for the 3-state models

Model S&P500 Bonds Momentum Value Quality Size Min Vol SPGSCI
Univariate HMM featuring MSCI US returns as input

Bull state 0.0000 0.4749 0.0000 0.0000 0.0000 0.0000 0.4258 0.0994
Bear state 0.0000 0.5282 0.0260 0.0000 0.0000 0.0000 0.4458 0.0000

Recession state 0.0000 1.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000
Bivariate MHMM featuring MSCI US and JPM-GBI-USA returns as inputs

Bull state 0.0000 0.6319 0.2277 0.0000 0.0000 0.0000 0.0000 0.1405
Bear state 0.0000 1.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000

Recession state 0.0000 0.0000 0.0000 1.0000 0.0000 0.0000 0.0000 0.0000
Bivariate MHMM featuring MSCI US returns and 10Y yield rate of change as inputs

Bull state 0.0000 0.5450 0.2681 0.0000 0.0000 0.0000 0.0000 0.1870
Bear state 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 1.0000

Recession state 0.0000 0.9661 0.0000 0.0000 0.0339 0.0000 0.0000 0.0000
Bivariate MHMM featuring MSCI US returns and MOVE rate of change as inputs
Bull state 0.0000 0.4912 0.0000 0.0000 0.0000 0.0000 0.3423 0.1666
Bear state 0.0000 0.0000 1.0000 0.0000 0.0000 0.0000 0.0000 0.0000

Recession state 0.0000 1.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000
Bivariate MHMM featuring MSCI US returns and VIX rate of change as inputs

Bull state 0.0000 0.4400 0.3422 0.0000 0.0000 0.0315 0.1864 0.0000
Bear state 0.0000 1.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000

Recession state 0.0000 1.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000

Firstly, for the 2-state allocations from Table 5.2, it can be observed that similarly to the SAA com-
modity allocation, all models allocate in between 7.4 % to 15 % to the SPGSCI, where the MHMM
show a far greater allocation. Moreover, the 2- state MHMMs, also show a far greater bond allo-
cations (48% and 42%) in the bullish state, whereby the HMM is instead heavily concentrated and
only allocated to a single factor, that is the MSCI USA Minimum Volatility factor (73 %). Whereas,
the MHMMs although less concentrated allocated both to MSCI USA Minimum Volatility and
Momentum. On the other hand, the allocations are far more clear in the bearish state due to the
bond dominance, albeit the HMM shows a minor allocations to commodities (8.4%).

In the case of 3-state models, there is still a minimum 40% allocation to bonds in the bullish state,
similarly to the 2-state model allocations. Likewise, the preferred equity factors are minimum
volatility and momentum. A noticeable outlier is the 100% allocation to MSCI US Value in the
recessionary state of the model with JPM-GBI-USA as a secondary input. This is because it is a
state characterised by negative returns for all assets, even bonds, where value displays the least
negative returns. Moreover, all 3-state models with the exception of the MHMM featuring the
VIX, show moderate allocations in commodities only in the bullish state in the range of 10 to 19
%. An additional outlier is the 100% allocation to commodities in the bearish state of the model
with 10Y yields as secondary input. Also, notably is the 100% allocation to Momentum in the
bearish state for the MHMM featuring the MOVE. All in all, the allocations in the 3-state models
are far less consistent as compared to the 2-state models. Furthermore, for all models, a common
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theme occurs where they are only or mostly allocated to Minimum Volatility and secondarily to
Momentum. Given the concentrated bond position of above 40%, the implications are that these
factors show the largest diversification benefits when paired with bonds in the bullish state.

5.3 Performances of the regime-switching strategies

5.3.1 Performance of in-sample optimized regime-switching strategies

Having presented the most optimal conditional asset allocations using varying model specific
inputs in the previous section, the resulting in-sample performances are shown in Table 5.4, and
the out-of-sample performances are shown in Table 5.5. For the 2-state in-sample performances, it
can be observed that the univariate model outperforms the bi-variate HMMs, as a result of the a
far higher return (10.3%). In constrast, for the 3- state models in the in-sample period, all MHMMs
show improved Sharpe Ratios and lower maximum drawdowns relative to the univarite HMM.

TABLE 5.4: In-sample results for the optimized DAA strategies after trading costs.

Model Annual Return Standard Deviation Sharpe Ratio MDD
2-state models

MSCI US 0.1029 0.0979 1.0513 -0.3702
MSCI USA & JPM 0.0722 0.0898 0.8043 -0.3725
MSCI USA & CSI 0.0708 0.0964 0.7346 -0.4085

3-state models
MSCI USA 0.0392 0.1123 0.3490 -0.6513

MSCI USA & JPM 0.0433 0.1080 0.4008 -0.6216
MSCI USA & 10Y yield 0.0789 0.1223 0.6450 -0.5947

MSCI USA & MOVE 0.0462 0.1172 0.3941 -0.4055
MSCI USA & VIX 0.0813 0.0990 0.8214 -0.4814

When comparing the in- against the out-of-sample performances, a clear pattern emerges where
almost all of the DAA strategies show an improved performance in terms of the SRs and MDDs.
Although, this is an expected outcome as almost all individual assets have had an exceptional
performance the last 5- years as described in Chapter 2. Furthermore, for the 2-state models, in
the out-of-sample the multivariate HMMs show a minor SR outperformance over the univarite
model, as a result of lower standard deviation. Whereas, for the 3-state MHMMs, a clear pattern
emerges where the models featuring the changes in yields(10Y) and yield spreads(CSI) clearly
outperform the MHMMs featuring the IV indexes (VIX and MOVE), as well as the univariate
HMM. Most notably, as shown by Table 5.5 the MHMMs featuring the 10Y yield changes and
the JPM-GBI-USA, display a SR of 1.46 and 1.22 in the out of sample, respectively. Since the
discrepancy between the in- and out-of-sample is rather remarkable, an argument emerges for the
test of simple regime-switching strategies that are not optimized and whose allocations are chosen
irrespective of the time-horizon.
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TABLE 5.5: Out-of-sample results for the optimized DAA strategies after trading
costs.

Model Annual Return Standard Deviation Sharpe Ratio MDD
2-state models

MSCI USA 0.1221 0.1347 0.9064 -0.3033
MSCI USA & JPM 0.1200 0.1194 1.0054 -0.3159
MSCI USA & CSI 0.1220 0.1097 1.1115 -0.3059

3-state models
MSCI USA 0.1029 0.1112 0.9258 -0.2360

MSCI USA & JPM 0.1060 0.0871 1.2178 -0.1687
MSCI USA & 10Y Yield 0.1987 0.1358 1.4624 -0.2615

MSCI USA & MOVE 0.0811 0.1212 0.6692 -0.2439
MSCI USA & VIX 0.1233 0.1196 1.0307 -0.3171

Thus, in Tables 5.6 and 5.7 simple strategies that only involve the 5- MSCI US factors and bonds,
where the DAA involves a 100% allocation in equities in the bullish state for both the 2- and 3- state
models. On the other-hand, the DAA allocates fully in bonds (100%), in the remaining bearish and
recessionary states in the 3-state models. It is debatable whether commodities should be included
in these simple strategies, albeit for simplicity reasons as well as the poor in-sample performance
commodities are excluded. Consequently, it can be observed that the simple DAA strategies in the
2- state models, show a performance which is consistent with the optimized DAA strategies from
table 5.5. The only exception here is the 2- state MHMM featuring the JPM-GBI-USA variable,
which shows the largest decrease in SR with the simple allocations.

TABLE 5.6: Out-of-sample performances for the simple DAA strategies for the 2-
state models

Model Annual Return Standard Deviation Sharpe Ratio MDD
DAA with 100% equities in bull state and bonds 100% in the bear state

MSCI USA 0.1608 0.1727 0.9312 -0.1966
MSCI USA & JPM 0.1339 0.1896 0.7063 -0.3402
MSCI USA & CSI 0.1907 0.1762 1.0821 -0.2290

TABLE 5.7: Out-of-sample performances for the simple DAA strategies for the 3-
state models

Model Annual Return Standard Deviation Sharpe Ratio MDD
DAA with 100% equities in the bullish state and 100% bonds otherwise

MSCI USA 0.0708 0.1285 0.5510 -0.1742
MSCI USA & JPM 0.0822 0.1924 0.4272 -0.3647

MSCI USA & 10Y yield 0.1878 0.1501 1.2506 -0.1648
MSCI USA & MOVE 0.1008 0.1895 0.5316 -0.3656

MSCI USA & VIX 0.1496 0.1862 0.8033 -0.2561
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On the other hand, the out-of-sample performance for the simple DAA strategies as shown in
Table 5.7 shows that the in-sample optimized SAA strategies indeed add value over the simple
strategies. Although, relatively to the 2-state models, the combinations of possible simple DAA
strategies is far greater for the 3-state models, where results for additional combinations can be
found in the appendix tab: 3-state out-of-sample DAA benchmarks. Nonetheless, given the heav-
ily model dependant allocations that occur for the 3-state models, the simple DAA strategies show
a modest consistency to their respective optimized DAA strategies. Consequently, for further out-
of-sample performance comparisons the DAA strategies that are optimized for the in-sample and
whose performances are shown in Tables 5.5 will be used.

5.3.2 Comparison of the performances between benchmark strategies and indexes

Additionally for comparative purposes against the the obtained DAA performances the intro-
duced performance benchmarks in Chapter 2 as well as the obtained SAA performances for the
tangency portfolios, are shown in Table 5.8. Consequently, it can be observed that all of the opti-
mized DAA performance for both the 2- and 3- show a far greater out-of-sample SRs as compared
to the best SAA tangency portfolio performance as well as the selected benchmarks. Albeit, the
DAA strategies, do experience higher MDDs than the SAA. Thus, it can be asserted that most
of the optimized DAA strategies dramatically improve the returns, which is achieved with mod-
erately higher portfolio standard deviations. Nonetheless, the question of crucial importance is
whether the shown out-performance of the DAA strategies over the SAA is significant.

TABLE 5.8: Out-of-sample results for SAA benchmark portfolios.

Benchmarks Annual return Standard deviation Sharpe ratio MDD
Resampled MVO tangency 0.0618 0.0956 0.6463 -0.1328

5- MSCI USA factors 0.0665 0.1793 0.3711 -0.3611
100% bonds 0.0603 0.1278 0.4720 -0.1758

100% commodities 0.0370 0.2234 0.1656 -0.5754
S&P 500 0.1327 0.1896 0.6400 -0.3597

S&P Factor Rotation Index 0.0404 0.0605 0.4900 -0.1502

5.4 Significance testing of the return differences between SAA and DAA
strategies

Finally, applicable significance tests are computed on the obtained DAA and SAA performances,
for the reason of answering the research question that outlines the purpose of this thesis of whether
the DAA strategies significantly outperform the SAA strategies. This is done by finding whether
the differences in returns are significance. However, given that the strategies show different risk-
return ratios as measured by their SRs, all DAA returns must firstly be scaled down by the out-
of-sample standard deviations. Thus, for each daily DAA strategy return at time t, the following
scaling formula is applied,

rDAAi
t,scaled = rDAAi

t
σDAAi

σBenchmarki
(5.1)
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. Notably, for simplifying purposes the volatility scaling adjustment is linear. Likewise, for each
daily return, the vector of differences is found as, rdi f f erence

t = rDAAi
t,scaled − rBenchmarki , which will serve

as the dependant variable in the OLS regression where the independent variable is the mean of
the differences which can be stated as

rdi f f erences
t = β0µdi f f erences + ε (5.2)

The aim is to find whether, the coefficient β0 is significant, but given the time-varying differences
in allocations between the DAA strategies and the benchmarks, the OLS assumptions of iid can not
be expected to be fulfilled for most of the significance tests. Thus, the applied significance tests
are utilize the Newey-West approach, which corrects the Standard Errors for heteroskedasticity
(time-varying volatility in return differences) and autocorrelation at 100 lags. Finally, the obtained
p-values for the tests of return differences between the optimized DAA strategies and the SAA
resampled and annually rebalanced portfolio as well as the S&P 500 as the proxy of systematic risk
are shown in Table 5.9. Based on the obtained p-values at a significance level of 5 % (α = 0.05),
none of the out-of-sample out-performances of the DAA strategies over the SAA portfolio are
significant.

TABLE 5.9: P-values for the out-of-sample return differences between the DAA
strategies and the performance benchmarks

Model HAC P-value
MSCI USA 2-state 0.9947

MSCI USA & CSI 2-state 0.7390
MSCI USA & JPM 2-state 0.3982

MSCI USA 3-state 0.3982
MSCI USA & JPM 3-state 0.7239

MSCI USA & 10Y yield 3-state 0.3877
MSCI USA & MOVE 3-state 0.5376

MSCI USA & VIX 3-state 0.4963

Finally, it is worthy of mentioning that Multiple Hypothesis adjustments such as the Bonferroni
and Holm adjustments (among others), are suitable for this particular application, albeit given the
clearly insignificant p-values, such adjustments appear to be redundant.
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6 Conclusion

The purpose of this thesis was to examine whether regime-switching strategies based on HMM
signals are able to achieve an improved performance over the traditional SAA approach. Thus
as a conclusion, a comprehensive summary of the applied methods will be presented, which will
be followed by findings related to answering the outlined research questions in the introduction.
Finally, in the last section, the most interesting ideas for further research will be outlined.

6.1 Summary of the applied methods and obtained findings

The analysis in this thesis starts with the evaluation of the distributional and temporal properties
of the MSCI US. The analysis revealed it to possess well-known distribution properties including,
highly leptokurtic and negatively skewed return distributions. Conversely, the historically best
performing factor in terms of total returns were MSCI USA Momentum and Quality. MSCI USA
Minimum Volatility and Quality showed the the best performance as measured by maximum
drawdown during recessionary and slow-down periods, reaffirming the popular beliefs that these
factors can be considered as counter-cyclical. Additionally, it is examined how comparable the
practical long-only factors in the form of MSCI factor indices are with the five market-neutral self-
financing academic Fama-French factors. Two factor CAPM models are run on each of the MSCI
USA factors for the purpose of determining their beta exposures as a sign of the similarity to their
analogous market-neutral academic equity factors. The MSCI USA and academic equity factors
are shown to be minimally related as observed by the low betas.

In addition to the estimation of the most parsimonious univariate models using MSCI US as input
with one to four states, hidden-semi Markov models are also estimated with a negatively binomial
sojourn time distribution, for the reason of determining whether the additional parameters in an
HSMM helps improve the univariate model fit. This creates a clear improvement in overall fit and
moments replicating ability for all univariate models when the number of states is increased from
2 to 3. Furthermore, across uni- and bivariate models there is a close to insignificant improve-
ment in the 4-state models relative to their 3-state counterparts, leading to the exclusion of the
4-state HMM for further evaluations. For the remaining 2- and 3- state models, the static HSMM
outperformed the HMM based on several measures. However, upon further testing, the rolling
window HMM models, were found to be inhomogenous as they showed time-varying state tran-
sition probabilities, suggesting that analogous HSMM would display time-varying sojourn time
parameters, which would require a formulation of mixture models, with various time-varying
sojourn time distributions affecting the state persistence. Thus, the HSMMs were excluded, and
the most parsimonious, 2- and 3- state HMMs from the hmmlearn library, that do not require any
additional inputs were selected.
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Building on the work by Bulla et al. (2011) and Nystrup et al. (2014 & 2017), a rolling estimation
approach is been applied to HMMs. Using MSCI US log returns as the explanatory variable, a 2-
and 3-state HMM is estimated, in which economic regimes are uncovered and their parameters
found to be highly time-varying. Many of the stylized facts of financial returns are reproduced
in the models, however, only part of the MSCI US log return’s kurtosis is captured. Similarly, the
long memory, represented by the squared autocorrelation functions, is only partially reproduced
as the 2- and 3-state models become insignificant at lower lags, as opposed to MSCI US log returns
that is significant for over 100 lags Boyd et al. (2017). The issue is most likely a result of jumps in
the rolling estimations, which is particularly unstable in the 3-state model. In future research, the
models could be upgraded by penalizing jumps and using exponential decaying weights on older
observations as proposed by Nystrup et al. (2017 & 2020) and Bulla et al. (2011).

In the multivariate setting numerous model are suitable due to the presence of a considerable
number of combinations of covariance structures, number of states, number of component fea-
tures and the choice of input features. For the reason of not increasing the model complexity
greatly, the bivariate HMMs with 2 and 3 states with a full and diagonal covariance matrix and 7
variable pairings are estimated, resulting in 28 models in total. For most of the bivariate models,
the full covariance models showed better statistical fit relative to their same state and feature, di-
agonal analogues. Nonetheless, as determined by the moments replication ranking, we selected
the top 5 models that showed the best replication ability corresponding to the changes of 5 vari-
ables (the VIX and MOVE IV indexes, CSI 10 year treasury and JPM GBI USA) each of whom
were paired together with the returns in the MSCI USA parent index. The sixth chosen bivariate
model, was the 2-state analogue of the highest ranked bivariate model that featured the JPM GBI
USA, which was selected for comparative purposes to evaluate whether a 3- state bivariate HMMs
out-performs its more parsimonious 2-state analogue.

All in all, 8 HMMs (2 univariate and 6 bivariate) were selected for further evaluation in a rolling
window setting, as well as state probability smoothing. All HMMs are less persistent around
extreme events such as the GFC, in which the probability of switching states greatly increases. To
improve persistence of the model and hence avoid sporadic jumps between states, a probability
smoothing scheme is applied to only accept state changes, when the model is at least 99% sure
of a state change. The smoothing scheme reduces transitions across models, and therefore greatly
increases persistence.

Furthermore, in chapter 4 that is dedicated to SAA methods, a range of SAA methods are imple-
mented both to investigate the sensitivity of the MVO to its inputs and to produce performance
figures that can be compared to the regime-based performance figures. A MVO with input means
resampled from a multinomial distributions shows that allocations become more diversified when
taking estimation uncertainty into account. Furthermore, a shrinkage of the covariance matrix to
the constant correlation matrix on top of the resampling shows moderate change in the alloca-
tions of the tangency portfolio. Both of these variations of the MVO confirm the robustness of the
estimated tangency portfolio.

For the in-sample period (2001-2015) we find that the market-neutral academic factors that are the
most pro-cyclical as measured by the return in the bullish state of the 2- state HMMs, are Mo-
mentum (MOM), Size (SMB) and Quality (QMJ). Whereas, the market-neutral factors that show
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the best counter-cyclical performance are the profitability (RMW) and betting-against-beta (BAB)
factors. For the given sample the performance in the bullish state of the return of Value (HML)
factor is found to be moderately positive, which is not the case in the bearish HMM state where
Value shows negative returns, implying the out-performance of Growth.

Conditional on state predictions, several portfolios are formed using the resampled MVO from
assets including one fixed-income index, one commodity index and six equity indices comprising
five equity factor indices and the S&P 500. DAA portfolios are computed conditional on the state
predictions by each model, meaning that e.g. a 2-state will have two tangency portfolios. The DAA
portfolios are subsequently compared to SAA portfolios, which do not incorporate the existence
of states, but rather employ a single tangency portfolio with yearly rebalancing. The 2-state DAA
strategies is shown to outperform the SAA strategies both in-sample and out-of-sample in terms
of Sharpe ratio. In contrast, the DAA strategies based on the 3-state HMM signals generally only
out-perform the SAA methods in the out-of-sample period.

Finally, the all of the DAA strategies outperform all of the performance benchmarks such as the
S&P Factor Rotation Index in the out-of-sample period. Within the regime-based strategies, the
comparative performances between the univariate and bivariate HMMs appear to be dependent
on the time period, although the differences in their Sharpe ratios are marginal. Whereas, within
the bivariate HMMs, the models featuring the changes in yields and yield spreads (ex. CSI, 10-
year treasury yield) show a far greater Sharpe Ratios in the out-of-sample over the bivariate mod-
els featuring the implied volatility VIX and MOVE indexes. Our findings are inline with other
research papers which show that DAA strategies based on HMM signals show improved Sharpe
ratios. Nonetheless, relative to the SAA tangency portfolio as the static benchmark, from the per-
formed tests of significance in return differences, none of the DAA strategies out-performances
are found to be significant.

6.2 Further research

From the inquiry into regime-switching strategies based on HMM signals, amongst the many
findings it has become apparent that the potential financial applications of HMMs are endless.
Thus, this final section presents a compilation of ideas which are deemed the most interesting for
further research for the three major elements that constitute this thesis.

6.2.1 Extension of the asset universes

Firstly, the asset class universe can be extended as well as the within asset class universe where
for instance other major classification themes in addition to factors are tested, such as sectors and
industries. In addition to a satisfactory long history of returns, the main criteria for testing whether
HMMs strategies perform well, is if there is a clear sign of persistent cyclically in the examined
asset universe, based on economic fundamentals and/or behavioural factors. For instance, an
HMM inquiry into sectors has a theoretically sound foundation, since it is well-known that certain
sectors such as materials or utilities can be referred to as counter-cyclical, while others such as
consumer discretionary are classified as pro-cyclical. Such sector analysis as well as the HMM
factor analysis performed in this thesis could be extended to other countries, with an additional
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application where an HMM can be applied to determine whether for example European would
outperform US based sectors or factors.

6.2.2 Further improvements and extensions to the Markov mixture models

Secondly, as all of tested HMMs in this thesis whose state components were assumed to follow
a normal distribution, the framework can be extended to include t-student distributions, espe-
cially for the high variance states. Moreover, in the case of multivariate HMMs, combinations of
distributions for the different featured variables can be tested. Likewise, the sojourn times for
the different state components and featured variables in both uni- and multivariate semi-HMMs
can be tested for other distributions such as a non-parametric distribution in addition to testing
the suggested negative-binomial distribution by Bulla, Bulla, and Nenadić (2010). The tested uni-
variate HMMs with 2- and 3-state components showed a satisfactory performance that does not
improve in a 4-state HMM implementation, whereas in the analogous by number of states bivari-
ate HMMs. The different covariance structures showed differing impact based on the featured
variables, but the adjustments to the covariance matrix could be extended to a tied and spherical
covariance matrix as well.

Furthermore, daily returns were used for the models, but the impact of data frequency could also
be explored. For instance, 4-state models could perhaps yield improved results at a lower fre-
quency, such as weekly or bi-weekly returns, which automatically smooth variances are visible at
higher frequencies. This would also allow for a larger number of inputs to the multivariate HMMs
which have observations at lower frequency than daily. Lastly, other variable combinations can
be tested in a multivariate setting using a trivariate model, for instance. However, such models
may become excessively complex "black-box" systems where a scenario application of the model
parameter is likely to yield less meaningful results.

6.2.3 Additional possibilities for the tested asset allocation strategies

Finally, the framework of the tested allocation strategies in the context of equity factors can be ex-
tended further, whereby instead of constructing the portfolios on MSCI factors, the factors them-
selves can be constructed as variations of the academic factors such as the BAB or FF-5 factors.
The advantage of such method is that the portfolios can be further calibrated such as long-short
strategies that are approximately market neutral, which may provide additional diversification
benefits in a multi-factor setting. However, the difficulties with such method would relate to the
sorting of the factor portfolios where a consistent sorting method (for example by quartiles) that
yields well-diversified portfolios is necessary. Likewise, shorting stocks requires additional set
of assumptions which may result in potentially different performances in practice. Lastly, the
Conditional Value-at-Risk (CVaR) optimization method can be applied as an alternative to mean-
variance optimization, as the CVaR method only optimizes for down-side volatility and does not
penalize any tolerable return volatility experienced in the positive market trends.
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A Rolling correlation plots

FIGURE A.1: MSCI USA factors and Long duration treasuries index correlations
across time
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FIGURE A.2: MSCI USA factors and SP GSCI commodities index correlations across
time
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FIGURE A.3: MSCI USA factors and JPM USA GBI index correlations across time
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B Hidden Markov model plots

FIGURE B.1: Parameter stability for 10000 in-sample(1990-2015) HMM iterations
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FIGURE B.2: Scatter-plots for all static in-sample RJPM−GBI−US bivariate HMMs,
with fitted regression lines for each state
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FIGURE B.3: Scatter-plots for all static in-sample RVIX bivariate HMMs, with fitted
regression lines for each state
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FIGURE B.4: Scatter-plots for all static in-sample RCSI bivariate HMMs, with fitted
regression lines for each state
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FIGURE B.5: Scatter-plots for all static in-sample RMove bivariate HMMs, with fitted
regression lines for each state
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FIGURE B.6: Scatter-plots for all static in-sample R10Y2Y bivariate HMMs, with fitted
regression lines for each state
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FIGURE B.7: Scatter-plots for all static in-sample RE−EXP bivariate HMMs, with fit-
ted regression lines for each state
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FIGURE B.8: The rolling unconditional moments of the 3- State RDIAG
10Y HMM

FIGURE B.9: The rolling unconditional moments of the 3- State RDIAG
MOVE HMM



Appendix B. Hidden Markov model plots 127

FIGURE B.10: The rolling unconditional moments of the 2- State RFULL
CSI HMM

FIGURE B.11: The rolling unconditional moments of the 3- State RFULL
VIX HMM
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FIGURE B.12: Rolling unconditional parameters for bivariate HMM models with
MOVE rate of change added as a second input.
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FIGURE B.13: Rolling parameters for bivariate 2-state HMM model with CSI rate of
change added as a second input.
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FIGURE B.14: Rolling parameters for bivariate 3-state HMM model with CSI rate of
change added as a second input.



Appendix B. Hidden Markov model plots 131

FIGURE B.15: Rolling parameters for bivariate 2-state HMM model with VIX rate of
change added as a second input.
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FIGURE B.16: Rolling parameters for bivariate 3-state HMM model with VIX rate of
change added as a second input.
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FIGURE B.17: Rolling log likelihood for bivariate 3-state HMM model with VIX rate
of change added as a second input.
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FIGURE B.18: Rolling parameters for bivariate 2-state HMM model with MOVE rate
of change added as a second input.
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FIGURE B.19: Rolling parameters for bivariate 3-state HMM model with MOVE rate
of change added as a second input.
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FIGURE B.20: Rolling log likelihood for bivariate 3-state HMM model with MOVE
rate of change added as a second input.
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FIGURE B.21: Rolling parameters for bivariate 2-state HMM model with expected
earnings rate of change returns added as a second input.
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FIGURE B.22: Rolling parameters for bivariate 3-state HMM model with expected
earnings rate of change added as a second input.
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FIGURE B.23: Rolling log likelihood for bivariate 3-state HMM model with expected
earnings rate of change returns added as a second input.
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FIGURE B.24: Rolling unconditional parameters for bivariate HMM models with
MOVE rate of change added as a second input.
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C Hidden Markov Model tables

TABLE C.1: Obtained log-likelihoods and information criteria for all bivariate
HMMs

Model Num. of parameters Log-Likelihood AIC BIC

2- States HMMFULL
RUS−MSCI ,RVIX

10 34024.17 -68028 -68007
2- States HMMDIAG

RUS−MSCI ,RVIX
8 32064.29 -64113 -64096

3- States HMMFULL
RUS−MSCI ,RVIX

18 34299.92 -68564 -68525
3- States HMMDIAG

RUS−MSCI ,RVIX
15 32898.92 -65768 -65736

2- States HMMFULL
RUS−MSCI ,RCSI

10 39400.19 -78780 -78759
2- States HMMDIAG

RUS−MSCI ,RCSI
8 39369.62 -78723 -78706

3- States HMMFULL
RUS−MSCI ,RCSI

18 39755.17 -79474 -79436
3- States HMMDIAG

RUS−MSCI ,RCSI
15 39715.73 -79401 -79369

2- States HMMFULL
RUS−MSCI ,R10Y2Y

10 8976.50 -17933 -17912
2- States HMMDIAG

RUS−MSCI ,R10Y2Y
8 21101.55 -42187 -42170

3- States HMMFULL
RUS−MSCI ,R10Y2Y

18 8963.18 -17890 -17852
3- States HMMDIAG

RUS−MSCI ,R10Y2Y
15 10345.72 -20661 -20629

2- States HMMFULL
RUS−MSCI ,R10Y

10 41327.64 -82635 -82614
2- States HMMDIAG

RUS−MSCI ,R10Y
8 41091.68 -82167 -82150

3- States HMMFULL
RUS−MSCI ,R10Y

18 41867.90 -83700 -83661
3- States HMMDIAG

RUS−MSCI ,R10Y
15 41483.69 -82937 -82905

2- States HMMFULL
RUS−MSCI ,RMOVE

10 34914.57 -69809 -69788
2- States HMMDIAG

RUS−MSCI ,RMOVE
8 34856.04 -69696 -69679

3- States HMMFULL
RUS−MSCI ,RMOVE

18 35201.16 -70366 -70328
3- States HMMDIAG

RUS−MSCI ,RMOVE
15 35149.81 -70270 -70238

2- States HMMFULL
RUS−MSCI ,RE−EXP

10 55584.37 -111149 -111127
2- States HMMDIAG

RUS−MSCI ,RE−EXP
8 55574.65 -111133 -111116

3- States HMMFULL
RUS−MSCI ,RE−EXP

18 56970.07 -113904 -113866
3- States HMMDIAG

RUS−MSCI ,RE−EXP
15 56960.59 -113891 -113859

2- States HMMFULL
RUS−MSCI ,RJPM−GBI−USA

10 52430.92 -104842 -104821
2- States HMMDIAG

RUS−MSCI ,RJPM−GBI−USA
8 52292.95 -104570 -104553

3- States HMMFULL
RUS−MSCI ,RJPM−GBI−USA

18 52683.86 -105332 -105293
3- States HMMDIAG

RUS−MSCI ,RJPM−GBI−USA
15 52599.16 -105168 -105136
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TABLE C.2: Worst unconditional moments replicating Bivariate HMMs sorted by
variable rank

Model µ ∗ 104 σ2 ∗ 104 Skewness Ex. Kurtosis AVG Replication Rank AVG all model ranks

rUSMSCI 3.340 1.245 -0.255 9.070

2- States HMMFULL
RUS−MSCI ,R10Y2Y

3.362 1.245 0.000 -0.005 16.25
2- States HMMDIAG

RUS−MSCI ,R10Y2Y
3.323 1.244 -0.124 3.106 11.5

3- States HMMFULL
RUS−MSCI ,R10Y2Y

3.379 1.244 -0.001 0.009 18
3- States HMMDIAG

RUS−MSCI ,R10Y2Y
3.280 1.249 -0.001 -0.002 23.25

17.25

2- States HMMFULL
RUS−MSCI ,RE−EXP

3.411 1.242 -0.033 3.524 20.5
2- States HMMDIAG

RUS−MSCI ,RE−EXP
3.126 1.243 -0.077 3.564 20.25

3- States HMMFULL
RUS−MSCI ,RE−EXP

3.349 1.247 -0.095 2.488 15.75
3- States HMMDIAG

RUS−MSCI ,RE−EXP
3.425 1.248 -0.105 2.470 20.75

19.3125
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D Conditional academic factor
performances

TABLE D.1: The conditional performances for the 3- state models for the market-
neutral academic factors

3-State HMM and MHMMs SMB HML RMW CMA MOM BAB QMJ
MSCI USA µSn=3

bull 0.050 0.045 0.029 0.041 0.039 0.020 0.169
MSCI +JPM µSn=3

bull 0.049 0.035 0.043 0.039 0.058 0.030 0.144
MSCI +10Y 3-State µSn=3

bull 0.045 0.044 0.030 0.029 0.051 -0.011 0.151
MSCI +MOVE µSn=3

bull 0.039 0.047 0.032 0.028 0.102 -0.007 0.156
MSCI +VIX µSn=3

bull 0.056 0.034 0.033 0.033 0.072 0.014 0.133
Average µSn=3

bull 0.048 0.041 0.033 0.034 0.064 0.009 0.151
MSCI USA σSn=3

bull 0.008 0.073 0.068 0.051 0.118 0.075 0.088
MSCI +JPM σSn=3

bull 0.081 0.082 0.067 0.053 0.132 0.078 0.103
MSCI +10Y 3-State σSn=3

bull 0.077 0.071 0.061 0.049 0.114 0.066 0.088
MSCI +MOVE σSn=3

bull 0.076 0.073 0.059 0.046 0.114 0.067 0.083
MSCI +VIX σSn=3

bull 0.079 0.075 0.067 0.054 0.124 0.070 0.094
Average σSn=3

bull 0.064 0.075 0.064 0.050 0.120 0.071 0.091
MSCI USA µSn=3

bear -0.003 -0.031 0.114 -0.004 0.250 0.133 -0.014
MSCI +JPM µSn=3

bear 0.042 -0.218 0.018 -0.344 -0.716 0.299 0.044
MSCI +10Y 3-State µSn=3

bear 0.367 0.125 0.090 0.069 0.291 0.088 0.335
MSCI +MOVE µSn=3

bear 0.083 -0.023 0.110 0.052 -0.059 0.185 0.134
MSCI +VIX µSn=3

bear -0.095 0.087 0.162 -0.022 -0.248 0.232 0.087
Average µSn=3

bear 0.079 -0.012 0.099 -0.050 -0.097 0.187 0.117
MSCI USA 3-State σSn=3

bear 0.073 0.092 0.057 0.053 0.162 0.064 0.114
MSCI +JPM σSn=3

bear 0.156 0.264 0.139 0.177 0.433 0.212 0.342
MSCI +10Y 3-State σSn=3

bear 0.012 0.138 0.086 0.068 0.215 0.126 0.191
MSCI +MOVE σSn=3

bear 0.090 0.090 0.092 0.080 0.170 0.090 0.137
MSCI +VIX σSn=3

bear 0.112 0.175 0.110 0.113 0.262 0.153 0.193
Average σSn=3

bear 0.089 0.152 0.097 0.098 0.248 0.129 0.195
MSCI USA µSn=3

rec 0.027 -0.093 0.093 -0.063 -0.263 0.136 -0.132
MSCI +JPM µSn=3

rec -0.181 -0.205 0.154 -0.104 0.028 0.400 -0.547
MSCI +10Y 3-State µSn=3

rec -0.076 -0.103 0.092 -0.010 -0.139 0.278 -0.104
MSCI +MOVE µSn=3

rec -0.022 -0.068 0.023 -0.049 -0.242 0.159 -0.186
MSCI +VIX µSn=3

rec -0.028 -0.162 0.115 -0.043 -0.214 0.313 -0.103
Average µSn=3

rec -0.056 -0.126 0.095 -0.054 -0.166 0.257 -0.214
MSCI USA σSn=3

rec 0.151 0.224 0.110 0.105 0.322 0.183 0.278
MSCI +JPM σSn=3

rec 0.206 0.279 0.131 0.084 0.357 0.222 0.306
MSCI +10Y 3-State σSn=3

rec 0.121 0.167 0.101 0.087 0.251 0.143 0.194
MSCI +MOVE σSn=3

rec 0.152 0.216 0.102 0.089 0.306 0.182 0.257
MSCI +VIX σSn=3

rec 0.159 0.220 0.093 0.065 0.316 0.187 0.276
Average σSn=3

rec 0.158 0.221 0.107 0.086 0.310 0.183 0.262
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E Additional DAA performances with
simple allocations

TABLE E.1: Out-of-sample performances for the simple DAA strategies for the 3-
state models

3-state models with equities in bull and bear state and bonds recession state
MSCI USA 0.0816 0.1922 0.4245 -0.3630

MSCI USA & JPM 0.0466 0.1896 0.2457 -0.3647
MSCI USA & 10Y yield 0.1473 0.1891 0.7789 -0.3150

MSCI USA & MOVE 0.0877 0.1921 0.4565 -0.3409
MSCI USA & VIX 0.0576 0.1901 0.3030 -0.3638

3-state models with equities in bull state, 50-50 in bear state, and bonds recession state
MSCI USA 0.0777 0.1248 0.6228 -0.2052

MSCI USA & JPM 0.0648 0.1897 0.3417 -0.3647
MSCI USA & 10Y yield 0.1696 0.1531 1.1074 -0.1689

MSCI USA & MOVE 0.0951 0.1865 0.5099 -0.3409
MSCI USA & VIX 0.1048 0.1809 0.5793 -0.2985
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