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Abstract 

Hate speech has become more relevant now than ever. Widespread calls for action against online hate 

speech has pointed fingers at social media companies as those who should act. This thesis utilizes a technical 

lens to assess the prevalence of hate speech and analyse potential counter measures through the field of 

machine learning, as well as researching the potential value of such measures. This leads to the research 

question: 

- ‘Is it possible to classify online hate speech using Machine Learning, and can such classification 

methods create value for social media companies and society?’ 

We apply Naïve Bayes, Support Vector Machine and Logistic Regression to multiple hate speech datasets 

and compare their ability to identify hate speech against BERT, a natural language processing model 

developed by Google. Furthermore, we utilize different strategic business frameworks to identify how these 

classification methods can create value for social media companies and thereby create an incentive towards 

development. 

This thesis found that the state-of-the-art machine learning model BERT had mixed results when we tested 

it against traditional models such as Logistic Regression and Support Vector Machines. Four machine 

learning tasks were completed to test BERT in a variety of natural language processing machine learning 

tasks, but ultimately, we found that BERT did not provide any significant increase in performance, 

compared to the traditional models. We do, however, believe that there was room to optimize the BERT 

model further. Lastly, we conducted two cross-domain experiments, where we found that appending a 

dataset to another dataset can work to increase the scope of the models’ hate speech detection abilities. We 

also conducted an experiment by training on one dataset and testing on another, which proved to worsen 

the results of all models, due to the difference in data and annotation. 

Furthermore, the thesis presents a scenario analysis of a self-regulating entity that serves the collective 

interests of social media companies, lawmakers, social media users, and social media advertisers. By acting 

as an enforcer of certain Standards of Practice, and as a researcher, developer, and distributer of hate speech 

management technologies, it is found that such an organisation could pose significant value for social media 

companies and society.  
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1 Introduction 

On January 6, 2021, something historical happened. This was the day that the victory of the new President-

elect of the United States of America, Joe Biden, was established when congress counted the electoral votes 

that certified the presidential election results (Fabiola, 2021). However, this historical moment was 

overshadowed by a violent rally on the Capitol building in Washington DC, mainly orchestrated and 

motivated by the former President Donald Trump, who in his speech just a few hundred meters away from 

the Capitol, where congress was in session, urged the attendees of his rally to – “… walk down, and I’ll be there 

with you. We’re gonna walk down to the Capitol…” and furthermore that he and his followers – “…  will never 

concede” (Vallejo, 13).  

These words encouraged thousands of supporters from Donald Trump’s rally ‘Save America’ to march 

down to the Capitol and – “… show strength”. (Vallejo, 13) The rally’s display of ‘strength’ ended in 

unprecedented scenes of chaos, where thousands of protestors breached the barricades and security 

checkpoints to the Capitol, ultimately gaining access to the building, forcing staff and lawmakers to go into 

lockdown (Jacobo, 2021). The protests ended up killing five people while injuring several more, ultimately 

leaving a big stain on ‘the world’s greatest democracy’ (Jacobo, 2021). 

This incident was the culmination of years filled with a hateful and misleading rhetoric displayed by the 

former President Donald Trump, mainly channelled through the social media platform Twitter (Lopez, 

2020) (Ellis, 2020). An analysis from the media company USA Today revealed that during Mr. Trumps 

speech on January 6, 2021, calls for a civil war intensified on the social media app Parler, which was favored 

by Mr. Trump’s supporters, before its service was taken down following the riots (Aleszu Bajak, 2021). 

During the aforementioned speech where Mr. Trump called for his followers to march to the Capitol, one 

Parler user wrote – “Time to fight. Civil war is upon us.” as another user stated that – “We are going to have a civil 

war. Get ready!!”. This analysis also found that the use of the phrase "Civil War" increased nearly 400% during 

Mr. Trump's speech, as it was used on 156 separate occasions while he spoke (Aleszu Bajak, 2021).  

Furthermore, USA Today examined a collection of 80,146 Parler posts captured by analysts at the Social 

Media Analysis Toolkit, who additionally used a dictionary, that researchers use to rate words for positivity 

or negativity, to analyse the posts. The analysis found a noticeable incline in ‘negativity’ on Parler during 

Mr. Trump’s time on stage. It is difficult to say what exactly caused social media users to exhibit such 

negativity and also whether Mr. Trump’s speech encouraged their postings, but experts who study language, 

social media use and extremism see strong connections between the words of Mr. Trump, Parler users and 

the actions of people in the Washington mob that day (Aleszu Bajak, 2021). 

Social media was the leading driver behind the sentimental boost and organizing of the riots on the Capitol 

(Frenkel, 2021). Just as Mr. Trump finished his speech in Washington, hundreds of echoing calls to storm 
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the building were made by his supporters online. On social media sites used by the far-right supporters, such 

as Gab and Parler, directions on which streets to take to avoid the police and which tools to bring to help 

force doors open were shared in comments. At least a dozen people posted about carrying guns into the halls 

of Congress (Kate Conger, 2021). 

Encouraging words for violence against members of Congress and for pro-Trump movements to retake the 

Capitol building had been circulating online for months on the various social media platforms (Frenkel, 

2021). This was reinforced by Mr. Trump, who had courted extremist movements like QAnon and the 

Proud Boys, groups that have mobilized on social media and recruited others to their cause (Frenkel, 2021).  

During the events on January 6, 2021, the three most dominant social media companies; Facebook, 

Instagram and Twitter, subsequently locked the various accounts that Mr. Trump had on their platforms, 

as the risk of his ability to communicate inflammatory comments to his 35 million followers (Twitter) posed 

an alarming risk for increased violence at the Capitol (Kate Conger, 2021). The decision to remove Mr. 

Trumps profiles clearly demonstrates that social media companies now have an increasingly important 

responsibility in preventing user’s ability to incite to violence in the physical world. As Renee DiResta, a 

researcher at the Stanford Internet Observatory who studies online movements, states - “This is a demonstration 

of the very real-world impact of echo chambers,” and furthermore that – “This has been a striking repudiation of the idea 

that there is an online and an offline world, and that what is said online is in some way kept online” (Kate Conger, 2021). 

Even venture capitalist Chris Sacca, who has invested in and thus capitalized on social media companies, 

called out the founders of Twitter and Facebook and stated that – “For four years you’ve rationalized this terror. 

Inciting violent treason is not a free speech exercise” (Sacca, 2021). Consequently, the event on January 6, 2021 serves 

as a great manifestation of an unfortunate tendency regarding social media, hate speech and hate crimes. It 

appears that social media has become the catalyst for hate-crime and violent acts. 

According to the independent non-profit think-tank, Council of Foreign Relations, violence attributed to 

online hate speech has increased worldwide, and online hate speech has been linked to a global increase in 

violence toward minorities, including mass shootings, lynchings, and ethnic cleansing. A 2019 study from 

Cardiff University’s HateLab found that an increase in the frequency of hate speech on social media 

platforms can lead to an escalation in the number of physical-world crimes against minorities (Cardiff, 2019). 

A similar study conducted between 2015 and 2017 in Germany revealed that negative online rhetoric about 

refugees may have been correlated to an increased rate of hate crimes against refugees (Müller, 2020). 

Additionally, a study by NYU focused on discriminatory tweets related to race, national origin, and ethnicity. 

This study used AI to show the correlation between online hate and offline violence in 100 cities, and it 

concluded that cities with a higher incidence of a certain kind of racist tweets reported more actual hate 

crimes related to race, ethnicity, and national origin (Chunara, 2019). Combined with the fact that hate 

crimes have reached their highest levels since 2008, and that only about 10% of physical abuse gets reported 
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to the police (as hate crimes are notoriously hard to prosecute), the implications become worrying 

(O'Driscoll, 2021). 

Thus, the detection of hate speech on social media has become a crucial task. If not properly managed, the 

uncontrolled spread of hate speech has the potential to seriously harm our society, and severely damage the 

lives of marginalized people or groups. If the ethics and basic human principles of stopping hate speech is 

not motivating enough for social media companies, evidence points to the fact that they should also have at 

least a dozen of commercial interests in fighting it. In 2020, as part of the ‘Stop Hate for Profit’ campaign, 

more than 1,000 companies, including industry giants like Coca-Cola, Unilever, and North Face, stopped 

promoting on Facebook, putting a dent in the social media giant’s $70 billion advertising business. The 

boycott ended once Facebook, along with Twitter and YouTube agreed with advertisers on an acceptable 

definition of harmful content (BBC, 2020). This clearly demonstrates that the partners of social media 

companies have the power to seriously change how social media companies deals with issues such as hate 

speech, and correspondingly that these social media companies should have at least some capitalistic reasons 

to increase their efforts in this area.  

In order to combat this unfortunate trend on social media, the companies that own these platforms have to 

take responsibility. One way that social media companies can combat hate speech at such immense scale is 

by utilizing machine learning. Facebook are for instance using the Natural Language Processing model 

BERT, that is developed by Google, to detect hate speech in 40 different languages (Facebook, 2019). In 

recent years an extensive amount of research is being done on using Machine Learning to identify hate 

speech. However, most results are highly overestimated due to experimental issues, model performance 

varies significantly on different datasets while also being extremely susceptible to overfitting, not to mention 

the underperforming of cross-lingual models (Aymé, 2020). The models will only become better as 

computing power continues to increase and more data gets generated. Models like BERT and GPT-3, which 

created by Google and the non-profit OpenAI, respectively, already look increasingly promising (OPENAI, 

2021).   

It is apparent that hate speech and corelated hate-crimes are on the rise and social media is playing a clear 

role in acting as a catalyst for this issue. Even though efforts are being made to research and build scalable 

machine learning models to identify hate speech, much more must be done in this area. Social Media 

Companies want to create an enjoyable and value creating environment for users, and yet they would also 

like to be seen as upholding the value of free speech. The worry is that while these online forums are creating 

an echo chamber effect that reinforces polarization in our society, the companies behind them are hesitant 

to do anything about it, due to the worry of either being labeled as companies who force censorship upon 
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their users, or as companies who do not take a stand against hate speech and its consequences (Wharton 

University, 2018).  

This is the main motivation behind this paper. We have personally felt and experienced the historical 

situations and everyday problems that hate speech is causing in the global society, and this has led us to 

passionately investigate this topic. With this thesis we aim to use the state-of-the-art machine learning model 

BERT to test, verify and perhaps better the results from hate speech datasets that have previously been used 

in the most recent and relevant research studies. Additionally, we want to develop a solution that can be 

implemented to neutralize hate speech, while minimizing censorship and maximizing the value that social 

media companies pose to both users and society. Hence, we have defined our research question as follows:  

Research Question:  

- Is it possible to classify online hate speech using Machine Learning, and can such 

classification methods create value for social media companies and society? 

 

1.1 Glossary 

In this section several terms and definitions that will be used throughout this thesis will be presented and 

explained with the objective of giving the reader the required information to understand the context of which 

it is used. 

Hate Speech 

When mentioning hate speech, this thesis refers to the definition established by the United Nations 

- “any kind of communication in speech, writing or behaviour, that attacks or uses pejorative or 

discriminatory language with reference to a person or a group on the basis of who they are, in other 

words, based on their religion, ethnicity, nationality, race, colour, descent, gender or other identity 

factor “ (Guterres, 2019) 

The section “Defining Hate Speech” will further elaborate upon our definition and compare with 

similar literature on the subject. 

Traditional Models 

A traditional model refers to the machine learning models that we compare and measure up against 

the BERT model. Specifically, this refers to Naïve Bayes, Logistic Regression, Support Vector 

Machines. 

 



Copenhagen Business School  17.05.2021 

 

Page 9 of 170 

Society 

The word ‘society’, in this thesis, is defined as the aggregate of people living together in the global 

ordered community. It describes the global human community that coordinate and act according 

to the developed social structures of liberty, duty and responsibility, with the aim of further 

enhancing the social progress and development of the people in that very global human community.  

 

Value (Scenario Analysis) 

The word ‘value’ will in this thesis refer to the monetary, social and psychological benefit and utility 

that any person, company, or organisational entity stands to gain from interacting in any 

transactional arrangements.  

Inclusivity 

The definition of inclusivity follows the definition by the United Nations, which states that – “An 

inclusive society is a society that over-rides differences of race, gender, class, generation, and geography, and ensures 

inclusion, equality of opportunity as well as capability of all members of the society to determine an agreed set of social 

institutions that govern social interaction" (UN, 2009). 

 

1.2 Reader’s Guide 

This section is intended to aid the reader in understanding the structure and topics of this thesis. 

Following the introduction, the methodology of the thesis presents methods that are utilized throughout the 

paper. The section presents key concepts that influence the rest of the paper such as research criteria, 

research design, choice of paradigm, as well as research models, where we present Design Science Research 

Methodology, CRISP-DM, and Scenario analysis. 

The following section presents relevant literature on the topic of hate speech in the field of machine learning 

(ML). The section discusses literature released from the Association for Computational Linguistics (ACL) as 

well as the scientific community in the field. The methods and findings are presented in order to understand 

the current scientific landscape in the field. Furthermore, the concept of hate speech is discussed, comparing 

definitions from the drawn upon literature. 

Theory explains key concepts in the space of ML and natural language processing (NLP) and addresses key 

concepts that are leveraged later in the analysis. Furthermore, the ML models used in the thesis are presented 
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and explained and evaluation methods for comparing results of said models are presented. Additionally, the 

business strategy frameworks that we apply later in the analysis are presented. 

The analysis puts the ML models to use by presenting a step by step run through of our CRISP-DM 

methodology. First, the business objectives of what our ML practices aim to achieve in Business 

Understanding, is presented. The data that was retrieved in Data Understanding is presented and 

subsequently the preparation of the data for modelling in Data Preparation. In Modelling, we give a 

thorough explanation of the extensive modelling, with explanations of the ‘why’ as well. We evaluate our 

models in Evaluation by comparing all the models against one another with the performance metrics 

explained in theory.  

In the Scenario Analysis section, we utilize the scenario analysis method to construct a scenario that clearly 

outlines how the models, that were presented in the previous section, can be applied in a realistic context.  

The next section is the Discussion, where the implications, limitations and recommendations are discussed, 

in which the findings of the thesis are contextualized.  

Finally, the Conclusion wraps up the thesis by presenting the findings of the paper and answering the research 

question. 

 

2 Methodology 

The purpose of this section is to clearly outline the various methodologies used throughout this thesis in 

order to structure the design of the research gathering and analysis process. In this section we will explain 

the academic reasoning and rationale behind the chosen forms of research design, project process plans, 

knowledge constructions practices, as well as intended academic practices to analyse and discuss our results. 

Finally, this section will also highlight the practical limitations and provide the reader with extensive risk 

analysis, ultimately addressing the pros and cons of the chosen methodologies.  

 

2.1 Research Criteria 

Firstly, we want to clearly outline the criteria for which our thesis will be judged by ourselves in order to, in 

the end, be considered as well-founded research. The following criteria will be presented with the aim of 

giving a preconceived idea of what characteristics our research will have, as well as presenting a way to 

measure each criterion, in order to successfully know whether the criteria has been fulfilled in the end of this 

research. 
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2.1.1 Validity 

Validity indicates whether there is coherency in a study. Thus, in order to have a study of validity, there 

needs to be a rational correlation from the research question to the conclusion. In order to evaluate this, one 

has to assess whether the data gathering method is relevant to the research problem, and the theoretical 

angle, by constantly asking yourself as a researcher – “Are we really measuring what we think we are measuring? 

(Rasmussen, 2006). So, to assess whether our thesis has successfully fulfilled this criterion, our evaluation 

measure is that we need to be able answer the research questions in one confined sentence, similar to the 

way the research questions has been asked. Whether we have successfully fulfilled this criterion, will be 

answered in the conclusion.  

 

2.1.2 Reproducibility 

This criterion allows research results to be verified by replicating the study and thereby building a sound 

basis for decisions, in other words, it must be reproducible. Reproducibility is defined as obtaining consistent 

results using the same data and code as the original study (synonymous with computational reproducibility). 

This is not to be confused with replicability, as this is defined as being able to obtain consistent results across 

studies aimed at answering the same scientific question using new data or other new computational methods. 

Numerous factors can contribute to non-reproducibility or non-replicability e.g., formerly unknown 

variation or effects, inadequate recordkeeping, technology limitations, potential biases, not enough training, 

institutional barriers, or even misconduct, in rare cases. It is notoriously difficult to quantify the extent of 

non-reproducibility or how much of science is reproducible (Medecine N. A., 2019). To evaluate whether 

this thesis meets this criterion in the end, we asses that the research must be clearly, systematically, and 

accurately describing used methodologies, used data and theoretical models as well as their operationality. 

To measure this, the research team will attempt to reproduce the machine learning results of our task on a 

secondary computer, following the steps outlined in this thesis. If these results are consistent with the results 

and overall outcomes of this thesis, this criterion will be considered as fulfilled.  

 

2.1.3 Objectivity 

This criterion refers to the extent to which personal biases are removed and objective information is gathered 

in the research (Medecine H. , 2013). In other words, this criterion refers to the neutrality that the evidence 

produced in this thesis must have, and that we as researchers must present the results in an unbiased and 

impartial manner. Thus, an objective researcher is like a judge who attempts to give a fair judgement to 

both sides of a legal dispute. An objective researcher listens to both sides of a dispute without giving undue 
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consideration to either. We also consider objectivity in research as its ability to be reliable or trustworthy 

(Resnik, 2001). Therefore, an objective researcher is like a thermometer that reliably reports the temperature 

in a room, we can trust the thermometer's report. We consider objectivity as keeping the research as factual 

or real as possible. Objective theories (hypotheses or concepts) are theories that correctly depict facts or real 

phenomena (Resnik, 2001).  

 

2.2 Research Design  

Research design is the framework of research methods and techniques chosen by a researcher. The specific 

design of research allows researchers to choose research methods that are suitable for the subject and set up 

the intended research for success (McCombes, 2019). The purpose of a research design is to ensure that the 

evidence that is acquired will enable the researcher to efficiently answer the research problem as clearly as 

possible (Kirshenblatt-Gimblett, 2016).  

In social sciences research, obtaining evidence relevant to the research problem generally entails specifying 

the type of evidence needed to test a theory, to evaluate a program, or to accurately describe a phenomenon 

(Kirshenblatt-Gimblett, 2016). However, researchers can often begin their investigations far too early, before 

they have thought critically about what information is required to answer the study’s research questions. 

Without attending to these design issues beforehand, the conclusions risk being weak, unconvincing and, 

consequently, will fail to adequately address the overall research problem (Kirshenblatt-Gimblett, 2016). As 

an analogy, an architect would not order materials, choose mathematical models, make project plans, get 

building permits, or hire construction workers before they have decided what the building will look like.  

Therefore, research needs a design before data collection or analysis can begin. A research design differs 

from a work plan, as a work plan outlines what has to be done to complete the project, but the work plan 

will follow from the project's research design. In other words, when designing research, we need to ask the 

questions: given this research question, what type of evidence is needed to answer the question in a rational 

way? (Kirshenblatt-Gimblett, 2016).  

In accordance with our line of study, the configuration of this thesis is of both a technical (data science) and 

a business orientated nature. Thus, the goal of our research design is to successfully bridge the gap between 

these two disciplines to aid us in answering our research question. Therefore, it is of great importance the 

research design that we choose must support both disciplines.  

Coincidently, data science is most often anchored in business problems, helping to answer business 

questions, or creating clarity for business leaders by developing a new understanding that can be used in a 

business context or drive better decision making (Provost & Fawcett, 2013, s. 2). Consequently, most research 
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design methods for conducting data science projects are built with the purpose of using the results as a 

strategic business asset to gain a competitive advantage (Provost & Fawcett, 2013, s. 317). The success of a 

data science project is most often determined by the researcher’s ability to define the theoretical research 

problem and its corresponding operationalization clearly. If the aforementioned is not clearly defined the 

researchers might end up answering the wrong questions or not answering any questions at all (Sasson, 

2017). Thus, the process of linking operationalization, which is the process of converting theoretical concepts 

into measurable variables to the research problem, is extremely important. For example, if we want to know 

whether our machine learning model is performing ‘well’ or ‘poorly’, we need to address and define the 

exact quantifiable definition of what ‘well’ or ‘poorly’ is, before we have created the model (Sasson, 2017).  

Therefore, we have explicitly formulated our research question into two parts, where the first represents the 

data science part of the research, while the last part of the question tries to operationalize the results from 

the previous part in a business strategy context. To accommodate this setup, we will use the Design Science 

Research Methodology first proposed by Hevner et al (Hevner A. M., 2004) and later refined by Hevner in 2007 

(Hevner A. R., 2007). This will be further elaborated upon in the section Research model. The rationale behind 

choosing this model was that it is operationalizable through its core, and furthermore it very precisely 

accommodates our need for a research model that encompasses both technical and business functions. 

Additionally, we will harmoniously, with the Design Science Research Methodology, also utilize the CRISP-DM 

model to perform our research. The CRISP-DM model is a classic data science methodology that provides 

us with a structured approach to planning and executing our data science part of this research (Provost & 

Fawcett, 2013). Also, the CRISP-DM methodology is iterative in its nature and fits well within the Design 

Cycle of the Design Science Research methodology. This will also be further elaborated upon in the section Research 

model.  

Furthermore, we will expand upon the Design Science Research Methodology by using the Archival Research design 

(W. Paul Vogt, 2012). Archival Research design refers to a research design that uses archival data (secondary 

data), which is data that exists prior to any actions done by the researchers using the data. Archival research 

data may be collected from numerical records, verbal documents, or visual artifacts such as those on 

websites. The main difference in terms of research design activities has to do with whether current 

researchers gather data from available sources or if they produce it through some sort of action such as 

interviews, surveys, observations, or experiments. Hence, the distinction lies between collecting secondary 

data versus generating primary data. Archival researchers collect data they have not generated. Thereby, 

Archival Research is basically a review of the current research on a subject, that can be done in a few different 

ways. These are either an introductory review, literature reviews, systematic reviews, research synthesis or 

meta-analysis. There are of course different reasons for why a researcher should choose one in particular 

(W. Paul Vogt, 2012). Our Archival Research design will be conducted through the method literature review. The 
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rationale behind this decision can be explained with a couple of reasons. When starting to decide what our 

Archival Research method should be, we first considered to do either a systematic review or a research synthesis. 

These were appealing to us as they were described as methods that provided an exhaustive summary of 

high-level overview of scholarly research on a particular research questions, while also systematically 

identifying, selecting, evaluating and synthesizing all ‘high quality’ research relevant to our research question 

(W. Paul Vogt, 2012).  

However, we learned that both methods typically had timelines around 18 months or even years, which is 

not the scope of a typical timeline for finding and reviewing literature in our project plan (Kysh, 2013). 

Furthermore, both methods are used to answer a specific research question, and often used to generate new 

knowledge in a research field by comparing the results of multiple previous studies (W. Paul Vogt, 2012). 

This was not the goal of our Archival Research design, as the main goal was to use this research design to serve 

as the knowledge base in the Design Science Research Methodology, which will be used as the applicable knowledge 

in the design science research base from where we will be able to answer our research question. Thus, our 

goal is to accumulate knowledge in the specific academic field that we are exploring and apply that 

knowledge to design our science research. With systematic review and research synthesis the knowledge 

phase would instead serve as the place from where we would answer our research question, and that was 

not how we intended to execute this project. Rather, we plan to make the knowledge base serve as a place 

of synergy for the design science research.  

We do, however, want to emphasize that we have rigorously focused on finding the most relevant research 

for our topic, and that the literature review format will not compromise the quality or meticulousness with 

which it has been carried out. The primary goal of our literature review is not to develop a new argument. 

Rather, the goal of our literature review is to serve as a foundation and as support for the results that we will 

contribute with (McCombes, 2020). This will be done by clearly outlining, evaluating, summarizing and 

synthesizing the arguments, ideas and results from other research in this scientific field without adding new 

contributions (McCombes, 2020). The literature review will be organized into three parts: Utilizing ML to 

Identify Hate Speech, Definition of Hate Speech, and Used Data. The literature review will be structured 

thematically, as we find it essential for the reader to understand the central thematic in this scientific field, 

and to furthermore get an overview of what results and conclusions were drawn from using different scientific 

approaches e.g., using NLP to classify hate speech in different languages, utilizing NLP to classify the type of 

hate in a sentence, using NLP to classify the target of hate speech, using NLP for generating counter narratives 

to hate speech offenders, or simply which ML models that were used. Alternatively, we could have structured 

the literature review chronologically or methodologically.  

However, as also explained in the section Knowledge Construction we deemed newer articles more relevant as 

they would be based on the accumulated knowledge before them. Thus, most of the research used in this 
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literature review is only 1-2 years old, which quickly defeats the purpose of doing a chronologically structured 

literature review (Carolina, 2021). Also, there is little continuity among the subjects over time on this 

particular subject of using NLP to classify hate speech, so it would be hard to sustain a chronological focus. 

In terms of structuring the literature review methodologically, we found that there were not enough 

variations in the methods used in the research to substantiate this (Carolina, 2021). The methods for most 

of the ML research is rather standardized, following the same data science methodology of Data Collection, 

Data Understanding, Data Preparation, Model Training, and Model Evaluation. All in all, the Archival 

Research design will, alongside our theoretical framework, serve as the knowledge base in our main research 

design, the Design Science Research Methodology.  

In addition to the Archival Research design, we will also utilize Action Research design. Action Research design is a 

collaborative and adaptive research design, that primarily focuses on pragmatic and solution-driven research 

rather than testing theories (Lynn, 2019 ). The fundamentals of Action Research design follow a cycle whereby 

initially an exploratory stance is adopted, whereafter an understanding of a problem is developed, and plans 

are made for some form of actionable strategy (Lynn, 2019 ). Then, the action is carried out during which 

time, relevant observations are collected in various forms. Thereafter, new action strategies are carried out, 

and the cyclic process repeats, continuing until a sufficient understanding of the problem is accomplished. 

This research design is iterative or cyclical in nature and it is intended to promote a deeper understanding 

of a given scientific context, starting with conceptualizing and detailing the problem and moving through 

several interventions and evaluations (Lynn, 2019 ). Eileen Ferrance puts it well when she states that - “Action 

research is not a library project where we learn more about a topic that interests us. It is not problem-solving in the sense of trying 

to find out what is wrong, but rather a quest for knowledge about how to improve” (Ferrance, 2000, s. 2). 

Action Research design is made up by a clear cyclical process which entails the steps of identifying the problem 

area, gathering data, interpret the data, act on evidence, and finally evaluate results (Ferrance, 2000).  This 

process is visualized in Figure 1 below. 

 

Figure 1 A basic action research model (Costello, 2003, s. 7) 
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As with any research design it has its advantages and limitations. Some of the advantages are that Action 

Research has the potential to deliberately intensify the amount of learning that the researchers produce 

throughout a project, as they are essentially part of a continues and dynamic learning cycle (Lynn, 2019 ). 

Furthermore, Action Research oftentimes have a high degree of obvious and direct relevance to the specific 

scientific practice that it is investigating. Also, there are almost no pre-emption of direction by the researcher 

i.e., the research design is quite flexible as it only focuses on the continuous defining, learning and reflection 

about a problem, and not on how you specially approach it (Lynn, 2019 ). This means that Action Research can 

be conducted on both quantitative, as well as qualitative data (Dudovskiy, 2018). Plus, this flexibility also 

makes it quite adaptive to different situations e.g., different business problem contexts (Lynn, 2019 ). This 

gives it a high level of practical relevance in analysing the relationship between data science and business 

research, as we are doing (Dudovskiy, 2018).  

However, Action Research also has its limitations. For instance, it is much harder to carry out than conventional 

studies because the researcher takes more responsibility for encouraging sometimes exhaustive levels of 

continuous learning and reflecting (Lynn, 2019 ). In a practical sense, it is also much harder to write up Action 

Research as a standalone research format, as there is not any standard format for how one should effectively 

report your learnings and findings. This is also partly why we have chosen to use Action Research in a more 

supportive manner to both Archival Research design and the Design Science Research Methodology. Another 

limitation of Action Research is that the researcher sometimes becomes over-involved in the research, which 

sometimes affects the results with bias (Lynn, 2019 ). This is something that we have deliberately tried to 

address by upholding the standards of our research to our research criterion ‘Objectivity’. Additionally, 

Action Research can also prove difficult and time-consuming to perform, because of its cyclic nature that 

constantly demands either action (change) or research (understanding) (Lynn, 2019 ). However, this cyclical 

nature fits very well within the rigor cycle of the Design Science Research Methodology, as this is also cyclical in 

nature. The synergy effects, interaction, and coordination between these three research designs will be 

addressed in the section Research Model and Research framework.  

 

2.3 Paradigm 

The aim of this section is to describe the paradigm from which this research is conducted, and furthermore 

to describe the rationale behind choosing said paradigm. This will be done by explaining what a research 

paradigm is, why we need research paradigms, how it will be applied in the research, and finally how it will 

affect this research.  

As researchers, we have to be able to comprehend and articulate beliefs about the nature of reality, what 

can be known about it and how we go about attaining this knowledge (Rehman, 2016). These are the basic 
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fundamentals of research paradigms. Essentially, a research paradigm is a basic belief system and theoretical 

framework with assumptions about 1) ontology, 2) epistemology, 3) methodology and 4) methods. In other 

words, it is the researcher’s notion of understanding the reality of the world and examining it (Rehman, 

2016). Thomas Khun describes it as –“… the set of common beliefs and agreements shared between scientist about how 

problems should be understood and addressed” (Kuhn, 1970), while Egon Guba describes it as – “Research paradigms 

can be characterized by the way Scientists respond to three basic questions: ontological, epistemological and methodological 

questions” (Guba, 1990, s. 18).  

Ontology refers to the fact that researchers have assumptions about reality, how it exists and what can be 

known about it. The ontological question leads the researcher to ask, “What is reality?” (Rehman, 2016). 

Epistemology on the other hand is the branch of philosophy that analyses the nature of knowledge and the 

process by which it is acquired and validated. The epistemological assumptions of a researcher are guided 

by ontology by which they are adhering to. Thus, the epistemology question leads the researcher to ask, 

“How do we know?” (Rehman, 2016). Under the prism of Paradigm research, we also have methodology, 

which guides the researcher in determining what type of data is required for a study, and furthermore which 

data collection tools the researcher should deploy in order to gather the most appropriate data for the 

purpose of their particular research (Rehman, 2016). Hence, the methodology question leads the researcher 

to ask, “How do we produce information?” (Rehman, 2016). Finally, methods are the detailed means of collecting 

and analysing data. The methods used for a specific research project should be guided by the research design 

and theoretical framework. However, method should not necessitate ontological or epistemological 

assumptions (Rehman, 2016). It is important to explicitly address the paradigm used in a scientific context, 

as the consumers of that research will then be aware of our ontological and epistemological beliefs, which 

will further help readers of the research understand the ideological rationales that are made in this research 

paper. 

In this research, we as researchers, have used the paradigm called pragmatism, which was a philosophy 

introduced around 1870 in USA by Charles Sanders Peirce (Løgstrup, 2021). The paradigm was introduced 

as an alternative to the popular paradigm positivism (Løgstrup, 2021). The pragmatic paradigm suggests a 

worldview that puts emphases on “what works” rather than what might be considered absolutely and 

objectively “true” or “real” (Dewey, 2017). Pierce states that neither deduction nor induction is appropriate 

for producing knowledge (Dewey, 2017). Rather, he believes that the most appropriate method is to mix 

both approaches, which means that the researcher needs to combine both their existing knowledge with the 

occurring observations that they make (Dewey, 2017).  

In pragmatism the ontological answer is that there are singular and multiple realities that are open to 

empirical inquiry and it positions itself toward solving problems in the ‘real world’, rather than just theorizing 

or thinking about them (Feilzer, 2010). In that sense, pragmatism allows us as researchers to be free of mental 
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and practical constraints imposed by the ‘forced choice dichotomy’ that exists between positivism and 

constructivism, and we do not have to limit our project to a particular research method or technique (Feilzer, 

2010). The epistemological direction is determined not by what is measurable or interpretable. Instead, the 

epistemological direction is dictated by the knowledge construction method that solves the problem at the 

core of the research (Dewey, 2017). The specific process of following a pragmatic paradigm is outlined in 

different stages. The initial stage is called the problematization, and this is the stage where a collective of 

researchers gets concerned about a distinct problem, and they start to attend to it. The researchers identify 

what the landscape of the problem looks like, and what the challenges are, and how they might be addressed 

(Bueger, 2021).  

The next stage is called the informalization stage, and this is where the researchers make an explicit attempt 

to develop responses outside of formal institutions and their rules (Bueger, 2021). Because even though the 

word ‘problematization’ might imply that researchers work with existing scientific practices and institutions, 

it does not imply that in this paradigm. Instead, it implies that there is also space for reconfiguration in the 

conventional way of addressing this problem, and that it cannot be known until it has been tried (Bueger, 

2021).  

The insufficient formal rules (informality) pave the way for the next stage, which is called experimentation. This 

is where the researchers try out new solutions and experiment with unknown elements that through either 

success or failure always leads to new knowledge (Bueger, 2021).  Ultimately, the researchers will try to codify 

and consolidate this new knowledge through the codification and consolidation stage. In this stage, the results 

and practices of the researcher’s experimentations are recorded with the goal of ‘institutionalizing’ them i.e., 

making the work widely adopted by the standard scientific community. If the practices and results resist and 

avoid contestation, they are settled and instantiated as a new order of practice for governing a particular 

domain. Conversely, if the practices fail to resist controversy and reproving, the new practices fail and the 

pragmatic cycle repeats itself (Bueger, 2021). The pragmatic process cycle is visualized in Figure 2.  

 

Figure 2 pragmatic ordering cycle. (Bueger, 2021) 
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The rationale behind choosing to guide this thesis by the pragmatic paradigm was first of all, that we found 

this approach with its epistemological focus on the inquiry process and practicality, more useful than other 

research paradigms that emphasizes more on abstraction or theory generation. Additionally, we knew that 

we were going to need to apply a paradigm within which both theory from the technicality of data science 

and the less technical organisational business processes/strategy, could exist. Moreover, it was extremely 

fitting for the Action Research and Design Science Research Methodology that we wanted to adopt, as it also facilitated 

many of the core principles behind this kind of research design. By following the pragmatic paradigm, we 

could focus on linking the academic knowledge experience with actual action without having to think about 

whether we would follow the ‘correct’ methods, practices and theories. Instead, we could focus on the 

continuous learning cycle by doing the things that would help us answer our problem statement to the best 

capacity possible.  

 

2.4 Knowledge Construction  

In this section we will describe the knowledge construction practices that have been used throughout the 

project. The goal is to give the reader a clear summary of how the data for this thesis has been collected, 

and what methods were used to do so, in order to provide the reader with full transparency concerning the 

data used in this thesis project. This will be done by explaining what data has been collected, how the data 

was collected, how it has been used, and what the implications of our methods are.  

 

2.4.1 Data Collected 

The data that has been gathered can be distinguished as either primary or secondary. Primary data is data 

that has been collected directly from the primary source. Also, primary data is often collected with the 

purpose of addressing a particular research problem (Andersen, 2014, s. 137). Secondary data is public 

information that has been collected by others i.e., when a researcher conducts an analysis by using primary 

data (personal interview) and then later publishes it online for other researchers to use, it becomes secondary 

data (Andersen, 2014). Thereby, in our case, secondary data includes all data used for the producing the 

literature review, methodology, and theory. Additionally, the secondary data collected for this project are 

the datasets used for training and testing our models. The datasets contain comments from users of Twitter 

and Stormfront, and since the contents of the tweets and comments have not changed, this would be 

regarded as primary data. However, the labelled content attached to the datasets serves as a change or 

manipulation of the data, thereby it must be regarded as secondary data. 
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2.4.2 Data Collection Methodology 

The knowledge gathering was done by doing a targeted search on google scholar, the CBS Library Database 

and on the published works from the ACL (Association for Computational Linguistics). The relevancy of 

the initial search results was assessed based on the literatures title, its abstract, and the date of publishing. 

Thus, the top-ranking papers and articles on using NLP to classify hate speech on the searched databases 

were prioritized, and then prioritized according to when they were published (Newer articles were deemed 

more relevant). The rationale behind this decision-making process was that the newest literature would be 

built on top of earlier research, thus bringing more accumulated value to our initial research. 

By researching the field thoroughly, we obtained a lot of knowledge about which datasets were used in a 

variety of the research and what results were produced. A study by Madukwe et al., also helped us by 

highlighting some of the most prominent datasets in the field of hate speech detection (Madukwe, Gao, & 

Xue, 2020). They also highlight the issues with the datasets in the field, with some of biggest issues being the 

availability of the datasets, the difference in non-standardized annotation guides and the format of the 

dataset. What was mostly important for us, was that the datasets were readily available and had standard 

format of a CSV file, which most available datasets were stored as. By conducting this research, we found 

three datasets of interest from the papers Davidson et al. 2017, Gibert et al. 2018 and Dowlagar 2021. These 

papers also had results that we were able to compare our own results to, as well as other papers that had 

utilized these exact datasets with improved results. 

 

2.5 Research Model  

The aim of this section is to describe the different research models that has been deployed in this research 

project. We will present the three research models, Design Science Research Methodology, CRISP-DM, 

and Scenario analysis, in detail, while also outlining the justifications and motivations behind choosing them. 

This will support the reader with the necessary information to understand how each model is fitted and 

operationalized to this particular project in the next section, Research Framework.  

 

2.5.1 Design Science Research Methodology 

The overarching research model that will be used in this thesis is the Design Science Research Methodology. 

However, it will be used in a slightly different manner, as it will be tailored to the specific needs of this 

project. The Design Science Research Methodology seeks to utilize both behavioural science and design science in 

a complementary research cycle to address fundamental problems in the application of information 
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technology (Hevner A. M., 2004). The behavioural science paradigm seeks to develop and verify theories 

that explain or predict human or organisational behaviour. The design-science paradigm seeks to extend 

the boundaries of human and organisational capabilities by creating new and innovative artifacts. Both 

paradigms are foundational to the IS discipline (Hevner A. M., 2004). Hence, the goal of this methodology 

is to produce and evaluate so-called ‘IT artifacts’, that serves as solutions to organisational problems. Hevner 

et al. states – “Design science addresses research through the building and evaluation of artifacts designed to meet the identified 

business needs” (Hevner A. M., 2004, s. 79-80). The aim of the behavioural science is to discover what is ‘true’, 

while the goal of the design science is ‘utility’ (Hevner A. M., 2004).  

They are both complementary to the other e.g., an artifact may possess utility because some ‘truth’ remains 

undiscovered, while a theory might have been developed to the point of ‘truth’, but it might not be ‘utilized’ 

to the point where it can be designed as a fully-fledged solution in an organisational context. This 

complementary relation is expressed in the model through the Justify/Evaluate activity. Here the research 

(artifact or theory) is assessed through justification and evaluation and depending on this process the 

developed artifact or theory will be either refined back to a new Develop/Build activity or added to either the 

knowledge base or the appropriate environment. These activities are performed in an iterative manner of 

assessment and refinement through either Building/Developing or Justifying/Evaluating. This process serves as 

the middle in the design science research framework visualized here in Figure 3.  

 

Figure 3 Design science research framework (Hevner A. M., 2004, s. 80) 

Supporting the research cycle is the Knowledge Base and the Environment. The Knowledge Base is the current 

accumulated scientific knowledge made up by foundations, methodologies, and theories. This provides the 

researchers with the theories, frameworks, instruments, constructs, models, methods and instantiations used 

in the Develop/Build activity, while the methodologies deliver the researchers the guidelines used in the 

Justify/Evaluate activity (Hevner A. M., 2004). This applicable knowledge is delivered through a ‘rigor’ cycle, 

which refers to the way in which a researcher skilfully selects the appropriate theories and methods for 
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developing and evaluating artifacts and theories in order to ensure the innovativeness of the research 

(Hevner A. R., 2007).  

Additionally, the artifacts must also be applied to the business needs in the appropriate environment i.e., an 

artifact that does not solve a relevant business problem in the suitable environment is just as irrelevant as a 

theory that does not contribute to the current literature. Therefore, the relevance of an artifact must be 

ensured through corelating it with specific problems that certain people, organisations, or technologies pose 

in the related environment (Hevner A. M., 2004). This business need is ensured through the Relevance cycle. 

This cycle initiates the design science with an application context that provides requirements for the research 

as inputs and defines acceptance criteria for the evaluation of the research results. The results from the 

design science must be sent to the environment for study and evaluation in the application domain i.e., a 

kind of field study for the results from the design science research. In turn, the results of the field testing will 

determine whether additional iterations of the relevance cycle are needed. If the artifact proves inadequate 

in satisfying the requirements of the specific environment, another iteration of the relevance cycle will 

commence (Hevner A. R., 2007). Decisively, this research model will be tailored to our specific needs, and 

this will be addressed in the section Research Framework.  

 

2.5.2 CRISP-DM 

In synergy with the Design Science Research Methodology, we will also utilize the Cross Industry Standard Process for 

Datamining, also known as CRISP-DM. This method provides a structured, practical, robust and well-proven 

approach to planning and executing a data science project. It is especially useful when conducting data 

science projects to solve business problems, as the foundation of the model is built around solving business 

issues (Provost & Fawcett, 2013). The model is built around an idealized sequence of events, but in practice 

many of the steps can be performed in a different order and it will often be necessary to backtrack to previous 

tasks and repeat certain activities (Provost & Fawcett, 2013). Nonetheless, each stage has a specific purpose, 

and each of them will now be presented. 

 

2.5.2.1 Business Understanding 

The first stage is called business understanding. This refers to the fact that it is vital to understand what 

problem must be solved through this data mining project, before starting on any data gathering or model 

building endeavours. It is extremely important that the problem to be solved is well described with a 

corresponding description of what a successful solution might look like i.e., the business success criteria. The 

problem should ideally be structured in a manner that makes it easy for a data scientist to quickly articulate 
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what models are needed i.e., ‘is it a supervised learning problem?’, ‘do we need to use regression or 

classification?’, ‘how should the model’s performance be evaluated?’ etc. (Provost & Fawcett, 2013) This can 

be done as there are really only a handful of different tasks that these different algorithms address. The 

important thing in a business scenario is that business stakeholders and data scientist collaborate to 

decompose the business problem into smaller subtask (Provost & Fawcett, 2013). The solution to the different 

subtasks can then be composed to solve the overall problem. Obviously, some subtasks are unique to the 

particular business problem, but most problems are composed of smaller common data mining tasks (Provost 

& Fawcett, 2013).  

 

2.5.2.2 Data Understanding  

The overall goal of following a CRISP-DM process is to solve the business problem, but the solution will 

only be as good as the data that goes into building the model. The data is the most important part of a data 

science project, and the strengths and limitations of the final model will mostly be a result of the underlying 

data (Provost & Fawcett, 2013). Data is often represented as a biproduct of how people interact, and it is 

rarely an exact match for the proposed business problem, unless the data has been collected and stored with 

an explicit purpose to answer this specific business problem (Provost & Fawcett, 2013). If the data that has 

been collected is not able to answer the initially proposed business problem, the researcher must go back 

and modify the business problem, before any further steps can be made in the CRISP process (Provost & 

Fawcett, 2013). During the data understanding phase, the researchers will try to explore and describe the 

characteristics of the data. This exploration might include tasks such as finding the distribution of key 

attributes, finding correlations between pairs or other small numbers of attributes, results from simple 

aggregations, locating missing values, or performing simple statistical analysis (Simmons, 2014). All these 

tasks will most often help the data scientist understand how the data can be used, and if any refinement is 

needed in the business goal. The process of describing a business problem and finding data is quite iterative 

and it can take several iterations before moving forward to the next step (Provost & Fawcett, 2013). This 

iterative relationship between the two first steps is illustrated in Figure 4 further below. 

 

2.5.2.3 Data Preparation  

When the right data has been chosen the data is often not in a state where it will be considered useful or 

even able to be computed. The quality of the data will in most cases need to be raised by cleaning or 

conversion, as the algorithms and models impose certain requirements for the data that they use (Provost & 

Fawcett, 2013). The process of cleaning and converting data include actions such as selecting clean subsets 

of the data, construction of new attributes, fill out empty data with new records (e.g., fill out a blank with a 
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0), removing inferring empty missing values, merging tables, or converting data to different types (Provost 

& Fawcett, 2013). Manipulating the data in each of these ways will most often yield better results with the 

final model and allow for computation.   

 

2.5.2.4 Modelling 

When the data has been prepared, we move forward to the Modelling stage. The Modelling stage is the 

main place where data mining techniques are applied to the data. The knowledge of the data scientist who 

are carrying out the project stands as the foundation in this stage. Hence, it is important that the data scientist 

have a significant understanding of the fundamental ideas behind the different kinds of data mining 

techniques and algorithms, as this is the stage where the actual knowledge will be practically applied (Provost 

& Fawcett, 2013).  Typically, the data scientist will choose the specific modelling technique, generate a test 

design (divide data in train and test splits), build the model, and finally assess the model(s) (Simmons, 2014).  

 

2.5.2.5 Evaluation  

The next stage is the evaluation stage, where the aim is to assess the results from the modelling stage 

rigorously in order to gain confidence that they are valid and reliable for deployment (Provost & Fawcett, 

2013). 

The results must be heavily scrutinized before one can gain enough confidences that the models and patterns 

extracted from the data are true regularities and not just idiosyncrasies or sample anomalies (Provost & 

Fawcett, 2013). However, the most important thing to ensure in this stage is that the model and its results 

satisfies the original business goals, as the primary goal of using data science in a business context is to 

support good decision making. Generally, data science solutions and recommendations are only a piece of 

a larger solution, as business also have to consider other factors such as project feasibility and other external 

factors that would make the solution impractical. Most companies who use data science commercially, will 

extend the evaluation into the development environment, by instrumenting a live system to conduct a 

randomized experiment. Finally, it is important to note that evaluation is a mixture of human rationale and 

commutative calculations, and that it includes both quantitative and qualitative assessments. Also, the 

evaluation stage might proof that the original business goal has to be changed, in order to be commercially 

viable (Provost & Fawcett, 2013).  
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2.5.2.6 Deployment 

If the model has attained the wanted performance the deployment stage will be initialized. This is where the 

model is put into real used in order to realize the wished return on investment from the business goal. Due 

to the scope of this thesis, deployment will not be initialized (Provost & Fawcett, 2013). The overall iterative 

concept is accurately visualized in Figure 4 below.   

 

Figure 4 The CRISP Data Mining Process (Provost & Fawcett, 2013, s. 27) 

 

2.5.3 Scenario Analysis  

As previously mentioned, the goal of the research design was to successfully bridge the gap between the two 

disciplines of data science and business. Therefore, in addition to CRISP-DM, which will be utilized to 

answer the first part of the research question, we will also deploy the method of scenario analysis to answer 

the second part of the question. The nature of the second part of our research question is rather theoretical, 

as it is inherently hard to answer whether something will benefit society, without having a testable solution 

deployed at scale. As this is not in the scope of this thesis, we have instead chosen to utilize the method of 

scenario analysis.  

Scenario analysis was born out of futurology, and it is essentially the study of a future situation, including 

the path of development leading to that situation (Hannah & Robert, 2008). However, in contrast to a 

conceptual future, which merely represents a hypothetical future state of affairs, scenarios describe the 

developments, dynamics, and moving forces from which a specific conceptual future unfolds. Thus, 

scenarios are not intended to represent a full description of the future, but rather to highlight central elements 

of a possible future and to draw attention to the key factors that will drive future developments. The aim of 
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scenarios is to generate orientation regarding future developments through an observation of certain relevant 

key factors. Three things are to be noted in the process (Hannah & Robert, 2008).  

Firstly, a scenario is not a complete and comprehensive image of the future. Instead, it should be used as a 

function to direct attention to one or more specific segments of reality. This means that several factors are 

deliberately excluded, and others deliberately included and put into certain ‘constellations’ to one another. 

The idea behind ‘constellations’ is not to work out a definitive definition of the future, rather the function of 

scenarios exists in placing the focus on attention squarely on certain interesting aspects by means of future-

oriented involvement with a specific area of study (Hannah & Robert, 2008). 

Secondly, it should be taken into consideration that scenarios are based on the action of selecting key factors 

regarding future time horizons, which ultimately means that they act as constructs. Scenarios can therefore be 

considered as future-oriented constructs of key factors that together form a bounded piece of the ‘future’ 

(Hannah & Robert, 2008).  

Thirdly, is the fact that all constructs of the future will be based on assumptions about how the future might 

look like, also described as mental maps. Scenarios are description of journeys to the many possible futures, 

and so they reflect the different assumptions about how current trends will unfold, how critical uncertainties 

will play out and what new factors will come into play (Hannah & Robert, 2008). 

In essence scenario methods are simulations of many possible futures; their purpose is to generate a body of 

oriental knowledge which can serve as a plan for future lines of action in the present (Hannah & Robert, 

2008). However, there are various views of understanding the correlation between the future, the past, and 

the present in the literature. The first view looks at the world as completely predictable, and whatever will 

come to pass in the future can be calculated from our knowledge of the past and the present. The next view 

looks at the world as completely evolutive, and according to this world view, our present knowledge is 

inadequate for predicting future developments based on the current knowledge, and hence the future follows 

a complete chaotic path that is beyond the control of people. The third view looks at the future as malleable, 

and it suggests that the future is neither completely predictable, but neither is it completely fully chaotic. 

The development of the future is open to intentional manipulation and can thus be influenced by our actions. 

This world view puts its trust in strategies of intervention aimed at shaping the future, with an emphasis on 

the role of those who take action, along with their goals and decision-making processes in shaping the future 

(Hannah & Robert, 2008). The malleable world view is quite akin to that of the pragmatic paradigm, which 

is why we will adopt the malleable world view, when we deploy this method later in the thesis.   

However, true for all of these ‘world-views’ is that the understanding of the future is marked above all by 

the fact that its point of departure is not any single inevitable future, but rather a set of numerous different 

possible futures (Hannah & Robert, 2008). The concept of a ‘scenario’ represents the idea of a single possible 



Copenhagen Business School  17.05.2021 

 

Page 27 of 170 

future, and therefore always refers implicitly to the possibility of other alternative futures. The so-called ‘funnel-

model’ has established itself as a means of illustrating this open-endedness and multiplicity of the future as 

well as the possibility of anticipating it by means of creating ‘scenarios’ (Hannah & Robert, 2008). An 

illustration of this concept is shown here in Figure 5. 

 

Figure 5 The Scenario Funnel (Hannah & Robert, 2008) 

The basic idea is that the farther we gaze from today’s standpoint into the future, the more the number of 

possible developments increases. Hence, the room for possibilities opens in a ‘funnel-like’ fashion into the 

future. In this way, an expanding space emerges for possible future developments rather than merely on 

single possible future (Hannah & Robert, 2008). All these individual ‘factor-funnels’ form the total space of 

joint possible futures for all these aspects. The outer limits of the funnel symbolize the range of the future 

developments which are left out of consideration (Hannah & Robert, 2008).  

By using the scenario methodology, a specific future point in time on this scenario funnel is chosen for 

observation (Hannah & Robert, 2008). Various different scenarios, in this case S1 and S2, are then used to 

illustrate the space within which possible developments may unfold. All possible courses of events for the 

various factors are selected for each scenario, and these are then condensed into larger scenarios. In Figure 

5 this is indicated by the arrows a1, b1, and c1 for the first scenario, and a2, b2 and c2 for the second 

scenario. The selection of factors required for the construction of scenarios depends on what the respective 

researcher is interested in finding out. From the broad range of possible developments, it is possible for the 

researcher to single out for describing probability scenarios, or to condense scenarios into extreme scenarios 

(best-case and worst-case scenarios), or even wish scenarios (Hannah & Robert, 2008). In any case, it is 

important to note that in any case the scenario concept is based on the fundamental assumption that 
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numerous different alternative futures are always possible, and that scenarios have the purpose of spanning 

the space to be filled by possible futures (Hannah & Robert, 2008).  

Scenarios are used to attain different goals and thus meet the need for different functions. In the field of 

scenario analysis there are four typical manners through which these functions can be laid out. We will 

utilize the fourth function of decision-making and strategy formation. By using this function, scenarios are 

employed in the process of arriving at decisions and carrying out strategic planning inasmuch as they 

mediate points of orientation to those carrying out the planning (Hannah & Robert, 2008). Based on 

scenarios, it is possible to work out options and indicators for taking action. Furthermore, they also make it 

possible to evaluate decision-making processes, actions to-be-taken, and strategies. Typically, this will be 

done with several different alternative scenarios which are then compared with one another in order to 

illustrate different future developments and to let the consequences of various developments and/or 

decision-making processes play out against a virtual backdrop. In this way, scenarios serve to test the 

reliability, robustness, and effectiveness of different strategies (Hannah & Robert, 2008). The general process 

of producing scenarios can generally be divided into 5 phases, as illustrated on Figure 6. 

 

Figure 6 The General Scenario Process in five phases (Hannah & Robert, 2008) 

In general, scenario-based analysis is challenged by the action of reducing complexity sufficiently enough to 

permit a process of synthesis. Their aim, after all, is to keep numerous different factors simultaneously in 

view in order to perceive their interactions, and to be able to synthesize overall simulations of future 

situations. However, this process of synthesis is always limited by the cognitive abilities of those involved in 

producing that particular scenario. For instance, this also means that global scenarios cannot include 

thousands of key factors since processing them cognitively in a meaningful way would then be impossible. 

In many respects, interrelationships are to be found in the process of weighing pros and cons between the 

various scopes and between the scopes and the degree of abstraction and/or depth of detail in scenarios 
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(Hannah & Robert, 2008). The scope of scenarios can generally vary in three different ways: by order of 

chronical horizon or observation period, by geographical scope, and by thematic scope.  

If scenarios are constructed with a chronological horizon, they are typically studied on short-term (0-10 

years), medium-term (up to 25 years) or long-term (more than 25 years). Scenarios can also be studied in 

relation to observation periods, in which they will be developed throughout a number of different stages in 

time in the future, in which the scenarios are dynamic/sequential in scope. Scenarios may also be formed 

with varying geographical scopes such as the global level, the international and regional level, the national 

level, and the sub-national level. Finally, scenarios can also be distinguished depending on the thematic scope 

that is chosen. A scenario could for instance be ‘issue-based’, others could be based on individual sectors or 

social settings, while some might be scoped by the institutional setting (Hannah & Robert, 2008).   

Furthermore, a scenario can either be developed by using explorative or normative techniques. These two 

represents the two poles of the ideal stances regarding scenario method techniques. The explorative techniques 

designate sets of possible events regardless of their desirability. On the other hand, normative scenarios assimilate 

values and interests, and they designate sets of possible desirable future scenarios. Thus, normative scenarios 

will ask questions like – “How do we want the future to look like? How can we get there? What must happen in order for it 

to become reality?”. We will use the normative approach to form the scenario analysis in this thesis.  

Now, there are also different techniques to evaluate scenarios. These are impact analysis, consistency 

analysis, and cross-impact analysis. In this study we have utilized the impact analysis technique. This is 

operationalized by listing the factors already identified in a matrix of columns and rows, in both cases in the 

order of succession; in this way each factor is juxtaposed with each of the others. For each pair of factors, 

the question is then to ask - “What is the projected impact between this factor and this factor?”.  There are many ways 

in which the results can be quantified. Most often it will be to scale the influence into something equivalent 

to; 0 = no impact, 1 = small impact, 2 = medium impact, and 3 = extreme impact. In the end, these numbers 

can be summed by all the rows and columns to find the sum of the total impact (Hannah & Robert, 2008). 

An illustration of such a matrix can be seen in Figure 7 below.  

 

Figure 7 Impact Matrix (Hannah & Robert, 2008) 



Copenhagen Business School  17.05.2021 

 

Page 30 of 170 

All in all, we will use the scenario analysis method by adopting a malleable world view combined with normative 

techniques and the function decision-making and strategy formation to formulate 1 future scenario. The scope will 

be short-term, global, and thematically orientated around limiting hate speech on social media. Finally, the scenario 

will be evaluated using impact analysis where we will create an impact matrix to gauge the impact that this 

normative scenario will have.  

 

2.6 Methodology Framework  

The goal of this section is to clearly outline the methodology framework that we have created for completing 

this project. This will be done by explaining how each of the aforementioned methods and designs fit into 

our combined framework, how we intend use this framework, and what the implications of this will be. The 

intention is that this will aid the reader in understanding how this project has been practically executed.  

Now that we have presented the paradigm, the research design, and the research models that we intend to 

use, we will now demonstrate how each of them will be tailored and combined into one cohesive framework, 

that we have utilized for conducting this research project. Each part of this framework has an intended 

purpose, that will fit with the other parts to create the synergy that we envisioned from the beginning. Each 

factor will be presented from top to bottom, starting with the most general factors and then moving down 

to the specifics. Also, note that this is not a demonstration of how this study uses the exact methodologies, but 

rather as an explanation of how we have explored and combined best practices from different academic 

research methodologies to fit the purpose of this research project and enhance its probability of success. The 

framework is visualized in Figure 8, whereafter an explanation of the framework follows.  

 

Figure 8 Methodology Framework 
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The overarching factor in this framework is the pragmatic paradigm. This will be the north star through 

which all of our research will be guided. This means that the research will be guided by the pragmatic cycle 

where we constantly seek to find and solve problems by informalizing and experimenting on solutions, 

whereafter we will either codify and consolidate the results, or simply repeat the pragmatic cycle if the results 

are not up to par. This iterative way of thinking will be practiced throughout this research project. By letting 

ourselves be guided by the Pragmatic Paradigm we only allow ourselves as researchers to think about ‘what will 

work’ by realizing the thoughts and actions behind theories and ideas. Also, we as researchers will be free of 

mental and practical constraints imposed by the ‘forced choice dichotomy’ that the alternative paradigms 

fall subject to, and we will not have to limit our project to particular research methods or techniques, as we 

will only focus on what works.  This worldview is visualized in Figure 8 by the circle called Pragmatic Paradigm 

which encapsulates the entire framework.  

Serving as the base of this methodology framework is the Design Science Research Methodology. The different 

stages of the model have been clarified in the earlier section Research Model, so we will emphasize on 

describing how we intend to utilize the model in our methodology framework. Starting from the Knowledge 

Base, it is intended that we will use it as described in the Design Science Research Methodology.  Thus, the 

methodologies and foundations will still serve their originally intended purpose of acting as the current 

accumulated scientific knowledge to be deployed by the researchers in the research. However, we have 

added the way through which this knowledge will be collected, which is through the Archival Research design. 

As previously explained, this means that we have only gathered data for available resources produced in the 

specific scientific context relevant to this research project. Hence, the Archival Research design is the design 

that has been used to guide the knowledge creation inside the knowledge base i.e., where the knowledge for 

the Literature Review, Theory, Methodology, Analysis, Discussion has its roots. Subsequently, the 

applicable knowledge will then be transferred to the research project through the Rigor cycle, which was the 

continuous cycle through which we as researchers adeptly select the appropriate theories and methods for 

the research project. However, we did not find any actual description of exactly how this cycle should be 

completed. Thus, we have implemented the Action Research design to guide how this cycle will be conducted. 

In practice, this means that we will apply the steps of identifying a problem area in which we need more 

information, gather that missing data, interpret the data, act on the data, and lastly evaluate the results. The 

evaluation will happen after the data has been acted on in the research project, where it will be decided by 

the researchers (us) whether the cycle should be repeated.  

Similarly, the relevance cycle will also be guided by the principles of Action Research design. Hence, the business 

needs from the Environment will be going through the relevance cycle in the same manner, as the applicable 

knowledge does in the rigor cycle. However, we will not be defining the Environment as it is defined in the 

original model. Originally, the Environment serves as the place where results from the design science research 
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are field-tested on how it relates to the business needs of the people, organisations, and technologies within 

that Environment. This is typically done by testing the results and solutions with actual people, organisations, 

and technologies. Instead, we will use the Environment in a ‘simulated’ sense, where the business-needs and 

acceptance criteria are defined by data generated from an Archival research design approach. Thus, the results 

from our research will not be field-tested in a real Environment. Conversely, we will use the results (artifacts) 

from our research as inputs into our simulated Environment that, based on the archival research in the simulated 

Environment, will determine the viability of the results. The idea of a simulated environment is based on the fact 

that field-testing the actual results with different social media companies is out of the scope of this paper. 

This will undoubtedly have consequences on the practicability of our results. Still, guided by our research 

criteria Validity and Objectivity, we will use extensive and thorough fact-based scrutiny of the results in the 

relevance cycle to simulate this environment in the best way possible.  

The middle of the model consists of the actual execution of the research project. This is divided into two 

methodologies, each having the responsibility of guiding its own domain i.e., business and data science. The 

technical data science part of the project will be conducted using the principles of the CRISP-DM model, 

while the business part will be conducted using the scenario analysis method. Each of these methods will 

adopt the iterative Justify/Evaluate and Develop/Build activities to drive constant assessment and refinement 

of our technical and business-related work. Specifically, this will happen between each step in the CRISP-

DM methodology, as well as between each part of the scenario analysis. The technical part of using CRISP-

DM to utilize ML to classify hate speech will serve as the analysis of this project, while the business-related 

part will consist of using the scenario analysis method to define an industry wide counter hate speech strategy 

framework. Each part of the project has been driven by the iterative rigor and relevance cycles. In the end, we 

hope that the results from either part of the project will serve as both addition to the current knowledge base 

and as something that can in some capacity be applied in the appropriate environment.  

 

3 Literature Review  

The purpose of this section is to outline the current knowledge in the field of ML and classification of hate 

speech, with the goal of directing the methodology and scope of this project. This will be done by conducting 

a systematic, extensive, and critical analysis of the current literature on the field to assess its relevancy, 

usability as well as limitations for this study. This review will be examining three main themes: utilizing machine 

learning to identify hate speech, previously used data, and defining hate speech. The first part will examine both 

previously used ML models and previously used data, while the last part of the literature review will 

investigate the literature on the definition of hate speech. 
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3.1 Utilizing Machine Learning to Identify Hate Speech 

Since Alan Turing presented the concept of NLP in the 1950’s, the field has come a long way (Turing, 1950). 

Many different ways of conducting NLP have been developed and together with the ever-increasing 

computational power, NLP has become a very powerful field within computer science. Just within the scope 

of addressing NLP to identify hate speech there is a plethora of scientific literature, most of it has been 

published within the last 10 years and the research within this field has developed considerably in this 

timespan. This makes the subject of utilizing NLP to identify hate speech extremely relevant. The review of 

literature on using NLP and ML to classify hate speech will be based on the paper’s motivation for research, 

the researcher’s unique approach to the problem, the ML models used, the methodology for conducting the 

research (feature representation etc.), as well as the implications that the paper has had on the overall field 

of literature.  

Because of the recent rise in attention to this field, the literature presents many different examples of 

conducting NLP to classify hateful and non-hateful speech. A recent study from 2019 by Sigurbergsson and 

Derczynski  uses several different ML models to classify hateful comments from datasets gathered from 

Facebook, Twitter, Reddit and Ekstrabladet which they annotate themselves using the guidelines and 

schemas presented in the research done by Zampieri et al. (Marcos Zampieri, 2019) (Sigurbergsson & 

Derczynski, 2019). Sigurbergsson and Dercynzski takes a unique angel on the issue and looks at the problem 

from a multilingual perspective. Hence, they classify both Danish and English comments, and try to find the 

best ML classification model for each language (Sigurbergsson & Derczynski, 2019). Furthermore, 

Sigurbergsson and Dercynzski divides the overall task of classifying hate speech and non-hate speech into 

three subtasks: Offensive language detection, automatic categorization of offensive language types, and 

target identification (who is the insult targeted at). Sigurbergsson and Dercynzski introduce five different ML 

models that are then tested on these three subtasks.  

The ML models used by Sigurbergsson and Dercynzski are first of all a baseline model which simply classifies 

each sample as one of the categories of interest. Secondly, a Logistic Regression using features such as 

sentiment scores and syntactic structure (NLTK), and finally they introduce three deep learning models: 

Learned-BiLSTM, FastBiLSTM, and AUX-Fast-BiLSTM (Sigurbergsson & Derczynski, 2019). 

Sigurbergsson and Dercynzski also perform Grid Search and Cross Valdiation on all models in order to 

determine the optimal dropout amount, the batch size, the optimizer and the learning rate (Sigurbergsson 

& Derczynski, 2019).  

The three deep learning methods showcase the best performance in each language on the respective three 

subtasks. Based on the models’ F1-score the Learned-BiLSTM performs best on 3 test-sets, while 

FastBiLSTM, AUX-Fast-BiLSTM and Logistic Regression each perform best on 1 test-set each. The results 
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show that the model which performs best on the English datasets will not necessarily transfer convincing 

results on the Danish dataset (Sigurbergsson & Derczynski, 2019). The results from Sigurbergsson and 

Dercynzski clearly stresses the importance of sharing learnings across languages and platforms. 

It is one thing to examine how different languages correlate to toxic opinions online, another thing is to 

understand what makes hate speech distinctive to other types of offensive language. Given the legal and 

moral implications of hate speech, these subtle nuances of the language are important to be able to 

distinguish between hate speech and other offensive language. In their paper, Davidson et. al. (Davidson, 

Warmsley, Macy, & Weber, 2017) aims to draw a line between everyday slurs and offensive language and 

the actual hate speech that  – “… is used to expresses hatred towards a targeted group or is intended to be derogatory, to 

humiliate, or to insult the members of the group” (Davidson, Warmsley, Macy, & Weber, 2017). Additionally, 

Davidson et. al. also includes language that seems to threaten or incite violence against members of groups. 

As such, Davidson et. al. intentionally tries to create a ML model that can classify text as either hate, 

offensive, or neither, and then attempt to analyse the results in order to understand how they can distinguish 

between them (Davidson, Warmsley, Macy, & Weber, 2017). Davidson et. al. points out the fact raised 

previously by Kwok and Wang in 2013 (Kwok, 2013), that previous literature has to a large degree wrongly 

classified hate speech. i.e., when using bag of words to classify hate speech on a twitter dataset, 86% of the 

time the reason a tweet was categorised as racist was because it contained offensive words, not because it 

was hateful (Davidson, Warmsley, Macy, & Weber, 2017). Davidson et. al. further indicates that using words 

such as “Nigga” or “Gay” can have different meanings relative to the linguistic context that they are used in 

(Davidson, Warmsley, Macy, & Weber, 2017).  

To address this hole in the research landscape of using ML to classify hate speech, Davidson et. al. deploys 

several ML models on a hate speech dataset (24K tweets) they gathered from Twitter. Davidson et. al. tests 

Logistic Regression, Naïve Bayes, Decision Trees, Random Forests, and linear SVMs. Each model is tested 

using 5-fold cross-validation, holding out 10% of the sample for evaluation to help prevent overfitting as well 

as using grid search. Davidson et. al. found that the Logistic Regression outperformed the other models, 

whereafter they focus entirely on finetuning this model (Davidson, Warmsley, Macy, & Weber, 2017). The 

results showed an F1 score of 0.90, but it severely misclassified hate speech 40% of the time. However, the 

model only misclassified 9% of the offensive language, which means that the model is performing well in not 

misclassifying offensive language as hate speech (Davidson, Warmsley, Macy, & Weber, 2017). The work of 

Davidson et. al. clearly affirmed that it is possible to use ML techniques to distinguish between actual hate 

speech and offensive language, but also that more research needs to be done in this regard, specifically in 

order to increase the accuracy of the hate speech classification (Davidson, Warmsley, Macy, & Weber, 2017).  

Building on the dataset from Davidson et al., is the work by Mozafari et al., who aims to build a more 

sophisticated model that can also distinguish between hate speech, offensive language, or neither (Marzieh, 



Copenhagen Business School  17.05.2021 

 

Page 35 of 170 

Farahbakhsh, & Crespi, 2019). However, Mozafari et al. suggests that most of the research on using ML and 

NLP to classify hate speech has pretty much used the same models, features and data. Instead, Mozafari et. 

al. proposes using a transfer learning approach for hate speech understanding, using a combination of the 

unsupervised pre-trained model BERT and some new supervised fine-tuning strategies, that would be the 

first of its kind in this research field. Specifically, Mozafari et al. use the BERTbase model (Marzieh, 

Farahbakhsh, & Crespi, 2019). Additionally, Mozafari et al. uses several fine-tuning strategies on the BERT 

model to enhance its ability to classify hate speech. The data used in this paper is based on the datasets from 

the work of Waseem and Hovey (Waseem, 2016) and Davidson et al. (Davidson, Warmsley, Macy, & Weber, 

2017). To implement their strategy Mozafari et al. uses a pytorch-pretrained-bert library containing the pre-

trained BERT model, text tokenizer, and pre-trained WordPiece (Marzieh, Farahbakhsh, & Crespi, 2019). 

For the implementation environment Mozafari et al. use Google Colaboratory tool which is a free research 

tool with a Tesla K80 GPU and 12G RAM (Marzieh, Farahbakhsh, & Crespi, 2019).   

Mozafari et al. splits 80% of each dataset as training data to update the weights in the fine-tuning phase, 

10% as validation data to measure the out-of-sample performance of the model during training, and 10% 

as test data to measure the out-of-sample performance after training. Inserting a convolutional neural 

network on top of BERT proves to give the best result with a F1 score of 88% and 92% respectively, for 

datasets of Waseem and Davidson and it clearly exceeds the baselines (BERTbase). Mozafari et al. states that 

these results outperform the earlier work (at the time 2019) but that more work must be done in order to 

clearly be able to distinguish between hate speech and other offensive language (Marzieh, Farahbakhsh, & 

Crespi, 2019).  

Another paper which focuses on the use of BERT while applying it to the Davidson dataset is the paper 

from Isaksen et al. 2020. Isaksen et al. found out that using attention-based models performed significantly 

worse than the pre-trained models when trying to identify the hate speech classifier, versus the offensive and 

normal language. Something that is also noteworthy in this paper, is the that they use both BERTbase and 

BERTLarge to try and predict hate speech on the Davidson dataset. In the Isaksen et al. results, their findings 

illustrate that and BERTLarge performs slightly better than the BERTbase (Isaksen & Gambäck, 2020). 

In addition to the work by Isaksen et al., Dowlagar & Mamidi also utilizes BERT to classify hate speech. 

However, Dowlagar & Mamidi mixes the perspective of Mozafari et al. and Sigurbergsson and Derczynski 

by using BERT to identify hate speech in a multilingual context (Dowlagar, 2021).  Dowlagara & Mamidi 

use the dataset provided by the organizers of HASOC FIRE-2020 (HASOC, 2020) and FIRE-2019 (T. 

Mandl, 2019), whereafter the HASOC dataset is subsequently sampled from Twitter and partially from 

Facebook for English, German, and Hindi languages. They use the multilingual BERTBase model, which is 

trained on multilingual Wikipedia pages (Dowlagar, 2021).  
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Dowlagar & Mamidi divide the tasks into two main tasks and three subtasks. The main task is to classify 

tweets into two classes: Hate-Offensive and non-hate-offensive. The subtasks consist of trying to classify 

tweets as: Hate speech, offensive, or profane (Dowlagar, 2021). In terms of implementation strategy, 

Dowlagar & Mamidi diverges from that of Mozafari et al. as they use the transformers library provided by 

HuggingFace (Dowlagar, 2021). The implementation environment used by Dowlagar & Mamidi is the 

PyTorch library that supports GPU processing, and they run it on NVIDIA RTX 2070 graphics card with 

an 8 GB graphics card. Additionally, Dowlagar & Mamidi choose ELMO (embeddings from language 

models) and SVM as counterparts to the BERT model to be tested against (Dowlagar, 2021). 

The results were evaluated using F1-score and accuracy and given the different languages BERT performs 

well compared to ELMO and SVM, where BERT showed an increase of 5-7% in classification metrics 

compared to ELMO and SVM (Dowlagar, 2021). However, the overall performance of Dowlagar & 

Mamidi’s model was not particularly good, and it misclassified most of the hate speech and offensive content 

labels for the German and Hindi languages as "NONE". The model performed better on the English dataset, 

but still was unable to classify "HATE (hate speech)" and "OFFN (offensive)" and misunderstood most of 

them as "PROF" (Dowlagar, 2021). Thus, Dowlagar & Mamidi conclude that the BERT model performs 

better than traditional ML models, but it still lacks in accuracy when it comes to classifying hate speech in a 

multilanguage context. This indicates that more work has to be done in this area of the knowledge space.  

Kennedy et al. Also uses BERT to identify hate speech (Kennedy, 2020). Kennedy et al. has discovered that 

hate speech classifiers trained on imbalanced datasets tend to struggle to define if group identifiers like “gay” 

or “black” are used in offensive or prejudiced ways. Such biases manifest in false positives when these 

identifiers are present, due to current models’ inability to learn the contexts which constitute a hateful usage 

of identifiers (Kennedy, 2020). Kennedy et al. uses BERT in a different context than Dowlagar & Mamidi 

or Mozafari et al., as they extract SOC (Jin et al., 2020) post-hoc explanations from fine-tuned BERT 

classifiers to efficiently detect bias towards identity terms in order to detect bias and prejudice (Kennedy, 

2020). After, they propose a regularization technique based on these explanations that encourages models 

to learn from the context of group identifiers in addition to the identifiers themselves (Kennedy, 2020).  

They point out that the work of i.e., Waseem et al. (Waseem, 2016) tends to suffer from highly skewed 

distributions of language in their dataset. The dataset used by Kennedy et al. is a combination of the “Gab 

Hate Corpus” (GHC), which is a large random sample from the Gab network, that they annotate according 

to typology of “hate-based rhetoric”, a construct motivated by hate speech criminal codes outside the U.S. 

and social science research on prejudice and dehumanization. Additionally, for the second dataset Kennedy 

et al. uses a set of sampled and annotated posts from the “Stormfront” web domain (Meddaugh and Kay, 

2009) and annotate at the sentence level according to a similar annotation guide as used in the GHC 

(Kennedy, 2020). Finally, Kennedy et al. test the external measure of models’ over-sensitivity to group 
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identifiers. To do that Kennedy et al. constructed an adversarial test set of New York Times articles that are 

filtered to contain a balanced, random sample of the twenty-five group identifiers (Kennedy, 2020). 

Kennedy et al. uses two different text classification models, Logistic Regression with bag of words features, 

and a fine-tuned BERT model which appends a special CLS token at the beginning of the input sentence 

and feeds the sentence into stacked layers of Transformer encoders to perform binary classification (hate or 

non-hate) (Kennedy, 2020). To contextualize the hate speech Kennedy et al. uses several different 

regularization techniques, that include removing group identifiers, Sampling and Occlusion (SOC) 

explanation algorithm, and input occlusion (OC) explanations, defined as the prediction change when a 

word or phrase is masked out, which bypass the sampling step in SOC (Kennedy, 2020).  

The results show that the best performance was achieved by the BERT model with SOC which had an F1-

score of 69.52% on the GHC dataset and an F1-score of 55.55% on the Stormfront dataset (Kennedy, 2020). 

The BERT+SOC also had the highest accuracy of 90.06 (GHC trained) and 95.40 (Stormfront trained) on 

the New York Times evaluation dataset (Kennedy, 2020). Kennedy et al. argues that these results – “… offer 

a window into complex predictive models, and regularization as performed in this work can improve models’ internal 

representations of target phenomena” and that they – “… hope that the present work can motivate more attempts to inject more 

structure into hate speech classification.” (Kennedy, 2020) 

Another study which uses data extracted from Stormfront is the work by Gibert et al (Gibert, Naiara, Aitor, 

& Montse, 2018). In their paper, Gibert et al. use a dataset of textual hate speech annotated at sentence-

level. The sentence-level annotation allows them to work with the minimum unit containing hate speech 

and reduce noise introduced by other sentences that are clean of hate speech (Gibert, Naiara, Aitor, & 

Montse, 2018). The dataset has a total number of 10,568 sentences, which were extracted from Stormfront 

and classified as conveying hate speech or not, and into two other auxiliary classes (Gibert, Naiara, Aitor, & 

Montse, 2018). Furthermore, each sentence is also given the following information: a post identifier and the 

sentence’s position in the post, a user identifier, and a sub-forum identifier. This information makes it 

possible to re-build the conversations that the sentences belong to. Also, the number of previous posts the 

annotator had read before making a decision over the category of the sentence is also given. The study is 

based on a balanced subset of labeled sentences, where all the sentences labelled as HATE have been 

collected, and an equivalent number of NOHATE sentences have been randomly sampled, summing up 2 

thousand labelled sentences. The data is split into 80% training data and 20% testing data. The models used 

are SVM’s, convolutional neural networks, and Recurrent Neural Networks with Long Short-term 

Memories (Gibert, Naiara, Aitor, & Montse, 2018). The results show that NOHATE sentences are more 

precisely classified than HATE sentences. The Recurrent Neural Network with Long Short-term memories-

based classifier obtains better results, but even the simple SVM using bag-of-words vectors is capable of 

discriminating the classes reasonably well.  
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Several other studies suggest that classifying or contextualizing the hate speech is not enough. In addition to 

classifying and identifying hate speech we must also counteract it with explanatory narratives, that can help 

people understand that their expressions can be harmful. In one paper Guerini et al. explains how they want 

to directly intervene in the discussion with textual responses that are meant to counter hate speech and 

prevent it from further spreading, while still avoiding undesired effects that come with content moderation, 

such as censorship and overblocking (Guerini, 2020). Guerini et al. further points out that a Counter-

Narrative (CN) is a non-aggressive response that offers feedback through fact-bound arguments and is 

considered as the most effective approach to withstand hate speech (Guerini, 2020). 

The data collection strategy used by Guerini et al. is based on finding datasets containing pairings of hate 

speech and counter narratives (Guerini, 2020). As such, Guerini et al. uses three different datasets which 

they call CRAWL, NICHE and CROWD. The CROWD dataset has 41.000 pairs, while the NICHE 

dataset contains 4.000 pairs, the size of the CRAWL dataset is described as – “is very small” (Guerini, 2020). 

To carry out this project, Guerini et al. utilizes the ‘author-reviewer architecture’ framework, where the 

author has the task of generating a text that conveys the correct propositional content (a CN), whereas the 

reviewer must ensure that the authors output satisfies certain quality properties (Guerini, 2020). The 

reviewer finally evaluates the text viability and picks the ones to present to the NGO operators for final 

validation/post-editing (Guerini, 2020). Thus, the architecture consists of three layers, where the first and 

second layer is computer generated, while the last one is actual human operators verifying the counter-

narrative suggestions from the previous two layers (Guerini, 2020).   

For the author task of producing HS-CN candidates Guerini et al. uses the unsupervised language model 

GPT-2, which is a large transformer-based pre-trained language model trained on a dataset of 8 million web 

pages that is capable of generating coherent text and can be fine-tuned and/or conditioned on various NLP 

tasks (Guerini, 2020). It is a highly complex model that contains 345 million parameters, with 24 layers, 16 

attention heads, and embedding size of 1024 (Guerini, 2020). Guerini et al. fine-tunes the model on both 

the NICHE and CROWD dataset. The NICHE data is split into training set with 5.366 pairs and a test set 

of 1.288 pairs (Guerini, 2020). As baseline Guerini et al. uses two transformer models, that has 6 transformer 

layers, batch size of 64, 100 epochs, 4000 warmup steps, input/output dimension of 512, 8 attention heads, 

inner-layer dimension of 2048, drop-out rate of 0.1 (Guerini, 2020). The evaluations metrics are based on 

BR, Novel., BLEU, and Bertscore (Guerini, 2020). Based on the four metrics the results show that the most 

promising author model is GPT based on the NICHE dataset, which performed best overall. 

For the reviewer task, the reviewer must decide whether the author output is correct/suitable for a given 

source text i.e., a hate speech which comes out to three different reviewer configurations. 1. Expert-reviewer: 

Author output is directly presented to NGO operators., 2. non-expert-reviewer: Author output is filtered by 
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human reviewers, then validated by operators. 3. machine-reviewer: Filtering is done by a classifier neural-

architecture before operator validation.  

 

3.2 Defining Hate Speech 

To conduct this study, it is important to understand what hate speech is. We briefly touched upon hate 

speech in the context of this thesis in the glossary, this section is meant to expand upon that definition and 

draw inspiration from our cited literature. The importance of defining hate speech cannot be stressed 

enough, as the understanding of the word “hate speech” will have a direct impact on the study and its 

outcome.  It is crucial that the study’s researchers have a shared understanding of hate speech, especially in 

regard to data and machine learning, as it is this understanding that will define whether something is labelled 

as hate speech or not. Furthermore, various definitions of hate speech make comparisons of hate speech 

detection models difficult as they are not necessarily looking for the same thing.  

The definition of hate speech varies substantially based on source, as the term is very broad, it can potentially 

cover a very large number of topics. There is thereby no international legal definition of hate speech, as the 

very nature of what is “hate” is disputed. Despite this, a general definition is provided by the United Nations 

(UN), which was cited in the Glossary. This definition will serve as a starting point for this section but will be 

subject to change based on the reviewed literature and scope of the study. 

Comparing this definition to similar literature, we find different variations of it, which is logical as the 

definition defines the narrative of the model. The 2018 paper by Gibert et al., which was introduced in the 

previous section of the literature review, attempts to identify hate speech in a white supremacy forum using 

the following definition: “any communication that disparages a target group of people based on some characteristic such as 

race, colour, ethnicity, gender, sexual orientation, nationality, religion, or other characteristic.”  (Gibert, Naiara, Aitor, & 

Montse, 2018) While worded differently, their definition is very similar to the one presented by the UN. In 

practice, Gibert et al. use this definition to annotate their data by defining each classification through this 

definition. For example, they categorise speech as hate if it is a: 1) deliberate attack, 2) directed towards a 

specific group of people, 3) motivated by aspects of the group’s identity. In order for any comment or speech 

to be identified as hate all three premises have to be met. They use the following example of hate that contains 

all three premises: “Poor white kids being forced to treat apes and parasites as their equals”. In this sentence, they argue 

“apes” and “parasites” are used as synonyms for people of dark skin, thereby fulfilling all three premises.  

An example of a comment that does not contain all three premises is the following: “Islam is a false religion 

however unlike some other false religions it is crude and appeals to crude people such as arabs.” They argue that the sentence 

above is not hate as it does not contain all three premises, however they argue that the sentence could still be 
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labelled as hate if subsequent or prior comments fulfils the missing premises. Another example is the following 

chain of comments: 

(8.1) “Probably the most disgusting thing I’ve seen in the last year.”  

(8.2) “She looks like she has some African blood in her, or maybe it’s just the makeup.”  

(8.3) “This is just so wrong.” 

Gibert et al. argues that these sentences do not contain all three premises individually, but in relation, they 

can be defined as hate. As 8.1 and 8.3 a negative attitude is identified, but there is no targeting towards a 

specific group. 8.2 however, is directed towards a specific group, but contains no deliberate attack and 

thereby does not contain hate on its own either. However, if you consider the relation of these, as each 

comment is a reply to the prior one, it contains hate. The paper presents a third classification called relation 

for examples like these (Gibert, Naiara, Aitor, & Montse, 2018). 

If the relation between comments is not considered, that would lead to a lot of false positives and false negatives 

when labelling and identifying hate comments. Thereby, while relation is arguably the most complex part to 

identify, assuming it is done correctly, it improves the final model. 

Despite the definition of hate and its implications on the final model being of utmost importance, multiple 

studies take another approach. From our research we have found that the use of crowdsourcing the annotation 

of hate speech in a dataset, to be a common practice. For example, a 2019 paper by Qian et al. (Jing Qian, 

2019) used Mechanical Turk workers to annotate and label conversations and comments from Reddit and 

Gab as either containing hate speech and if intervention is necessary. The workers would be assigned a set of 

conversations with less than 20 comments, thereby they were able to take the relation, as explained previously, 

into consideration. Similarly, the 2020 paper by Guerini et al. that was mentioned earlier in the literature 

review, attempts to not only identify hate, but also generate an appropriate response through a counter narrative, 

also made use of crowdsourcing to generate said counter narratives. They compared counter narratives responses that 

are generated through automatic linguistic patterns, with crowdsourced responses and responses written by 

NGO operators who are specialised in combating online hate speech (Guerini, 2020).  

The critique that can arise with this approach is that the definition of hate is left up to the individual’s subjective 

opinion. This can result in contradicting definitions and annotations, for example one sentence might be 

labelled as hate speech by a crowd worker, which would not have been labelled as hate speech by another 

crowd worker. This would hurt the final model as the training data would contain false positives and false 

negatives before the model is even built. The benefit of this strategy is the ability to annotate a much larger 

amount of data than a team of developers would be able to do in a given time frame (Provost & Fawcett, 

2013). 
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Given the purpose of this study and its limited nature, we suggest a third approach. As the goal of the paper 

is to test machine learning in this setting and compare results, we can utilize existing definitions of hate by 

utilizing pre-annotated data when building our models. This allows us to compare results more accurately 

as the training data is the same, as well as the definition of hate is the same, overcoming one of the challenges 

of comparing machine learning models who use different definitions. Furthermore, we save time by not 

having to annotate a new dataset. However, this also means we are subject to the annotator’s definition of 

hate. Therefore, we will be training four different models on three different sets of data, with four different 

tasks, thereby testing similar, yet slightly different definitions of data.  

One dataset we used, which was introduced in the literature review, is presented by Davidson et al. 

(Davidson, Warmsley, Macy, & Weber, 2017), their definition of hate speech is drawn from lawmakers 

definitions and general policies of social media sites such as Facebook and Twitter; “language that is used to 

express hatred towards a targeted group or is intended to be derogatory, to humiliate, or to insult the members of the group” 

(Davidson, Warmsley, Macy, & Weber, 2017) Their objective is to label sentences as either hate, offensive 

language or neither. The distinction between hate and offensive language is described the way highly offensive 

terms are used. This is also defined by Warner and Hirschberg (Hirschberg, 2012) as identifying the use of 

offensive words from abusive versus non-abusive contexts, which is at the core of hate speech detection. 

Another paper, from which we utilize the supplied dataset and definitions, is one presented by Kennedy et 

al. (Kennedy, 2020), which was also introduced in the previous section of the literature review. The study 

argues that previous hate speech detection classifiers have struggled to determine whether group identifiers 

are used in abusive or non-abusive contexts, as described by Warner and Hirschberg. The study attempts 

to counteract the supposed bias towards group identifiers by increasing the relevance of the relation, as 

described earlier, which is the context surrounding the group identifiers. The paper uses a previously 

discussed definition of hate, by annotating their data according to the definitions presented by Gibert et al. 

(Gibert, Naiara, Aitor, & Montse, 2018), which was discussed earlier in this section. 

The 2021 paper by Dowlagar et al. (Dowlagar, 2021) which was discussed in the literature review, defines 

hate speech according to the Cambridge dictionary: “To harass and cause lasting pain by attacking something uniquely 

dear to the target.” - “To use words that are considered insulting by most people.” 

They use this definition to first classify data into two classes, Non Hate-Offensive (NOT) and Hate and Offensive 

(HOF), and later to classify the data into three classes; Hate, Offensive, Profane. All papers recognize and 

attempt to deal with the issue of offensive words and disambiguating their use from abusive versus non-

abusive contexts (Hirschberg, 2012). Yet despite this similarity, their definitions of what hate is and what is 

just offensive language, differ quite a lot. The definition presented by Gibert et al.  (Gibert, Naiara, Aitor, & 

Montse, 2018) defines clear characteristics that, if used to disparage a group, is defined as hate speech. The 

definition by Davidson (Davidson, Warmsley, Macy, & Weber, 2017) is of a broader nature, arguing that 
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language that is derogatory, humiliating or insulting to members of a group is hate. While the last definition 

by the Cambridge dictionary (Dowlagar, 2021) takes an even broader approach, suggesting that harassment 

and words that are considered insults to most people, is hate speech. 

With such different definitions of hate speech, the results of each model will differ by nature. This stems from 

the fact that people have a hard time agreeing on what hate speech is, hence, the lack of a widely accepted 

definition. By training our models on each data set provided by these papers, we are able to replicate their 

definitions exactly and comparison of models will therefore be more accurate. 

 

3.3 Usability  

As outlined above, using NLP to classify hate speech has received a lot of academic attention in the last 

couple of years. Most of the recent literature on the subject agree that more research should be done in this 

space to speed up the progress of creating commercially viable hate speech classification models. This thesis 

will draw upon three benchmark classification models and one main ML model. These are Naïve Bayes, 

Logistic Regression, Support Vector Machines, and BERT, wherein BERT will serve as the main model 

and the others as traditional models. Specifically, SVM is included as it is generally known to produce very 

accurate results with low computational power usage (Rohith, 2018). Naïve Bayes is included in this thesis 

as it is a widespread model in text classification and with problems having multiple classes, like the problem 

we are addressing in this thesis (Sunil, 2017). Logistic Regression is incorporated as well, due to its simplicity 

and large applicability to solve a wide range of classification tasks, and due to its large use in the prior 

literature (Narkhede, 2018).  Lastly, this thesis also incorporates BERT due to its supposedly predictive 

superiority in NLP classification problems, and further because of its popularity in prior literature by 

Kennedy et al. (Kennedy, 2020), Mozafari et al. (Marzieh, Farahbakhsh, & Crespi, 2019) and Dowlagar & 

Mamidi (Dowlagar, 2021). Additionally, this thesis will draw upon the datasets from both Davidson et al. 

(Davidson, Warmsley, Macy, & Weber, 2017), Gibert et al. (Gibert, Naiara, Aitor, & Montse, 2018), and 

Dowlagar & Mamidi (Dowlagar, 2021). The goal is to test the applicability of the different ML models across 

these datasets and test if the models are able to perform in a cross-domain context.  

Despite the large attention that this field of research has had in recent years, we believe that we, as academics, 

still have the opportunity to bring more nuanced research to the existing knowledge space by testing a variety 

of ML models on previously used datasets, and then test these models in a cross-domain setting. We hope 

that this research will aid the scientific community in developing and improving innovative ways to identify 

hate speech, that could result in joint value for both social media companies, their users, and advertisers, as 

well as lawmakers around the world.   
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4 Theory 

In this section we will be outlining the theory that will be deployed throughout this thesis. This will be done 

by explaining key conceptual frameworks, mathematical concepts and theoretical models that have been 

carefully evaluated, compared, and selected to serve as the knowledge foundation that will support the 

analysis in this thesis. The majority of this section will be devoted to explaining the concepts behind the 

computational models deployed in the analysis, to make sure that the workings of these models are clearly 

understood by the reader. The remaining part of the section will be dedicated to the business theories, that 

are used to bridge the gap between the technical and business-related parts of this thesis. 

 

4.1 Machine Learning 

Machine learning (ML) is an approach to data analysis, which is a subfield of artificial intelligence. ML is 

computer algorithms that can make predictions based on data. ML models learn through training on training 

data or sample data, which is the data that ultimately governs the feature importance of attributes of data entries, 

thereby it is able to identify patterns and ultimately make decisions from this data analysis. It is closely related 

to computational statistics but differs as not all ML models uses statistical learning. ML is used in various 

fields where computer algorithms are needed to do an otherwise difficult task (Provost & Fawcett, 2013). 

 

4.1.1 Supervised & Unsupervised learning 

ML can be distinguished between supervised and unsupervised learning. The difference is whether or not 

there is a target value. An example of supervised learning is if we have a specific target defined, such as “What 

type of vehicle is this?”. In this example, the target is defined: what type is the vehicle? This is assuming that 

data on the vehicles type is present, thereby data on the target value is a requirement in supervised learning. 

Furthermore, we also distinguish between classification models and regression models. Classification tasks have 

categorised target labels, within which the goal is to label each data entry with one of the target labels. In 

regression, the target value is numeric. Examples of supervised learning models are: Decision Tress, Support 

Vector Machines, Logistic Regression, Naïve Bayes etc (Provost & Fawcett, 2013). 

Conversely, unsupervised learning is when no target value has been defined. An example would be “Do these types 

of vehicle fall into certain groups?” – in this example, there is no defined target value for the grouping of the 

employees. Thereby the data mining problem is unsupervised, as we allow the model to find patterns and 

create segmented groups based on those. A data model that utilizes unsupervised learning is clustering, which creates 

clusters of data entries based on similarities, however the similarities can often be redundant or irrelevant. A 
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model might find that all cars have four wheels and place them in a cluster and thereafter find that all 

motorcycles have two wheels, placing them in another cluster. This does not create any new knowledge, but 

the model could also place them based on milage, giving us information regarding brands that are the most 

environmentally friendly or give insight to whether motorcycles or cars in general pollute more (Provost & 

Fawcett, 2013). 

 

4.1.2 Hyperparameter Tuning  

A hyperparameter is a characteristic of a model that can not be estimated from the learning data. A 

hyperparameter needs to be set before the learning process of a model begins. A method for setting 

hyperparameters for a model is by performing a grid-search. A grid-search feeds a model with a grid of 

hyperparameters and then returns the model with the best possible hyperparameters. Hyperparameter 

tuning is performed to train the model in order to improve its results (Rohan, 2018). 

 

4.2 Natural Language Processing (NLP) 

Natural Language Processing (NLP) is an area of ML that involves the interaction between human language 

and computers in regard to text data. More precisely, how we can make computers understand text or natural 

language to the point of perceiving the subtle nuances in natural language, with the goal of extracting 

information and insight in the analysed text. NLP can be infinitely complex to a computer, with everything 

from context to intent playing a role in the meaning of the text (Provost & Fawcett, 2013). An example would 

be a user on social media commenting: “The New York Yankees sure do suck!” on a post where the New York 

Yankees won convincingly. This comment could be sarcastic, but how do you make a computer recognize 

that? Processing and analysing texts beyond keyword recognition is what makes NLP a challenging topic, as 

text data is unstructured in the sense that it does not have fixed values. A data table of fruits might have a 

colour property or feature, either it is Red or it is Yellow i.e., all Reds are the same and all Yellows are the 

same. In natural language or text data, Red has so many shades that mapping them all out is near impossible, 

while a word’s meaning can entirely depend on the context of it (Provost & Fawcett, 2013). When analysing 

text, we perform sentiment analysis. This is also known as opinion mining, as sentiment analysis is concerned 

with finding the opinion (sentiment) of the author of the text (Provost & Fawcett, 2013). Furthermore, text 

data is often referred to as dirty, as people often misspell or misuse words or misunderstand meanings of 

sentences, making it even more challenging to understand for computers. Thereby NLP is an incredibly 

complex task, and a degree of pre-processing is required in order to turn dirty text data into processable data 

(Goldberg, 2016). 
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In NLP, a text data entry such as a comment is referred to as a document, regardless of length. Thereby a 

document can be a single sentence or a multiple page document. Each document is made up of what is often 

referred to as tokens or terms and a collection of documents is a corpus (Provost & Fawcett, 2013). 

Text processing can be extremely expensive in terms of computing power, therefore there are many NLP 

models and approaches. The goal of these techniques is to turn text data into data that can be processed by 

data mining algorithms. 

 

4.2.1 Normalization 

As mentioned above, human language, especially in the form of text, is subject to grammatical errors, 

misspelling, misuse etc. as text data is referred to as dirty. Therefore, normalization of data is required in 

order to successfully prep the data for data mining processing. Normalization of data can include, but is not 

limited to, removing all uppercase letters, removing special characters, removing consecutive spaces etc. 

These steps are important, so the algorithm does not distinguish between “Hate” and “hate” or “Don’t” and 

“don’t” etc (Provost & Fawcett, 2013). 

 

4.2.2 Feature Vectorization 

In order for text data to be processable by ML algorithms, the documents must become a feature vector. 

This means that a feature is represented in a mathematical and easily analysable way. It is equivalent to 

explanatory variables, which means variables that are not independent. An example being the colour code 

RGB (red/green/blue), where each colour is represented by a number which indicates how much of a colour 

is present, the feature vector in this case is [R, G, B] (Hannah Pang, 2021). Feature vectors can be presented 

as either a sparse feature vector, where each dimension represents a feature, and each feature values are 

binary and feature combinations receive their own dimensions. Or as a dense feature vector, where each 

core feature is presented as a vector, and each feature is equal to several input vector entries and 

dimensionality is low (Goldberg, 2016). 

 

4.2.3 Stop Words & Stemming 

Regardless of language, stop words clutter text and often make computation difficult, therefore it is necessary 

to remove stop words in data preparation. Stop words are common words that do not carry any significance 

by themselves in terms of what a given document is about, yet they are some of the most frequent words. 

Examples of stop words are; ‘and’, ‘the’, ‘a’, ‘an’, ‘of’ etc. Assume we want to scan our corpus for documents 
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containing hate speech about certain races, a search such as - “I hate Jewish people and South American people”, 

will yield multiple results containing the words ‘I’ and ‘and’, thereby making our final model less accurate. 

There are three types of stop words; 1) Determines, such as; ‘the’, ‘a’, ‘an’ 2) Coordinating conjunctions, such as 

‘for’, ‘an’, ‘nor’, ‘but’, ‘or’, ‘yet’ 3) Prepositions, such as ‘in’, ‘under’, ‘towards’, ‘before’. Choosing which stop 

words to remove is not an easy task, as removing the wrong stop words can be detrimental to a ML 

algorithm. Furthermore, stemming takes normalization a step further by comparing all tenses of a word and 

making them the same, for example ‘hate’, ‘hates’, ‘hating’, ‘hated’, all become ‘hate’ (Provost & Fawcett, 2013). 

 

4.2.4 Bag of Words 

One of the simpler, yet surprisingly effective, approaches to pre-processing data is bag of words. Bag of words 

is a feature vectorizer and it treats every document or every text data as a collection of individual words, 

thereby ignoring grammar, sentence structure, context etc. Thus, each word is its own feature in a data set, 

resulting in a simple representation of the documents (Provost & Fawcett, 2013).  

 

4.2.5 N-grams 

N-grams is an approach that combines individual words into terms using tokenization, with N being the 

number of adjacent words considered. Consider the bag of words approach, which returns a list of unigrams 

(single words), this approach does not take context into consideration. This can be counteracted using N-

grams, by combining adjacent words into terms. Consider the following sentence from a hate speech dataset: 

“White people are all stupid”, instead of having each word as a unigram, we can create N-grams such as “White 

people are”, “people are all”, “are all stupid”. In this case these are trigrams, with N representing the number of 

words in each term (Provost & Fawcett, 2013). 

 

4.2.6 Term Frequency (TF) 

Another approach is term frequency, which describes how often a word occurs in the document. TF can give 

an implication of the importance of a given word. However, TF brings its own set of challenges, as longer 

documents will generally have more occurrences of a word, but that does not make it more important. This 

can be counteracted by normalising the term frequency by dividing with the total number of words in a 

given document. Furthermore, repetitive words such as ‘and’ will always have a high frequency and will often 

have to be disregarded. This can be done by having an upper limit of frequency before disregarding a word. 
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In order to reduce complexity and thereby making the model less ‘expensive’, a lower limit can also be set, 

removing words that occur only once, depending on the length of the document (Provost & Fawcett, 2013). 

 

4.2.7 Inverse Document Frequency (IDF) 

Another approach is measuring the sparseness of a word, which argues that the fewer documents a word 

occurs in, the significance will be higher in the ones that it does occur in. This is measured with the inverse 

document frequency (IDF) equation (Provost & Fawcett, 2013):  

𝐼𝐷𝐹(𝑡) = 1 + 𝑙𝑜𝑔	( !"#$%	'()*+,	"-	."/()+'#0
1()*+,	"-	."/()+'#0	/"'#$2'2'3	#

) 

Models using either term frequency or sparseness in bag of words usually go through substantive data 

preparation such as stop word elimination, to increase the effectiveness of these approaches (Provost & 

Fawcett, 2013). 

 

4.2.8 Term Frequency & Inverse Document Frequency (TF-IDF) 

The term frequency (TF) and inverse document frequency (IDF) can be combined to a single value known 

as TF-IDF, which is the value of a word (t) in a document (d): 

𝑇𝐹𝐼𝐷𝐹(𝑡, 𝑑) = 𝑇𝐹(𝑡, 𝑑) ∗ 𝐼𝐷𝐹(𝑡) 

This results in each document becoming a feature vector and the collection of all documents (corpus) becoming 

the set of the feature vectors. Thereby transforming text data into a more comprehensible format that we 

can then analyse and process using ML models (Goldberg, 2016) (Provost & Fawcett, 2013). 

 

4.3 Machine Learning Algorithms 

In this section we will be presenting and discussing the different ML models that we have utilized in this 

thesis. The section aims to give the reader the necessary knowledge to fully understand how the models 

work, how they have been applied in the Analysis and what consequences this will have for this thesis. 

 

4.3.1 Naive Bayes  

Naive Bayes is a ML model suitable for classification with discrete features, such as text classification. In this 

study we will be using the Naive Bayes model as a baseline model, where we expect the other models to 
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perform better than this model. The model is built upon the Bayes Rule, which calculates the probability of 

a feature vector (Provost & Fawcett, 2013). 

Assume the probability of two separate events, we can call these event A and event B, and the probability of 

them happening are referred to as p(A) and p(B).  The probability of them both happening we will refer to 

as p(AB), this is the joint probability. The only situation where joint probability occurs is when the events are 

independent, meaning they do not affect one another in any way. Hence, knowledge about event A will not 

tell you anything about event B. This concept can be explained with an analogy of rolling dices. Whichever 

dice you roll first will not tell you anything about the second dice roll, therefore the probability of either dice 

roll is 1/6 and the joint probability is 1/36 for any event (Provost & Fawcett, 2013).  

𝑝(𝐴𝐵) = 𝑝(𝐴) ∗ 𝑝(𝐵) 

Assume the events are dependant, meaning the outcome of one affects the other, the probability of event B 

will change depending on event A. Therefore, we cannot calculate the joint probability like this because the 

probability would change depending on the events. Assume we have a dataset of motor vehicles; the first 

feature indicates whether it is a car or a motorcycle, while the second feature is the number of wheels the 

vehicle has. Let us assume that cars will always have 4 wheels and motorcycles will always have 2 wheels. If 

event A (car or motorcycle) is a car, we know that event B will be 4 wheels. The independent probabilities 

p(A) and p(B) are both 1/2, but the joint probability cannot be calculated as 1/4 because of the dependency, 

whatever outcome p(A) has, we know what p(B) will be, thereby the probability p(AB) becomes 1/2 as well 

(Provost & Fawcett, 2013). Joint probability with dependencies can be calculated using conditional 

probability: 

𝑝(𝐴𝐵) = 𝑝(𝐴) ∗ 𝑝(𝐵|𝐴) 

In this case, the joint probability is the probability of A times the probability of B given A. This formular is 

the basis of the Naive Bayes model, Bayes’ Rule: 

𝑝(𝐻|𝐸) =
𝑝(𝐸|𝐻) ∗ 𝑝(𝐻)

𝑝(𝐸)
 

In this case H is the hypothesis we are searching for and E is the evidence. Take the previous example; if we 

were searching for the number of tires on a vehicle (B) that would be the hypothesis (H), the evidence (E) 

would be the type of vehicle (A). This rule was named after Thomas Bayes, which says that the probability 

of our hypothesis H can be calculated given our evidence E by looking at the probability of the evidence 

given the hypothesis p(E|H) and the probability of the hypothesis p(H) and the evidence p(E) (Provost & 

Fawcett, 2013). 
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As mentioned, this rule is the backbone of Naive Bayes and many other “Bayesian” methods. Naive Bayes 

takes all feature evidence into account but assumes there is no correlations between features. The equation 

is as follows: 

𝑝(𝑐|𝐸) =
𝑝(𝑒4|𝑐) ∗ 𝑝(𝑒5|𝑐)… 	𝑝(𝑒6|𝑐) ∗ 𝑝(𝑐)

𝑝(𝐸)
 

In this example c is equal to the classifier, therefore the equation reads that the probability of a classifier c 

given the evidence E is equal to the probability of the evidence of the first feature given the classifier, times 

the probability of the evidence of the second feature given the classifier, until all features are covered, times 

the probability of the classifier divided by the probability of the evidence. In simpler terms, the Naive Bayes 

model considers the evidence of each feature, but does so independently, which means that they do not 

affect each other. Let us take our vehicle example again. We want to find the probability of the vehicle being 

a car c given the evidence E. Thereby we use our Naive Bayes formular and calculate the probability of it 

having four wheels to be 1/2 or 50%, the probability of it having two wheels is also 50%. Lastly, let us 

assume we know if it has doors as well, so the probability of it having doors is 50%. Now we know that these 

features are dependant, meaning if it has four wheels, it will not have two wheels and it will have doors and 

vice versa. However, the Naive Bayes formular calculates the probability as independent, so despite the 

probability of it being a car being 1/2 or 50%, Naive Bayes will assume a lower or higher probability 

(depending on the data entry) because it assumes that despite the vehicle having four wheels, it can still have 

no doors. This is the reason Naive Bayes is referred to as naïve. Despite this, the model has been widely used 

for real world applications as it requires very little training data and computational resources. The reason 

Naive Bayes still works, despite its flaws and strict independence assumption, is because the evidence for a 

classification is counted twice. In the example of vehicles above, if a data entry has four wheels the Naive 

Bayes model will see that as evidence towards it being a car and if it also has doors, Naive Bayes will see that 

as more evidence towards it being a car, it is therefore double counting the evidence, pointing us in the right 

direction (Provost & Fawcett, 2013). 

There are three types of Naive Bayes classifiers, these are Multinomial, Bernoulli, and Gaussian. In this 

paper we will be utilizing Multinomial Naive Bayes, yet we will be covering all types in this section for a 

better understanding of the model. The different types are based on the data distribution. 

The Multinomial model is for discrete counts, which is the term frequency (TF) of how often a word occurs 

in a document. In other words, the number of times an outcome is observed in n trials. This is the same 

processes that happens in the Bag of Words approach explained previously in this section. 
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The Bernoulli model is used when your feature vectors are made up of binary data. For example, in text 

classification, the feature vector might be either “word occurs in document” or “word does not occur in document”, 

these feature vectors are binary as they have two possible absolute outcomes (1 & 0). 

The Gaussian model is used for classification and assumes that all features follow what is called a normal 

distribution, which is similar to a bell curve (Provost & Fawcett, 2013). 

 

4.3.2 Logistic Regression 

A prevalent ML model that we utilize in this study, is Logistic Regression. Despite the name, Logistic 

Regression does not perform regression, rather it applies linear models to probability estimations of classes.  

This is similar to the next ML model, SVM, which also attempts to fit a linear model to the data, the 

difference is that the models use a different objective function (Provost & Fawcett, 2013). 

 

Figure 9 Linear Discriminants - SVM & Logistric Regression (Provost & Fawcett, 2013) 

In Figure 9 above, a dataset has been plotted in a two-dimensional space and the linear discriminants or the 

separation lines of both a Logistic Regression model and a SVM model, which will be explained later, are 

shown. The reason for the separation lines being different, is due to their objective functions. Logistic 

Regression separates the two classes completely, however the SVM model has an outlier that is misplaced 

(Provost & Fawcett, 2013). 
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In classification models, the goal is to label a data entry based on the different classes, for example “is it an 

apple or an orange?”. However, in regression, the goal is to find the numeric value of a data entry, such as the 

probability, for example “How likely is he to cancel his subscription?”. With linear models, we get an idea of this, 

as the boundary between classes is where the most uncertainty lies. So, despite not getting an exact number 

for the likelihood of someone to cancel their subscription, we will have an idea of who is most likely to cancel, 

based on which instance is furthest from the boundary. However, say we want the exact likelihood of 

someone cancelling their subscription, we must use a different objective function that can give an exact 

estimate of class probability. This can be done using Logistic Regression, which is one of the most utilized 

ML models (Provost & Fawcett, 2013). 

In linear models, the distance from the boundary goes from negative infinity to infinity, as an instance can 

always be placed further away and thereby being more likely to cancel their subscription, based on the 

example above. If we want the exact probability, we need to know the probability which is between 0% and 

100%. The probability can be calculated as odds, meaning 20% probability would equal to odds 20:1, 99.9% 

probability would equal to 999:1. This gives us the probability from 0 to infinity. Next, we can also take the 

logarithm of the odds (log-odds), which will be between negative infinity and infinity, with 50% being log-

odds 0 (Provost & Fawcett, 2013), as shown in Table 1 below: 

Probability Odds Log-odds 

0.5 1:1 0 

0.9 9:1 2.19 

0.01 1:99 -4.6 
Table 1 Probability vs Log-Odds 

This brings us back to our linear models, which also classified an instance’s probability of class membership 

from negative infinity to infinity. This is the output of Logistic Regression, as it estimates the log-odds, which 

we in turn can use to estimate the odds and thereby the probability of something happening versus not 

happening (Provost & Fawcett, 2013). The log-odds can also be represented in the form of a sigmoid as 

illustrated in Figure 10: 
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Figure 10 Sigmoid curve, probability vs log-odds 

Here we can see how the log-odds gives us a certainty of the estimation of class membership the further the 

instance is from the decision boundary, by squeezing the log-odds in between a probability of 0 and 100%. 

The decision boundary in this case is at 50% probability or odds 1:1, this is when estimation of class 

membership is the most uncertain. Interestingly, the sigmoid never actually reaches 0 or 1.0 (100% 

probability), as the log-odds goes from negative infinity to infinity. This means that we will never reach 100% 

certainty of the estimation of class membership with logistic regression. Therefore, we must fit the model to 

our data, by determining at what point we are certain of the class prediction based on distance from the 

decision boundary (0.5). As mentioned earlier, the objective function is what distinguishes the linear models, 

such as SVM, from Logistic Regression (Provost & Fawcett, 2013), the objective function for fitting the 

logistic regression model can be seen below: 

𝑔(𝑥,𝑤) = 	 = 𝑝7(𝑥)		𝑖𝑓	𝑥	𝑖𝑠	𝑎	𝑐4
1 −	𝑝7(𝑥)	𝑖𝑓	𝑥	𝑖𝑠	𝑎	𝑐5

 

In this objective function g is the estimated probability of identifying x’s class membership given w, which is 

the features or parameters of x. An example is the probability of identifying whether a vehicle is a car or a 

motorcycle, given the number of wheels it has. In this case, the wheels are a feature of the vehicle. The right 

side of the objective function calculates the probability p of our data entry x if x is classified as class 

membership one c1. And the same probability, if it is classified as class membership two c2, minus one, in 

order to separate the two classes. Thus, the log-odds above 0 becomes probability towards c1 and log odds 

below 0 becomes probability towards c2. Applying this objective function to all data entries in a dataset, for 

different parameterized models, which is the weights that the features have towards the class membership, 

we find the model that gives the highest sum is the maximum likelihood model. In other words, how much 

does X feature say about Y class membership (Provost & Fawcett, 2013) 
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4.3.3 Support Vector Machine 

Support Vector Machines (SVM) algorithms are linear discriminants as they classify instances based on a 

linear function. SVM’s are widely used in ML and data science as it is a very illustrative and intuitive model, 

without being computationally expensive. In this study we use SVM’s as our third baseline model and the 

results will be compared to our final BERT model. 

When mapping out data entries on a diagram, classes can be separated by an infinite amount of different 

linear discriminants as shown in Figure 12. What the SVM model does, is to find the widest space between 

two linear discriminants possible, thereby making the most distinct classification possible. This creates a wide 

‘gap’ between classes and the final linear discriminant is the centre line in this gap, as shown in Figure 11.  

 

 

 

 

 

 

 

In Figure 12, the distance between the two dashed lines is the margin. The objective of the model is thereby 

to maximize the margin and thus make the classification as distinct as possible. The idea is that, based on 

training data, we can classify the maximum and minimum value of each classifier. Assume you are 

conducting sentiment analysis, using a hate speech dataset, one classifier might be documents labelled as hate 

and the other classifier being documents labelled as no-hate. The discriminant boundary (the margin in Figure 

12) would be the distance between the lowest value of hate and the highest value of no-hate. This indicates the 

two data entries with different class labels that are most similar. Thereby, if new data entries were to fall 

inside the margin, they would potentially be misclassified. Furthermore, there might be instances where data 

entries fall on the ‘wrong’ side of the discriminant boundary, for which a single linear discriminant cannot 

separate the classes. This is often the case in real world examples and applications, as some data entries will 

inevitably be misclassified by the model. The solution to this is to penalize data points that are on the ‘wrong’ 

side, thereby the best fit is found by comparing the widest margin and the lowest penalty error and finding 

the middle ground. The penalty for a data point is proportional to the distance from the margin boundary, 

this is called hinge loss (Provost & Fawcett, 2013). This example is in a two-dimensional space, thus our data 

Figure 12 Widest gap and linear discriminant (Provost & 
Fawcett, 2013) 

Figure 11 Possible linear discriminants (Provost & Fawcett, 
2013) 
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has two features. In a multidimensional space the linear discriminant becomes a hyperplane, this is referred 

to as the decision boundary. 

 

4.4 Neural Networks & BERT 

In this section we will be presenting BERT as a neural network technique and explain neural networks in a 

text analysis context in order to establish the necessary understanding for the analysis of our final models.  

In 2018 Google introduced BERT (Bidirectional Encoder Representations from Transformers), a neural 

network-based approach to NLP pre-training, used to improve comprehension of peoples search queries in 

Google. When people search for knowledge on Google, they tend to ask a question, the search algorithm 

then needs to comprehend that question in order to return the results the person needs. This is where BERT 

comes into play. Google’s latest approach to NLP is able to consider the full context of a word, compared 

to previous leading techniques, that would merely consider each word in order. BERT can look at the words 

that come before and after each word, understanding the full context, which is specifically relevant for search 

queries. BERT was made possible by the latest advancement in hardware, as cloud TPU’s allowed for pre-

training of models at a scale never seen before (Stone, 2019). For ML models in general, especially NLP 

models, computational power can be a limiting factor and can make many approaches very costly. This was 

made possible by the recent research on transformers, which will be explained later in this section. In order 

to understand what BERT is and what BERT means for ML and NLP in general, neural networks as a ML 

model must be addressed first. 

So far, we have mainly been focusing on and discussing linear models, such as the SVM. These models have 

been prevalent in the field of ML up until recently, when neural networks started to gain ground in the field. 

Neural networks utilize complex nonlinear numeric functions, resulting in industry leading results across 

many different ML fields (Provost & Fawcett, 2013). While the idea of neural networks is not new, stemming 

from the notion of a biological brain, new discoveries in the field have caused them to resurge. In contrast 

to previously discussed ML models, which build upon the field of statistics, neural networks build upon the 

field of artificial intelligence (Hastie, Tibshirani, & Friedman, 2009). In practice, neural networks act as a 

stack of models that complement each other. The bottom layer contains the original features, with each 

consecutive layer adding to the understanding of said features. One can think of the original features as 

knobs that we can interact with and the subsequent layers as the degree to which we turn those knobs (Hastie, 

Tibshirani, & Friedman, 2009). Consider Figure 13 which illustrates a feed-ward neural network, which will 

be explained more in detail later. 
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Figure 13 Neural network with 1 hidden layer, feed-forward neural network (Hastie, Tibshirani, & Friedman, 2009) 

In this example, we see the input layer of the neural network, consisting of our data entries features in our 

dataset, this could correspond to an individual document’s words and is represented as Xn in Figure 13. 

These input variables go through what is known as the hidden layer, shown as Zn. This is where the “neurons” 

of the neural network are located, which is where the knobs and the degree to which they are turned would 

be represented per our previous example. These are the “weights”, which determines feature importance. 

Finally, this allows us to classify each data entry (input) in the final layer, the output layer, which is represented 

by Yn in Figure 13. Furthermore, we are able to introduce bias to the neural network, which will be further 

explained later in this section, allowing us to shift the activation function by adding bias (a constant) to the 

input (Hastie, Tibshirani, & Friedman, 2009). A neural network can contain any number of layers and 

contain any number of neurons in that layer, hence the complexity, yet the fundamental concept remains 

the same (Zhou, 2019). Having multiple layers is referred to as deep learning and is a subfield of ML, of which 

neural networks are the backbone (Provost & Fawcett, 2013). 

In the following sections we will be presenting and discussing different types of neural networks, starting with 

feed-forward neural networks and recurrent neural networks, before returning to the BERT architecture. 
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4.4.1 Feed-Forward Neural Networks 

As the name implies, feed-forward neural networks process information by feeding the input forward 

through the neurons in the hidden layer in order to gain the output at the end. While we have already 

touched upon feed-forward neural networks in the section above, in this section we will be further examining 

how this type of neural network processes information.  

 

Figure 14 Feed-forward neural network 

Figure 14 illustrates a feed-forward neural network, in which input from the input layer are fed through the 

hidden layer in order to reveal a certain output. The input layers are multiplied by the weight attached to 

each hidden layer which contains the function determining the output. In short, each input is multiplied by 

their assigned weight and then summarized by adding together all inputs with bias and finally passed through 

an activation function. This neural network is also known as a perceptron, which is a linear classifier and is 

one of the simpler forms of neural networks (Murty & Raghava, 2016). 

As mentioned earlier, the bias allows you to shift the activation function, affecting the output. Say you want 

the output to be equal to 1 when X is 2, changing the steepness of the sigmoid that the activation function 

creates is not feasible, therefore we must shift the entire function (Goldberg, 2016).  
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Figure 15 Sigmoid curve of a neural network 

As per Figure 15, which illustrates a sigmoid for an activation function with no bias, with alternative weights. 

We see that depending on weight, when input is equal to 2, output is between 0.6 and 1. The activation 

function without bias is seen below in Figure 16: 

 

 

 

 

 

 

 

 

Assume we want to our output to equal 1 when our input equals 2, we could introduce a constant amount 

to shift the sigmoid through bias as seen in Figure 17. The activation function takes the input X times the 

value of the weight plus the bias times the weight for the bias. Now the sigmoid have shifted based on the 

various value of the weight of the bias, as is illustrated in Figure 18 below: 

Figure 16 No bias activation function 

Figure 17 Activation function with Bias 
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Figure 18 Sigmoid with weighted bias 

Here we see that a weight of -5 (red sigmoid) allows the network to output 0 when X is equal to 2, thereby 

we have shifted the activation function a constant amount to the right (Goldberg, 2016). 

 

4.4.2 Multilayer Feed-Forward Neural Network 

As was mentioned in a previous section, a neural network can contain any number of layers and contain 

any number of neurons in that layer (Zhou, 2019). A single layered neural network (a perceptron) is a linear 

classifier and thereby cannot handle non-linear tasks very well. This is due to the lack of multiple layers. 

However, by adding additional layers without linear functions, we can create a multi-layered neural 

network. In theory, you can add the same number of layers as there are neurons in the human brain, thereby 

simulating the functionality of a human brain, hence the artificial intelligence connection. Similar to neurons 

in the brain, the layers connect to each other, and as they affect each other, this increases the complexity of 

the model at an exponential rate in regard to the number of layers (Goldberg, 2016). An example of a multi-

layered neural network is shown below in Figure 19: 
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Figure 19 Multilayer Perceptron 

Similarly, to the previously discussed feed-forward neural network model, the input layer is fed through the 

hidden layers. The difference is that there are multiple hidden layers in this case, and they interact with each 

other. Furthermore, each neuron is connected to all other neurons in the next layer, this is referred to as 

fully connected layer. Each neuron’s activation function determines whether the next neuron will fire and with 

non-linear activation functions this allows for non-linear separation of class membership (Goldberg, 2016). 

In Figure 20, below, we see a comparison between a linear separator such as a SVM and a multi-layered 

feed forward neural network. The SVM separates the class membership with a linear boundary, while the 

neural network, represented by the purple stippled line, separates non-linearly which gives a more complex 

class separation. A drawback of neural networks is the risk of overfitting, which applies when the model fits its 

training data too well, which ultimately reduces the generalisability of the model.  

 

Figure 20 Neural network discriminant vs SVM 
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As we look for structure and connections in a data set, we may end up looking too hard and find links that 

are there by chance and are not generalizable. This means that the model may perform well on our 

particular training data, but once exposed to new input or data, accuracy drops (Provost & Fawcett, 2013).  

Despite the brain metaphor being a good way of thinking about neural networks, it does not contribute to 

the understanding of the math behind the non-linearity of neural networks. Previously the perceptron 

function was presented as: 

𝑓(𝑤8 + 𝑏) 

With wx being the weight and the b being the bias. This presents a linear function and would separate class 

membership linearly. As discussed, in multi layered neural networks the function is non-linear, as we add a 

non-linear hidden layer to the function, similarly to that of Figure 19: 

𝑓(𝑤9 ∗ 𝑏) ∗ 𝑤4 + 𝑏 

In this function, wo times b represents the first linear transformation of the input and w1 plus b is the matrix 

and bias for the second linear transformation. The f represents the dimensions, which in this function is 

equal to two and makes the neural network non-linear (Goldberg, 2016). 

 

4.4.2.1 Embedding Layers 

By embedding input such as words into vectors we can compute complex relations between these words. In 

a neural network, this allows us to include billions of documents and words in our model and embedding 

them, reducing the dimensionality, and allowing us to represent words that are similar in context of our 

learning problem in close proximity. One advantage of embedded layers is that we can leverage pretrained 

vocabularies and add our inputs into the pretrained model. This is done by defining an embedding input 

layer rather than regular input layer, informing the model that the input should be embedded, to which the 

embedding is done prior to the input being passed through the neural network. Each input vector remembers 

its construction and contains error propagation compared to its component embedding vectors (Goldberg, 

2016). In regard to BERT, the pretrained model that is utilized in this paper, embedded layers are leveraged 

to include a corpus of billions of documents (Horev, 2018). 

 

4.4.2.2 Neural Network Training 

When training a neural network, the objective is to reduce or minimize a loss function on a training dataset. 

The training process includes methods to calculate an estimated error on the dataset, computing a gradient 
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regarding said error and changing the parameters in the opposite direction of the gradient. The gradient 

can be plotted as a slope and descending that slope reduces the loss function. The model is then trained 

using trial and error, in contrast to our previously discussed models. This ‘trial and error’ is done by running 

the dataset through the model multiple times, also called an epoch, which refers to a cycle through the full 

dataset. The number of epochs needed is unknown, as running too few epochs results in underfitting, whereas 

running too many results in overfitting. An epoch is not to be confused with a batch, which is a hyperparameter 

that defines the number of training examples. Since a full dataset is often too large to feed into a network, 

dividing it into batches results in less computational time. Finally, iterations define the number of batches 

needed to complete one epoch. There are different training models, which differ in the way the estimated 

error is computed and how moving in the opposite direction of a gradient is characterized (Goldberg, 2016). 

Stochastic Gradient Descent (SGD) is an iterative optimisation algorithm that can assist a model if it is 

underfitted to the data. The SGD has a learning rate, defining how fast the model learns. Initially the learning 

rate will be fast, but as we go through iterations the learning rate becomes smaller. As that happens, the cost 

or loss function of the model also decreases (Goldberg, 2016). 

Categorical Cross Entropy Loss is another algorithm, which is used for single class categorization and is a 

softmax activation plus cross entropy loss function. This is when each data entry can only belong to one class, 

which is the case in this thesis.  

The softmax part of the function is an activation function that searches for the highest value of the models 

output and supresses values that vary significantly. Thereby it normalises the output, so they sum to one, 

creating a soft maximum, and thereby creating a probability distribution of the output. Prior to applying the 

softmax function, vectors of the output could be negative or larger than one, so the sum of the vectors would 

not necessarily sum to one. By applying the softmax, each vector component will be in the space of zero to 

one and all vector components will add up to one, meaning we can interpret them as probabilities (Peltarion, 

2020). The mathematical function for categorical cross entropy loss is as follows: 

𝐿𝑜𝑠𝑠 = 	−	 E 𝑡2 	 ∗ 	 log 	(𝑦2)
"(#:(#	02;+

2<4

 

In this function, y is the predicted probability of belonging to each class. In this function, we compare the 

predicted probability distribution to the target probability distribution. Assuming we know that an entry 

belongs to one class, the probability would in this case equal one and the other class will have the probability 

of 0 (Peltarion, 2020). 
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4.4.3 Recurrent Neural Network 

Recurrent neural networks (RNN) differ from feed-word neural networks, as discussed in a previous section. 

The main difference is that in an RNN, the input is not only fed through the layers, but it is recursive in 

nature (recurrent) and feeds the information back through its own layers in a future state. The strength of 

this is that the model pays attention to the original structure of the input, which is ideal when working with 

sentences, words, and documents, as the recursive nature of the model acts as a sort of internal memory. 

Conversely, feed-forward neural networks disregard the order of features, as they do not share parameters 

across each layer (IBM Cloud Education, 2020). This difference is illustrated in Figure 21 below. On the left 

is the RNN and on the right is the feed-forward neural network. As discussed, the neurons in the RNN are 

recurrent, and rather than sending their output to the output layer, sends its information to the next network, 

as illustrated below. 

 

Figure 21 Recurrent vs Feed-forward neural network (IBM Cloud Education, 2020) 

The architecture of an RNN can seem quite similar to feed-forward neural networks, as they can both 

contain an input layer, multiple hidden neurons, and multiple output neurons. However, the RNN feeds 

information through itself in a future state, and so an RNN can contain multiple neural networks and feed 

its own output into the next neural network. This is what is called an unfolded neural network. This is also 

how the RNN memorises the structure of the input, by feeding the output into the next network it combines 

the information from the first input with the next (Goldberg, 2016). Take the following hate speech sentence 

as an example; “I hate asian people”. In order for the neural network to understand the full sentence, each 

layer in the RNN thereby maps to a single word such as “hate” and prior and subsequent input such as 

“asian” and “people” are represented in the hidden layer in the future state. Figure 22 below illustrates an 

RNN as a rolled and unrolled state: 
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Figure 22 Rolled and unrolled RNN (IBM Cloud Education, 2020) 

As can be seen in Figure 22, the neurons (hidden layer) are recurrent as they send their output through the 

future neural network as indicated by the passage of time. On the left a rolled RNN is illustrated and on the 

right an unrolled RNN is illustrated. These are the same models, but the unrolled RNN visualizes the different 

networks and their interaction in a more digestible manner, whereas the rolled RNN shows the network as 

a whole. The RNN trains itself through backpropagation through time (BPTT), similar to what was 

discussed in the neural network training section (Goldberg, 2016) (IBM Cloud Education, 2020). 

 

4.4.3.1 RNN Drawbacks 

While RNNs have advantages such as memory of the structure of the input, it also has drawbacks. 

Specifically, what is referred to as exploding gradients and vanishing gradients. Vanishing gradients occurs when 

the gradients (the weights of the neurons) become too small, as the network passes through its layers, the 

gradients continue to become smaller until it becomes insignificant. This happens because RNN utilizes 

backpropagation, as the network refers to the information in a previous state. This results in the gradient 

(the slope of the loss function along the error curve) to decrease as the future layers of the network unfolds, 

resulting in the model no longer learning. Similarly, the opposite can happen, when the gradient becomes 

too large, the model becomes unstable. As the weights continue to grow, they will eventually reach an infinity 

high number that can no longer be computed. Both can be combated by reducing the number of layers and 

thereby the complexity of the RNN model (Pascanu, Mikolov, & Bengio, 2012). 
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4.4.3.2 Long Short-Term Memory (LSTM) 

LSTM was invented as a solution to the vanishing gradient problem, by Hochreiter and Schmidhuber in 

1997 (Sepp & Jurgen, 1997). The problem being that if the previous state is too far in the past, the RNN 

model may not accurately predict the current state. Assume the following sentence: “Alice has a very bad allergy, 

she is not able to go outside in the summer”. In this sentence, the context of allergy is very relevant to why Alice 

cannot go out in the summer. However, due to the vanishing gradient problem, the RNN may not accurately 

be able to consider the context, especially not if the context is several sentences prior. The solution suggested 

by Hocreiter et al. presents the idea of memory cells which is a vector that can preserve the gradients over 

time. The memory cell is controlled by gating components which are functions that function as logical gates, 

deciding what is stored in the memory cell and what is forgotten (Goldberg, 2016) (Pascanu, Mikolov, & 

Bengio, 2012).  

 

4.4.4 Bidirectional Recurrent Neural Networks (BRNN) 

BRNNs are a variant of the RNN, with the architecture being different. So far, we have been discussing 

unidirectional RNNs, from which the predictions are made solely on previous input. As the name implies, 

bidirectional RNN’s also utilizes future data. In practice, a second RNN goes through the same sequence as 

the first, but in reverse. Thereby the first RNN is able to consider the structure of the previous words and 

the second RNN can consider the structure of the future word by working backwards through the sentence. 

The final output of the BRNN is then a combination of the two. This allows a more complex and deep 

understanding of the underlying structure of the sentence (IBM Cloud Education, 2020). Figure 23 below is 

an example of a BRNN on the sentence “the brown fox jumped.” (Goldberg, 2016). 

 

Figure 23 BRNN (Goldberg, 2016) 
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4.4.5 BERT 

Now that the underlying fundamental workings of neural networks have been explained, we can return to 

BERT, the neural network approach that we utilize in this paper. As said, BERT considers the full context 

of a word in a sentence by considering both the words that come before and after a word. This is similar to 

how bidirectional recurrent neural networks functions, as explained in the previous section. BERT is built 

on the back of the latest research on transformers, which is an attention model that works similar to a BRNN 

(Uszkoreit, 2017). Google site the vanishing gradient problem as the reason for developing transformers: 

“Reading one word at a time, this forces RNNs to perform multiple steps to make decisions that depend on words far away from 

each other” … “research has shown that, roughly speaking, the more such steps decisions require, the harder it is for a recurrent 

network to learn how to make those decisions.” (Uszkoreit, 2017) 

As discussed earlier, RNNs experience memory loss the more steps the network needs to take, this is the 

vanishing gradient problem. Transformers identifies a word and compares it to every other word in the 

sentence by applying an attention score for each word. The attention score indicates to which degree each word 

contributes to the meaning of the word. Each attention score functions as a weight for the weighted average 

of all word’s representation and is fed into the neural network. Transformers are non-directional, as 

discussed, BRNNs function by working their way through a sentence and then backwards. Thus, each 

sentence is read both left to right and right to left, however transformers read all the words at once (Uszkoreit, 

2017).  

The goal of many NLP models is to predict the next word in a sentence, for example “Peter ran away from ___ 

“. This is a naturally directional approach, which limits the contextual learning. Instead, we wish to 

understand rather than predict, which is why BERT works well in the context of this paper as it utilizes 

multiple strategies for overcoming this, one of them being Masked LM’s (Horev, 2018).  

Masked LM strategy (Masked Language Models) are utilized in order to overcome the challenge of the 

directional approach. A MASK-token replaces around 15% of the words in a sequence, from where the 

model seeks to predict the value that was masked by the token based on the remaining words. The prediction 

is achieved by adding a layer of class membership to the network, the BERT models loss function then only 

seeks to predict the MASK token and thereby only considers words related to it. Therefore, it ignores any 

predictions of non-masked words, which helps increasing contextual awareness: 

Part of the value that BERT provides stems from its pre-training, also known as transfer learning. Pre-training 

a neural network has been utilized for a while in the space of NLP, both as task-based pre-training and 

feature-based pre-training. Pre-training an NLP model allows researchers to focus on the fine-tuning of the 

model, cutting computational expenses and making iterations of models faster to compute. There are 

multiple versions of BERT, the largest one being BERTLarge, containing 345 million parameters. The BERT 
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version utilized in this thesis is BERTBase, which in comparison contains ‘only’ 110 million parameters, which 

pales in comparison, however it was chosen due to the limited computational power at the disposal of the 

research team (Horev, 2018).  

 

4.5 Evaluation Methods 

This section aims to describe the application of scientific evaluation methods used to assess the results of the 

ML models in this thesis. This will be done by outlining different evaluation techniques and by further 

explaining how they are intended to be actively deployed. This is done to maintain a systematic and rigorous 

assessment of the significance and standards of the results and outcomes produced in this thesis. Ultimately, 

these methods will aid us in reflecting on the quality of the results, as well as determining the ultimate ‘worth’ 

of the different models.  

 

4.5.1 Confusion Matrix 

A confusion matrix compares a ML algorithm’s predicted classes and the actual classes of a dataset. Table 

2 below shows what a confusion matrix looks like, having four potential outcomes: 

 Actual classes 

  P N 

Predicted classes P TP FP 

 N FN TN 
Table 2 Confusion Matrix 

As the confusion matrix shows, we are comparing the models predicted class with the actual class in order 

to evaluate the model’s performance. In this case there are four potential outcomes of the model’s prediction: 

• TP = True positive, indicates that the class membership was predicted positive correctly 

• FP = False positive, indicates that the class membership was predicted positive falsely 

• FN = False negative, indicates that the class membership was predicted negative falsely 

• TN = True negative, indicates that the class membership was predicted negative correctly 

Assume we once again have a dataset of vehicles, where the goal is to predict whether the vehicle is a car. A 

true positive (TP) indicates that we predicted it to be a car and it was a car. A false positive (FP) would be if we 

predicted it to be a car, but it was a motorcycle. A false negative (FN) is if we predicted it to be a motorcycle, 

but it was a car. A true negative (TN) is if we predicted it to be a motorcycle and it was a motorcycle. The 
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confusion matrix is used to calculate different evaluation metrics, as will be explained below (Provost & 

Fawcett, 2013). 

 

4.5.2 Accuracy  

The accuracy evaluation metric is simply the number of correct predictions divided by the total amount of 

predictions: 

𝐴𝑐𝑐𝑟𝑎𝑐𝑦 =
𝐶𝑜𝑟𝑟𝑒𝑐𝑡	𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑠
𝑇𝑜𝑡𝑎𝑙	𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑠

= 	
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
 

As the function above shows, we use the confusion matrix from before to calculate the accuracy, with true 

positive and true negative being our correct predictions  (Provost & Fawcett, 2013). 

 

4.5.3 Precision 

The precision evaluation method identifies the number of predictions of one class membership that belongs 

to that class: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 = 	O

𝑇𝑃
𝑇𝑃 + 𝐹𝑃
𝑇𝑁

𝑇𝑁 + 𝐹𝑁

 

Here we divide the number of true positives with the combined number of true positives and false positives or the 

number of true negatives with the combined number of true negatives and false negatives, depending on which class 

we are calculating the precision for. This indicates to what degree we were able to predict a specific class 

(Provost & Fawcett, 2013).  

 

4.5.4 Recall 

The recall evaluation method compares the number of correct predictions of one class to the total number 

of predictions of that same class, in order to calculate the ratio of correct predictions, rather than the overall 

accuracy of the model: 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝐶𝑜𝑟𝑟𝑒𝑐𝑡	𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑠	𝑜𝑓	𝐶4
𝑇𝑜𝑡𝑎𝑙	𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑠	𝑜𝑓	𝐶4

=	
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
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In this function, true positive is our correct predictions of the class and the total amount of predictions is the 

correct predictions (TP) and the incorrect predictions of that class (FN) (Provost & Fawcett, 2013). 

 

4.5.5 F1-score 

The F1-score evaluation method combines precision and recall in order to find the harmonic mean of the two. 

An F1-score of 1 indicates perfect precision and recall, whereas an F1-score of 0 indicates that either precision 

or recall is zero. 

 

𝐹4 − 𝑠𝑐𝑜𝑟𝑒 = 2 ∗	
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑟𝑒𝑐𝑎𝑙𝑙
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙

= 	
𝑇𝑃

𝑇𝑃 + 12 (𝐹𝑃 + 𝐹𝑁)
 

The function combines precision and recall evaluation metrics by dividing the true positives, as were the 

numerator in both metrics fraction, with the combined denominator (Provost & Fawcett, 2013). 

This marks the end of the theory section on ML. Now, we will move on to the remaining part of the theory 

section, which will be dedicated to the business theories that are used to bridge the gap between the technical 

and business-related parts of this thesis. 

 

4.6 The Non-profit Effectiveness Framework  

In 2014, Mission Capital X conducted extensive research into the state of the non-profit sector. 

The findings detailed the size, scope, and economic impact of the sector. Mission Capital X learned that 

while non-profits are indeed a powerful force for good in the global community, many organisations are 

struggling with key organisational components: overall strategy, leadership, board engagement, fundraising 

capacity, and financial stability. To help non-profits address some of these challenges, Mission Capital X 

reviewed dozens of non-profit frameworks assessment tools developed by foundations, consultants, and 

researchers, in order to create a new framework. This resulted in the development of The non-

profit Effectiveness Framework, which can help non-profit organisations in detailing core components that are 

essential to a non-profit’s overall effectiveness (Mission Capital X, 2019).   

The framework consists of six elements: clarity of purpose, sustainable business model, the right leadership, 

smart operations, implementation and improvement, and strategic collaboration. As the scope of this thesis 

is mainly focused on data science, and how this can be operationalized in a business context, we have chosen 

to focus only on the elements of ‘clarity of purpose’ and ‘sustainable business model’. The clarity of purpose focuses on 
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how effective non-profit organisations are guided by their core mission, theory of change and strategic plan, 

and how these are actively implemented to achieve greater impact. The clarity of purpose should include 

a mission and vision statement, theory of change, and a strategic plan. The sustainable business model describes how an 

organisation raise and spend money to fulfil its mission and strategic goals. Effective non-profits are 

thoughtful of the financial drivers that sustain the organisation. The description of the business model should 

give insight into the non-profits plans for staying financially viable, its value proposition, the budgeting, and a stable 

funding plan  (Mission Capital X, 2019). This will be utilized as the overarching theoretical framework by 

which the scenario analysis method will be conducted.  

 

4.6.1 Theory of Change   

Theory of Change is a comprehensive description and illustration of how and why a desired change is 

expected to happen in a particular context. Essentially, it involves mapping out what has been described as 

the “missing middle” between what a change initiative does and how these lead to desired goals being 

achieved. This is done by first identifying the desired long-term goals and then work back from these to 

identify all the conditions that must be in place (and how these related to one another causally) for the goals 

to occur. These are all mapped out in an Outcomes Framework (Theoryofchange.org, 2021). 

The Outcomes Framework provides the basis for identifying what type of activity will lead to the outcomes 

identified as preconditions for achieving the long-term goal. By using this approach, the precise link between 

activities and the achievement of the long-term goals are more clearly outlined. This leads to better planning, 

in that activities are linked to a detailed understanding of how change actually happens. It also leads to better 

evaluation, as it is possible to measure progress towards the achievement of longer-term goals that goes 

beyond the identification of program outputs (Theoryofchange.org, 2021). The design of the outcome 

framework will vary depending on which situation it is applied to, but it almost always contains an illustration 

of input or resources, the activities describing how those resources are used, the outputs that will come from 

performing those activities, what outcome this will have, and finally what impact it will create (Gaines, 2021). 

  

4.6.2 SWOT  

A SWOT analysis is a compilation of an organisation’s strengths, weaknesses, opportunities and threats. The 

strengths and weaknesses represent the internal environment in the organisation, while the opportunities 

and threats represent the external environment. The primary objective of doing a SWOT analysis is to help 

organisations develop a full overview of all the factors that are involved in making strategic business 

decisions. The SWOT analysis is normally utilized as a prerequisite before organisations commit to any sort 
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of company action, whether that involves exploring new initiatives, revamping internal policies, considering 

opportunities to pivot or altering a plan midway through its execution. Thus, a SWOT analysis is used to 

discover recommendations and strategies, with a focus on leveraging strengths and opportunities 

to overcome weaknesses and threats (Schooley, 2019). 

  

4.6.3 TOWS  

Building on the SWOT analysis is the TOWS analysis, which also plays on the same words: strengths, 

weaknesses, opportunities and threats. However, instead of just mapping out the different factors, they 

should be cross-referenced to outline the correlation between them in a matrix. There are four ways in which 

these are cross-referenced, and they are: Strengths vs. opportunities, strengths vs. threats., weakness vs. 

opportunities, and finally weaknesses vs. threats. The idea is then to gain a strategic understanding of how 

an organisation can either utilize its strengths to exploit opportunities or revert threats, and also how an 

organisation can limit its weaknesses to take advantage of opportunities or limit the external threats. A 

TOWS analysis is a great tool to gain a simple yet comprehensive understanding of the strategic actions an 

organisation can take to exploit its internal as well as external environments (Berry, 2021).   

  

4.6.4 SMART GOALS  

SMART refers to a specific criterion for setting goals and project objectives for businesses. SMART stands 

for Specific, Measurable, Attainable, Relevant, and Time-bound. The idea is that every project goal must 

adhere to the SMART criteria to be effective. Therefore, when planning a project's objectives, each one 

should adhere to the following criteria. Specific: The goal should target a specific area of improvement or 

answer a specific need. Measurable: The goal must be quantifiable or allow for measurable 

progress. Attainable: The goal should be realistic, based on available resources and existing 

constraints. Relevant: The goal should align with other business objectives to be considered worthwhile. Time-

bound: The goal must have a deadline or defined end (Wrike, 2021). When a business’ strategic options are 

SMART, it will help to ease effectiveness for a implementation strategy (Sam, 2020). 

  

4.6.5 Digital Strategy Framework   

In 2015 three employees from McKinsey&Company developed a digital strategy framework, for driving 

business management strategy decisions, in the fuzzy and undefined context of digital disruption. This 

framework can be used both for companies aiming to disrupt and change current industries, or as a 
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prevention tool for mapping the disruptions that could potentially hit any business. Hence, this framework 

is used to reveal the two primary sources of digital transformation and disruption. The middle of the 

framework represents the continuum of supply and demand, where demand is illustrated to the left side of 

the framework and the supply is represented on the right side of the framework. In the context of supply and 

demand, the top of the framework represents a modest degree of change, while the lower part represents an 

extreme degree of change (Dawson, 2016).  The framework is visualized below in Figure 24. 

 

Figure 24 A Digital Strategy Framework (Dawson, 2016) 

The first part of the digital strategy framework is to undistort the current demand. This indicates the activity 

of “purification” of demand, which occurs as customers address their previously unmet needs and 

desires, and companies uncover underserved consumers. An example of undistorting demand is that music 

lovers might always have preferred to buy individual songs, but until the digital age they had to buy whole 

albums because that was the most valuable and cost-effective way for providers to distribute music. The next 

part of the digital strategy framework is called unconstraining supply. This refers to the action when digitization 

allows new sources to enter product and labor markets in ways that were previously harder to make 

available. An example of this activity would be Airbnb, who found out that there are millions of people who 

can utilize the space of their spare bedroom can become a hotel room, and unconstraining supply. The 

middle of the top of the framework is called net market making. This describes what happens when previously 

unused supply can be connected with latent demand, market makers have an opportunity to come in and 

make a match, cutting into the market share of incumbents—or taking them entirely out of the equation. 
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An example of this could be Uber, which has found new ways to match people who need a ride with drivers 

who have spare space in their car (Dawson, 2016).   

Moving to the bottom of the framework we can see the section called new value propositions. As explained in 

the top half of the framework, purifying supply and demand means giving customers what they always 

wanted but in new, more efficient ways. This isn’t where the disruptive sequence ends, however. First, 

as markets evolve, the customers’ expectations escalate. Second, companies meet those heightened 

expectations with new value propositions that give people what they did not realize they wanted and do so 

in ways that defy conventional wisdom about how industries make money. Customers get entirely new value 

propositions that augment the ones they already had (Dawson, 2016).   

Moving to the lower right of the model we have the section called reimagining business systems. Delivering these 

new value propositions in turn requires rethinking, or reimagining, the business systems underlying them. 

Incumbents that have long focused on perfecting their industry value chains are often stunned to find new 

entrants introducing completely different ways to make money. This is where a company fundamentally 

changes its cost structure on the supply side. This can be done by automating, virtualizing, disintermediating, 

or by becoming more accurate and predictive. An example of this is how Amazon has completely 

reimagined the way we utilize computing power by introducing Amazon Web Services (Dawson, 2016).   

Finally, in the lower center of the framework we have the section called hyperscaling platforms, which is where 

businesses create entire new value chains and entire new ecosystems. Google is the most obvious example, 

as it has completely redefined what it means to be a media company and blurred the traditional industry 

definitions. In summary, this framework will allow business strategy makers to explain, predict and measure 

the impact that a business can have (Dawson, 2016).  

  

4.6.6 Porters Value Chain   

A value chain is a combination of the systems a company or organisation uses to generate revenue. That is, 

a value chain is made up of various subsystems that are used to create products or services. This includes 

the process from start to finish (Tarver, 2019). Given the importance that a value chain has for business, 

Michael Porter developed a strategic management tool for analyzing a company’s value 

chain. Porter wanted to define a company’s competitive advantage noting that it stems from a company’s 

processes, such as marketing and the organisational supporting activities. Porter breaks the value chain 

analysis into five primary activities. Then, he further breaks those down into four supporting activities that 

help support primary activities. The primary activities of Michael Porter's value chain are inbound logistics, 

operations, outbound logistics, marketing and sales, and service. The support activities are 

firm infrastructure, human resource management, technology development, and procurement (Tarver, 
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2019). The goal of the five sets of activities is to create value that exceeds the cost of conducting that activity, 

therefore generating a higher profit. These activities are illustrated in Figure 25 below.   

 

Figure 25 Porter's Value Chain (Tarver, 2019) 

  

4.6.7 Business Model Canvas Non-profit  

The Business Model Canvas (BMC) is a strategic management tool to define and communicate a business 

idea or concept quickly and easily. It is a one-page document which works through the fundamental 

elements of a business or product, structuring an idea in a coherent way. The right side of the BMC focuses 

on the customer (external), while the left side of the canvas focuses on the business (internal) (Ebinum, 2016). 

The BMC is centered around the value proposition, which is the fundamental exchange of value 

between the business and its customer/clients. Generally, the value proposition describes the pain point that 

is solved by the business, which is exchanged with a customer in the form of money. The figure for the BMC 

can be found in Appendix C.   

In a non-profit business, this describes the social value proposition that the business will deliver to its 

customers. The context of what the customer wants is described in the customer segments on the right side of 

the model. Here, the business should divide its customer base into groups of individuals that are similar in 

specific ways, such as age, gender, interests, spending habits etc. Generally, this is an exercise in asking “Who 

are we solving the problem for?”, “Who are the customers that will value our value proposition?” and “What are the specific 

characteristics of the customers who are looking for my value proposition?” (Ebinum, 2016). Also, it is important to gauge 

how many customers there are in this segment, so the business can better understand the size of the 

approachable market.   
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Still, we need to understand the interconnection between the customer segments and the value proposition. 

This will be described in the section Customer Relationship, which is a description of how the business interacts 

with its customers. The most common forms of interaction with customers are self-service and one-to-one 

service. This will help the business in clarifying the points of engagement between the customers and the 

business, and furthermore to help define how the interaction with the customers will be operationalized.   

To define this interaction more specifically, we also describe the customer channels. This are the specific tools 

that will be used to carry out the customer interaction. These channels often include social media sites, 

phone, email, events, websites etc. In the bottom right of the model is the revenue streams. These are the ways 

in which your business converts the value proposition of the business to the customers problem into financial 

revenue. There are several ways to collect revenue such as pay per product, freemium, subscription, 

intermediate fees etc (Maurya, 2018).  

On the left side of the model, we have the internal segments of the business. The first is the key activities, which 

describes the activities required to be performed to deliver the value proposition of the business. The 

activities will vary a lot depending on the specific configurations of the business at hand, but they should aim 

to describe how the resources of the business is operationalized into value. These resources are described in 

the section key resources. These resources include things like office space, staff, machinery etc. Furthermore, 

the business also has key partners, which represents external companies, suppliers, or people that the business 

might have to collaborate with to carry out its activity and deliver value to the customer. All of these internal 

sections are supported by the cost structure section in the bottom left of the model. These include all the costs 

that are associated with carrying out the activities, acquiring the resources and interacting with key partners 

(Maurya, 2018). 

 

5 Analysis 

The next section of this thesis will contain a detailed analysis of the datasets chosen for this project, as well 

as a scenario analysis of how these models could be operationalized in a commercial context. The full folder 

containing all of the coding presented in this thesis, can be found in Appendix D. The section will first and 

foremost start by describing the specific configurations of the chosen data, how this data has been pre-

processed, how it has been modelled, and finally how these models have performed. This part will be 

structured according to the steps of the CRISP-DM methodology, starting from the business understanding 

section and ending in the evaluation section. This will, however, not reflect the iterative manner by which 

we have actively utilized the CRISP-DM methodology in the action research, but merely act as a structure 

for the first part of the analysis. Additionally, we will test these models in a cross-domain experiment, that 
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will showcase their general applicability. Next, we will outline a scenario analysis, where we will present a 

specific scenario for how these models could be formed into a viable solution, and further how they could 

potentially be operationalized in a realistic environment. Finally, we will present a prognosis that outlines 

the potential impact of this proposed solution.  

 

5.1 Business Understanding 

Hate speech on social media and online forums is one of our time’s biggest challenges. As our connectivity 

and online presence increases, so does our exposure to hate speech. Around the world we see calls for online 

hate speech prevention, governments and people alike want social media companies to do more to combat 

hate speech. 

The business problem that arises from this topic, is the opportunity to meet the demands of users, social 

media companies and governments to combat hate speech, using ML models. Being able to provide a 

platform that is free of hate speech does not only have social benefit, as the reach of the people behind those 

comments have a much larger reach online than ever before. Thereby combating hate speech on social 

media is a step to combat hate speech everywhere. However, there is also an economical incentive from 

social media companies, as users are calling for quitting social media sites due the way they handle hate 

speech (Coca, 2018). Furthermore, multiple companies are pulling ads from these sites following a call from 

Stop Hate for Profit to pull adds from these sites (The New York Times, 2020). This issue is at the core of 

the project, as we attempt to compare one of the latest natural language processing ML models BERT and 

its ability to identify hate speech, to industry standard models in the field of ML. Thereby the business 

problem that we seek to answer is: 

1. How effective is BERT in identifying online hate speech? 

2. How does BERT compare to other traditional machine learning models? 

Answering these questions can be key to identifying whether social media can benefit from the BERT model 

and can help research to what degree the latest ML model is able to combat hate speech. 

 

5.2 Data Understanding 

In the making of the natural language processing (NLP) models for this thesis, a total of three datasets were 

used, with one of the datasets containing two sub-tasks, amounting to four NLP tasks in total. This section 

aims to present these datasets and provide statistical analysis to give insight into important attributes of the 

datasets. 
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5.2.1 Davidson Task 

The Davidson et al. (2017) dataset (Davidson Task) is a dataset compiled by using the Twitter API and a 

hate speech lexicon from Hatebase.org. Applying the lexicon, they searched the Twitter API for Twitter users 

that used terms from the lexicon, resulting in tweets from 33,458 Twitter users (Davidson, Warmsley, Macy, 

& Weber, 2017). A timeline was extracted for each user, resulting in a dataset of 85.4 million tweets, which 

was then randomly sampled into a smaller dataset of 25,000 tweets. CrowdFlower workers manually labelled 

each tweet with the definitions of the labels provided by Davidson et al.: hate speech, offensive but not hate speech 

and neither offensive nor hate speech. Each tweet was evaluated and labelled by three or more workers, the 

majority decision assigning a label for each tweet. The final result is a sample of 24.802 labelled tweets 

(Davidson, Warmsley, Macy, & Weber, 2017). 

Only 5%, equalling 1430, of the total tweets were sampled as hate speech, with 1.3% of those being labelled 

unanimously, demonstrating the difficulties of annotating hate speech datasets. The majority of tweets were 

labelled as offensive language, 76% at 2/3 and 53% at 3/3. The remainder were labelled non-offensive 

tweets, 16.6% at 2/3 and 11.8% at 3/3 (Davidson, Warmsley, Macy, & Weber, 2017). The dataset we 

retrieved is a ‘labeled_data.csv’ file retrieved from a GitHub repository containing the code and data of 

Davidson et al.1 The CSV file contains 24,783 rows in total and five columns. Along with the CSV file is a 

README file clarifying each column. The ‘count’ column is the number of CrowdFlower workers who 

coded each tweet. The ‘hate_speech’ column is the amount of CrowdFlower workers who labelled the tweet 

to be hate speech. The ‘offensive_language’ column is the amount of CrowdFlower workers who labelled 

the tweet to be offensive. The ‘neither’ column is the amount of CrowdFlower workers who labelled the 

tweet to be neither offensive nor non-offensive. Lastly, the ‘class’ column is the class label for which the 

majority of CrowdFlower workers chose. The exact counts for the labelled tweets are shown in Table 3 

underneath, facilitated by using a NumPy count function in python.  

Assigned label #  % 

NOHATE 4,163 16.79 

OFFENSIVE 19,189 77.44 

HATE 1,430 5.77 

TOTAL 24,782 100.00 
Table 3 Davidson et al. dataset label distribution 

 

1 https://github.com/t-davidson/hate speech-and-offensive-language  
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In Table 4 underneath, you can find statistics in accordance with the assigned labels. The statistics are parsed 

from the CSV file and through Python, which is why the tweet count does not align exactly with the counts 

above, due to errors and nulls being removed from the data. Tweet length is based off of a NumPy mean 

function, word count is the total word count, and vocabulary represents the total amount of different words 

used in each class. 

 HATE OFFENSIVE NOHATE 

tweets 1,427 19,158 4,160 

tweet length 13.54 14.01 14.60 

word count 19,315 268,555 60,763 

vocabulary 3,683 16,005 10,027 
Table 4 Category statistic for Davidson dataset 

Lastly, we have plotted a bar chart that represents the complete dataset in Figure 26, showing the number 

of tweets on y-axis and the tweet length on the x-axis. 

 

Figure 26 Davidson dataset tweet statistics bar-chart 

Tweets with characters such as ‘@’ and ‘#’ followed by usernames or hashtag, appears frequently in the text 

data. Such usernames and hashtags are difficult to process, due to their unique nature in the text format. 

Furthermore, a lot of text is written in slang or misspelled which makes it harder to group the same words, 

as described in the “theory” section: natural language processing. The retrieval of the tweets was also 

performed before Twitter increased the character limit from 140 characters to 280 characters per tweet, 

making them generally shorter than the tweets from today’s version of Twitter (Perez, 2018). 

 

5.2.2 Stormfront Task 

The second dataset from Gibert et al. 2018 (Stormfront Task) is a hate speech dataset from a white 

supremacy forum (Gibert, Naiara, Aitor, & Montse, 2018). The dataset is based off of the forum Stormfront, 
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the first hate website, renowned as the largest online community of white nationalists and characterised by 

pseudo-rational discussions of race. The dataset is described as the first public dataset of hate speech 

annotated on internet forum posts in English at sentence-level. The advantages of sentence-level annotations 

allow the models to work with the minimum unit containing hate speech, reducing the noise introduced by 

other sentences that may be unrelated (Gibert, Naiara, Aitor, & Montse, 2018).  

The dataset contains a total number of 10,568 sentences that have been extracted and classified from the 

Stormfront forum. The data was retrieved from Stormfront using web-scraping techniques and was 

afterwards dumped into a database arranged by sub-forums and conversation threads. The content 

extracted from the forum was published in between 2002 and 2017 and went through several steps of 

processing before the data was ready for annotation (Gibert, Naiara, Aitor, & Montse, 2018): 

1. A subset of 22 sub-forums covering diverse topics and nationalities was random sampled to gather 

individual posts uniformly distributed among sub-forums and users.  

2. The sampled posts were filtered using an automatic language detector to discard non-English texts.  

3. The resulting posts were segmented into sentences with ixa-pipes. 

4. The sentences were grouped forming batches of 500 complete posts (∼ 1,000 sentences per batch). 

Following the processing steps mentioned above, a total of 10,568 sentences contained in 10 batches were 

shipped to be manually annotated. Using an extensive annotation guide, the dataset was labelled using an 

online web-tool. The four labels consist of ‘HATE’, ‘NOHATE’, ‘RELATION’ and ‘SKIP’ (Gibert, Naiara, 

Aitor, & Montse, 2018). Post-annotation processing was performed to remove any sentences that were too 

short and too long, ultimately removing sentences under three words long and sentences above 50 words 

long. Finally, the labelled dataset statistics are as shown in Table 5 underneath. 

Assigned label #  % 

HATE 1,119 11.29 

NOHATE 8,537 86.09 

RELATION 168 1.69 

SKIP 92 0.93 

TOTAL 9,916 100.00 
Table 5 Stormfront dataset label distribution 

The final clean dataset is comprised of only the ‘HATE’ and ‘NOHATE’ labelled sentences. Furthermore, 

Table 6 shows the size of the sampled data, along with the average sentence length for each class, their word 

counts and their vocabulary sizes. 
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 HATE NOHATE 

sentences 1,119 8,537 

sentence length 20.39 ± 9.46 15.15 ± 9.16 

word count 24,867 144,353 

vocabulary 4,148 13,154 
Table 6 Category statistics for Stormfront dataset (Gibert, Naiara, Aitor, & Montse, 2018) 

In Figure 27 we have a plotted bar chart that represents the complete Stormfront dataset, which shows the 

number of sentences on y-axis and the sentence length on the x-axis.  

 

Figure 27 Stormfront dataset tweet statistics bar-chart 

The distribution of the dataset is well balanced when it comes to the number of forums the sentences are 

distributed to, as well as containing a total amount of 2,723 accounts across the data. The most common 

sub-forums for ‘HATE’ are news, discussion of views, politics, philosophy. Conversely, the most common 

sub-forums for ‘NOHATE’ are education and home schooling, gatherings, and youth issues (Gibert, Naiara, 

Aitor, & Montse, 2018). 

Lastly, Gibert et al. provide a look at the Pointwise Mutual Information (PMI) value for each word towards 

the categories ‘HATE’ and ‘NOHATE’. This gives a more qualitative insight into what words contribute to 

their respective categories. As seen in Table 7, the left side displays all of the words that contributed to the 

categorization of ‘HATE’ and the right side the opposite. What becomes noticeable is that some of the words 

used like ‘homosexual’ is not an inherently hate induced word, however when used in certain contexts can 

become hate speech. Words like these can confuse a machine learning model due to their nature of 

identifying as both hate and non-hate, also implying the need for context in NLP models, as was discussed 

in the theory section (Gibert, Naiara, Aitor, & Montse, 2018). 
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Table 7 PMI value for 'HATE' label (Gibert, Naiara, Aitor, & Montse, 2018) 

The dataset was retrieved from GitHub2 in a format of an excel file with TXT file references. Each sentence 

datapoint is stored in separate TXT files and it was necessary to merge the TXT files into the excel file to 

have a readily available CSV file to import into pandas. The file contains 5 columns: ‘file_id’, ‘user_id’, 

‘subforum_id’, ‘num_contexts’, ‘label’. The ‘file_id’ column is used as a merger ID for the thousands of TXT 

files that need to be merged into the table. The ‘user_id’ column is used to anonymously identify the 

individual user. The ‘subforum_id’ is used to identify the individual sub-forum. The ‘num_contexts’ is the 

number of contexts the annotator used in determining the label or not. The ‘label’ column is the label that 

was determined by the annotator. 

 

5.2.3 Dowlagar Task 

The Dowlagar et al. (2021) dataset (Dowlagar Task) is not a dataset that the researchers themselves created, 

rather it is a dataset that they acquired from HASOC 2020, a data science competition (HASOC, 2020). 

Unfortunately, it is not revealed in detail how HASOC 2020 was extracted, annotated, and processed this 

dataset, which is why the extraction, annotation, and processing part of this section will be skipped. 

What we do know about this dataset is that it has a subset of two tasks that consists of tweets that were 

extracted from Twitter. The first task (Dowlagar sub-task A) is a binary classification task that consists of 

 

2 https://github.com/Vicomtech/hate speech-dataset  
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identifying hate and offensive language (HOF) versus non hate-offensive (NOT). The second task (Dowlagar 

sub-task B) is a multi-class classification task based on sub-task A, wherein the HOF class is split into 3 further 

categories (Dowlagar, 2021): 

• (HATE) Hate speech: Posts under this class contain hate speech content. 

• (OFFN) Offensive: Posts under this class contain offensive content. 

• (PRFN) Profane: These posts contain profane words. 

The dataset is retrieved from a GitHub3 repository along with the code from Dowlagar et al. (2021). The 

repository comes with several different datasets in different languages, though this thesis is using the 2020 

English data. The distribution of the labels for sub-task A can be seen in Table 8 underneath, and the 

distribution of the labels for sub-task B can be found in Table 9 underneath. 

Assigned label #  % 

NOT 2,243 49.60 

HOF 2,279 50.40 

TOTAL 4,522 100.00 
Table 8 Dowlager sub-task A label distribution 

 

 

 

       

          

Table 9 Dowlagar sub-task B label distribution 

In Table 10 and Table 11 underneath, you can find statistics in accordance with the assigned labels for 

respectively Dowlagar sub-task A and Dowlagar sub-task B. The statistics are parsed from the CSV file 

through Python, which is why the tweet count does not align exactly with the counts above, as errors and 

nulls were removed from the data. Tweet length is based off of a NumPy mean function, word count is the 

total word count, vocabulary representing the total amount of different words used in each class. 

 

 

3 https://github.com/Vicomtech/hate speech-dataset  

Assigned label #  % 

NONE 2,266 50.11 

PRFN 1,670 36.93 

OFFN 403 8.91 

HATE 183 4.05 

TOTAL 4,522 100.00 
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 NOT HOF 

tweets 2.243 2.279 

tweet length 16,81 14,26 

word count 37.697 32.442 

vocabulary 6.435 5.192 
Table 10 Category statistics for Dowlagar sub-task A 

 NONE PRFN OFFN HATE 

tweets 2.226 1.670 403 183 

tweet length 16.84 13,62 14,99 17,47 

word count 38.152 22.748 6.042 3.197 

vocabulary 6.504 4.002 1.731 1.129 
Table 11 Category statistics for Dowlagar sub-task B 

In Figure 28 is a plotted bar chart that represents the complete Dowlagar et al. dataset, which shows the 

number of sentences on y-axis and the sentence length on the x-axis. 

 

Figure 28 Dowlagar et al dataset sentence statistics bar-chart 

The final dataset consists of 4,522 tweets that will be used in both contexts of each sub-task. Oddly, ‘NOT’ 

and ‘NONE’ do not contain the same number of labels. However, this could be explained if the sub-task B 

was relabelled in a different context after sub-task A. This dataset, alike the Davidson Task dataset, contains 

a lot of characters such as ‘@’ and ‘#’ due to their nature of being tweets. However, this will also all be 

addressed in the next section of data preparation. 
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5.3 Data Preparation 

For us to produce meaningful and successful models, we will now explain how we prepared the data for 

modelling. In this instance, we have three datasets that all consist of the same format of a classifier, raw text 

data and administrative annotation data. As such, each dataset went through the same pre-processing, apart 

from some minor tasks like clearing out text data that contained symbols that would not parse. This section 

will focus on how we took the datasets from their original CSV format and used Python to prepare them for 

their Machine Learning tasks. 

 

5.3.1 Environment Setup 

The main environment is run through a local anaconda34 installation included with the Anaconda 

Navigator version 1.1.0. Furthermore, we use Jupyter Notebook version 6.1.4 as our Python IDE, with the 

3.8.5 version of Python. Multiple libraries were used to facilitate easier data preparation, data management 

and modelling. Tensorflow, Keras, Scikit-learn were used extensively for modelling, while Pandas, Numpy 

and Natural Language Processing Toolkit (NLTK) were all used in data preparation and data management. 

These libraries are extensively used and all information about the classes we use can be found in the online 

documentation of these libraries. 

All of the data preparation, modelling, training, fitting and evaluation was facilitated by a desktop PC 

running Windows 10 with an Intel® Core(TM) i5-7600 CPU @ 3.50GHz central processing unit, a 

GeForce GTX 1070 Ti graphical processing unit, two Crucial DDR4 8GB DIMM 288-PIN 2133 MHz for 

RAM and an Intel® SSD 540s for storage. 

With the intent of producing several different models for benchmarking BERT against traditional models, 

Naïve Bayes (NB), Logistic Regression (LR) and Support Vector Machines (SVM) will all be produced using 

the Bag of Words (BoW) model and term frequency-inverse document frequency (TF-IDF), as have been 

discussed in the “theory” section. Meanwhile, our BERT model will be using a BERT tokenizer model. For 

simplicity, the following sections will be divided into the pre-processing steps for respectively the NB, LR 

and SVM models and the BERT model afterwards. 

 

 

 

4 https://www.anaconda.com/products/individual  
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5.3.2 Naïve Bayes, Logistic Regression and Support Vector Machine Pre-processing 

This section is dedicated to explaining the steps we took to prepare our data for NLP modelling tasks in form 

of Naïve Bayes, Logistic Regression and Support Vector Machines. From the several datasets, there are only 

two columns that we choose to use in the final task which are the column that contain the raw text (the 

corpus) and the column that contains the class label. These two columns are the only relevant columns as 

they serve as the input and the output class that we need to predict. The class label will not go through much 

pre-processing. The corpus, however, requires a lot of pre-processing to standardize the text as much as 

possible, so words are recognized equally. We used two methods to prepare the corpus for the NB, LR and 

SVM models, being the bag of words method and TF-IDF method. The next section will focus on how these 

two methods prepared the corpus and highlight the differences. The dataset used to serve as the example 

for all datasets is the dataset for the Dowlagar sub-task B. 

 

5.3.3 Bag of Words and TF-IDF 

The first step requires us to import the CSV file into python, which is facilitated by using Pandas and 

importing the data directly into a DataFrame. As seen in the code underneath, once executed we have all 

of the data fully loaded into the DataFrame. The data contains five columns, but in the case of Dowlagar 

sub-task B, the only two columns we need is the corpus (‘thetext’) and the classifier (‘classifier2’). 

 

Now that we have our two required columns in a DataFrame, we can start cleaning the data, which requires 

us to standardize the text. The steps taken to clean the corpus are as follows: 

• We remove any links by searching for http and removing anything that comes after in the same word. 

• We remove any @ by searching for @ and removing anything that comes after in the same word. 

• We remove anything that is not a word or a symbol and replace them with a space, this includes 

e.g., apostrophes in words like “I’m”. 

• Any place where @ is a standalone character, it will be replaced by “at”. 

• All text is set to lower case, due to capital and lower-case letters are recognized as different words. 
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The code for executing the above can be seen underneath. 

 

To show what the text cleaning did on a real sentence we take row 3 as our example. The input text looks 

as follows (Twitter username anonymized): “RT @XXXXXXXXXX: He ain’t on drugs he just bored. I be doing the 

same shit when I’m bored "#$%&'( https://t.co/tkdjSbddET”. After running it through our text cleaner, our output text 

looks as follows: “rt he ain t on drugs he just bored i be doing the same shit when i m bored” 

As can be seen the “@XXXXXXXXXX” is removed, as well as the http-link, emoji and apostrophe in “I’m”, 

and lastly it is all lower cased. Next step for us to do is tokenizing our text, which we use the class 

RegexpTokenizer from the NLTK library for. Afterwards we store our tokens in a now column called 

‘tokens’. The output of the tokenizer will store our strings in an array of each word split by a delimiter, in 

our case being a comma. The code used for executing our tokenizing can be seen underneath. 

 

Using row 3 as the example once again, we can see that our input starts out as our cleaned text: “rt he ain t 

on drugs he just bored i be doing the same shit when i m bored”. Once we have run it through our tokenizer it is stored 

as follows: “[rt, he, ain, t, on, drugs, he, just, bored, i, be, doing, the, same, shit, when, i, m, bored]” 

The last thing we have to do to prepare our data for modeling, is to apply the bag of words method, which 

we use the class CountVectorizer()from the scikit-learn library for. The class allows us to convert our text 

into a matrix of token counts, where we chose to use unigrams for our models. We also want to split our 



Copenhagen Business School  17.05.2021 

 

Page 86 of 170 

dataset into a train and test set, which we accomplish by using the class train_test_split() from scitkit-learn. 

Ideally, what we end up with is four variables, and input variable for our train and test split, and an output 

variable for our train and test split. The code used for executing can be seen underneath. 

 

As an example, we have shown what the output of X_train_counts is, which is a matrix with the dimensions 

‘3617x8041’ and 47,812 stored elements. Now that our bag of words pre-processing is complete, we still 

need to configure train and test splits for our TF-IDF models. The code applying TF-IDF to our text data 

is very similar to the bag of words code, the biggest difference being our class, which is now the 

TfidfVectorizer()  class from scikit learn. The TfidfVectorizer() does the same as the CountVectorizer(), but 

applies the TF-IDFTransformer to the features afterwards. The code for TF-IDF transformation can be 

seen underneath. The output showing as the same sized matrix as the bag of words, the difference being 

that the stored elements are stored as TF-IDF values. 

 

Now that we have prepared our text for modelling NB, LR and SVM as bag of words and TF-IDF values, 

we can move on to preparing our text for our BERT model, as this requires different steps compared to 

what NB, LR and SVM models require.  

 

5.3.4 BERT Pre-Processing 

This section is focused on what steps were taken to prepare our text for the BERT model. This task will also 

use Dowlagar sub-task B to serve as the example for the pre-processing that all of the datasets went through 
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to prepare for the BERT model. We import the CSV files through Pandas and the text cleaning for BERT 

is the same as in the previous step for Bag of Words and TF-IDF, being: 

• We remove any links by searching for http and removing anything that comes after in the same word. 

• We remove any @ by searching for @ and removing anything that comes after in the same word. 

• We remove anything that is not a word or a symbol and replace them with a space, this includes 

e.g., apostrophes in words like “I’m”. 

• Any place where @ is a standalone character, it will be replaced by “at”. 

• All text is set to lower case, due to capital and lower-case letters are recognized as different words. 

As BERT needs a numerical output, we have to convert our labels into a numerical category. This is done 

by using cat.codes from the Pandas library. First, we store our labels in a new column and then we convert 

our original column to a numerical output as seen in the code underneath. 

 

After we have performed these two first actions, we split our data into test and train splits like we do for the 

baseline models, using train_test_split(). The next step is to prepare our text data, to tokenize it and prepare 

it as a BERT input. In our case, we are using the BertTokenizerFast.from_pretrained() to tokenize our 

corpus. We use the ‘bert-base-uncased’ as our pretrained model, as well as a config based on the same 

pretrained model, however we set our output_hidden_states to false in our config. The code can be seen 

underneath: 

 

Once we have prepared our tokenizer, we tokenize our input later in the code, which will be presented here. 

Using the tokenizer, we add parameters to match our needs for what we want our input to look like when 

feeding it to the BERT model. We set the parameters of our model, using the huggingface.co5 

 

5 https://huggingface.co/transformers/glossary.html#attention-mask 
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documentation to guide us. The first parameter is text, which we will set to take the data from the corpus in 

our DataFrame, using a simple to_list() series function, to return an array with the list of values in our corpus 

column. The next parameter add_special_tokens is set to true so the tokenizer encodes our sequences with 

special tokens for our model. The max_length parameter is set to the max_length variable that we defined 

in the code above, to ensure that our model’s input has the same shape in training and testing, as it excepts 

the same shape of input. The padding and truncating parameters are also set to true for good measure, to 

ensure that the tensors that are returned are the correct shape. We set the return_tensors to ‘tf’ in order to 

return a TensorFlow object, which is what the BERT model will expect. The parameter 

return_token_type_ids is set to true since we are using a TFBertForSequenceClassification model, applying 

the special tokens such as the classifier [CLS] and separator [SEP] tokens, which the BERT sequence 

classifier expects. The return_attention_mask parameter is set to true, which returns an argument that 

indicates to the model which tokens should be attended to and which should not. The verbose parameter is 

set to true, which prints more information and warnings when using the tokenizer, aiding in potential 

debugging. These parameters are tokenized individually on our train input and our test input. While we 

prepare our input, we also prepare our output by storing it in a variable and using a to_categorical() function 

on our output column. The code for executing the tokenizing of the input and preparing our output can be 

seen underneath. 

 

To provide an example of what the input for our BERT model looks like, we have used an example sentence 

as follows: “This is an example to demonstrate the tokenizer for the BERT model” Once we have applied our tokenizer 

on the sentence above, we are returned with a tensor, which we have a screenshot of below. 
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As can be seen, the ‘input_ids’ serve as the tokens for each individual word, the ‘token_type_ids’ are special 

tokens added for sequential classification and the ‘attention_mask’ is what the model uses to distinguish 

which tokens should be given attention. Our data is now ready for modelling, which is what the next section 

of our analysis through the CRISP-DM framework focuses on. 

 

5.4 Modelling 

This section will focus on describing the data mining techniques we have utilized to prepare our models. We 

build our models by applying hyperparameter tuning to our baseline models and a plethora of steps are 

taken to build our BERT model. Lastly, we assess our model and choose the models which are performing 

best, based on their parameters. The modelling section will be divided into each of the three tasks and then 

further sub-divided into each model. 

 

5.4.1 Davidson Task 

The first task we will be modelling for is the Davidson Task from Davidson et al (2017). Each model will be 

described independently and then presented with hyperparameter tuning, if performed. 

 

5.4.1.1 Naïve Bayes 

Using the dataset for the Davidson Task, that we previously prepared as bag of words values and TF-IDF 

values, we want to run a Naïve Bayes model as a classification model. From the scikit learn library, we have 

the option of choosing between five Naïve Bayes models. We chose the multinomial Naïve Bayes classifier, 

which is made with the intention of solving word counts for text classification problems.  Naïve Bayes is a 

simple model, and we use this as a benchmark model, which is why we made the decision to keep Naïve 

Bayes in its original format and not hyperparameter tune this model. Using the scikit learn library, we call 

the naive_bayes.MultinomialNB() class, which serves as our Naïve Bayes model. First, we fit the model on 

our bag of words training data, and then we evaluate the model by attempting to predict our test data as 

best as possible. We use cross_val_predict() to cross validate our predictions with a 10-fold split. The code 

and results from our bag of words Naïve Bayes model prediction can be seen underneath. 
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Secondly, we prepared our dataset as TF-IDF values as well, which we repeat the same process of modelling 

for, fitting the same model on our TF-IDF train data and predicting using our TF-IDF test data. The code 

and results for our TF-IDF Naïve Bayes classifier can be seen underneath. 

 

 

5.4.1.2 Logistic Regression 

The next model we want to run on our Davidson Task dataset, is Logistic Regression. Using our bag of 

words and TF-IDF prepared data, we will run two separate Logistic Regression models. From the scikit-

learn library, we use the LogisticRegresssion() class, which has several hyperparameters we want to try and 

optimize. In order to optimize the hyperparameters, we use a GridSearchCV() class, which will return the 

optimized hyperparameter of for our Logistic Regression model, based on the input from our 

hyperparameter grid. The hyperparameter in our hyperparameter grid consist of ‘penalty’, ‘C’ and ‘solver’. 

The penalty hyperparameter is used to specify the norm used in the penalization. The C hyperparameter is 

used to inverse regularization strength. The solver hyperparameter is used to determine which algorithm to 

user for the problem. The grid search we create uses the LogisticRegression() class, a hyperparameter grid, 

a 10-fold cross-validation and n-jobs set to -1 so it uses all processors. The code for tuning our 

hyperparameters for Logistic Regression on bag of words can be seen underneath, along with the 

hyperparameters that the grid search found to be optimal for our model. The code fits 10 folds for 32 

candidates, totaling 320 fits and tasks and took 1.2 minutes to finish. 
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Now that we have found the optimized hyperparameters for our LogisticRegression() class, we use the 

optimized model to predict the correct classes, using the bag of words data as shown in the code and results 

underneath. 

 

The same process is repeated for our TF-IDF data in the code underneath. The code fits 10 folds for 32 

candidates, totaling 320 fits and tasks, and it took 1.5 minutes to finish. 

 

Lastly, we use the optimized hyperparameters from the TF-IDF model grid search and use them to predict 

the right classes for our TF-IDF Logistic Regression model, with the code and results shown underneath. 
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5.4.1.3 Support Vector Machine 

The next model we want to run on our Davidson Task dataset, is a Support Vector Machine model. Using 

our bag of words and TF-IDF prepared data, we will run two separate Support Vector Machine models. 

From the scikit-learn library, we use the svm.SVC() class, which has several hyperparameters we want to try 

and optimize. In order to optimize the hyperparameters, we use a GridSearchCV() class, which will return 

the optimized hyperparameters for our Support Vector Machine model, based on the input from our 

hyperparameter grid. The hyperparameters in our hyperparameter grid consist of ’kernel’, ‘C’ and ‘gamma’. 

The kernel specifies which type of kernel should be applied in the algorithm, while gamma is used as the 

kernel coefficient for specific kernels. The C hyperparameter is used to inverse regularization strength. The 

grid search we create uses the svm.SVC() class, a hyperparameter grid, a 10-fold cross-validation and n-jobs 

set to -1 so it uses all processors. The code for tuning our hyperparameters for the Support Vector Machine 

on bag of words can be seen underneath, along with the hyperparameters that the grid search found to be 

optimal for our model. The code fits 10 folds for 12 candidates, totaling 120 fits and tasks and it took 19.1 

minutes to finish. 

 

Now that we have found the optimized hyperparameters for our svm.SVC() class, we use the optimized 

model to predict the correct classes, using the bag of words data as shown in the code and results underneath. 
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The same process is repeated for our TF-IDF data in the code underneath. The code fits 10 folds for 12 

candidates, totaling 120 fits and tasks, and it took 17.3 minutes to finish. 

 

Lastly, we use the optimized hyperparameters from the TF-IDF model grid search and use them to predict 

the right classes for our TF-IDF Logistic Regression model, with the code and results shown underneath. 

 

 

5.4.1.4 BERT 

To build the BERT model, we are using ‘bert-base-uncased’. Uncased insinuates that it does not distinguish 

between lower and capital letters. We load this model into the class TFBertForSequenceClassification, where 

‘bert-base-uncased’ serves as the model weights. Moreover, since our model input was built with 

output_hidden_states set to False, we also set this hyperparameter to false in our BERT model’s config. We 

build the initial model by executing the code shown underneath.  
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Now that we have initialized the model into the variable ‘transformer_model’, we start building our model’s 

inputs and outputs. First, we load the MainLayer and then we start building the inputs. We set up our BERT 

model to accept input_ids and attention_masks, and we also build an input that consists of an array of 

input_ids and an array of attention_masks which are set to dtype int32. Afterwards, we load our transformers 

BERT model into a layer in a Keras model, where we use Dropout() to set a dropout with a set probability 

and collect it in a variable called pooled_output with the training hyperparameter set to false in 

pooled_output. The model output is built using a dense layer, setting the units hyperparameter to configure 

the dimensionality of the output space correctly as well as setting our kernel_intializer to TruncatedNormal() 

which initalizes our kernel weights matrix. The dropout is added into our outputs, so it sets random input 

units to 0 at the rate set by our config, preventing overfitting. We gather all of this is in a model variable, 

using the Keras Model() class, defining our inputs and outputs. The code and summary of our Keras model 

is showcased underneath. 
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Now that we have built the input and output layers of our model, we can compile our model with the right 

optimizer, loss and metric. For our BERT model, we use the Adam optimizer with a learning rate of 5e-05, 

epsilon set to 1e-08, decay at 0.01 and clipnorm 1.0. Due to the running times of our BERT model, we have 

not been able to optimize these hyperparameters. Since the Davidson Task is a multi-class classification task, 

we set our loss to CategoricalCrossentropy and our metric to CategoricalAccuracy, as opposed to their 

binary counterparts, which we will use in our binary classification tasks.  It is shown how we have compiled 

our model in the code below. 

 

The next step we execute is fitting the model, which we use a simple model.fit() for. We use validation_split 

set to 0.2 and a batch size of 64 for this task. We ran two separate iterations of our models one with an epoch 

set to 1 and one with 10 epochs, this is due to the amount of time it takes to run a 10-epoch model. The 

code and results of fitting our 10-epoch model can be seen underneath, taking a total of 21.5 hours to finish 

the fitting. 
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Lastly, we need to evaluate our model, which we will use model.evaluate() for, followed by a model.predict() 

in order to build a classification report. The output from model.predict() are the probabilities of predicting 

a certain output, which is why we use .argmax on our output in order to give a definitive classification 

prediction input when building our classification report. The final results of our BERT model can be seen 

in the code and classification report underneath, evaluating the model took 14.9 minutes. 

 

 

5.4.2 Stormfront Task 

The second task we will be modelling for is the Stormfront Task from Gibert et al (2018). Each model will 

be independently walked through and presented with hyperparameter tuning, if performed. The settings of 

the models are identical to the Davidson task, which is why we will not go over the steps to explain and setup 

the model again. 

 

5.4.2.1 Naïve Bayes 

Using the dataset for the Stormfront Task that we previously prepared as bag of words values and TF-IDF 

values, we want to run a Naïve Bayes model as a classification model. The code and results from our bag of 

words Naïve Bayes model prediction can be seen underneath. 
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Secondly, we prepared our dataset as TF-IDF values as well, which we put through the same process of 

modelling, fitting the same model on our TF-IDF train data and predicting using our TF-IDF test data. The 

code and results for our TF-IDF Naïve Bayes classifier can be seen underneath. 

 

 

5.4.2.2 Logistic Regression 

The next model we want to run on our Stormfront Task dataset, is Logistic Regression. Using our bag of 

words and TF-IDF prepared data, we will run two separate Logistic Regression models. The code for tuning 

our hyperparameters for Logistic Regression on bag of words can be seen underneath, along with the 

hyperparameters that the grid search found to be optimal for our model. The code fits 10 folds for 32 

candidates, totaling 320 fits and tasks and took 14.6 seconds to finish. 
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Now that we have found the optimized hyperparameters for our LogisticRegression() class, we use the 

optimized model to predict the correct classes, using the bag of words data as shown in the code and results 

underneath. 

 

The same process is repeated for our TF-IDF data in the code underneath. The code fits 10 folds for 32 

candidates, totaling 320 fits and tasks, and it took 42.5 seconds to finish. 

 

Lastly, we use the optimized hyperparameters from the TF-IDF model grid search and use them to predict 

the right classes for our TF-IDF Logistic Regression model, with the code and results shown underneath. 

 

 

5.4.2.3 Support Vector Machine 

The third model we want to run on our Stormfront Task dataset, is a Support Vector Machine model. Using 

our bag of words and TF-IDF prepared data, we will run two separate Support Vector Machine models. 
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The code for tuning our hyperparameters for the Support Vector Machine on bag of words can be seen 

underneath, along with the hyperparameters that the grid search found to be optimal for our model. The 

code fits 10 folds for 12 candidates, totaling 120 fits and tasks and took 2.9 minutes to finish. 

 

Now that we have found the optimized hyperparameters for our svm.SVC() class, we use the optimized 

model to predict the correct classes, using the bag of words data as shown in the code and results underneath. 

 

The same process is repeated for our TF-IDF data in the code underneath. The code fits 10 folds for 12 

candidates, totaling 120 fits and tasks and took 2.8 minutes to finish. 

 

Lastly, we use the optimized hyperparameters from the TF-IDF model grid search and use them to predict 

the classes for our TF-IDF Support Vector Machine model, the code and results shown underneath. 
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5.4.2.4 BERT 

To build the BERT model, we are using the pretrained ‘bert-base-uncased’ model and build the initial 

model by executing the code shown underneath. 

 

We gather our model in a model variable, using the Keras Model() class, defining our inputs and outputs. 

The code and summary of our Keras model is showcased underneath. 
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Now that we have built the input and output layers of our model, we can compile our model with the right 

optimizer, loss and metric. Since the Stormfront Task is a binary classification task, we set our loss to 

BinaryCrossentropy and our metric to BinaryAccuracy, as opposed to their categorical counterparts, which 

we will use in our multi-class classification tasks. It is shown how we have compiled our model in the code 

below. 

 

The next step we execute is fitting the model, which we use a simple model.fit() for. We use validation_split 

set to 0.2 and a batch size of 32 for this task. The code and results of fitting our 10-epoch model can be seen 

underneath, taking a total of 5.6 hours to finish the fitting. 

 

Lastly, we need to evaluate our model, which we will use model.evaluate() for, followed by a model.predict() 

in order to build a classification report. The final results of our BERT model can be seen in the code and 

classification report underneath, evaluating the model took 2.9 minutes. 
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5.4.3 Dowlagar Sub-Task A 

The third task we will be modelling for is the Dowlagar sub-task A from Dowlagar et al (2021). Each model 

will be independently examined and presented with hyperparameter tuning, if performed. The settings of 

the models are identical to the Davidson task, which is why we will not go over the steps to explain and setup 

the model again. 

 

5.4.3.1 Naïve Bayes 

Using the dataset for the Stormfront Task that we previously prepared as bag of words values and TF-IDF 

values, we want to run a Naïve Bayes model as a classification model. The code and results from our bag of 

words Naïve Bayes model prediction can be seen underneath. 

 

Secondly, we prepared our dataset as TF-IDF values as well, which we repeat the same process of modelling 

for, fitting the same model on our TF-IDF train data and predicting using our TF-IDF test data. The code 

and results for our TF-IDF Naïve Bayes classifier can be seen underneath. 
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5.4.3.2 Logistic Regression 

The next model we want to run on our Stormfront Task dataset, is Logistic Regression. Using our bag of 

words and TF-IDF prepared data, we will run two separate Logistic Regression models. The code for tuning 

our hyperparameters for Logistic Regression on bag of words can be seen underneath, along with the 

hyperparameters that the grid search found to be optimal for our model. The code fits 10 folds for 32 

candidates, totaling 320 fits and tasks and took 8,6 seconds to finish. 

 

Now that we have found the optimized hyperparameters for our LogisticRegression() class, we use the 

optimized model to predict the correct classes, using the bag of words data as shown in the code and results 

underneath. 
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The same process is repeated for our TF-IDF data in the code underneath. The code fits 10 folds for 32 

candidates, totaling 320 fits and tasks and took 29.0 seconds to finish. 

 

Lastly, we use the optimized hyperparameters from the TF-IDF model grid search and use them to predict 

the right classes for our TF-IDF Logistic Regression model, with the code and results shown underneath. 

 

 

5.4.3.3 Support Vector Machine 

The third model we want to run on our Dowlagar sun-task A dataset, is a Support Vector Machine model. 

Using our bag of words and TF-IDF prepared data, we will run two separate Support Vector Machine 

models. The code for tuning our hyperparameters for the Support Vector Machine on bag of words can be 

seen underneath, along with the hyperparameters that the grid search found to be optimal for our model. 

The code fits 10 folds for 12 candidates, totaling 120 fits and tasks and took 44.9 seconds to finish. 
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Now that we have found the optimized hyperparameters for our svm.SVC() class, we use the optimized 

model to predict the correct classes, using the bag of words data as shown in the code and results underneath. 

 

The same process is repeated for our TF-IDF data in the code underneath. The code fits 10 folds for 12 

candidates, totaling 120 fits and tasks and took 56.7 seconds to finish. 

 

Lastly, we use the optimized hyperparameters from the TF-IDF model grid search and use them to predict 

the right classes for our TF-IDF Logistic Regression model, with the code and results shown underneath. 

 

 

5.4.3.4 BERT 

To build the BERT model, we are using ‘bert-base-uncased’ model, and build the initial model by executing 

the code shown underneath. 
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We gather our model in a model variable, using the Keras Model() class, defining our inputs and outputs. 

The code and summary of our Keras model is showcased underneath. 

 

Now that we have built the input and output layers of our model, we can compile our model with the right 

optimizer, loss and metric. Since the Dowlagar sub-task A is a binary classification task, we set our loss to 

BinaryCrossentropy and our metric to BinaryAccuracy, as opposed to their categorical counterparts, which 

we will use in our multi-class classification tasks. It is shown how we have compiled our model in the code 

below. 
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The next step we execute is fitting the model, which we use a simple model.fit() for. We use validation_split 

set to 0.2 and a batch size of 8 for this task. The code and results of fitting our 10-epoch model can be seen 

underneath, taking a total of 1.4 hours to finish the fitting. 

 

Lastly, we need to evaluate our model, which we will use model.evaluate() for, followed by a model.predict() 

in order to build a classification report. The final results of our BERT model can be seen in the code and 

classification report underneath, evaluating the model took 30 seconds. 
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5.4.4 Dowlagar Sub-Task B 

The fourth task we will be modelling for is the Dowlagar sub-task B from Dowlagar et al (2021). Each model 

will be individually inspected and presented with hyperparameter tuning, if performed. The settings of the 

models are identical to the Davidson task, which is why we will not go over the steps to explain and setup 

the model again. 

 

5.4.4.1 Naïve Bayes 

Using the dataset for the Dowlagar sub-task B that we previously prepared as bag of words values and TF-

IDF values, we want to run a Naïve Bayes model as a classification model. The code and results from our 

bag of words Naïve Bayes model prediction can be seen underneath. 

 

Secondly, we prepared our dataset as TF-IDF values as well, which we repeat the same process of modelling 

for, fitting the same model on our TF-IDF train data and predicting using our TF-IDF test data. The code 

and results for our TF-IDF Naïve Bayes classifier can be seen underneath. 
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5.4.4.2 Logistic Regression 

The next model we want to run on our Dowlagar sub-task B dataset, is Logistic Regression. Using our bag 

of words and TF-IDF prepared data, we will run two separate Logistic Regression models. The code for 

tuning our hyperparameters for Logistic Regression on bag of words can be seen underneath, along with 

the hyperparameters that the grid search found to be optimal for our model. The code fits 10 folds for 32 

candidates, totaling 320 fits and tasks and took 13.5 seconds to finish. 

 

Now that we have found the optimized hyperparameters for our LogisticRegression() class, we use the 

optimized model to predict the correct classes, using the bag of words data as shown in the code and results 

underneath. 

 



Copenhagen Business School  17.05.2021 

 

Page 110 of 170 

The same process is repeated for our TF-IDF data in the code underneath. The code fits 10 folds for 32 

candidates, totaling 320 fits and tasks and took 37.2 seconds to finish. 

 

Lastly, we use the optimized hyperparameters from the TF-IDF model grid search and use them to predict 

the right classes for our TF-IDF Logistic Regression model, with the code and results shown underneath. 

 

 

5.4.4.3 Support Vector Machine 

The third model we want to run on our Dowlagar sub-task B dataset, is a Support Vector Machine model. 

Using our bag of words and TF-IDF prepared data, we will run two separate Support Vector Machine 

models. The code for tuning our hyperparameters for the Support Vector Machine on bag of words can be 

seen underne ath, along with the hyperparameters that the grid search found to be optimal for our model. 

The code fits 10 folds for 12 candidates, totaling 120 fits and tasks and took 45.1 seconds to finish. 
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Now that we have found the optimized hyperparameters for our svm.SVC() class, we use the optimized 

model to predict the correct classes, using the bag of words data as shown in the code and results underneath. 

 

The same process is repeated for our TF-IDF data in the code underneath. The code fits 10 folds for 12 

candidates, totaling 120 fits and tasks and took 55.9 seconds to finish. 

 

Lastly, we use the optimized hyperparameters from the TF-IDF model grid search and use them to predict 

the right classes for our TF-IDF Logistic Regression model, with the code and results shown underneath. 
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5.4.4.4 BERT 

To build the BERT model, we are using ‘bert-base-uncased’ and build the initial model by executing the 

code shown underneath. 

 

We gather the model in a model variable, using the Keras Model() class, defining our inputs and outputs. 

The code and summary of our Keras model is showcased underneath. 
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Now that we have built the input and output layers of our model, we can compile our model with the right 

optimizer, loss and metric. Since the Dowlagar sub-task B is a multi-class classification task, we set our loss 

to CategoricalCrossentropy and our metric to CategoricalAccuracy, as opposed to their binary counterparts, 

which we use in our binary classification tasks. It is shown how we have compiled our model in the code 

below. 

 

The next step we execute is fitting the model, which we use a simple model.fit() for. The code and results of 

fitting our 10-epoch model can be seen underneath, taking a total of 2.3 hours to finish the fitting. 
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Lastly, we need to evaluate our model, which we will use model.evaluate() for, followed by a model.predict() 

in order to build a classification report. The final results of our BERT model can be seen in the code and 

classification report underneath, evaluating the model took 35 seconds. 

 

 

5.5 Evaluation & Error Analysis 

The purpose of this section is to outline the performance of the models in respect to each other and 

subsequently review the process, highlighting if anything could be executed differently. We will use the 

results from our modelling task and give indicators into whether the models performed well or not. Indicators 

include insight into what the models are identifying as hate speech, which we will use Logistic Regression 

coefficients for, in order to gain more insights into the model’s interpretations of the data. Lastly, we will be 

running two cross-domain experiments. In the first experiment, we append the two datasets together due to 

their binary labeling, checking for improvements in the models. The second experiment will be performed 

by using the Stormfront Task dataset as a training dataset and then test on the Dowlagar sub-task A dataset, 

which will help us understand if the model is overfitting to the specific datasets training data. 
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5.5.1 Davidson Task 

To outline the Davidson Task results clearly, we have presented them in Table 12 beneath. 

 
 Naïve Bayes* 

Logistic 

Regression* 

Support Vector 

Machine* 
BERTBase 

HATE 

P 0.00 0.55 0.61 0.42 

R 0.00 0.27 0.19 0.41 

F1 0.00 0.36 0.29 0.41 

OFFENSIVE 

P 0.80 0.94 0.93 0.94 

R 0.99 0.96 0.97 0.94 

F1 0.89 0.95 0.95 0.94 

NOHATE 

P 0.90 0.85 0.87 0.88 

R 0.26 0.92 0.92 0.88 

F1 0.40 0.89 0.89 0.88 

Weighted avg. 

P 0.77 0.90 0.90 0.90 

R 0.81 0.91 0.91 0.90 

F1 0.75 0.90 0.90 0.90 
Table 12 Davidson Task evaluation metric results based on models 

*Only takes the best results from either the TF-IDF and Bag of Words models based on weight avg. 

What is instantly noticeable, is that BERT is not outperforming Logistic Regression or SVM in the weighted 

average, which might be expected from a state-of-the-art model. The three aforementioned models do 

outperform Naïve Bayes with relative ease however, which is what we expected, due to the simplicity of the 

Naïve Bayes model. While we hypertuned Logistic Regression and SVM, we did not optimize our BERT 

model, which could have implications for being able to improve the results we get out of BERT. Secondly, 

in this study we use BERTBase, which, as explain in the Theory section is a pretrained model that has a total 

of 12 attention heads and 110 million parameters (Marzieh, Farahbakhsh, & Crespi, 2019). However, an 

alternative could be to use the BERTLarge model, which has 16 attention heads and 340 million parameters. 

In Isaksen & Gambäck (2020), they use BERTLarge on the same dataset from Davidson et al and achieve 

higher 0.01 weighted average score using BERT large, implicating the improvement of using BERTLarge in 

general (Isaksen & Gambäck, 2020). While the SVM and Logistic Regression models performed better than 

BERT, we do believe that there are improvements to be made in our BERT model, which would likely 

increase the BERT model to produce the same results in the weighted average, if not better. One positive 

thing that the BERT model did produce, is that it outperforms the other models when it comes to classifying 

the HATE classifier. Keeping in mind that part of our goal is to classify hate speech, this should be seen as 

a positive of the BERT model. 
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Looking at the time it took to train the models, the BERT model, which took 21.5 hours to train at 10 

epochs, it took substantially longer than the other models e.g., SVM that took 19.1 minutes to train on the 

bag of words values. Comparatively, this means that the processing time of the BERT model almost took 68 

times longer than the SVM model and even longer for the Logistic Regression model. The dataset is quite 

unbalanced though, with only 5% of the dataset sampled as hate speech, which could explain why the models 

have such a hard time identifying hate speech. To take a deeper look into which words are used to identify 

hate speech, we showcase the highest and lowest coefficients for individual words from our Logistic 

Regression model underneath in Figure 29. 

 

Figure 29 Davidson Task most important words for relevance 

The coefficients from our Logistic Regression model clearly shows that the model understands which words 

are generally associated with hate speech but could be that the model is overfitting to these types of words, 

thereby not being able to identify other sentences that miss words like this. This could be fixed with a more 

balanced dataset with a more diverse representation of the hate speech classifier, which would give more 

context for hate speech. Overall, all the models struggle to classify the hate speech classifier, none of them 

reaching over 0.50 in precision, recall or F1-score and thereby they struggle with the core task of classifying 

hate speech. 
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5.5.2 Stormfront Task 

To outline the Stormfront Task results clearly, we have presented them in Table 13 beneath. 

 
 Naïve Bayes* 

Logistic 

Regression* 

Support Vector 

Machine* 
BERTBase 

HATE 

P 0.33 0.58 0.61 0.75 

R 0.01 0.32 0.32 0.42 

F1 0.02 0.41 0.42 0.54 

NOHATE 

P 0.89 0.92 0.92 0.93 

R 1.00 0.97 0.97 0.98 

F1 0.94 0.94 0.94 0.95 

Weighted avg. 

P 0.82 0.88 0.88 0.91 

R 0.88 0.90 0.90 0.92 

F1 0.83 0.88 0.88 0.91 
Table 13 Stormfront Task evalution metric results based on models 

*Only takes the best results from either the TF-IDF and Bag of Words models based on weight avg. 

The results from our models on the Stormfront Task clearly shows that BERT is outperforming all the other 

models. It leads in all aspects of precision, recall and F1 score, apart from an anomaly of 1.00 recall for 

classifying NOHATE in the Naïve Bayes model. Logistic Regression and SVM are ahead of Naïve Bayes, 

but BERT does outperform all the models in precision, recall and F1 score. The results in classifying HATE 

are also higher in all aspects of this task, compared to the Davidson Task, the balance of the classifiers in 

this dataset is a lot more balanced however, with 11.29% of the labels being HATE. If we compare our 

results from the original paper (Gibert et al. 2018) that produced this dataset, they share their initial results 

using the accuracy metric. Gibert et al. managed to produce an accuracy of 0.78 using an LSTM model, 

while our best BERT model managed to achieve a 0.92 accuracy on the same dataset, which is a substantial 

improvement. 

Even though BERT is clearly outperforming on this task, we use the Logistic Regression coefficients to study 

the results from our Logistic Regression classification model. The results shown in Figure 30 underneath are 

the highest and lowest coefficient for individual words based on our TF-IDF Logistic Regression model. 
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Figure 30 Stormfront Task most important words for relevance 

The results show that the model is finding words that are often used in hateful contexts but also words like 

‘jews’, ‘they’ and ‘black’ which are also used in many contexts that are not inherently hateful. This can be a 

flaw in the model and should also stress the importance of context, which is why many of these words may 

be closely related to hateful speech. We will be using this dataset in a cross-domain test on all the models, 

where we use this dataset to train and find out how well testing on another dataset, in our case the Dowlagar 

sub-task A dataset. 

5.5.3 Dowlagar Sub-Task A 

To outline the Dowlagar sub-task A results clearly, we have presented them in Table 14 beneath. 

 
 Naïve Bayes* 

Logistic 

Regression* 

Support Vector 

Machine* 
BERTBase 

HOF 

P 0.83 0.93 0.94 0.88 

R 0.81 0.85 0.84 0.91 

F1 0.82 0.89 0.89 0.89 

NOT 

P 0.80 0.85 0.84 0.90 

R 0.80 0.94 0.94 0.86 

F1 0.83 0.89 0.89 0.88 

Weighted avg. 

P 0.82 0.89 0.89 0.89 

R 0.82 0.89 0.89 0.89 

F1 0.82 0.89 0.89 0.89 
Table 14 Dowlagar Sub-Task A evaluation metric results based on models 

*Only takes the best results from either the TF-IDF and Bag of Words models based on weight avg. 
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The results from the Dowlagar sub-task A show the models performing exactly equal in weighted averages 

apart from Naïve Bayes. In terms of classifying the individual classes, the results are mixed, but BERT 

provides the most balanced results in each classifier. The results do not give indication of one model 

outperforming the others, meaning that BERT did not provide better results than the other models in this 

task. 

If we compare our results to the results of Dowlagar et al. (2021) we can see that our results exceed that of 

this paper, where we can observe a result of 0.8243 macro F1 score with an SVM model and 0.8833 macro 

F1 score for the BERT model (Dowlagar, 2021). Comparatively, with a macro F1 score of 0.89 on both our 

SVM model and BERT model, we are clearly producing better results in our SVM model for unknown 

reasons, and slightly better results in our BERT model as well. 

The results of our highest and lowest Logistic Regression model coefficients for individual words are 

presented in the Figure 31 below, the left being the hateful and the right being not hateful. 

 

Figure 31 Dowlagar Sub-Task A most important words for relevance 

With hateful, offensive and profane speech on the left, if we compare our results to the Davidson Task and 

Stormfront Task, it is apparent that none of these words are inherently ‘hate speech’ worthy. The words 

classified as hateful are mostly curse words, which can be considered offensive and abusive, but are not hate 

speech by themselves. This difference can also be seen in the coefficients of our Logistic Regression models 

for the previous two tasks. The difference most likely lies in the way that the dataset was built, as this dataset 

does contain the subtask of classifying offensive, profane and offensive, where the majority classifier of those 
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three is the profane classifier. This sub-task will be used to experiment cross-domain testing with the 

Stormfront Task. 

 

5.5.4 Dowlagar Sub-Task B 

To outline the Dowlagar sub-task B results clearly, we have presented them in Table 15 beneath. 

 
 Naïve Bayes* 

Logistic 

Regression* 

Support Vector 

Machine* 
BERTBase 

HATE 

P 0.00 0.12 0.27 0.12 

R 0.00 0.03 0.09 0.06 

F1 0.00 0.05 0.14 0.08 

NONE 

P 0.71 0.84 0.85 0.90 

R 0.96 0.96 0.95 0.90 

F1 0.82 0.90 0.89 0.90 

OFFN 

P 0.00 0.41 0.32 0.42 

R 0.00 0.09 0.11 0.28 

F1 0.00 0.15 0.16 0.34 

PRFN 

P 0.80 0.83 0.84 0.79 

R 0.69 0.88 0.88 0.90 

F1 0.74 0.85 0.86 0.84 

Weighted avg. 

P 0.66 0.77 0.78 0.79 

R 0.74 0.82 0.82 0.81 

F1 0.69 0.79 0.79 0.79 
Table 15 Dowlagar Sub-Task B evaluation metric results based on models 

*Only takes the best results from either the TF-IDF and Bag of Words models based on weight avg. 

In this task, the HOF classifier from Dowlagar sub-task A has been split into 3 additional classifiers as 

explained in the data understanding. The results are overall worsened for this task, due to the complexity of 

classifying several different classes in this task. In the weighted averages, the results are mixed as BERT 

performs best in precision, while recall is best in the Logistic Regression and SVM models and all the models 

performing the same in F1 score. Due to the results, it once again does not look like BERT is outperforming 

the other models on this task either, it more so looks like the models are performing equally, apart from the 

Naïve Bayes model. All the models are unable to classify the HATE classifier consistently and neither the 

OFFN classifier, which is very worrisome for this sub-task. Alike the Davidson Task, the HATE classifier 

does have a very small weight in the dataset, due to only amounting to 4.05% of the total classifiers. 
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If we compare our results to the results of Dowlagar et al. (2021), we can observe that they achieved a result 

of 0.4962 macro F1 score on their SVM model and 0,5444 macro F1 score on their BERT model. 

Comparatively, our results look slightly better in the SVM model with 0.51 macro F1 score and almost 

identical for the BERT with 0.54 macro F1 score (Dowlagar, 2021). 

The results of our highest and lowest Logistic Regression model coefficients for individual words are 

presented in Figure 32 below, the right being the hateful and the left being not hateful. 

 

Figure 32 Dowlagar Sub-Task B most important words for relevance 

The coefficients show that the model has very low coefficients for the HATE classifier, with the word ‘men’ 

having a coefficient at 1.25, whereas in the Dowlagar sub-task A, we observed a coefficient for the word 

‘fuck’ at almost 5 coefficient score. This means that the Logistic Regression model is having a harder time 

defining which words serve as hateful words. The words in the HATE figure are also a bit confusing due to 

showing words like ‘lame’, ‘valour’ and ‘trump’ defined as hateful words. It is interesting though, as it could 

indicate that these words were often used in hateful contexts. 
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5.5.5 Experiment 1: Appending Stormfront Task Dataset with Dowlagar sub-task A 

Dataset 

The first experiment involves appending the Stormfront Task dataset with the Dowlagar sub-task A dataset, 

in order to find out if that how that affects our results. The modeling for this task is the same as for the binary 

tasks for the Stormfront Task and the Dowlagar sub-task A. We use the HOF classifier from the Dowlagar 

sub-task A and HATE classifier from the Stormfront Task as hateful classifiers while their secondary classifier 

is used as the not hateful classifier. The classifier labels are converted to numerical outputs first, where 0 = 

hateful and 1 = not hateful. The datasets are appended to one another using a Pandas function called 

concat(). The results from the experiment models are listed in Table 16 below. 

 
 Naïve Bayes* 

Logistic 

Regression* 

Support Vector 

Machine* 
BERTBase** 

HATE 

P 0.90 0.85 0.84 0.86 

R 0.31 0.66 0.64 0.70 

F1 0.46 0.74 0.73 0.77 

NOHATE 

P 0.84 0.91 0.90 0.92 

R 0.99 0.97 0.97 0.97 

F1 0.91 0.94 0.93 0.94 

Weighted avg. 

P 0.85 0.89 0.89 0.90 

R 0.84 0.90 0.89 0.91 

F1 0.81 0.89 0.89 0.90 
Table 16 Experiment 1 evaluation metric results from models 

*Only takes the best results from either the TF-IDF and Bag of Words models based on weight avg. 

**Only uses a 1 epoch test experiment. 

The results from our first experiment show that BERT performs best in terms of weighted averages. Looking 

back at our Stormfront Task results and Dowlagar sub-task A results, it looks like our results for this 

experiment is a middle ground of those results. In the Stormfront Task we achieved slightly better results for 

BERT and in the Dowlagar sub-task A we had slightly worse results. It is interesting to note that the Support 

Vector Machine remained at the exact same scores as the Dowlagar sub-task A weighted averages, while 

BERT retains a higher level here. 

The results of our highest and lowest Logistic Regression model coefficients for individual words are 

presented in Figure 33 below, the left being the hateful and the right being not hateful. 
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Figure 33 Experiment 1 most important words for relevance 

Figure 33 shows that it is valuing the curse words at very high coefficients, which is something that we also 

noticed in the coefficients for the Dowlagar sub-task A. It does recognize hate words like ‘negro’ and 

‘negroes’ but as is expected, due to the nature of Dowlagar sub-task A, which contains a small amount of 

labeled hate speech data points, it focuses more on profanity. 

 

5.5.6 Experiment 2: Training with Stormfront Dataset and Testing on Dowlagar 

Dataset 

The second experiment involves using the Stormfront Task dataset as a training dataset and then using the 

Dowlagar sub-task A dataset as our test and evaluation dataset. This helps us to understand how much the 

models are overfitting to their respective dataset. It will also allow us to see if the models are able to maintain 

some level of consistency when using another dataset, thus indicating the degree of generalisability. It is 

expected that the results of this model will be worse than what was initially shown in the previous results, 

due to differences in the way that each dataset is annotated and the difference in the data itself. This may 

be able to help paint a more realistic picture, as the vast number of different comments or language that a 

social media company may encounter is difficult to represent in a single dataset. The results from our second 

experiment are shown in Table 17 underneath. 
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 Naïve Bayes* 

Logistic 

Regression* 

Support Vector 

Machine* 
BERTBase** 

HATE 

P 0.83 0.86 0.75 0.00 

R 0.70 0.07 0.02 0.00 

F1 0.76 0.12 0.04 0.00 

NOHATE 

P 0.74 0.51 0.50 0.50 

R 0.86 0.99 0.99 1.00 

F1 0.79 0.67 0.66 0.66 

Weighted avg. 

P 0.78 0.69 0.63 0.25 

R 0.78 0.52 0.50 0.50 

F1 0.77 0.40 0.35 0.33 
Table 17 Experiment 2 evaluation metric results from models 

*Only takes the best results from either the TF-IDF and Bag of Words models based on weight avg. 

**Only uses a 1 epoch test experiment. 

As expected, the results from the table show us, the results are much worse than what we have seen in the 

previous models we have run. Naïve Bayes comes out as the best model in weighted average here and BERT 

comes out as the worst with 0.00 precision, recall and F1 score on the hate classifier. It seems like the 

simplicity of the Naïve Bayes classifier achieves good results here, which is interesting for the cross-domain 

aspect of this experiment. Interestingly, the Logistic Regression and SVM model achieve high precisions in 

the HATE classifier, but very low recall and F1 scores, which could indicate that there are a few samples 

that align with the training model, that the model could accurately predict. This indication would also make 

sense, since there is only a small percentage of the Dowlagar sub-task A dataset that is classified as hate 

speech when we looked at the subdivision classification task of the HOF classifier in Dowlagar sub-task B. 

The BERT model completely fails here, highly likely due to the overfitting of the initial dataset and only 

predicting the NOHATE classifier.  

The results of our highest and lowest Logistic Regression model coefficients for individual words are 

presented in Figure 34 below, the left being the hateful and the right being not hateful. 
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Figure 34 Experiment 2 most important words for relevance 

If we compare this back to our first experiment, it can be noticed that there are a lot more hateful words, 

compared to simply curse words, in the coefficients of this model. This is probably due to what was previously 

mentioned, where the Stormfront Task dataset has a lot more hate speech which contains language like the 

coefficient Figure 34 shows above, while the Dowlagar sub-task A has a lot less focused hate speech and 

more profanity focused. The training model is essential in making this model work as this task shows, 

although the Naïve Bayes model does perform quite well on this task. 

 

5.5.7 CRISP-DM Summary 

In this walkthrough of our CRISP-DM process, we first introduced the three datasets, where-in we defined 

our four total tasks. Our data preparation involved cleaning the corpus of the datasets and preparing our 

text as bag of words and TF-IDF values for the traditional models, while we used a BERT tokenizer for the 

BERT model. Next, we applied our machine learning modelling by using python to walk you through our 

modelling process of each model on each separate task. Lastly, in our evaluation, we found out that BERT 

did not perform as well as we might have expected, the models of Logistic Regression and Support Vector 

Machine were able to compete with the BERT model in a lot of cases. However, we did also point out that 
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the BERT model has more finetuning and optimization to be had, which is something we were unable to 

perform in this thesis. We also introduced our two cross-domain experiments, wherein we managed to get 

some good results by appending the Dowlagar sub-task A dataset to the Stormfront Task dataset. The second 

experiment proved that the training dataset is very important for model performance, especially for BERT, 

due to very poor performance by mostly BERT but also the Logistic Regression and Support Vector 

Machine model. Naïve Bayes came out ahead on this last task, where the simplicity of the model was able 

to prevail on a dataset where the training dataset does not exactly match that of the testing dataset. 

 

5.6 Scenario Analysis 

While the previous sections of the thesis have focused on demonstrating the capabilities of using machine 

learning to successfully classify hate speech, we still need to address the issues of why this is important, how a 

practical solution to the problem might be addressed, and ultimately if this could potentially create value for 

social media companies and society. Hence, in this section, we intend to demonstrate a scenario which 

outlines an innovative strategy for a new cross domain and cooperative initiative for how the systemic issue 

of hate speech can be addressed. First, we outline how the current situation on hate speech on social media 

is situated. Next, we outline the main objectives for a new practical solution, as well as the executional 

strategy of how to implement it. Finally, we will assess the impact this solution could have. This specific 

segment of the thesis will address the second part of the research question, regarding whether using machine 

learning to classify hate speech on social media can create value for social media companies and society. 

The definitions of ‘Value’ and ‘Society’ follows the definition described in the section ‘Glossary’.  

 

5.6.1 Outlining the Current Situation 

The current situation is mainly unfolding between three stakeholders: the lawmakers, the social media 

companies, and the users/customers. We will now outline the current position of each stakeholder in the 

problematic arena of hate speech on social media. 

 

5.6.1.1 Lawmakers 

The gap between appropriate legislation and the future problematics that hate speech on social media 

impose on our societies, seems to grow larger every day. Law makers around the world have trouble agreeing 

on laws that define and condemn hate speech, as well as to what degree. This is due to the very definition of 

hate being disputed among people, as presented in the literature review. Now, more than ever, with 
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technological advancement and social media platforms allowing billions of people to communicate and 

connect, this is a dividing topic. Furthermore, enforcement of any potential regulation poses an immense 

challenge: “Democracies have varied in their philosophical approaches to these questions, as rapidly changing communications 

technologies have raised technical challenges of monitoring and responding to incitement and dangerous disinformation.”  (Laub, 

2019). 

Most laws relating to hate speech apply to the very worst examples of it, such as hate crime. One example 

is Chaplinsky v. New Hampshire  (Chaplinski v. New Hampshire, 1942), where the doctrine of “fighting 

words” was introduced by The Supreme Court in the U.S, as a term for words that cannot claim 

constitutional protection. Fighting words have been described as words that attempt to incite violence and 

disrupt peace, however as the case illustrates, that can be hard to prove. Yet cases like these set the precedent 

of hate speech laws, which tend to only interfere if hate speech serves as a catalyst to hate crime through 

incitement (Bitzer, 2009) 

With the advancement of technology and the connectivity that the internet brings, social media has become 

an epicentre for hate speech (Laub, 2019). Yet, legislators fail to deal with hate speech that users around the 

world are experiencing on social media. Given the extraordinary speed of technological advancement and 

social changes in this fourth industrial revolution, relying on government legislation and incentives to ensure 

the right outcomes is ill-advised, as they are likely to be out-of-date or redundant by the time they are 

implemented (Malan, 2018). The task therefore falls upon the social media platforms to be judge, jury and 

executioner on defining what hate speech actually means. Social media giants regulate hate speech through 

guidelines and “community standards”. However, this regulation of what people are allowed to say has been 

subject to criticism and accusations of censorship and blocking. Alexandra Geese, a member of the European 

parliament, argues that solving this issue by asking large companies to deal with hate speech by censoring 

harmful content is “not an option for democracy”: “Decisions on what will be published in the digital realm should 

not be made based on guidelines created by platforms, but a law that lays down clear procedure and rules” (European 

Parlament, 2021) 

 

5.6.1.2 Social Media Companies  

Legislators around the world are slow and inflexible, yet they still condemn social media companies for their 

dealings with the situation. Social media companies, on the other hand, have no legal or universally accepted 

answer for what it means ‘to cross the line’ into hate speech territory, and they are reluctant to remove 

content, as it is this exact content that have secured these companies their competitive advantage, high 

profits and status of ubiquity (Allan, 2017). Also, social media companies are facing a dilemma in terms of 

how they should address this hateful content. Thus far, social media companies have avoided limiting 
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content except in the most extreme cases, because of the difficulties of having to draw a line of acceptability 

that does not produce more controversy than the comments themselves. They constantly must weigh the 

effects of the consequences that would erupt, should they ban the comments or what might happen to their 

brand and image if they did not (Chan, 2018).  

In the absence of regulation, users and customers (advertisers) will encourage these social media companies 

to change their policies by boycotting them or their advertisers. In the past, self-regulation allowed 

traditional media companies to evade governmental action. The traditional media industry found that the 

government did little to none about regulating what could be shown on television shows, newspapers, and 

distributed movies etc. Instead, the traditional media companies found that distributing extremely 

controversial content was bad for business. They learned that offended viewers would switch away from 

controversial programs or sometimes, may choose to boycott the entire network, which would ultimately 

reduce the size of the total audience that could be sold to advertisers on the network (Montgomery, 1991). 

Hence, traditional media companies internalized feedback from the advertisers, and tried as hard as they 

could to steer clear of negative attention (Lotz, 2018). The way they did this was by creating several different 

industry specific regulating entities that could ensure the governance of the different types of media 

companies such as broadcasters, music labels, video game developers, movie studios, and newspapers (Lotz, 

2018). 

The role of these independent regulating entities was to handle and enforce the so-called ‘Standards of 

practices’ of their members e.g., when films get ‘R’ rated for containing strong language or is given an age 

rating (PG: parental guidance) by the Motion picture content rating agencies in the different countries (Lotz, 

2018).This constellation has satisfied all sides of the tables of traditional media companies. Lawmakers and 

regulators avoid having to produce legislation that would expose them to scrutiny of voters either thinking 

they are trying to force censorship or sympathizing with the very people who distribute the negative content. 

The traditional media companies, on the other hand, avoided drowning in a sea of bureaucratic laws that 

would undoubtedly limit the future ways of maintaining profitability (Lotz, 2018). This self-regulation was 

what allowed the traditional media companies to evade governmental action. It is still unclear what the exact 

direction of social media companies’ self-regulation will be. However, the decision will most likely be 

corelated with their ability to maintain future profitability (Lotz, 2018). 

 

5.6.1.3 Users and Customers  

The social media companies will only be profitable to the extent their users and customers (advertisers) allow 

them to. As previously mentioned in the introduction of this thesis, there are many other reasons for why 

hate speech is something that we as a society need to address, but also why it is certainly in the commercial 
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interest of social media companies too. There is an increased frequency and grade of violent mobilizations 

sparked by hateful groups on social media (Cardiff, 2019), as well as an acute rise in hate-crimes (mass 

shootings, lynching’s, ethnic cleansing) against minorities (Laub, 2019), and it has been proven that the 

frequency of hate speech on social media platforms is directly correlated to escalation in the number of 

physical-world crimes (Cardiff, 2019). Social media companies are just beginning to understand the 

downsides of their competitive advantage of letting users create the content that that they capitalize upon. 

If the public consider the social media companies at least somewhat responsible for what is ‘written’ on their 

platform, the image and reputation of these companies could quickly force users away from their platforms 

(Gaus, 2018). The ‘Stop hate for profit’ campaign clearly demonstrated the cultural powers that users and 

advertisers have over these companies (BBC, 2020). Consequently, social media companies have realized 

that they, like other traditional media companies, will ultimately respond to action from their audiences on 

the marketplace.  

Conversely, it is also worth noting the value that social media brings to its users and advertisers. The success 

of the recent #BlackLivesMatter campaign was largely due to the initiators ability to share information, 

mobilize and coordinate their efforts through social media sites (Stephen, 2015). Social media has also played 

a vital role in helping people through the Covid-19 pandemic e.g., by sharing local health authorities’ official 

guidelines to people, helping people connect, and acting as a clear mouthpiece for governmental leaders in 

motivating the people to help each other (Mahsa Dalili., 2020). Advertisers also benefit a great deal from 

using social media as they get to showcase their products and services for 59% of the world’s population who 

are on social media, a commercial opportunity which previously would have been unthinkable (Henderson, 

2020). Small and medium sized business also benefit from using social media advertising, as they can reach 

a large audience with a small budget. Social media gives advertisers a unique opportunity to connect and 

build relationships with customers, which in turn help them learn about their customers’ needs and wants 

(Henderson, 2020). 

 

5.6.1.4 Objectives of Value for Stakeholders  

The current situation of each of the three main stakeholders in the arena of hate speech on social media has 

now been outlined. Lawmakers are very vocal around the subject of hate speech, yet they are still reluctant 

to do much about the issue, as it could expose them to scrutiny of voters either thinking they are trying to 

force censorship or sympathizing with the hateful group of people inciting violence against minorities. Social 

media companies are treading carefully, as they have no official guidelines for how to act in relation to the 

hateful content present on their platforms, combined with the fear of producing more controversy from 

removing the content than from the actual content itself. Also, social media companies will most likely be 

inclined to act according to whatever which way brings them more profitability. Users and advertisers, on 
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the other hand, are both vocal and ready to act on changing these platforms that bring them both so much 

value. They have realized the aggregated cultural power that they have together and are just beginning to 

utilize that power. With that knowledge in mind, we can now outline the objectives of values for each 

stakeholder, and move on to discuss what a practical solution to the problem might look like. The objectives 

of value to be met by each of the stakeholders is visualized in Figure 35. 

 

Figure 35 Objectives of value for each stakeholder group 

 

5.6.2 Solution to the Problem 

In this section we aim to present a viable solution to the problem of hate speech on social media. This will 

be done by summarizing the objectives of value for each stakeholder, presented in the previous section, with 

the goal of combining them all in one cohesive solution. Furthermore, we will present an implementation 

strategy for how to specifically execute this initiative.  

As the objectives of value have been mapped out for each stakeholder in the previous section, we can now 

try to accommodate each of them in our specific solution for using ML to classify hate speech on social 

media. Inspired by the constellation of self-regulating entities on traditional media companies, our suggested 

solution to solving the problem of hate speech on social media, is a non-profit intermediate organisation 

serving the interests of both social media companies, their users, their customers, and the appropriate 

legislators. Thus, it will be a self-regulating entity which sits in the middle of lawmakers and companies. 

Essentially, the organisation would act as a ‘Hate Speech Systems Management Provider’. It is however 

structured very different from these traditional media regulating organisations as it its main activity will not 

only be as a facilitator and enforcer of ‘standard practices’, but also as the main researcher, developer and 
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distributer of the technologies used to solve the issue at hand. The main activities of this organisation will be 

to bridge the gap between the objectives of lawmakers, social media companies, and their users/customers 

by developing cutting edge technology solutions that helps the appropriate stakeholders with safeguarding 

the standards of practice between them.  

The goal of this organisation is to limit the distribution of hate speech on social media for the sake of 

maximizing the value that social media imposes to the world and to ensure the long-term safety for society. 

So, how will it do that? This will be done by following fragments of two of the steps of the Non-profit 

Effectiveness framework i.e., the step of having clarity of purpose, and the step of having a sustainable 

business model (Dawson, 2016). In order to give the reader a thorough explanation of the specific 

configurations of this solution, the specific steps of this framework will now be elaborated upon. The 

framework will be assisted by other theoretical models and concepts, that will further rationalize the thoughts 

behind this suggested solution. This will be presented in the next section, where we explain the underlying 

trade-offs between different choices.  

 

5.6.2.1 Clarity of Purpose  

As stated in the theory section the first step in the framework is ‘Clarity of Purpose’. In this step we aim to 

describe what we are trying to achieve and how that work aligns with the intended impact. Hence, the 

purpose and aspiring impact of the organisation should be described clear and simple. To describe this, we 

will go through the underlying subsegments of this step.  

 

5.6.2.1.2 Mission and Vision 

As mentioned in the theory section, the mission and vision statements should serve as the guiding stars for 

the raison d'être of the organisation, as well as the foundational aspirations as what it hopes to achieve. Thus, 

the mission statement should describe the ‘what’ of the organisation while the vision statement should 

describe the ‘why’ of the organisation.  

The mission of this organisational entity is – ‘To limit the amount of hate speech on widely adopted social media sites 

by researching, developing, licensing and distributing appropriate technology that will assist in enforcing the standards of practice 

on such sites.’ We say ‘to limit’ as we do not believe that hate speech is something that realistically can ever be 

completely eradicated. The phrase ‘widely adopted’ is referring to social media sites that have meaningful 

sized userbase that could potentially mobilize and cause severe damage to society. This term is rather relative 

in nature, as it could be argued that a social media site with two users, who each are radicalized extremists 

would pose a danger to society. However, these two people would not be able to spread hate speech on a 
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meaningful scale, which is what this organisation will focus on. The expression ‘Standards of practice’ refers 

to the set of rules for appropriate use of social media, that this organisation will formulate in collaboration 

with both social media companies and relevant authorities. The expression ‘Technology’ refers to the 

applicable tools and services engineered by this organisation to assist the customers in reducing hate speech 

such as ML, cloud computing, database management etc.  

The organisation’s overall vision is – “To maximize the value, inclusivity and long-term safety that social media poses to 

society”. By the phrases ‘value’ and ‘society’ we refer to the definitions in the section ‘Glossary’. By the phrase 

‘safety’ we explicitly refer to the prevention of either severe psychological or physical harm to any human 

being in the world. It is however only referring to any harm that may be imposed upon a human as a 

consequence of hate speech in the context of social media. Finally, the phrase ‘inclusivity’ refers to the 

definition in the section ‘Glossary’. 

In this case, the Vision statement indicates the ‘why’ of the organisation while the mission statement indicates 

the ‘how’. Thus, the vision statement is a description of the organisation’s aspirations, and the mission 

statement is an explanation of what it will do (Law, 2019). 

 

5.6.2.1.3 Theory of Change 

As described in the theory section, this point serves as the description of a plan for how the activities of this 

organisation will create the aspired results as well as delivering on the long-term goals. Usually, a theory of 

change is described and modelled through a map or diagram, that clearly outlines how the organisations 

resources and activities will lead to the intended outcomes. In a non-profit context, this describes how the 

input (funding, human resources, equipment) will be utilized in activities that generate outputs and outcomes 

that fits the overall mission and vision of this organisation (AIA, 2021). The theory of change roadmap is 

visualized in Figure 36 below.  

 

Figure 36 Theory of change (AIA, 2021) 
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We can now dismantle the model into its respective parts to give a better understanding of each of the 

components. The input function is made up by funding, human resources, and technology resources. These 

are the resources that will be used in the activities in order to produce the output. There are several ways of 

acquiring funding for a non-profit organisation such as individual donations (either from few big donors or 

many small ones), grants, corporate sponsorships, membership fees, selling goods and services, or in-kind 

donations (Ibrisevic, 2020). The exact configuration of funding for this will be discussed in the business model 

section later. Most of this funding will be used to acquire human resources which are the staffing and 

employees who will perform the activities in the organisation (Bhasin, 2019). The exact configuration of the 

human capital will be discussed under the section ‘business model’.  Additionally, the organisational activities 

will also heavily be relying on the technological resources that is invested as input. In this context, 

technological resources indicate the use of technological resources both in a physical and non-physical sense. 

Physical technological resources include tangible equipment such as computers, servers, energy sources, or 

other machinery and raw materials (Appleton, 2016). Non-physical technological resources include 

intangible equipment such as software, intellectual property, patents & copyrights (Appleton, 2016). This 

will be further elaborated upon in the section ‘business model’.  

Next, the activities describe how this input is converted to output. The Human resources will to a large 

extent be used to collaborate with both lawmakers and social media companies. The main focus will be on 

coordination and communication between the two main stakeholders with the goal of sharing knowledge, 

planning ways to operationalize ideas, negotiating solutions, on-going reporting on activities, and 

agreeing/setting goals for the future.  

The following activities mainly revolves around utilizing the human resources and technological resources 

to research, develop, license, and distribute technology. As hate speech on social media in this context is a 

data related issue, the nature of the research and development will be more focused on ML as this is the only 

way that a solution can truly be scaled to address this problem. Inspired by OPENAI, the goal is then to 

license and distribute that technology to social media companies, instead of relying on them to develop 

inhouse technology, as this would not guarantee technology to be built for the better of humanity. Instead, 

this organisation would license and distribute this technology to ensure that the quality, safety, and general 

wish for more inclusive society was all foundational pillars of this technological development. Also, this would 

give this organisation the power to revoke licenses if not used properly by social companies, and thus acting 

as the governing body of this relationship between lawmakers and social media companies. By leaving hate 

speech regulation to the individual social media company, the regulation will be subject to the technological 

capacity of said company. Instead, by providing a state-of-the-art solution to all social media companies, a 

high standard of regulation is ensured. 
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The subsequent output from these activities will be two things: a clearly formulated ‘Standards of Practice’ 

and ‘Secure & Effective Technology’. The activities of collaborating with lawmakers and social media 

companies will produce the output of a clearly formulated ‘Standards of Practice’. This will be a set of 

governing principles that should guide the standards for how social media should be appropriately used. 

These principles will be defined in collaboration with the suitable authorities, so that it is ensured that the 

boundaries of hate speech are clearly defined in all conceivable situations.  

The output of secure and effective technology is mainly shaped by the activities of researching, developing, 

licensing, and distributing the in-house technology. By ensuring that the technology is owned by the 

organisation, it will have full proprietorship over how it is used by the social media companies. It will also 

allow the organisation to take full responsibility for any errors in the performance of the technology. This 

would hopefully prevent social media companies from sweeping errors under the rug, or having lawmakers 

promising things they cannot keep. This will put the organisation in a position of extreme scrutiny, which is 

desired. The goal of the organisation should be to have the highest possible degree of transparency as possible 

and expect extensive scrutiny and examination from all outsiders. Honesty and transparency will help to 

unite all stakeholders to solve problems. Understanding what is true is essential for the success of this 

organisation, and being radically transparent about everything, including mistakes and weaknesses, helps to 

create the understanding that leads to improvements (Dalio, 2017, s. 322). 

Finally, assuming that the technology is somewhat effective in classifying and counteracting the hate speech 

this would rationally cause a reduction in hate speech. As previously mentioned, a higher frequency of hate 

speech causes a higher rate of hate-related crime, which in turn means that logically less hate speech would 

result in less hate related crime (Cardiff, 2019). Followingly, with less hate speech and less hate related crime, 

the society would be considered as more inclusive and safer than before, even though the difference might 

be small. However, as the iterative circle in the beginning of Figure 36 illustrates, this process is repeated 

over and over again, ultimately maximizing the probability for significantly reducing hate speech over time. 

Each iteration of researching, developing, and learning from mistakes would indeed increase the abilities of 

counteracting hate speech over time.  

 

5.6.2.1.4 Strategic Planning 

The step of strategic planning involves the activities of chartering an organisational course and providing an 

action plan for the next three to five years. As mentioned earlier, this process should aid the organisation in 

thinking about how to maintain financial viability and connecting that with the intended impact. This will 

be done by outlining the organisational circumstances through a SWOT and TOWS analysis, establish 



Copenhagen Business School  17.05.2021 

 

Page 135 of 170 

strategic objectives through S.M.A.R.T goals, and finally outline a strategy using the digital strategy 

framework from McKinsey & Company.  

 

5.6.2.1.5 Organisational Configuration   

A key consideration of strategic planning is to understand the internal strengths and weaknesses of your 

organisation as well as external threats and opportunities. As the organisation in question is not real, we will 

use this SWOT analysis as a way to plan, position and project how it will most likely be positioned. We will 

then use them to develop the short-term and long-term strategies for the organisation. A key assumption 

that is made in this section, is that the degree of accuracy to which the developed technology either removes 

or keeps hate speech on social platforms, is generally considered acceptable by all stakeholders involved in 

this scenario. This assumption is made as we deliberately have to scope the scenario with regard to the 

quality of the technology, as we wish to reduce complexity sufficiently enough to permit a comprehensible 

scenario. As this is a global scenario, we cannot include thousands of key factors, such as which stakeholder 

likes the technology or not, since processing them cognitively in a meaningful way would be impossible. 

Therefore, we will not analyse how different stakeholders perceive the technology, and thus assume that the 

accuracy of the technology will satisfy the requirements of all stakeholders. The SWOT Analysis is illustrated 

in Figure 37. 

 

Figure 37 SWOT (Berry, 2021) 
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Unpacking the SWOT gives us an overview over the strengths, weaknesses, opportunities, and threats facing 

this organisation. The strengths of this organisation would first and foremost be in innovation and 

technology. In order to be effective in addressing the desired impact on society, this organisation must be at 

the cutting edge of technological ability in order to help reduce hate speech, most evidently by having 

significant skills in development of AI and ML models. Only focusing on acting as a mediator between 

governments and social media companies would be insufficient. However, cultivating the strong strategic 

partnerships between lawmakers, social media companies, and their users and customers is also a significant 

root for success for this organisation. Without it, the developed technology would not be widely distributed 

and thereby also not maximizing the potential value for society. Also, by partnering directly with social 

media companies this organisation could maybe engage in data sharing agreement, where social media 

companies shared some of their data with this organisation, with the purpose of enhancing the quality of 

ML hate speech models. 

This strong focus on benefiting society is also a core strength of the organisation. Opposed to having a 

fiduciary duty to shareholders, investors, or customers with the goal of maximizing financial return, this 

organisation will focus its disposable resources on benefiting society only, allowing it to make strategic 

choices that would otherwise be considered damaging to the financial return in normal companies 

(Sherman, 2019).  

However, these strengths could be compromised to many of the weaknesses that non-profits unfortunately 

often fall victim to. Firstly, without appropriate funding the organisation will not be able to hire staff, build 

technology or buy the necessary resources that the organisation needs to be functionally or operationally 

sustainable. But, even with the right funding, not much would be possible without the right talented staff. 

Since being on the cutting edge of technological development is one of the core desires for this organisation, 

not being able to acquire the needed talent would be a definitive showstopper. Without the right talent it 

would not be possible to either research or develop new technology that could help governments and social 

media companies with counteracting hate speech. However, imagining that this organisation had both the 

right talent and sufficient funding, the ever-growing demand from all stakeholders for innovative technology 

to help with this issue could become too great. Not being able to meet demand would cause this organisation 

to get overloaded with requests, responsibility and work which could prove to be too much. This would in 

turn give this organisation a reputation of not being able to live up to its ambitions (Berry, 2021). 

Still, there are several opportunities in the market that can be pursued in order for this organisation to 

prosper. The first is called industry support. This insinuates that the organisation will likely have strong 

support from both users, advertisers, lawmakers and social media companies, as it is in all of these 

stakeholders’ interest to combat the issue of online hate speech. The organisation can actively engage with 

these stakeholders to create synergy effects that can support its future success. This means that there is a 
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high demand in the marketplace for products and services that can help with combating hate speech on 

social media. Also, the rapid technological change that is taking place in the field of AI and ML can help to 

increase the effectiveness of the developed technologies to combat hate speech at a faster pace (Caughill, 

2017). 

Furthermore, the organisation must be vigilant of external threats that can threaten its existence. The most 

impeding threat is outside competition. This could be companies like Alphabet-owned AI R&D company 

Deepmind. Deepmind build general-purpose AI algorithms that can be used in everything from predicting 

the shape of complex protein molecules, better identify breast cancer in X-rays scans, to generating audio 

waveforms for Google’s AI assistant products (Deepmind, 2021). Companies like Deepmind pose a threat 

to organisations like this one on many different levels. First and foremost, Deepmind poses a substantial 

threat as it competes for the same talent to develop its products and services. Also, they have the potential 

to create competing products that could compete heavily on price points and make it easier to obtain for 

customers because of Alphabet’s economy of scale. Other companies are of course also competing for AI 

and ML talent, many of which have deeper pockets for exceptionally expensive salary packages than the 

average non-profit organisation would ever be able to pay (Draper, 2020).  

One of the general activities that would also be a major threat to the existence of this organisation would be 

if lawmakers and social media companies somehow did not want to collaborate on finding solutions to 

combat hate speech. Governments could potentially want to impose greater legislation on social media 

companies, which could limit the value proposition of this organisation. Correspondingly, social media 

companies might want to own the entire technology stack for commercial purposes. Among many other 

reasons, this might limit their willingness to collaborate. Finally, a lack in funding interest from donors could 

limit the resources that could go into acquiring the right talent, acquiring technological resources and 

developing the technology (WhatNext, 2019).  

Now that we have identified and prioritized the SWOT results of this organisation, we can now use them to 

develop short-term and long-term strategies. To do this we will utilize the TOWS analysis method, that was 

presented earlier in the section ‘theory’. This will be used to operationalize the results of the SWOT into 

actual action points that can guide the future strategy of the organisation. The TOWS analysis is illustrated 

below in Figure 38, and the results will be discussed thereafter.  
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Figure 38 TOWS Analysis (Berry, 2021) 

In the TOWS analysis illustrated in Figure 38, we can see the different ways in which the organisation needs 

to address the opportunities and threats through its strengths and weaknesses. Firstly, we argue that utilizing 

the strength of having a ‘strong focus on society’ will be able to inspire further industry support to the mission 

and vision of the organisation as it resonates well with both users’ value objective of using “the platforms that 

resonates with their own set of values”. Also, we think it can act as a stimulus for enhancing strategic partnerships 

with lawmakers and social media companies, as this focus correlates well their value objective of “upholding 

image and reputation” as well as “create value for users and advertisers”, and lawmakers value objective of “upholding 

the values of democracy”. Additionally, the organization should ensure that the data sharing practices between 

it and the social media companies happens in a secure manner. If not, social media companies will be 

reluctant to collaborate in data sharing, which would severely hurt the organisation’s ability to build the best 

hate speech classification algorithms. Therefor the organization should take drastic steps to ensure that its 

confidentiality in regard to data storage is of the highest quality.  Secondly, we argue that the strength of 

being on the cutting edge of technology and innovation implicitly indicates the exploitation of the 

opportunity of rapid technological change. The degree to which this is done will naturally vary but being 

technologically innovative cannot be done without exploiting the opportunity of rapid technological 

advancement. Thirdly, the better the organisation is to be technologically innovative, the more likely it is 

that it will be able to meet the growing demand for solutions that address hate speech.  

Next, Figure 38 also indicates how the organisation will be able to use its strengths to overcome external 

threats. The best way to overcome the threat of competition is to exploit the strength of technological 

innovativeness to create better products and services than the competition. A better product or service could 

mean many things i.e., faster, cheaper, more efficient, better design etc. 
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Moreover, to accommodate the threat of ‘lack of willingness to collaborate from partners’ the organisation 

should utilize the strengths of focusing on society as well as fostering strategic partnerships. The strong focus 

on society is something that resonates well with both lawmakers and social media companies’ objectives of 

value of upholding “image and reputation” as well as “values of democracy”. Additionally, focusing on cultivating 

strategic partnerships that benefit as many objectives of value for lawmakers and social media companies 

should logically increase their willingness to collaborate. Finally, a strong focus on helping society should 

increase the likelihood of funding, as it correlates with the objectives of value for all stakeholders. Considering 

the scale of the userbases of social media companies, it would only take a small percentage of those people 

to bring in a lot of funding.    

Subsequently, we can identify what opportunities we can utilize to minimize the organisation’s weaknesses. 

First, this organisation must seek to keep up with the rapid technological change in order to increase the 

likelihood of being able to meet demand in the future. Furthermore, the organisation must exploit the 

opportunities of industry support and the high demand for solutions to combat hate speech to minimize the 

probability of lacking either talent or resources.  

We can also build the strategy for the organisation around minimizing its weaknesses to avoid future threats. 

One way to do this is by limiting the lack of talent and resources to avoid competition. Having the right 

talent and resources will make it easier for the company to stay competitive against other competing 

companies. Additionally, limiting the potential weakness of being unable to meet demand will in turn ease 

the threat of a lack of willingness to collaborate from partners. Logically, by being better at meeting demand 

from the partners, the partners willingness to collaborate should also become higher, as the chance of being 

able to offer something that aligns with their objectives of value will be higher.  

Finally, limiting all potential weaknesses of having a lack of talent/resources and being unable to meet 

demand, will undoubtedly be better when the organisation will have to attract funding. Funding will to a 

large degree be made up by donors who sympathize with the mission and vision of the organisation. So, to 

convince donors that the organisation can realistically make the intended impact that the mission and vision 

suggests it be able to, it must display a believable degree of competence to do that. As these competences are 

largely governed by the organisations ability to hire great talent, utilize resources and to meet demand for 

its service, the organisation must be present and demonstrate to donors that these are all things that are 

being done. If not done, the chance of attracting funding becomes smaller.  

 

5.6.2.1.6 Strategic Objectives  

Now that we have defined how we need to exploit the strengths and weaknesses to meet opportunities and 

fight threats, we can establish the strategic objectives that will guide the strategy of this organisation. This 
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will be done through using S.M.A.R.T goals. This will allow us to build a clear, realistic, and structured set 

of objectives that also indicates when they will be met (Graber, 2021). One goal can accommodate more than 

one opportunity or threat. Some of the goals are not able to be quantified at this point, as there is no reference 

point for measuring. However, the exact methodology for setting up the objectives will be described in all 

cases, and they will act as the foundation for the strategy. 

First, we want to set certain goals for being able to exploit the strength of being technologically innovative. 

The first goal is to have the R&D budget be a fixed percentage of 70% of the entire budget every year. This 

is over twice as much as the leading tech companies spend on it, and slightly more than the biggest outliers 

like Yelp. However, these companies also spend around 20-30% of revenue on sales and marketing, which 

will be of much lower priority to this organisation (Abdullah, 2018).  

The second goal related to being technologically innovative, is to have at least 50% of all employees allocated 

to the R&D departments. In comparison a company like Alphabet had around 38% of its total employee 

base working in R&D (Statista, 2021). We further recommend measuring the total number of patents filed 

each year and comparing them to each previous year. We also advise that the organisation should track the 

number of new projects that are started each year, as well as measuring the exact number of ideas that are 

submitted by employees. Finally, the organisation should also measure how much yearly revenue that it 

receives from licensing the solutions, to track the sales percentages from the different products and services. 

This will allow the organisation to measure if new ideas are actually being operationalized or if they are just 

launched for the sake of it (Kaplan, 2020). All the S.M.A.R.T goals will aid the organisation to be 

technologically innovative as well as exploit the opportunity of rapid technological change.  

Next, the organisation should also set certain goals for measuring its ‘Strong focus on society’.  We 

recommend that it measures several outside statistical measurements that indicates how the problem of how 

hate speech is evolving, and then compiles them in a report to release to the public once every year or 

quarter. The measurements could include numbers on how many hateful comments that was counted on 

all the social media sites, and how many of them that were removed or not. Likewise, it should also contain 

statistical data on how many hate-crimes that were registered in communities around the world and what is 

being done to address it.  

Inspired by Uber, who released the first safety report of any online ride-hailing company, we believe 

releasing such a report would solidify a very public commitment that the organisation has taken on its 

shoulders to benefit society through combating hate speech on social media (Nguyen, 2019). It would also 

perhaps give the organisation better insight in new ways that these problems could be addressed. After the 

first report, the organisation should also make commitments to bringing down specific targets i.e., - “We aim 

to lower the amount of hate speech on social media by 15% by next year”. This will give donors, employees and partners 

a quantifiable and actionable goal to measure the effectiveness of the organisation by. Also, compared to 
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most non-profits, who measure performance in relation of not spending more than 20% on overhead 

expenses, this connects the day-to-day operations of the company to its overall mission and vision (Edington, 

2012).  

Additionally, the organisation should carefully monitor the resources that is has under management every 

year. This goes for all relevant resources such as funding, talent, plus other tangible, and intangible assets. 

This will allow the organisation to dynamically monitor whether it is has a shortage of either talent or 

resources. Moreover, we propose measuring both employee satisfaction, as well as performance and 

motivation. This will give an indication of risk for retaining and attracting talent, that the organisation can 

dynamically react to. These surveys are to be made once every quarter to ensure that appropriate actions 

can be made several times a year if necessary (Halvorson, 2015). 

In terms of measuring funding, we recommend setting up dynamic measurements for ongoing funding 

liquidity of the organisation. These include liquidity ratios, operating ratios and spending ratios to get a 

holistic overview of the financial stability and risk of the organisation. These ratios can then be used to make 

trend-based analysis as well as benchmarking for the future. Also, these ratios should be carefully compared 

and reviewed relative to other non-profits by non-profit watchdog organisations (Kaitlin Cashwell, 2019). If 

used correctly, we argue that these S.M.A.R.T objectives regarding various resources will support the 

organisations’ ability to limit the threat of competition, as well as limit the likelihood of lacking either talent 

or resources.  

Furthermore, the organisation should also spend effort on measuring how well its ability to meet demand is, 

in order to minimize the impact of the potential weaknesses, should demand not be met. The way to measure 

demand is typically by forecasting the level of demand on a more granular level i.e., both on a macro and 

micro economic scale, but also on both short and long-term timelines, as well as external and internally in 

the organisation. Demand forecasting on a macro level would measure how the broader industry demand 

for the organisations products and services would look. In turn, the demand forecasting on a micro level 

would measure the demand of the individual user or advertisers (Rheude, 2020) . Both kinds of projections 

could be done on a short-term or long-term basis. Short term demand forecasting evaluates the potential 

demand in a period of 3-12 months, while the long-term demand forecasting would be used for identifying 

demand of 1-4 years into the future. The long-term demand forecasts would be used as a roadmap to shape 

the organisations growth trajectory, while the short-term demand forecast would be used to flexibly adjust 

minor changes relative to urgent customer needs (Rheude, 2020).  

Again, these forecasts could be made either internally or externally. The external demand forecasts would 

allow the organisation to identify how external trends could affect its overall business goals and mission. The 

internal demand forecasts, on the other hand, would allow the organisation to identify internal limitations 

or opportunities within the organisation itself i.e., find areas where you need to build out capacity in order 
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to meet expansion goals (Rheude, 2020). There are several different projection methods that could be used 

such as trend projection, market research, sales force composite, the Delphi method, and econometrics 

(Rheude, 2020). To accurately forecast demand, we recommend using them all in a combined setting.  

Still, projections only assist in providing the context for goalsetting. The actual S.M.A.R.T objectives would 

need to be concrete and used in an actionable context to solidify realistic goals for meeting demand like – 

“Per our external macro short-term demand forecasts we aim to approve 40% more license agreements in the next year, as demand 

for our solutions is set to grow by 200% in the next 2 years”. As this organisational entity and its solutions are purely 

hypothetical, we do not have any actual reference points for measuring demand to quantify an objective for 

demand. However, we still believe that deploying effective demand forecasting techniques to set actionable 

S.M.A.R.T objectives could limit the organisations’ chance of being unable to meet demand in the future.  

 

5.6.2.1.7 Organisational Strategy 

Now that we have outlined a conceptual idea of how the organisation should measure its objectives, we can 

use these to formulate the overall strategy for it and assess the impacts that this will have for the different 

stakeholders. This will be done by using the digital strategy framework developed by McKinsey&Company 

(Dawson, 2016). As explained in the theory section, this framework is used to reveal the two primary sources 

of digital transformation and disruption on a continuum of supply and demand. We will utilize this 

framework to structure and describe the strategy for this organisation by applying the aforementioned 

knowledge to each of these zones. The rationale behind these strategic decisions is deeply rooted in the 

previous sections and should not come as a surprise for the reader.  

To expand on this model, we can start by describing each of the different zones, and further explain how 

the strategy for the organisation will look like. The first part of the strategy is to undistort the current demand. As 

previously mentioned, social media users and advertisers are currently provided with an experience that 

clearly does not live up to their expectations. Hate speech has become a cancer on the products and services, 

that normally brings so much value to users and advertisers. Lawmakers desperately want to uphold the 

values of democracy and limit the damage that hate speech is doing to communities all over the world, but 

they are too slow to implement the suitable legislation to deal with this quickly evolving phenomenon. Social 

media companies, on the other hand, are hesitant to remove hateful content as they have no clear guidelines 

for dealing with hate speech. Plus, they want to avoid the controversy of either censoring or not removing 

the hateful content. This has created a vacuum for new demand that is yet to be filled. This is where our 

solution comes into the picture. By utilizing various demand forecasting techniques condensed into 

S.M.A.R.T measures for demand, this organisation can take advantage of that situation with supplying 

solutions that will be tailored to meet the exact objectives of value for each of these stakeholders.  
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Creating this supply is represented in the right side of the strategy framework as unconstrained supply. Here we 

argue that the organisation should take advantage of newly enlisted supply into the market. As previously 

mentioned, a vacuum of demand has developed for solutions that integrate both state-of-the-art technical 

solutions for identifying hate speech and combine that with a set of ‘Standards of practice’ for how this 

content needs to be handled. This is the exact vacuum that this organisation should fill with its newly enlisted 

supply of a solution that meets the undistorted demand. By delivering a highly specialized and purpose driven 

service, in the form of a bundled ML classification model with built-in configuration for agreed upon 

‘Standards of Practice’, this demand of vacuum can now be filled. To ensure that this supply is met, the 

organisation should try to match the S.M.A.R.T forecast of demand with the S.M.A.R.T measures tracking 

the sales percentages from the different products and services.  

The next step in the strategy is then to match both sides on the demand and supply continuum and embark 

on new market making, where we find new ways to connect this newly enlisted supply and the vacuum of demand. This 

will be done by acting as a new intermediate market maker between lawmakers, social media companies, 

users, and advertisers. This organisation will match the needs of these stakeholders by creating new solution 

that incorporates a bundled ML classification model with build-in configuration for agreed upon ‘Standards 

of Practice’ to combat hate speech. All social media companies who use this solution will have to live up to 

certain standards in order become verified. In short, this organisation matches the needs from each 

stakeholder, it creates new standards for dealing with hate speech, and it verifies who is eligible to use it. By 

doing this the new organisation would create a modest degree of change to both the industry and itself. An 

illustration of the old market making vs. new market making can be found in Appendix A and Appendix B 

respectively.  

However, in order to create extreme change, this organisation would need to include strategic moves on the 

lower part of the digital strategy framework. Firstly, we argue that the organisation should reimagine new 

business systems, which means that it has to fundamentally change the supply-side cost structure. We argue 

that this will be done through the disintermediating and automatization of simply delivering a purpose-driven 

hate speech classification model that helps social media companies become more accurate and predictive in 

controlling and managing hate speech on their platforms. Instead of having the cost structure of R&D, 

deployment, maintenance, and legal associated with producing solutions to manage hate speech located in 

every social media company, this will now be concentrated in one single entity. Inspired by OPENAI, this 

organisation will distribute its solutions through an API that both authenticates and verifies who will be 

eligible for using them. This will drastically change the supply-side cost structure for how social media 

companies are going to manage their efforts against hate speech.  

Secondly, in order create extreme change, the organisation would also have to create new value propositions as 

seen on the lower left side of the digital strategy framework. To do this one must fundamentally improve the 
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value of that their product or service pose to the end-customer. We argue that this organisation would do 

this by creating a completely new full-scale service of hate speech management, that enriches and automates its 

product and service with information on how hate speech should be managed. This would fundamentally 

improve the value to the end-customer as it limits the amount of hate speech on their social platforms and 

consequently creates a more inclusive and safe social media experience.  

Finally, the organisation must also use the strategy component of hyperscaling platforms, where companies 

create entire new ecosystems or value chains. We argue that this organisation will create an entire new value 

chain for social media companies and an entirely new ecosystem for both lawmakers, social media 

companies, and users/advertisers. In social media companies’ current value chain, hate speech management 

is part of their support activities technology development and firm infrastructure. The hate speech standards are 

defined in the legal team from the firm infrastructure, and they are then implemented in the hate speech 

detection algorithms developed in the technology development activity. By using this organisation’s new solution, 

this activity would instead be split between procurement, firm infrastructure and technology development. The license 

agreement would be approved by the firm infrastructure, purchased in the procurement activity, and then it would 

be implemented through the API service in the technology development (Tardi, 2020).  

Also, the new solution would significantly change the ecosystem that lawmakers, social media companies, 

advertisers and users finds themselves in. Using customers as the epicentre of the ecosystem, we have 

demonstrated the new ecosystem in Figure 39 below. This ecosystem represents the placement of each 

stakeholder relative to the others in the context of legislating, developing and distributing hate speech 

management systems seen from the perspective of the customer. Here we can see that the new organisation 

steps in the middle of lawmakers and social media companies, as it will be legislated by the government and 

distribute the hate speech management systems down to social media companies, who will in turn distribute 

this solution to the advertisers and customers.  

 

Figure 39 New Business Ecosystem 
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All in all, this solution creates an entirely new value chain and ecosystem, and it thereby redefines what it 

means to manage hate speech. Together, all of these economic mechanisms of disruption will shape the 

strategy of the organisation and change current hate speech management activity to an extreme degree.  

This concludes the section ‘clarity of purpose’. We have now outlined how the suggested solution will create 

the intended impact. We have done this by clearly formulating a mission and a vision for this organisation, 

by creating a theory of change for this organisation, and by creating a strategic plan for this organisation.   

 

5.6.3 Business Model 

The next step in describing the solution to the problem of hate speech on social media, is clarifying how the 

organisation will be run. We have already laid out the key activities of what this organisation will do to reach 

its intended impact, and how it will do that through its strategic goals. However, we have not thoroughly 

described how exactly this organisation will raise and spend money to capitalize on its strategic goals to fulfil 

its mission and vision. In order to have financially viable non-profit organisation that can maintain its ability 

to act on its strategy in the long-term, it must be organized around sound economic principles. Essentially, 

we must define how this develop creates, delivers, and captures value (Maurya, 2018). This will be done by 

describing the business model of the non-profit organisation. To do this we have used the business model 

canvas, as illustrated on Figure 40 below. 

 

Figure 40 Business Model Canvas (Bendtsen, 2012) 
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A non-profit organisation is essentially structured like a normal business. The only difference between those 

two is that a non-profit organisation re-invests all its profits towards reaching its impact, while a normal 

business would share profit with its owners (shareholders). In other words, the currency for a non-profit to 

share with its “owners” (donors) is the intended impact. To connect the correlation between the intended 

impact and the financial sources that fund that impact, we can use a business model canvas. As explained in 

the ‘theory’ section, the business model canvas is comprised of several parts, which we will now analyse one 

by one.  

 

5.6.3.1 Social Value Proposition  

The social value proposition is the description of the core value that the organisation delivers to the customer 

(Maurya, 2018). In our case this can be described by the mission and vision from the ‘Clarity of purpose’ 

section. Thus, the value-proposition is – “To limit the amount of hate speech on widely adopted social media sites by 

researching, developing, licensing and distributing appropriate technology that will assist in enforcing the standards of practice on 

such sites. This is done to maximize the value, inclusivity and long-term safety that social media poses to society”.  

 

5.6.3.2 Key Activities 

The key activities describe the activities required to be performed to deliver your social value proposition 

(Maurya, 2018). Many of these are in line with the activities from the theory of change such as collaborating 

with lawmakers and social media companies, licensing and distributing technology, and R&D. As they have 

been described we will focus on the activities that was not part of the activities described in the theory of 

change. Fundraising for instance is a key activity to gather funds for the organisation. Many of the revenue 

streams are based on the organisations ability to perform this specific activity. Another key activity is talking 

to users and advertisers. We recommend setting up a direct line of communication for users and advertisers 

to give feedback on the service, provide ideas, and talk about situations where they have been exposed to 

either hate speech or hate-related crime. Also, it would be beneficial to have a volunteer board made up by 

democratically selected social media users and advertisers, acting as representatives for their group’s 

interests. This council would act as a mouthpiece for all social media users and advertisers to communicate 

with the organisation at a large scale. Additionally, a key activity for this organisation is also to ‘support’ 

customers. As social media companies adopt the technology, they will likely be needing support on different 

technical as well as legal areas of using the product. In turn, social media companies would expectedly find 

small mistakes or errors in either the product or the ‘Standards of practice’. Correcting this would go under 

the activity ‘technology maintenance’, which would also encompass the ‘Standards of practice’.  
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5.6.3.3 Key Resources 

The key resources are the things that are required to be used in order to deliver on your social value 

proposition (Maurya, 2018). Many of these are related with the ‘input’ from the theory of change such as 

funding, human resources, and technological resources, which in this model translates to talented staff, stable 

insource of financial liquidity, and advanced technological resources. However, we have also identified a 

strong focus on society as a key resource. Naturally, this resource is intangible, but it speaks to the importance 

of having a strong culture and a mission / vision that people can relate to. This was also mentioned as a 

potential strength in the SWOT analysis, because it meant that the organisation would only have a fiduciary 

duty to its mission and vision, which meant that it could make strategic choices that would not normally 

resonate with shareholders’ opinions. This resource will bring great value to this organisation, as this will 

allow it to be more flexible and radical in its strategic manoeuvrings. This will hopefully also corelate to 

better the image of the organisation, which is also a key resource.  

 

5.6.3.4 Key Partners 

The key partners are representing the organisations, companies, and people that this organisation will form 

strategic partnerships with, in order to deliver on its value proposition. Non-profits tend to use partnerships 

more than traditional businesses, as they often must leverage the local community to help them make their 

intended impact (Maurya, 2018). This convergence allows for greater dialogue and partnerships among 

non-profits, corporate and government leadership. By formalizing such partnerships with contracts, non-

profits can secure the interest of parties by specifying roles, responsibilities, and expectations among one-

another. Being an effective non-profit means that you have recognized that you can achieve more together 

than you can independently (Paulina, 2019). Many of the key partners for this organisation have already 

been mentioned such as lawmakers, social media companies, social media users, and advertisers. However, 

we have also added other beneficiaries and other research institutions. Other beneficiaries could act as 

advisors on issues that they have great experience with, while other research institutions might act both as 

donors to the organisation, but also as associates in developing new technology that can aid the organisation 

with delivering on its value proposition.   

 

5.6.3.5 Customer Relations  

Customer relations refers to the expected relationship and ways of interacting with the customer (Maurya, 

2018). As illustrated in Figure 40. First, we need to define what a customer is in the context of a non-profit 

organisation i.e., whether it is donors, users of its service or volunteers. We define customers as someone 
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who in some way deliver financial liquidity to the organisation. We have identified three main relations with 

the customers of the organisation which are self-service or customer service. Self-service refers to customers 

who select the product or service that they need and pay for it without any obvious interaction with the 

organisation i.e., serving oneself at the store. This would for instance be customers who go into the website, 

find the API that they need, apply for it, and then uses it, all without interacting with the organisation. Or 

it could also be individual donors who go into the website, donate their desired amount, and then leave the 

site. However, in most cases customers will require interaction with the organisation through customer 

service. This could either be to get support, provide feedback, or maybe to try and negotiate prices.  

 

5.6.3.6 Channels 

Channels refer to the different distribution channels through which customers are reached (Maurya, 2018). 

We have defined several channels through which this organisation can reach its customers. These are 

website, API’s, mail, email, telephone, television, social media, conferences & events, and published media.   

 

5.6.3.7 Stakeholders 

In this section we identify who the stakeholders are that we are creating value for (Maurya, 2018). In the 

non-profit sense this is both the customers as well as the donors. We have identified the stakeholders as 

lawmakers, social media companies, social media users and advertisers, donors, and employees. Some of 

these stakeholders might fall into the same category, as an employee can both be a donor, social media user 

and an employee. However, these are the stakeholders who stand to gain both monetary and social value 

from the value proposition.  

 

5.6.3.8 Revenue Streams 

The revenue streams are the endeavours that bring in capital to realize the promised impact of the value 

proposition (Maurya, 2018). We argue that the organisation will bring in capital from licensing agreements, 

one-time donations, memberships, grants, crowdfunding campaigns, and corporate sponsorships. The aim 

should be to be self-sustaining through the licensing agreements that the organisation makes with social 

media companies. However, any these funding sources should be welcomed as they will undoubtedly help 

this organisation in pursuing the realization of its mission.  
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5.6.3.9 Cost Structure  

Finally, the cost structure describes the costs associated with pursuing the value proposition (Maurya, 2018). 

This includes both direct costs associated directly to the cost object, and indirect costs which are not directly 

corelated to the cost object. We have identified the costs for the organisation as administration, R&D, 

customer service, legal, events, technology resources, fundraising, and office related costs.  

 

5.6.4 Impact  

Now that we have outlined the main objectives for a new practical solution, as well as the executional strategy 

of how to implement it, and further what implications it will have, we can now begin to assess what impact 

said solution could have. Finding and explicitly summarizing the implications will aid us in answering the 

second part of the research question. To do this, we have made a simple business impact matrix, which 

outlines the different activities, the stakeholders they impact, and how big that impact is. We will estimate 

the impact based on ranking of low, medium and high. The guideline for the rankings is as follows: ‘1’ impact 

indicates a minor or insignificant degree of impact, ‘2’ indicates a noticeable or modest impact, and ‘3’ 

indicates a significant or extreme degree of impact. We have identified the three main activities that 

correlates directly with all stakeholders and assessed the impact of that activity for each stakeholder. This 

impact analysis is summarized here in Figure 41 below.  

 

Figure 41 Impact Analysis (Kupe Kupersmith, 2021) 

The first activity is the successful development and delivering of an effective hate speech classification model. 

This would have a significant degree of impact on social media companies as they would now have the same 

standardized model for dealing with hate speech on their platforms. This would help them addressing their 
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objective of value to avoid controversy of removing content, as they would now be prepared to refer any 

misclassifications and mistakes to this organisation and its hate speech classification model.  In turn, this 

would also stimulate the image and reputation of social med companies, which could potentially make their 

platform more valuable to users and advertisers, and therefore also to themselves and their shareholders. 

Additionally, we also argue that this will have a significant impact on social media users, as this would 

resonate well with their objective of value to feel safer and more empowered when they use social media, as 

well as enhancing the value that they get from the service. Advertisers would also benefit from the distributed 

hate speech classification model, as the more stable userbase would give them more monetary value from 

using these services to advertise on. However, it would not be significant to advertisers directly, and this is 

why it is only categorised as a modest change. Lastly, lawmakers would be impacted significantly by social 

media companies using a distributed hate speech classification model. Based on the fact that less hate speech 

on social media causes less hate-crime, they would now be ensured that the social media companies were 

limiting the damage done to their respective regions. Considering the scale of social media, this change 

would be quite significant. Additionally, less hate-related crime also resonates well with lawmaker’s objective 

of value to uphold the values of democracy.  

On the next row, the activity of having developed a ‘Standards of Practice’ in collaboration with lawmakers 

and social media companies can be seen to have a significant impact on social media companies. We argue 

that the ‘Standards of Practice’ will have a significant impact on social media companies because this activity 

resonates well with their objectives of value of having clear guidelines for how to deal with hate speech on 

their platforms, as well as avoiding controversy of removing/not removing content from their platforms. 

Having a clear set of transparent guidelines for content on these platforms would also help social media with 

upholding their image and reputation. The ‘Standards of Practice’ would also have a significant impact on 

social media users, as they would now have a clear set of guidelines for the content that they are creating, 

which would satisfy their objective of value of feeling safe and empowered while using these platforms. Many 

users would undoubtedly also get more value both practically and psychologically, as they would be able use 

these platforms without feeling attacked or demoted. Moreover, advertisers would also benefit from the 

‘Standards of practice’, as they would be able to clearly position their campaigns and PR at scale on sites 

that does not compromise the corporate integrity. However, this impact is only modest, as they are not 

impacted as much as users for instance. Lawmakers, on the other hand, would be significantly impacted by 

this, as they would now not need to force legislation on these companies, and thus limit their exposure to 

scrutiny from voters. They would also be seen as upholding the values of democracy, as they themselves 

have been a part of putting together the ‘Standards of Practice’. Ultimately, these ‘Standards of Practice’ 

would help in limiting the damage done to their regions. 
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The final activity that this organisation would carry out would be to publish a yearly report on the progress 

on limiting hate speech. We argue that this report would have a modest impact on both social media 

companies, social media users and advertisers. It would mostly act as a yearly dose of motivation as well as 

update for what is being done to the issue. Depending on how ‘bad’ the numbers would be, the more 

motivating it would probably become for these stakeholders. However, as we expect the problem to become 

limited more and more for every year, we mostly believe that this will provide said with motivation to do 

more. Finally, we argue that the impact on advertisers would be minor. The rationale behind this is that, as 

the numbers become better for every year, the less important the issue of hate speech will be on their 

corporate agenda. 

All in all, this gives an overall active sum of impact of 2,416 and an overall passive sum of impact of 2,35. 

The total average impact thus becomes 2,383 ((2,416+2,35)/2)). On the presented scale of 1-3, a score of 

2,383 is relatively high. While still being a long way from reflecting an extreme change at 3, it is also considerably 

higher than the modest change at 2. Hence, we conclude that the impact of this solution is substantial to society.  

 

7 Discussion 

The purpose of this section is to discuss the implications and limitations of the results presented in this thesis, 

as well as suggesting alternative approaches for how further research in this field could be conducted. This 

will provide meaning to the results and highlight the relevance that this study presents to the scientific 

community.  

 

7.1 Implications 

The aim of using machine learning to model our natural language processing tasks, was to outline the 

viability of BERT against more traditional models i.e., Naïve Bayes, Logistic Regression and Support Vector 

Machine. BERT is a model which is extensively used in recent research as we explain in our literature 

review, which is why we wanted to test the viability of it. With four main modelling tasks at hand, BERT 

only managed to come out ahead in one of the tasks, the Stormfront Task in all aspects of the evaluation 

metrics. The rest of our modelling results were very mixed, where the models would outperform each other 

in various aspects of the tasks. In one case, the Davidson task, we saw that the BERT model significantly 

outperformed the other models on recall and F1 in terms of classifying the hate speech classifier but did not 

exceed the other models in the weighted averages. Meanwhile, in another case, the Suman sub-task B, the 

Support Vector Machine came out ahead as the best model for classifying the hate speech classifier. The 
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inconsistencies of our models make it hard to give a definitive answer on whether BERT can outperform 

the traditional models.  

The results from the scenario analysis provide some new insight into a possible strategy for how to deal with 

hate speech on social media. While most of the previous research has focused its efforts on developing and 

testing ML models to classify hate speech, this study demonstrates a new and more commercially viable 

angle to the problem. Not only have we tested different models on different datasets from the previous 

literature, but we have also applied them in a cross-domain context and linked them with a scenario analysis 

that broadens the literatures perspective on how such ML models could be realistically applied. Thus, we 

have successfully bridged the gap between the technical aspect of developing, testing, comparing and 

evaluating different ML to the commercial aspect of how to successfully implement and operationalize such 

solutions in a strategically sensible way.  

 

7.2 Dataset Limitations  

The field of hate speech detection comes with the limitations of the datasets that are available, where each 

dataset is subject to their own unique interpretation of what hate speech or abusive language is (also subject 

to different types of terminology). Furthermore, it is very cumbersome to annotate a dataset, due to both the 

technicalities of what the terminologies mean, but also identifying how many classifiers are appropriate and 

the sheer amount of time it would take to annotate and validate a dataset with thousands of rows. While the 

research field entails a lot of helpful previous research, there is no standardization when it comes to the 

definition of hate speech terminology and the guidelines for annotating a dataset. This topic was pointed out 

in Madukwe et al. (2020), where they introduce critique to the field of the hate speech detection datasets. 

Their main points of critique include how the field of hate speech detection datasets do not have 

a standardized terminology as well as the availability of datasets.  

In a perfect world with unlimited resources, we would have preferred to build and annotated our 

own dataset but building and annotating a whole dataset is a task that requires too much time and resources 

to be able for us to complete. This leaves us with one option, which is finding currently available datasets. 

The way we found our datasets, was by researching the current field (highlighted in our literature review) 

and then choosing some of the most promising datasets in the field where they had definitive results in their 

paper, that we could compare our results to. Even though our datasets are some of the more prominent 

datasets in the field, we did also find datasets that we would have liked to use in this thesis. However, many 

of the datasets were either missing, moved or removed from their digital location of retrieval, and so we 

ended up not being able to use those datasets.  
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The datasets that we did end up retrieving do present some issues, which may impact the performance of 

our models and create different results based on different datasets. If we take the Davidson Task dataset as 

an example, they have high imbalance when it came to the actual hate speech classifier, only amounting to 

5,77% of the total classifiers. This makes it very hard for the model to teach itself the tendencies of the hate 

speech classifier, compared to the majority class which defined 77,44% of the dataset. Therefore, we chose 

to not set evaluation criteria that would be a benchmark for all the models, as the imperfections of our 

datasets would create vastly different results. This meant that our focus of evaluation was laid 

onto whether the BERT model performed well against the other traditional models on each dataset.  

 

7.3 Data Modelling Limitations 

The first limitation in our modelling is the lack of optimization when it comes to our BERT model. Due to 

the extremely long processing times of training our BERT model, it made it a very rigid process in building 

the model and we forfeited trying to optimize the model further. Optimizing the BERT model could include 

finding the right number of epochs to run the model at, to ensure that the model does not overfit the training 

data. Our epochs are currently set to 10, which was decided by looking at fellow research in the field and 

noticing a common tendency to set epochs to 5 or 10. Secondly, we could have optimized our batch 

sizes, since our batch sizes are roughly set to accommodate the size of the training sets, where we set the 

batch size to be smaller for smaller datasets and larger for larger datasets. Lastly, we use the ADAM 

optimizer with the parameters that were specified in our modelling section. There are several optimizers 

out there that could potentially have helped us achieve better results, but we never had the time to test it. 

We were able to tune the hyperparameters in our Logistic Regression and Support Vector Machine model, 

but due to the extremely long time it would have taken to run results for each BERT model, we were limited 

in our processing power and time.   

The models we chose for this thesis were chosen based on research of what was also used 

in the current scientific literary field of hate speech detection, alike our choice of datasets. Some of the 

common traditional models we found were the Naïve Bayes, Logistic Regression and Support Vector 

Machines. Support Vector Machines were perhaps the most predominant model to test as a traditional 

model, and in recent research we also noticed the frequency in research using the BERT model (especially 

in ACL workshops). The input that these models needed were formed in bag of word and TF-IDF values 

for two separate modelling tasks in the Naïve Bayes, Logistic Regression and Support Vector Machine 

models. Meanwhile, while we used the BERT tokenizer for the BERT modelling tasks, which does in turn 

compute different results. We did not explore the possibility if the BERT tokenizer would be applicable to 

the traditional models, which could be interesting to explore for re-exploring this thesis.  
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7.4 Evaluation Limitations 

The evaluation of our models was heavily focused on how well BERT fared against the other traditional 

models where we used the weighted averages of the models’ results and compared them against one another. 

One thing we did not clearly show in the results of our traditional models is whether the bag of words or 

TF-IDF valued models were being used. This was once again due to the mixed results we received, where 

bag of words performed better than TF-IDF in one task and in another task vice versa.   

Moreover, the main aspect of our performance indication was using the weighted averages of the precision, 

recall and F1 scores. Because of the extensiveness of using several different models on several different tasks, 

we limited ourselves to not thoroughly analyse what every single result in the precision, recall and F1 score 

meant, we simply pointed out models that were performing particularly well in specific areas of the models. 

Even though we used these metrics in our thesis, there are several other metrics that other studies use as 

their main metrics such as macro scores instead of weighted averages, AUC and accuracy are among some 

of the most common evaluation metrics. By using the macro F1 score as our main metric we could 

find out how well the model was performing on some of the more imbalanced datasets, since the metric 

weighs all classes as equally important and will give a poor score to a model that performs well on the 

majority class and low on the rare classes. This metric could have had merit to have a larger focus on, as 

was explained in the previous sections, some of the models were fine in the majority classes but performed 

very poorly in the rare classes like the hate speech classifier. Another evaluation metric that we did not use 

was Area Under Curve (AUC) which is commonly used in classification tasks to identify how well your 

model separates positive versus negative results.  

  

7.5 Cross-domain Experiment Testing Limitations 

Our cross-domain experiment was performed with the intention of trying to introduce real life scenarios 

where the model might have one type of training data and having to predict something new and unknown. 

We did this by using two different datasets, but the problem with using two different datasets is the difference 

in annotation. The annotation style of each dataset is very important in order to understand the hate speech 

classifier and each dataset may have an entirely different type of annotation style and terminology. In a real-

world scenario, however, you could expect that a large social media has billions of documents they can 

analyse and the best way to produce a well-rounded dataset is to get a very diverse set of documents, which 

is also extremely resource demanding and difficult. Our datasets only reached a maximum of just 

under 25,000 rows, but in a real-world scenario you may need to get a dataset with millions of rows to 

introduce the diversity needed of the corpus, if not more.  
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The results of the cross-domain experiment also proved that a model will not deteriorate in quality by 

appending more data and splitting it into a training and testing dataset, which gave results that were in-

between the results of the respective dataset’s own modelling results, in terms of the weighted averages. 

However, the results from training on the Stormfront Task dataset and testing on the Suman sub-task A did 

give us very poor results and the Naïve Bayes model outperformed all the other models, even though we 

were aiming to beat the Naïve Bayes model with the other models. The difference in annotation style and 

simply the type of corpus data from the two datasets may have been the reason why BERT failed completely, 

but we do believe that BERT would perform very well on larger datasets, due to the ability of neural 

networks to comprehend complex tasks better. 

 

7.6 Scenario Analysis Limitations 

We chose the scenario analysis methodology as it offered us with a unique way to test the future applicability 

and viability of a possible solution to the problem of hate speech on social media, and also examine the value 

that it could potentially pose to society. We have used the scenario method as a tool to broaden the 

perspective of hate speech, challenge conventional thinking, and as a framework to use data and model-

produced outputs to produce a systematized prognosis for the future. However, this method of testing future 

scenarios also has its drawbacks. These will now be presented to the reader in order to notify the limitations 

and risk that comes with utilizing this method.    

First of all, it is important to emphasize that no scenario can provide a complete or universal answer to the 

future, that takes all of the functions into account. It is important to note that, even though it is possible that 

scenarios can be based on prognostic knowledge, they are not to be considered as ‘hard and fast’ predictions 

or factual data (Hannah & Robert, 2008). Scenarios are projections that are almost solely based around 

‘what-would-happen-if?” questions. The factual value of prognosis based around scenarios should therefore 

not be overestimated. At best, scenarios can reveal ranges of developments of the future, but it is always 

made with a disclaimer that no claim about the future is guaranteed to be accurate. In a sense, scenarios 

never actually depict the true impending futures, but only possible ones. By using scenarios, we as 

researchers, should also emphasize that we make no claim that the developed scenarios are in some way self-

fulfilling (Hannah & Robert, 2008). Instead, scenarios direct attention to the development of various factors 

and how these interact with one another. The fact is that scenarios can only serve as indicative of a spectrum 

of possibilities, and that the selection and construction of scenarios always implicitly implies that other 

scenarios could have been constructed instead of the ones that are created (Hannah & Robert, 2008). 

Specifically, we have for instance made the explicit assumption that the degree of accuracy to which the 

developed technology either removes or keeps hate speech on social platforms, is generally considered 
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acceptable by society. We deliberately made this assumption to leave out the endless factors and 

consequences that a non-acceptable solution would have for this scenario. Had we not made this assumption, 

we would have been forced to analyse all the different scenarios on a spectrum from a solution that removes 

too much content (censorship) to a solution that does not remove enough. However, had we done this; the 

results would undoubtedly have reflected more realistic    

Scenarios are functions of the cognitive capacity of whoever creates them, and they will therefore also be 

limited by that specific person’s cognitive limitations. No matter how much rigor is put into basing the 

scenarios on a clearly structured by factual and true data with as much prognostic value as possible, they 

will always, in the end, be based on the limitations of human beings (Hannah & Robert, 2008). For this 

reason, scenarios run the risk of being marked by thoughts which show little innovation, which in their 

orientation are very much extrapolations of existing trend vectors, and even though they are based on 

“objective data”, they can overlook the presence of inconsistencies.  

Because of their focus on the future, scenario analysis methods dot not use the criterion of falsifiability that 

is generally applied in scientific theories i.e., scenarios make no claim into insight in the sense of natural 

sciences, where an equation acts as a definition for past, present and future behaviour, given certain 

conditions. However, despite of the ever-changing conditions of the world, futurology research (scenario 

analysis) is also a function of well-founded scientific work, such as logical consistency, clear description of 

scope, explanation of premises, and providing transparency for any assumptions made (Hannah & Robert, 

2008). Transparency is especially important for upholding the integrity of scientific value of the study. For 

instance, an academic presentation of a list of variables will be transparent for a specialized audience, but it 

may not be for the general public and vice versa (Hannah & Robert, 2008).   

In general, time must also be considered as a limitation of the construction and quality of scenarios. The 

construction of scenarios require time, often weeks or months. This time increases proportionately to the 

degree of inclusion and integration, which in turn is correlated to the number of developments and key 

factors that goes into the study, the extensiveness of the geographical space, the chronological horizon, and 

the number of participants. Additionally, scenarios can also differ in the quantity of materials and the 

number of techniques which is implemented into them (Hannah & Robert, 2008).  

 

7.7 Recommendations   

Given the moral and legal implications of hate speech, it is vital that additional research is conducted in this 

field. Based on both previous literature and the findings of this study we recommend that future research in 

cross-domain testing of the different ML models is needed to ensure the advancement of the generalisability 
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and applicability of these.  Future studies should take their available computing power into account, as this 

poses a great limitation to the quality and the time it takes to develop these models. Additionally, future 

studies should also try to use a standardized annotation guides for hate speech. If all future hate speech 

datasets are annotated according to the same standardized formulation of hate speech, ML models applied 

in cross-domain contexts would undoubtedly perform better.  

The ultimate goal was to broaden the scientific discussion of how these models can be applied in a realistic 

scenario, as this is something that has been discarded in much of the recent literature in this scientific field. 

Further research should strive to construct more robust and viable strategies for how these ML model should 

be applied in a regulatory, commercial and societal context. Future research in this area should try to make 

more accurate projections and recommendations on how we can raise the awareness and scientific 

excitement on implementing anti hate speech strategies in social media companies. Future studies should 

take the limitations of scenarios and forecasts into account if they decide to use these methods for 

investigating this phenomenon.  

 

8 Conclusion  

Motivated by the growing issue that hate speech on social media poses to society, this thesis set out to test 

both traditional and state-of-the-art machine learning methods on previously used social media data, as well 

as utilizing strategic frameworks, in order to answer the research question:   

• Is it possible to classify online hate speech using Machine Learning, and can such 

classification methods create value for social media companies and society?  

To answer the first part of the research question, we utilized the CRISP-DM methodology to facilitate the 

process of our machine learning tasks. We defined the following criteria in Business Understanding, to set 

an evaluation criteria for our modelling results:   

o How effective is BERT in identifying online hate speech?   

o How does BERT compare to other traditional machine learning models?   

In Data Understanding, we chose three different datasets from widely used papers in the field of hate speech 

detection research. The three datasets defined four tasks consisting of the Davidson Task, Stormfront Task 

and Dowlagar sub-task A and Dowlagar sub-task B, where the tasks amount to two binary classification tasks 

and two multi class classification tasks. In Data Preparation we presented our methods for preparing our 

corpus for our traditional models and finally the BERT model. After standard text cleaning techniques, our 

corpus was prepared in two methods for the traditional models in form of Bag of Words vectors and TF-
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IDF vectors. We applied a BERT tokenizer to prepare our corpus for our BERT model, after we had 

thoroughly cleaned the text. Our Modelling section presents a thorough analysis of our modelling techniques 

for generating the necessary results needed for Evaluation. Each of the four tasks had four types of models 

prepared, where we hyperparameter tune the Logistic Regression and Support Vector Machine models in 

every task, but not the Naïve Bayes models. Our BERT model’s long processing times made it difficult and 

a rigid process to hyperparameter tune, which is why we decided not to hyperparameter tune our BERT 

model.   

The Evaluation section is where our results are presented individually per task, with all results from the 

finalized models we ran in the Modelling section, as well as our cross-domain experiments. In the Davidson 

Task the Logistic Regression and Support Vector Machine models came out slightly ahead in terms of 

weighted averages, but BERT proved best in detecting the hate speech classifier. The Stormfront Task 

displayed results where BERT clearly came out as the best model of all of the models, however, it could be 

that the BERT model is overfitting to the dataset. Next, in the Dowlagar sub-task A the Logistic Regression, 

Support Vector Machine and BERT models all performed completely evenly in the weighted averages, 

however, BERT came out slightly ahead in recall in detecting the hate speech classifier. Lastly, in the 

Dowlagar sub-task B, the results are very close between the Logistic Regression, Support Vector Machine 

and BERT models, but the Support Vector Machine ultimately came out slightly ahead in the weighted 

averages and detecting the hate speech classifier. Our cross-domain experiments showed that models could 

still perform well by appending hate speech datasets together, however, by training on the Stormfront Task 

dataset and testing on the Dowlagar sub-task A dataset, our results were drastically reduced, and BERT 

failed entirely, with Naïve Bayes proving to be the best model in this last task. Ultimately, answering the first 

part of the research questions, we can conclude that it is possible to classify hate speech in text using machine 

learning models, but applying the models in real business contexts proves more complex of a task.  

To answer the second part of the research question, the scenario analysis method was utilized to present a 

scenario for a solution that would satisfy the objectives of value for both social media companies, their users, 

their customers, and the appropriate legislators. The solution was formulated as a self-regulating entity that 

would act as a facilitator and enforcer of certain Standards of Practice, and as a researcher, developer and 

distributer of hate speech prevention management technologies, which would help combat hate speech on social 

media. Using the non-profit effectiveness framework, the clarity of purpose and business model of the proposed 

organisation was presented. This entailed outlining a theory of change, SWOT, and TOWS of the solution, which 

aided the construction of the strategic objectives of the organisation in the form of SMART goals. 

Furthermore, a digital strategy framework was utilized to analyse and outline the strategic actions that would 

ideally project the proposed organisation on a path of transforming the current way hate speech is fought. 

Next, the particular business model of the organisation was outlined to analyse how the proposed 
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organisation could become financially viable while still maintaining its ability to align its intended impact 

with its strategy on the long-term. Finally, the approximate impact that this proposed organisation would 

have on the relevant stakeholders was analysed by deploying an impact analysis. Conclusively, answering 

the second part of the research question, we can conclude that, under the given assumptions and factors of 

this particular scenario analysis, such classification methods could create significant value for social media 

companies and society. 

As a final note, we draw upon our research criteria presented in the Methodology. We consider the criterion 

of Validity as achieved, as we have been able to answer both parts of our research question in one confined 

sentence. Furthermore, we consider the criterion of reproducibility fulfilled, as we were able to reproduce 

the findings of the machine learning models, by using the thesis as a guide and following the steps taken on 

a separate machine. Lastly, the criterion of Objectivity is typically assessed by an impartial outsider, however, 

we have not been successful in finding an impartial outsider able to assess the thesis. We argue that by being 

aware of the criterion we have ensured a degree of objectivity, but we acknowledge that we cannot deem 

the criterion fully fulfilled. That is not to say that the thesis is not objective, but due to the nature of 

objectivity, we as researchers cannot judge our own degree of it.  
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Appendix A 

Old market making figure 
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New Market Making 
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Appendix C 

Business Model Canvas 

 
 

 

Appendix D 

Jupyter Notebook Python Code 

The code has been attached as a separate file ‘Jupyter Notebook Files.zip 


