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Abstract 

The thesis studies to which extent deep learning models can predict whether crowdfunding campaigns 

will be successfully funded by drawing upon a dataset of 246,891 projects and 40 structured and text 

features from the crowdfunding platform Kickstarter. Though neural networks have been used in past 

research on crowdfunding success prediction, these were often limited to simple networks or arbitrary 

design choices. Hence, this thesis offers the first evaluation of state-of-the-art deep learning methods, 

such as sophisticated regularization, multi-branch networks, and activations/optimizers beyond ReLU 

and Adam. Further, the thesis studies the utility of deep learning in crowdfunding success prediction 

by comparing it to its shallow counterpart: a logistic regression with bag-of-words encoding. Such 

comparison of wide and deep learning has, so far, not been addressed in research, but is crucial to 

explore if deep learning can improve the performance of crowdfunding predictors and to pinpoint the 

models’ individual strengths and weaknesses. 

 

The findings suggest that deep learning is not a silver bullet, and also linear bag-of-words models 

can, given the right preprocessing, achieve a staggering accuracy of 82.5%. Nevertheless, deep neural 

networks possess certain properties, such as the ability to model non-linear relationships, an extensive 

hyperparameter space, and the ability to construct joint, multi-modal feature maps, that help them to 

outperform their shallow counterpart. Further, it is possible to combine the advantages of both models 

by jointly training them in a wide-and-deep-learning approach. The combined model achieves an 

accuracy of 83.1% and outperforms prior deep learning approaches by a large margin. Lastly, the 

thesis sheds light on the pitfall of data leakage in crowdfunding success prediction. It finds that prior 

work has utilized certain attributes that carry a non-trivial amount of information about the target 

variable and can bias the prediction model. By incorporating those leaking features, it is even possible 

to achieve an accuracy of up to 100%, given a sufficiently expressive model. 
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1 Introduction 

The proliferation of Web-2.0 and digital platforms gave rise to the phenomenon of crowdfunding, a 

form of alternative finance that can disrupt how individuals and businesses fund their ventures 

(Cordova et al. 2015; Katsamakas & Sun 2020). In crowdfunding, fundraisers obtain capital by 

drawing upon contributions from a large number of people, dubbed as the crowd, instead of soliciting 

a small group of sophisticated investors (Belleflamme et al. 2014). In return, the crowd receives 

various rewards, such as physical products, an acknowledgment, or equity shares (Moleskis & Alegre 

2018). In this way, fundraisers can finance their projects without relying on traditional sources, such 

as venture capital or loans (Mollick 2014). This is useful for fundraisers that would otherwise struggle 

to obtain capital (Du et al. 2015; Zhou et al. 2018b). 

 

Though the idea of crowdfunding has existed in an offline form for centuries, it was the emergence 

of crowdfunding platforms that made it a serious substitute for traditional financing (Agrawal et al. 

2014; Moleskis & Alegre 2018). Crowdfunding platforms are web-based portals allowing fundraisers 

to solicit money from the crowd via the internet (Cheng et al. 2019). When launching a campaign, 

the fundraiser describes the project, states a funding goal, and a deadline. Investors can then browse 

through the campaigns, pledge money towards projects of their interest, and receive rewards in return 

(Etter et al. 2013). Crowdfunding platforms are becoming increasingly popular. According to recent 

statistics, the market size for crowdfunding was estimated to a staggering amount of $13.9 billion and 

is expected to grow to $39.8 billion by 2026 (Statista 2020). Further, crowdfunding offers many other 

benefits to fundraisers, such as receiving public attention, obtaining early feedback, or testing market 

demand (Belleflamme et al. 2013; Katsamakas & Sun 2020). Also, successful campaigns often lead 

to subsequent funding from traditional sources, such as venture capital (Mollick 2014). Needless to 

say that success in crowdfunding is crucial for many individuals and businesses. However, statistics 

suggest that this is easier said than done. According to TheCrowdDataCenter (n.d.), only 23% of all 

campaigns reach their funding goal, and the crowdfunding platform Kickstarter observes that only 

38.3% of their projects end up fully funded (Kickstarter 2021b). The low success rates are 

problematic, as crowdfunding platforms often employ an All-or-Nothing policy, in which fundraisers 

only receive the pledged amount if they reach their funding goal (Cumming et al. 2020). Though 

fundraisers are not held accountable for failed projects, they suffer from wasted effort (Chen et al. 

2013) and the issue of failing visibly (Gleasure 2015). 

 

As a result of the high failure rates, the study of success factors, in general, and the prediction of 

crowdfunding success, in particular, have emerged as research topics (Yu et al. 2018). Models that 

predict the likelihood of crowdfunding success can provide a guideline for fundraisers about their 

project’s potential (Li et al. 2016) and help them understand which factors improve their success 

(Wang et al. 2020b). Given the rising number of projects competing on crowdfunding platforms, this 

is becoming of utmost importance, as fundraisers must present their projects in the most attractive 

way to stand out from the mass (Katsamakas & Sun 2020). For investors, prediction models can help 

to avoid investments into failure-prone projects and prevent wasting their time with no returns (Li et 

al. 2016). Lastly, for crowdfunding platforms, the increased success rate resulting from prediction 

models can help to raise their profitability (Wang et al. 2020b). Thus, crowdfunding success 

prediction offers benefits for all involved actors, and even small improvements can potentially bring 

millions of dollars in additional revenues (Li et al. 2016). 

 

To predict crowdfunding success, researchers utilized another phenomenon that recently gained 

increased scientific traction (Perrault et al. 2019) and is seen as the “most important general-purpose 
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technology of our era” (Brynjolfsson & McAfee 2017, para. 2), namely artificial intelligence (AI)1. 

The notion of AI arose in the 1950s around the question of whether machines can think (Turing 1950). 

More specifically, AI aims to automate cognitive tasks that could formerly only be solved by humans 

(Chollet 2017a). While the field of AI comprises numerous subareas, the most prominent and mature 

is the field of machine learning (ML) (Davenport 2018), which refers to the automated extraction of 

knowledge from data (Provost & Fawcett 2013). Unlike in past approaches, where experts manually 

translated knowledge into a computer, in ML, the computer looks at the data and learns how to derive 

rules on its own (Chollet 2017a). The application of ML has been of notable interest in crowdfunding 

research (e.g. An et al. 2014; Du et al. 2015; Etter et al. 2013; Greenberg et al. 2013). However, prior 

approaches mainly utilized traditional ML models, such as decision trees, and worked with data of 

limited size (Wang et al. 2019). Traditional ML models have a restricted hypothesis space (Chollet 

2017a) and struggle to process data, such as text, in its raw form (LeCun et al. 2015). Thus, these 

models rely on manual feature engineering to bring the data into an amenable format (Chollet 2017a), 

making their performance reliant on the researchers’ feature engineering quality (Wang et al. 2020b). 

Further, due to their limited ability to process text, past approaches either neglected this modality or 

used simple, statistically-derived metrics (Lee et al. 2018; Zhou et al. 2018b). However, text data, 

such as the project description, is a crucial factor affecting the funding outcome (Wang et al. 2020b) 

since it serves as the main tool for fundraisers to promote and for investors to evaluate a project (Du 

et al. 2015; Zhou et al. 2018b). Thus, models that can effectively process text could greatly improve 

the accuracy of crowdfunding success prediction. 

 

An avenue to overcome the limitations of traditional ML models is the notion of deep learning (DL), 

which is a subfield of ML, where representations are learned via neural networks (NN), i.e. 

interconnected neurons that are organized into layers (Chollet 2017a; Goldberg 2016). Hereby, each 

neuron performs a simple, non-linear data transformation. By chaining these transformations together 

in a deep sequence, a NN can construct increasingly complex functions (Chollet 2017a; LeCun et al. 

2015). The concept of DL is fairly old (Chollet 2017a). In fact, the first NN – the McCullock-Pitts-

Model – was introduced in 1943 and set the foundation of modern DL (McCulloch & Pitts 1943; 

Pouyanfar et al. 2018). However, for a long time, NNs were largely forsaken by the ML community 

(LeCun et al. 2015). They only became subject of renewed interest following the groundbreaking 

work of Hinton et al. (2006), who proposed greedy, layer-wise pre-training to make training of deep 

NNs practically feasible. Since then, DL has consistently achieved breakthroughs, and NNs soon 

started to outperform traditional ML models (Chollet 2017a; Schmidhuber 2015). Today, DL systems 

achieve remarkable results in a myriad of tasks, such as computer vision (e.g. He et al. 2016) or 

natural language understanding (e.g. Wu et al. 2016). Some of them even exceed human performance 

(e.g. Cireşan et al. 2012). Several reasons can explain this groundbreaking success. First, DL is a 

form of representation learning (Deng 2014), i.e. the models are fed with raw data and learn by 

themselves how to construct appropriate features (LeCun et al. 2015). This implies that DL partly 

removes the need for feature engineering (Chollet 2017a). Second, the multi-layered architecture of 

NNs allows them to learn hierarchical representations (Young et al. 2018), where high-level features 

are extracted from features of lower layers (Pouyanfar et al. 2018), which better reflects how many 

natural signals, such as text, are composed (LeCun et al. 2015). Third, DL models are highly 

repurposable (Chollet 2017a). Under the notion of transfer learning (Bengio 2012), it is possible to 

reuse powerful models pre-trained on large datasets to yield better results for one’s own prediction 

task (Chollet 2017a). Lastly, DL models can detect complex, non-linear input-output mappings (Tu 

1996). It is proven that a NN with a single hidden layer, given sufficient hidden units, can approximate 

any multivariate, continuous function to any desired precision (Cybenko 1989; Hornik et al. 1989). 

 
1 Abbreviations will be introduced in brackets after the word and used henceforth. For an overview of all abbreviations, refer to Appendix A. 
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Though their properties may suggest the superiority of NNs over traditional ML models, the actual 

utility of DL in the crowdfunding domain has been rarely studied (Wang et al. 2020b). While some 

papers aimed to predict crowdfunding success via NNs (e.g. Wang et al. 2020b; Yu et al. 2018), they 

were often limited to simple models with few hidden layers. At the time of writing, only two papers 

utilized advanced NNs to predict crowdfunding success (Arvind & Akilandeswari 2020; Cheng et al. 

2019). However, also these approaches relied on certain canonical heuristics and did not fully exploit 

the potential of DL. Further, to fully unearth DL’s utility and show its strengths and weaknesses, it is 

crucial to compare it with traditional ML techniques, such as linear models. Though some papers 

compared ML models to NNs (e.g. Katsamakas & Sun 2020; Wang et al. 2020b; Yu et al. 2018), 

these studies were again limited to simple networks, leading to mixed evidence about their prediction 

power. Motivated by this research gap, the thesis aims to investigate the following research question: 

 
Table 1: Research Question of this Thesis 

RQ: 

To which extent are state-of-the-art deep learning techniques able to predict the 

success of crowdfunding campaigns, and how do they compare to the more 

traditional machine learning technique of logistic regression? 

 

Logistic regression (LR) was chosen as a comparative model for two reasons: First, it is the ML 

technique, with which NNs share the most commonalities (Tu 1996). In fact, NNs can be seen as a 

non-linear generalization of LR (Dreiseitl & Ohno-Machado 2002) and can be trained with the same 

optimization algorithms (Curtis & Scheinberg 2017), which makes these models directly comparable. 

Second, LR is a common model in crowdfunding research that has shown to yield high accuracies 

while allowing easy interpretability (e.g. Kaminski & Hopp 2020; Mollick 2014; Zhou et al. 2018b). 

Thus, by exploring the research question and comparing deep NNs to the more traditional LR, the 

thesis aims to shed light on the true utility of DL in crowdfunding success prediction, and help 

researchers and practitioners to assess, whether it is the appropriate choice for their prediction task. 

 

The remainder of the thesis is structured as follows: Section 2 introduces the theoretical concepts 

underlying this work. Section 3 reviews related literature in crowdfunding success prediction and 

identifies a research gap. Section 4 depicts the model building process of this thesis, whose results 

are presented in Section 5. Next, Section 6 discusses the results of the model building process in the 

context of related work. Lastly, Section 7 concludes with theoretical and practical contributions, as 

well as limitations and future research directions. 
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2 Theoretical Background 

This section introduces the most important concepts, which serve as the theoretical grounding of this 

thesis. The section’s purpose is twofold: First, it equips the reader with a theoretical understanding 

of the employed concepts and ML methods. Second, it serves as a rationale that guides the subsequent 

model building. 

 

2.1 Deep Neural Networks 

2.1.1 Architecture of Deep Neural Networks 

The architecture of NNs is inspired by the human brain (Goldberg 2016). It consists of interconnected 

units, called neurons, which convert a set of inputs into an output (or activation) by performing simple 

geometric transformations (Otter et al. 2021; Schmidhuber 2015). These neurons are organized into 

layers and connected to each other (Goldberg 2016), whereby different NNs are mainly distinguished 

by how their neurons are connected (Otter et al. 2021). In their simplest form, the fully-connected 

neural network (FCNN) or multi-layer perceptron (MLP), NNs consist of a linear stack of layers, 

where each neuron is connected to all neurons of the subsequent layer (Chollet 2017a; Nielsen 2015). 

Figure 1 depicts the topology of such network. It can be described as a set of neurons or units 𝑁 =
{𝑢1, … , 𝑢𝑁} displayed as nodes and a set of directed connections 𝐻 ⊆ 𝑁 𝑥 𝑁  displayed as edges 

(Schmidhuber 2015). Each edge between a neuron 𝑢𝑗
(𝑙)

 in layer 𝑙 and a neuron 𝑢𝑖
(𝑙−1)

 in layer (𝑙 − 1) 

carries a weight 𝑤𝑗𝑖 , and each neuron 𝑢𝑗 carries a bias 𝑏𝑗 (Goldberg 2016). The first layer is called 

input layer and encodes the raw data into an 𝑑𝑖𝑛-dimensional vector. The last layer is called output 

layer and returns the prediction as 𝑑𝑜𝑢𝑡-dimensional vector, whereby 𝑑𝑜𝑢𝑡 depends on the prediction 

task (e.g. 𝑑𝑜𝑢𝑡 = 1 for regression and binary classification; 𝑑𝑜𝑢𝑡 = 𝑘 with 𝑘 > 1 for multinomial 

classification). The intermediate layers are called hidden layers, and neurons within those layers are 

called hidden units. NNs with multiple hidden layers are considered as deep, hence the term deep 

learning (Goldberg 2016). 

 

 
Figure 1: Architecture of a Fully-Connected Neural Network (Goldberg 2016) 
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A neuron 𝑢𝑗
(𝑙)

 now computes a weighted sum 𝑧𝑗
(𝑙)

 of the outputs of all neurons of the preceding layer 

𝑎𝑖
(𝑙−1)

 and the weight of their connection 𝑤𝑗𝑖
(𝑙)

, adds a bias 𝑏𝑗
(𝑙)

 to the term, and passes it through a 

non-linear activation function 𝑓, or more formally: 

𝑎𝑗
(𝑙) = 𝑓 ( ∑ 𝑤𝑗𝑖

(𝑙) ∗ 𝑎𝑖
(𝑙−1) + 𝑏𝑗

(𝑙)

𝑖∈𝑁(𝑙−1)

) = 𝑓(𝑧𝑗
(𝑙)
) (2.1)  

The activation function is crucial, as without it, the NN could only model linear transformations of 

the input and would not benefit from a deep stack of layers (Chollet 2017a; Goldberg 2016). Common 

activation functions are the sigmoid, hyperbolic tangent (tanh), or rectified linear unit (ReLU) (LeCun 

et al. 2015), which will be described later. The activation of unit 𝑢𝑗
(𝑙)

 can now be used as input by 

neurons of the subsequent layer. The operation in Equation 2.1 is known as forward pass (Rumelhart 

et al. 1986), and can be directly computed for the entire layer 𝑙 by using matrix-vector multiplication 

(Nielsen 2015). Namely, let 𝑎(𝑙−1) ∈ ℝ𝑑𝑖𝑛 and 𝑎(𝑙) ∈ ℝ𝑑𝑜𝑢𝑡 denote vectors containing the activations 

of all neurons of layers 𝑙 − 1 and 𝑙. Further, let 𝑊(𝑙) ∈ ℝ𝑑𝑜𝑢𝑡 𝑥 𝑑𝑖𝑛 be a matrix containing the weights 

𝑤𝑗𝑖  of the connections between these two layers, 𝑏(𝑙) ∈ ℝ𝑑𝑜𝑢𝑡 a vector of biases for each neuron in 

layer 𝑙, and 𝑓 an element-wise activation function, then the forward pass can be written as: 

𝑎(𝑙) = 𝑓(𝑊(𝑙) ∗ 𝑎(𝑙−1) + 𝑏(𝑙)) = 𝑓(𝑧(𝑙)) (2.2) 

Thus, a layer is merely a function that takes an input from the preceding layer and creates a new 

representation by applying a simple transformation, as depicted in Equation 2.2. Thus, a multi-layer 

NN with layers 𝑙 ∈ {1,… , 𝐿} can be seen as chain of simple transformations that constructs an 

increasingly complex input-output mapping (Chollet 2017a; Goldberg 2016): 

𝑁𝑁(𝑥) = 𝑓(𝑊(𝐿) ∗ 𝑓(⋯∗ 𝑓(𝑊(1) ∗ 𝑥 + 𝑏(1)) + ⋯ ) + 𝑏(𝐿)) (2.3) 

Hereby, each hidden layer disentangles the data a little bit more in a non-linear way so that the final 

representation becomes linearly separable (LeCun et al. 2015). The weight matrices 𝑊(1), … ,𝑊(𝐿) 

and bias vectors 𝑏(1), … , 𝑏(𝐿) that specify these transformations are called parameters and denoted 

with the symbol 𝜃 (Goldberg 2016). These parameters are not determined a priori but learned from 

the training data with an optimization method called stochastic gradient descent via backpropagation 

(Rumelhart et al. 1986), which will be described next. 

 

2.1.2 Stochastic Gradient Descent Via Backpropagation 

The learning goal of deep NNs corresponds to that of a classical optimization problem (Pouyanfar et 

al. 2018), namely finding optimal parameters 𝜃, i.e. weight matrices 𝑊(1), … ,𝑊(𝐿) and bias vectors 

𝑏(1), … , 𝑏(𝐿), so that the network exhibits a desired behavior (Schmidhuber 2015), which is in the 

case of supervised learning, the correct mapping of inputs to their targets (Rumelhart et al. 1986). 

These parameters are obtained via a process called empirical risk minimization (Vapnik 1995, 1998), 

in which the expected performance on future examples (i.e. generalization) is approximated through 

an error or loss function 𝐸𝑛  over a set of training samples 𝑥1, … , 𝑥𝑛  (LeCun et al. 2012). More 

formally, let ℋ denote the hypothesis space, i.e. the set of networks with all possible parameters, 

𝑁𝑁𝜃(∗) ∈ ℋ an arbitrary network with a particular set of parameters 𝜃, and 𝐿(�̂�𝑖 , 𝑦𝑖) a loss function 

that measures the cost of predicting �̂�𝑖 = 𝑁𝑁𝜃(𝑥𝑖) when the actual target value is 𝑦𝑖, then the learning 

goal is to find parameters 𝜃 as to minimize the average loss over all training examples: 
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argmin
𝜃
   𝐸𝑛(𝑁𝑁𝜃) =

1

𝑛
∗∑𝐿(𝑁𝑁𝜃(𝑥𝑖), 𝑦𝑖)

𝑛

𝑖=1

=
1

𝑛
∗∑𝐿(�̂�𝑖 , 𝑦𝑖)

𝑛

𝑖=1

 (2.4) 

While in theory, the loss can be any function mapping two vectors to a scalar (Goldberg 2016), there 

are specific functions that are particularly useful for different tasks, such as mean squared error 

(Equation 2.5) for regression, cross-entropy (Equation 2.6) for binary classification, and categorical 

cross-entropy (Equation 2.7) for multinomial classification (Chollet 2017a), which are defined as 

follows, where 𝑚 is the number of classes and ||∗|| is the Euclidean distance: 

𝐿𝑀𝑆𝐸(�̂�𝑖 , 𝑦𝑖) =
1

2
∗ ||𝑦𝑖 − �̂�𝑖||

2
(2.5) 

𝐿𝐶𝑟𝑜𝑠𝑠−𝐸𝑛𝑡𝑟𝑜𝑝𝑦(�̂�𝑖 , 𝑦𝑖) = 𝑦𝑖 ∗ − ln(�̂�𝑖) + (1 − 𝑦𝑖) ∗ −ln(1 − �̂�𝑖) (2.6) 

𝐿𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑖𝑐𝑎𝑙−𝐶𝑟𝑜𝑠𝑠−𝐸𝑛𝑡𝑟𝑜𝑝𝑦 = −∑𝑦𝑘,𝑖 ∗ ln(�̂�𝑘,𝑖)

𝑚

𝑘=1

 (2.7) 

Initially, the parameters 𝜃 get randomly assigned and are then adjusted in a training loop, using the 

empirical risk as a feedback signal, until the risk is minimized or a certain number of loops is exceeded 

(Chollet 2017a). The parameter updates are typically performed via a method called gradient descent 

optimization (Cauchy 1847; Curry 1944), in which the parameters 𝜃  are updated by iteratively 

moving into the opposite direction of the gradient (i.e. vector of partial derivatives) of the empirical 

risk w.r.t.2 the parameters of the network ∇𝜃𝐸, scaled by a small factor 𝜂, called the learning rate 

(Ruder 2016). More formally, let 𝐸 denote the empirical risk3, as defined in Equation 2.4. Further, 

let 𝜃 = (𝑤1, … , 𝑤𝑘 , 𝑏1, … , 𝑏𝑙)
𝑇 ∈ ℝ𝑘+𝑙 be the vector of all weights and biases of the network, ∇𝜃𝐸 =

(
𝜕𝐸

𝜕𝑤1
, … ,

𝜕𝐸

𝜕𝑤𝑘
,
𝜕𝐸

𝜕𝑏1
, … ,

𝜕𝐸

𝜕𝑏𝑙
)
𝑇
 the gradient of 𝐸 w.r.t. to the parameters, and 𝑛 the number of training 

examples, then the algorithm performs at each timestep 𝑡 the parameter update: 

𝜃𝑡+1 = 𝜃𝑡 − 𝜂 ∗ ∇𝜃𝐸 = 𝜃𝑡 − 𝜂 ∗
1

𝑛
∗∑∇𝜃𝐿(𝑁𝑁𝜃(𝑥𝑖), 𝑦𝑖)

𝑛

𝑖=1

 (2.8) 

This update rule is called batch gradient descent (Ruder 2016). Figure 2 shows an intuitive 

visualization of the algorithm. Namely, the empirical risk can be seen as a hilly landscape in a multi-

dimensional space of parameter values (LeCun et al. 2015) and gradient descent as iteratively rolling 

a ball down the steepest slope until a valley is reached. The slope that tells us in which direction to 

go can be simply determined by computing the first-order derivative (i.e. gradient) of the empirical 

risk at the current location of the ball 𝜃𝑡 (Nielsen 2015). 

 
2 with respect to (common abbreviation in mathematics) 
3 Note: The notation of the empirical risk 𝐸𝑛(𝑁𝑁𝜃) was simplified to 𝐸 for better understandability. 
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Figure 2: Intuitive Visualization of Gradient Descent (Nielsen 2015) 

 

Note from Equation 2.8 that in order to compute the gradient of the empirical risk ∇𝜃𝐸, it is required 

to calculate the gradients of the associated loss function for each training example separately 

∇𝜃𝐿(𝑁𝑁𝜃(𝑥𝑖), 𝑦𝑖), making batch gradient descent computationally expensive (Ruder 2016). Thus, 

typically a method called stochastic gradient descent (SGD) is applied, in which the gradient is 

approximated using a subset of the training data 𝑥1, … , 𝑥𝐵 called mini-batch (Nielsen 2015; Robbins 

& Monro 1951), resulting in the following update rule: 

𝜃𝑡+1 = 𝜃𝑡 − 𝜂 ∗ ∇𝜃𝐸 = 𝜃𝑡 − 𝜂 ∗
1

𝐵
∗∑∇𝜃𝐿(𝑁𝑁𝜃(𝑥𝑖), 𝑦𝑖)

𝐵

𝑖=1

 (2.9) 

As not the entire training set must be considered to compute the gradient, SGD allows for frequent 

parameter updates, leading to faster convergence (Goldberg 2016). On the flip side, the estimation 

adds noise to the gradient, resulting in parameters not moving precisely down the steepest descent 

and fluctuating more heavily (LeCun et al. 2012). However, as justified by Nielsen (2015), it is not 

required to move down exactly the gradient but only in a general direction since only small steps 

(scaled by the learning rate 𝜂) are taken. Hence, a noisy gradient estimation is sufficient. Further, the 

fluctuations enable the parameters to jump around more strongly and arrive at new, potentially better 

local minima (Heskes & Kappen 1993). The mini-batch size in SGD can be in [1, 𝑛 − 1], where lower 

values result in noisier gradient estimates but faster convergence (Goldberg 2016). While in the 

extreme case 𝐵 = 1, called true SGD or online learning, only one training sample is used for the 

gradient estimation (LeCun et al. 2012), typically bigger mini-batches are used to balance gradient 

accuracy and computation time (Ruder 2016). 

 

Though SGD enabled gradient calculation without considering the entire training set, a NN still 

contains millions of parameters, for which partial derivatives must be computed (Nielsen 2015). Thus, 

though NNs already existed in the 1950s, there was no efficient way to train them (Chollet 2017a), 

not until backpropagation (Bryson 1961; Dreyfus 1962; Kelley 1960; Linnainmaa 1970) was 

discovered as an efficient method to calculate gradients in an iterative fashion (Rumelhart et al. 1986; 

Werbos 1982). The algorithm consists of two phases: 1) forward pass, in which activations in each 

layer are computed in a feedforward way (as described in Section 2.1.1), and 2) backward pass, in 

which partial derivatives of the loss function w.r.t. the parameters are, starting from the output layer, 

propagated backwards through the NN by applying the chain rule of derivatives (Rumelhart et al. 
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1986). More formally, let 𝐿 be the loss4 for a single training sample (𝑥, 𝑦), then the goal is to compute 

the partial derivatives 
𝜕𝐿

𝜕𝑤
𝑗𝑖
(𝑙) and 

𝜕𝐿

𝜕𝑏
𝑗
(𝑙) for each neuron to apply SGD as defined in Equation 2.9. Since 

𝑧𝑗
(𝑙)
= ∑ 𝑤𝑗𝑖

(𝑙) ∗ 𝑎𝑖
(𝑙−1) + 𝑏𝑗

(𝑙)
𝑖∈𝑁(𝑙−1) , the chain rule can be applied to yield the following equations: 

𝜕𝐿

𝜕𝑤𝑗𝑖
(𝑙)
=

𝜕𝐿

𝜕𝑧𝑗
(𝑙)
∗
𝜕𝑧𝑗

(𝑙)

𝜕𝑤𝑗𝑖
(𝑙)
=

𝜕𝐿

𝜕𝑧𝑗
(𝑙)
∗ 𝑎𝑖

(𝑙−1) = 𝛿𝑗
(𝑙)
∗ 𝑎𝑖

(𝑙−1) (2.10) 

𝜕𝐿

𝜕𝑏𝑗
(𝑙)
=

𝜕𝐿

𝜕𝑧𝑗
(𝑙)
∗
𝜕𝑧𝑗

(𝑙)

𝜕𝑏𝑗
(𝑙)
=

𝜕𝐿

𝜕𝑧𝑗
(𝑙)
∗ 1 =

𝜕𝐿

𝜕𝑧𝑗
(𝑙)
= 𝛿𝑗

(𝑙)
 (2.11) 

The term 
𝜕𝐿

𝜕𝑧𝑗
(𝑙) is also known as error rate and denoted as 𝛿𝑗

(𝑙)
 (Nielsen 2015). Thus, to find the partial 

derivatives of the loss function w.r.t. the parameters, it is necessary to compute the error rate for each 

neuron, which can be achieved by applying Equation 2.12 to the output layer 𝐿, and then iteratively 

using Equation 2.13 to backpropagate the error rate to neurons of the prior layers 𝑙 = 𝐿 − 1,… , 1: 

𝛿𝑗
(𝐿) =

𝜕𝐿

𝜕𝑧𝑗
(𝐿)
=

𝜕𝐿

𝜕𝑎𝑗
(𝐿)
∗
𝜕𝑎𝑗

(𝐿)

𝜕𝑧𝑗
(𝐿)
=

𝜕𝐿

𝜕𝑎𝑗
(𝐿)
∗ 𝑓′(𝑧𝑗

(𝐿)) (2.12) 

𝛿𝑖
(𝑙−1) =

𝜕𝐿

𝜕𝑧𝑖
(𝑙−1)

= ∑
𝜕𝐿

𝜕𝑧𝑗
(𝑙)
∗
𝜕𝑧𝑗

(𝑙)

𝜕𝑧𝑖
(𝑙−1)

=

𝑗∈𝑁(𝑙)

∑ 𝛿𝑗
(𝑙)

𝜕𝑧𝑗
(𝑙)

𝜕𝑧𝑖
(𝑙−1)

= ∑ 𝛿𝑗
(𝑙) ∗ 𝑤𝑗𝑖

(𝑙) ∗ 𝑓′(𝑧𝑖
(𝑙−1))

𝑗∈𝑁(𝑙)𝑗∈𝑁(𝑙)

 (2.13) 

Both equations can be, once again, obtained via the chain rule of derivatives.5 With these four 

equations, it is possible to compute the gradient of the loss function w.r.t. the parameters in only a 

single forward and backward pass, which is very efficient compared to calculating derivatives for 

each parameter separately (Nielsen 2015). Backpropagation can be further accelerated by applying 

the equations to the entire layer using matrix-vector products and by applying the equations to the 

whole mini-batch using Jacobian matrices (for computational details, refer to Nielsen (2015) and 

LeCun et al. (2012)). 

 

To summarize the learning process in NNs: SGD via backpropagation iteratively sweeps through 

mini-batches of the training set and computes the neurons’ activations (Equation 2.1) and their 

associated empirical risk (Equation 2.4) during the forward pass. It then calculates the gradient of the 

empirical risk w.r.t. the parameters via the backward pass (Equations 2.10 – 2.13) and, lastly, updates 

the parameters by a small step in the opposite direction of the gradient (Equation 2.9). After the 

parameters have been updated, another mini-batch is chosen. The process is repeated until the 

empirical risk reaches a minimum (the algorithm is then said to be converged). After all training 

samples have been seen, an epoch is completed, and a new epoch is started (Nielsen 2015). Typically, 

the learning process requires multiple epochs to converge (Bengio 2012). 

 

 

 

 

 
4 Note: The notation of the loss function 𝐿(𝑁𝑁𝜃(𝑥), 𝑦) was simplified to 𝐿 for better understandability. 
5 For a comprehensive derivation of the equations, refer to Nielsen (2015). 
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2.1.3 Optimization Problems in Deep Neural Networks 

Despite the computational feasibility due to backpropagation, it was still found that NNs with many 

layers are difficult to train (Schmidhuber 2015). Today, it is known that this difficulty stems from 

certain optimization problems that must be considered when training NNs and will be described next. 

 

Convergence Problem 

The first optimization issue concerns the convergence behavior of NNs. Though, in theory, gradient 

descent is guaranteed to converge to a global minimum for convex and a local minimum for non-

convex error surfaces (Ruder 2016), several issues violate this guarantee. First, the stochastic version 

of gradient descent adds noise to the gradient and causes the algorithm to fluctuate. Second, error 

surfaces in multi-layered NNs are typically high-dimensional, non-convex, and contain several local 

minima and flat regions. Thus, for SGD, it is not guaranteed that the algorithm will converge to a 

local minimum or that the found solution is good (LeCun et al. 2012). In fact, it is acknowledged that 

SGD can converge slowly, especially during final optimization stages when a minimum is approached 

(Bottou 2012; Sutton 1986), and get stuck in poor local minima or saddle points (Dauphin et al. 2014; 

Ruder 2016). Hereby, the learning rate 𝜂 was found to strongly influence the convergence behavior 

of SGD, as a too small 𝜂 leads to small step sizes and slow learning, while a too large 𝜂 causes 

fluctuations around the minimum and hinders convergence (Ruder 2016). Hence, training of NNs is 

highly sensitive towards a proper choice of learning rate. 

 

Saturating Neurons 

The second optimization problem is a result of the activation functions used in NNs. Namely, for a 

long time, the family of sigmoidal functions was the canonical non-linearity in NNs (Goldberg 2016). 

This family of functions includes the logistic function (also called sigmoid) and the hyperbolic 

tangent (tanh), which are defined as follows (Nielsen 2015): 

𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑧𝑗
(𝑙)
) = 𝜎(𝑧𝑗

(𝑙)
) =

1

1 + 𝑒
−𝑧𝑗

(𝑙)  (2.14) 

tanh(𝑧𝑗
(𝑙)) =

𝑒𝑧𝑗
(𝑙)

− 𝑒−𝑧𝑗
(𝑙)

𝑒
𝑧𝑗
(𝑙)

+ 𝑒
−𝑧𝑗

(𝑙)
=
𝑒2𝑧𝑗

(𝑙)

− 1

𝑒
2𝑧𝑗

(𝑙)

+ 1
 (2.15) 

Figure 3 depicts the course of these two functions as well as their first-order derivative. Both functions 

have an S-shaped curve, which maps a weighted sum 𝑧𝑗
(𝑙)

 coming into a neuron into a fixed interval, 

which is [0,1] for sigmoid and [−1,1] for tanh (Goldberg 2016). Today, it is known that these 

functions yield serious optimization issues, as they suffer from a saturation problem (Glorot & Bengio 

2010). By looking at Figure 3, the reason for this issue becomes evident. Namely, both functions are 

bounded from above and below, i.e. they asymptotically approach a fixed value for 𝑧𝑗
(𝑙)
→ ±∞ 

(LeCun et al. 2012). When now the input 𝑧𝑗
(𝑙)

 into a neuron is either too high or too low, the sigmoidal 

function maps this input into a part of the curve with a flat slope called saturated regime, resulting in 

a partial derivative close to 0 and, thus, small parameter updates (LeCun et al. 2012). Consequently, 

NNs with saturating neurons learn slowly and are sensitive towards weight initialization, input 

scaling, and choice of learning rate (Goldberg 2016). 
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Figure 3: Sigmoidal Activation Functions and Their First-Order Derivative 

 

Unstable Gradient Problem 

The discovery of the unstable gradient problem by Hochreiter (1991) marked a milestone in DL 

research and contributed to the understanding why deep NNs are hard to train via backpropagation 

(Schmidhuber 2015). It refers to the fact that gradients of the empirical risk w.r.t. the parameters tend 

to either exponentially grow (exploding gradient problem) or shrink (vanishing gradient problem) as 

they are backpropagated through the network (Bengio et al. 1994; Hochreiter 1991). As shown in 

Figure 4, the source of this issue is the multiplicative nature of backpropagated gradients. Namely, 

consider an arbitrary path through a NN with sigmoid activation, then the gradient of the cost function 

w.r.t. the parameter of a neuron (e.g. 
𝜕𝐶

𝜕𝑏1
) is the product of the terms 𝜎′(𝑧𝑗) ∗ 𝑤𝑗+1 for all subsequent 

neurons and a final term 
𝜕𝐶

𝜕𝑎𝐿
 (for a proof, refer to Nielsen (2015)). When now multiple neurons have 

|𝑤𝑗𝜎′(𝑧𝑗)| < 1 , the gradients of earlier layers decay exponentially. Conversely, when multiple 

neurons have |𝑤𝑗𝜎′(𝑧𝑗)| > 1, the gradients of earlier layers grow exponentially. This effect gets more 

severe the deeper the NN. As a result, layers learn at different paces, i.e. while later layers learn well, 

earlier layers get stuck and do not learn at all, or vice versa (Nielsen 2015). 

 

 
 

Figure 4: Gradient Computation of an Arbitrary Path through a Network (Nielsen 2015) 

 

 

Internal Co-Variance Shift 

Another issue in training NNs is the internal co-variance shift (Ioffe & Szegedy 2015) or bias shift 

(Clevert et al. 2015). It is acknowledged in DL research that NNs converge faster when their input 

variables 𝑥𝑘 are centered around 0 and have the same co-variance 𝐶𝑘 =
1

𝑛
∗ ∑ (𝑥𝑘

𝑖 )
2𝑛

𝑖=1 , where 𝑛 is 

the number of training examples and 𝑥𝑘
𝑖  is the value of 𝑥𝑘 for the i-th example (LeCun et al. 2012). 

This ensures that weight updates are not biased into a certain direction and all weights learn at the 

same speed (LeCun et al. 2012), and is also the reason why input variables are typically normalized 

to have zero mean and unit variance (Ruder 2016). However, a problem with NNs is that this 

normalization gets lost as activations are propagated through the network and parameters are updated 
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(Chollet 2017a; Ruder 2016). This change of the distribution of each layer’s input is called internal 

co-variance shift (Ioffe & Szegedy 2015) and is especially prevalent when the activation function is 

not centered around 0 (Clevert et al. 2015). As a result of the internal co-variance shift, NNs are 

sensitive towards weight initialization and learning rate (Ioffe & Szegedy 2015). 

 

Overfitting 

A last concern in training NNs is overfitting, which is not exclusive to DL but rather a fundamental 

ML problem (Chollet 2017a). It defines a phenomenon where the model fits too closely to the training 

data and captures particularities that do not generalize to unseen data (Chollet 2017a). In such a case, 

the NN has learned the dataset-specific noise (LeCun et al. 2012) and yields high accuracy on training 

data but low accuracy on new data (Nielsen 2015). While overfitting concerns all ML methods, it is 

especially prevalent in NNs, as these typically have millions of adjustable parameters (Nielsen 2015). 

 

As a result of the aforementioned optimization problems, researchers have proposed various methods 

to counteract these issues, which can be divided into three categories: activation functions, gradient-

descent techniques, and regularization schemes, and will be described subsequently. 

 

2.1.4 Advanced Activation Functions 

As described previously, sigmoidal activations suffer from saturation (Glorot & Bengio 2010) and 

unstable gradients (Bengio et al. 1994; Maas et al. 2013). Hence, researchers proposed alternative 

activation functions, which are summarized in Figure 5. 

 

 
Figure 5: Advanced Activation Functions and Their First-Order Derivative 

 

The most commonly used alternative activation is the rectified linear unit (ReLU), which was first 

proposed in the context of restricted Boltzmann machines (Nair & Hinton 2010) and later applied to 

neural networks (Glorot et al. 2011). ReLU corresponds to the identity function for positive values 

and 0 otherwise, or more formally: 
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𝑅𝑒𝐿𝑈(𝑧𝑗
(𝑙)) = max(𝑧𝑗

(𝑙), 0) = {
𝑧𝑗
(𝑙), 𝑥 > 0

0 ,             𝑥 ≤ 0
    (2.16) 

Despite its simplicity, ReLU significantly outperformed sigmoidal activations in deep NNs (Glorot 

et al. 2011). The reason why ReLU works well is that it is unbounded from above and does not 

saturate for 𝑧𝑗
(𝑙) → ∞ (Nielsen 2015). Further, as the derivative of the identity function is always 1, 

ReLU eliminates the vanishing gradient problem for positive values (Clevert et al. 2015). However, 

also ReLU has certain limitations that may impede its learning. First, ReLU neurons cannot saturate 

but can die, namely when 𝑧𝑗
(𝑙)

 is negative and clipped off, resulting in a derivative of 0 (Nielsen 2015). 

This can lead to cases where all activations in a layer are clipped or units never activate (Goldberg 

2016; Maas et al. 2013). Second, as ReLU is always positive, the mean of a layers’ activations will 

be larger than 0, causing a co-variance shift in subsequent layers (Clevert et al. 2015). Motivated by 

these drawbacks, Maas et al. (2013) proposed leaky ReLU that replaces the negative part of ReLU 

with a linear function, which allows a neuron to have a small derivative when deactivated. It is defined 

as follows, whereby 𝛼 > 0 is a small constant: 

𝐿𝑒𝑎𝑘𝑦 𝑅𝑒𝐿𝑈(𝑧𝑗
(𝑙)) = {

𝑧𝑗
(𝑙),                 𝑥 > 0

𝛼 ∗ 𝑧𝑗
(𝑙) , 𝑥 ≤ 0

    (2.17) 

The small gradient in the negative regime pushes a layers’ mean activation closer to 0, which reduces 

the co-variance shift and enables faster convergence (Clevert et al. 2015; Maas et al. 2013). However, 

a drawback of leaky ReLU is that it is unbounded from below and does not have a noise-robust 

deactivation state, i.e. neurons can have high partial derivatives even when deactivated, which results 

in unstable learning (Clevert et al. 2015). To overcome this issue, Clevert et al. (2015) proposed the 

exponential linear unit (ELU) that also allows gradients for negative inputs but with a clear saturation 

plateau. It is defined as follows, where 𝛼 > 0 controls the value to which ELU saturates: 

𝐸𝐿𝑈(𝑧𝑗
(𝑙)) = {

𝑧𝑗
(𝑙),                                𝑥 > 0

𝛼 ∗ (𝑒𝑧𝑗
(𝑙)

− 1) , 𝑥 ≤ 0
    (2.18) 

The saturation plateau for negative inputs allows ELU to offset the co-variance shift while ensuring 

robust learning (Clevert et al. 2015). Building upon this work, Klambauer et al. (2017) proposed a 

rescaled version of ELU, called scaled exponential linear unit (SELU): 

𝑆𝐸𝐿𝑈(𝑧𝑗
(𝑙)) = 1.0507 ∗ {

𝑧𝑗
(𝑙)
,                                          𝑥 > 0

1.6733 ∗ (𝑒
𝑧𝑗
(𝑙)

− 1) , 𝑥 ≤ 0
  (2.19) 

The authors found that FCNNs with SELU neurons exhibit a self-normalizing property, i.e. they 

maintain zero mean and unit variance even when activations are propagated through the network, 

which eliminates the internal co-variance shift and unstable gradient issue, and allows to build many-

layered NNs (Klambauer et al. 2017). A last family of activation functions consists of the Gaussian 

error linear unit (GELU) by Hendrycks and Gimpel (2016), which stochastically clips off inputs to 0 

based on their value and can be approximated through: 
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𝐺𝐸𝐿𝑈(𝑧𝑗
(𝑙)
) = 0.5 ∗ 𝑧𝑗

(𝑙)
∗ (1 + tanh(√

2

𝜋
∗ (𝑧𝑗

(𝑙)
+ 0.44715 ∗ 𝑧𝑗

(𝑙)3
)))  (2.20) 

and the Swish activation by Ramachandran et al. (2017), which is defined as follows, whereby 𝜎 is 

the logistic function as defined in Equation 2.14 and 𝛽 is a constant or trainable parameter: 

𝑆𝑤𝑖𝑠ℎ(𝑧𝑗
(𝑙)
) =  𝑧𝑗

(𝑙)
∗  𝜎(𝛽 ∗ 𝑧𝑗

(𝑙)
) (2.21) 

Both functions can be seen as smoothed-out versions of ReLU, which behave asymptotically similar 

but introduce a non-monotonic bump in their negative regime, allowing the mean of layer activations 

to be pushed towards 0. It was found that activations with such a bump outperform similar activations, 

such as ReLU or ELU (Hendrycks & Gimpel 2016; Ramachandran et al. 2017). 

 

2.1.5 Advanced Gradient-Descent Techniques 

As previously shown, the stochasticity of SGD leads to convergence issues, especially with non-

convex error surfaces (LeCun et al. 2012), and makes training deep NNs sensitive towards the choice 

of learning rate (Bengio 2012). To tackle this issue, researchers have proposed various advancements 

of SGD that aim to accelerate convergence and reduce oscillations. These methods can be divided 

into three categories: 1) momentum-based algorithms, 2) adaptive learning rate algorithms, and 3) 

algorithms that combine the advantages of both methods (Chen et al. 2018). 

 

Momentum-Based Algorithms 

This family of SGD variants is inspired by the concept of physical momentum and includes the heavy 

ball method (Polyak 1964) and Nesterov’s accelerated gradient (NAG) (Nesterov 1983; Sutskever et 

al. 2013). The idea of momentum is that a parameter update not only depends on the current but also 

on past gradients (Goldberg 2016). More specifically, the method introduces a momentum vector 𝑚𝑡 

that maintains a moving average of past gradients (Bengio 2012). Unlike in SGD (Equation 2.9), the 

gradient ∇𝜃𝐸  does not affect the parameters anymore but rather the momentum (Nielsen 2015). 

Hereby, the two algorithms differ by how 𝑚𝑡 is computed (Sutskever et al. 2013). While the heavy 

ball method directly uses the gradient at the current position 𝜃𝑡 to update the momentum vector: 

𝑚𝑡 = 𝜇 ∗ 𝑚𝑡−1 − 𝜂 ∗ ∇𝜃𝐸(𝜃𝑡) (2.22) 

NAG first performs a partial parameter update based on the past momentum vector before computing 

the gradient that is used to obtain the current momentum vector: 

𝑚𝑡 = 𝜇 ∗ 𝑚𝑡−1 − 𝜂 ∗ ∇𝜃𝐸(𝜃𝑡 + 𝜇𝑚𝑡−1) (2.23) 

The partial parameter update gives NAG an anticipatory behavior that allows it to change 𝑚𝑡 in a 

more responsive way (Sutskever et al. 2013). The hyperparameter 𝜇 ∈ [0,1] used in both equations 

is called momentum coefficient and controls how fast the contribution of past gradients decays in the 

moving average (Bengio 2012). Lastly, 𝑚𝑡 is used to update the network parameters (Nielsen 2015): 

𝜃𝑡+1 = 𝜃𝑡 +𝑚𝑡 (2.24) 

Conceptually, this modified update rule is more similar to a ball rolling down a hill (Nielsen 2015). 

Namely, when certain gradient dimensions point to the same direction over multiple iterations, they 
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gather momentum and get amplified by 𝑚𝑡 (Ruder 2016). This property accelerates the parameter 

updates into the relevant directions, reduces oscillations caused by SGD, especially around areas of 

low curvature (Sutskever et al. 2013), and can be useful to escape poor local minima (Chollet 2017a). 

 

Adaptive Learning Rate Algorithms 

Another family of algorithms uses variable learning rates to improve the convergence of SGD. It is 

acknowledged that due to the oscillations of SGD, it is necessary to gradually decrease the learning 

rate as the empirical risk approaches its minimum (Bottou 2012). While such annealing can happen 

according to a fixed learning rate schedule (Bengio 2012), modern techniques use adaptive learning 

rates, in which parameters receive individual learning rates that are dynamically adjusted based on 

historical gradients of the empirical risk w.r.t. these parameters (LeCun et al. 2012). This ensures that 

all parameters converge at the same speed and removes the need to manually tune the learning rate 

(Bengio 2012; LeCun et al. 2012). Among the pioneers of those methods is the Adagrad algorithm 

by Duchi et al. (2011). The key idea of Adagrad is to rescale the learning rate 𝜂 by dividing it through 

the L2-norm of past gradients. More formally, let 𝑔𝑡,𝑖  be the component of the gradient 𝑔𝑡 = ∇𝜃𝐸 for 

the parameter 𝜃𝑖 at timestep 𝑡, 𝐺𝑡 ∈ ℝ
𝑑 𝑥 𝑑 a diagonal matrix, where a diagonal element 𝐺𝑡,𝑖𝑖 is the 

sum of squared gradients w.r.t. 𝜃𝑖 up to timestep t, and 𝜖 a smoothening term to avoid division by 0, 

then the update rule of Adagrad can be written as (Ruder 2016): 

𝜃𝑡+1,𝑖 = 𝜃𝑡,𝑖 −
𝜂

√∑ 𝑔𝑘,𝑖
𝑡
𝑘=1

2
+ 𝜖

∗ 𝑔𝑡,𝑖 = 𝜃𝑡,𝑖 −
𝜂

√𝐺𝑡,𝑖𝑖 + 𝜖
∗ 𝑔𝑡,𝑖 (2.25)

 

This update rule can also be applied to the entire parameter vector 𝜃 via the following equation, where 

⊙ denotes the Hadamard product, i.e. element-wise matrix-vector multiplication (Ruder 2016): 

𝜃𝑡+1, = 𝜃𝑡 −
𝜂

√𝐺𝑡 + 𝜖
⊙ 𝑔𝑡  (2.26) 

A result of Equation 2.25 is that rarely-updated parameters 𝜃𝑖  receive higher learning rates than 

frequently-updated ones, which balances their learning pace (Duchi et al. 2011). However, a 

downside of Adagrad is that the squared term in the denominator causes the learning rates to shrink 

rapidly and slows down learning (Ruder 2016). To counter this limitation, two extensions, RMSProp 

(Tieleman & Hinton 2012) and Adadelta (Zeiler 2012), have been proposed, which are similar and 

address the same problem of Adagrad. Namely, both use an exponentially decaying average instead 

of a sum to limit the accumulation of past squared gradients (Reddi et al. 2019; Ruder 2016): 

𝐸[𝑔2]𝑡 =  𝛾 ∗ 𝐸[𝑔
2]𝑡−1 + (1 − 𝛾) ∗ 𝑔𝑡

2 (2.27) 

While RMSProp uses this decaying average directly to rescale the learning rate: 

𝜃𝑡+1, = 𝜃𝑡 −
𝜂

√𝐸[𝑔2]𝑡 + 𝜖
∗ 𝑔𝑡 = 𝜃𝑡 −

𝜂

𝑅𝑀𝑆[𝑔]𝑡
∗ 𝑔𝑡  (2.28) 

Adadelta additionally replaces the learning rate with an exponentially decaying average of past 

squared parameter updates up to timestep 𝑡 − 1: 

𝐸[∆𝜃2]𝑡−1 = 𝛾𝐸[∆𝜃
2]𝑡−2 + (1 − 𝛾)∆𝜃𝑡−1

2  (2.29) 

and then updates the parameters with a ratio of these two moving averages (Ruder 2016): 
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𝜃𝑡+1, = 𝜃𝑡 −
√𝐸[∆𝜃2]𝑡−1 + 𝜖

√𝐸[𝑔2]𝑡 + 𝜖
∗ 𝑔𝑡 = 𝜃𝑡 −

𝑅𝑀𝑆[∆𝜃]𝑡−1
𝑅𝑀𝑆[𝑔]𝑡

∗ 𝑔𝑡  (2.30) 

 

Momentum-Based Adaptive Learning Rate Algorithms 

A last line of work combines the advantages of adaptive learning rate and momentum methods (Chen 

et al. 2018). The most influential work is the Adaptive Moment Estimation (Adam) algorithm by 

Kingma and Ba (2014), which is a combination of RMSProp and the heavy ball method (Zhou et al. 

2018a). In addition to the exponentially decaying average of past squared gradients 𝑣𝑡, Adam also 

keeps, similar to momentum, an exponentially decaying average of past gradients 𝑚𝑡: 

𝑚𝑡 = 𝛽1 ∗ 𝑚𝑡−1 + (1 − 𝛽1) ∗ 𝑔𝑡   ;    𝑣𝑡 = 𝛽2 ∗ 𝑣𝑡−1 + (1 − 𝛽2) ∗ 𝑔𝑡
2 (2.31) 

where 𝛽1, 𝛽2 ∈ [0,1] specify the decay rates (Ruder 2016). As the averages are initialized with 0-

vectors, these values are biased towards zero and, thus, bias-corrected terms are taken: 

�̂�𝑡 =
𝑚𝑡

1 − 𝛽1
𝑡    ;    �̂�𝑡 =

𝑣𝑡
1 − 𝛽2

𝑡
(2.32) 

Lastly, the two averages are used to update the network parameters (Kingma & Ba 2014): 

𝜃𝑡+1 = 𝜃𝑡 −
𝜂

√�̂�𝑡 + 𝜖
∗ �̂�𝑡 (2.33) 

Adam’s combined advantages proved to produce superior empirical results (Kingma & Ba 2014). 

Building upon its success, several extensions of Adam have been proposed. First, the original authors 

suggested a variant, called AdaMax, that replaces the exponentially decaying average of past squared 

gradients 𝑣𝑡 through a formulation based on the infinity-norm: 

𝑣𝑡 =  𝛽2
∞ ∗ 𝑣𝑡−1 + (1 − 𝛽2

∞) ∗ |𝑔𝑡|
∞ = max(𝛽2 ∗ 𝑣𝑡−1, |𝑔𝑡|) (2.34) 

This leads to the following update rule, whereby the remaining elements are the same as in Adam: 

𝜃𝑡+1 = 𝜃𝑡 −
𝜂

𝑣𝑡 + 𝜖
∗ �̂�𝑡 (2.35)  

The authors found that this leads to a more stable algorithm and removes the need to correct for an 

initialization bias in 𝑣𝑡 (Kingma & Ba 2014). Dozat (2016) proposed a variant, called Nadam, based 

on a modified version of Nesterov’s accelerated gradient method. The difference between the original 

NAG (Equation 2.23) and Dozat’s version is that the momentum 𝑚𝑡 is not used anymore to perform 

a partial parameter update before computing the gradient but rather as an anticipatory step for the 

current parameter update (Ruder 2016). Namely, consider the update rule for Adam (Equation 2.33). 

By replacing �̂�𝑡 and 𝑚𝑡 with Equations 2.31-2.32, it results in the following update rule: 

𝜃𝑡+1 = 𝜃𝑡 −
𝜂

√�̂�𝑡 + 𝜖
∗
𝛽1𝑚𝑡−1 + (1 − 𝛽1)𝑔𝑡

1 − 𝛽1
𝑡 = 𝜃𝑡 −

𝜂

√�̂�𝑡 + 𝜖
∗ (𝛽1�̂�𝑡−1 +

(1 − 𝛽1)𝑔𝑡
1 − 𝛽1

𝑡 ) (2.36) 

Nadam now simply replaces �̂�𝑡−1 through �̂�𝑡 to achieve the same forward-looking behavior as in 

NAG, which results in the following update rule (Ruder 2016): 
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𝜃𝑡+1 = 𝜃𝑡 −
𝜂

√�̂�𝑡 + 𝜖
∗ (𝛽1 ∗ �̂�𝑡 + (1 − 𝛽1) ∗

𝑔𝑡
1 − 𝛽1

𝑡) (2.37) 

More recently, Reddi et al. (2019) showed that Adam can cause convergence problems due to its 

exponentially decaying average, as it lets rarely-encountered gradient information quickly vanish. To 

counter this issue, the authors proposed AMSGrad, a variant of Adam that preserves past gradient 

information. The difference to Adam lies in the calculation of unbiased second-order estimates of 

past squared gradients �̂�𝑡 (Tan et al. 2019). While Adam directly uses a bias-corrected exponential 

moving average (Equation 2.32) to rescale the learning rate (Equation 2.33), AMSGrad uses the 

historical maximum of these averages, which acts as long-term memory of past gradients and 

guarantees convergence in convex optimization settings (Reddi et al. 2019): 

�̂�𝑡 = max(�̂�𝑡−1, 𝑣𝑡) (2.38) 

 

2.1.6 Advanced Regularization Schemes 

Regularization refers to the method of constraining a model to fight overfitting (Chollet 2017a) and 

has been an effective tool in NN research for decades. Historically, regularization consisted of three 

methods: weight decay, noise injection, and early stopping (Sarle 1995), which are similar and share 

the same objective, i.e. they force the NN to prefer a smooth decision boundary and, thus, prevent 

overfitting, though the way, in which they achieve this, differs among those methods (An 1996; Sarle 

1995). Weight decay realizes the smoothening effect by adding a penalty term to the empirical risk 

that forces the NN to prefer small weights 𝑤𝑖  (Bengio 2012; Nielsen 2015). The penalty depends on 

the type of weight decay. While L2-regularization (Equation 2.39) uses a squared sum to penalize 

large values more strongly, L1-regularization (Equation 2.40) uses an absolute sum to push weights 

stronger towards 0. Hereby, 𝜆 controls how strongly the weights get penalized (Nielsen 2015). 

argmin
𝜃
   𝐸𝑛(𝑁𝑁𝜃) =

1

𝑛
∗∑𝐿(𝑁𝑁𝜃(𝑥𝑖), 𝑦𝑖)

𝑛

𝑖=1

+
𝜆

2𝑛
∗∑𝑤𝑖

2

𝑘

𝑖=1

(2.39) 

argmin
𝜃
   𝐸𝑛(𝑁𝑁𝜃) =

1

𝑛
∗∑𝐿(𝑁𝑁𝜃(𝑥𝑖), 𝑦𝑖)

𝑛

𝑖=1

+
𝜆

𝑛
∗∑|𝑤𝑖|

𝑘

𝑖=1

 (2.40) 

Noise injection aims to achieve the same smoothening effect as weight decay but in a different way. 

Namely, it penalizes complex models by adding random noise to the input or NN weights (An 1996). 

The noise is typically sampled from a Gaussian distribution 𝑁(0, 𝜎2) with zero-mean and variance 

of 𝜎2 (Neelakantan et al. 2015), where 𝜎 controls the degree of smoothening (An 1996). It was shown 

that noise injection makes NNs less sensitive towards variations in training data and weights (An 

1996), hence improving their generalization ability (Holmstrom & Koistinen 1992), and is also 

effective in non-convex settings as encountered in state-of-the-art DL (Neelakantan et al. 2015). A 

last method that favors smooth decision boundaries is early stopping, in which learning is terminated 

before the model can overfit to the training set (Sarle 1995). For this, a metric computed on a separate 

validation dataset is used, and training is stopped when that metric has not improved after a certain 

number of epochs (Nielsen 2015). 
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Besides these canonical methods, more advanced regularization techniques have been proposed that 

are specifically designed for NNs, among which dropout (Hinton et al. 2012; Srivastava et al. 2014) 

is the most prominent. The idea of dropout is to temporarily disable neurons with a probability of 

1 − 𝑝 for each training example (Srivastava et al. 2014), leading to the following modified forward 

pass, whereby 𝑟(𝑙)~𝐵𝑒𝑟𝑛𝑜𝑢𝑙𝑙𝑖(𝑝) is a masking vector of Bernoulli variables with probability 𝑝 of 

being 1 and ⊙ denotes the Hadamard product (Kim 2014; Srivastava et al. 2014): 

𝑎(𝑙) = 𝑓(𝑊(𝑙) ∗ 𝑎(𝑙−1) + 𝑏(𝑙)) ⊙ 𝑟(𝑙) = 𝑓(𝑧(𝑙))  ⊙ 𝑟(𝑙) (2.41) 

This results in a thinned NN for each training sample that overfits in different ways. Thus, dropout 

can be seen as an efficient way to perform averaging over multiple NNs (Hinton et al. 2012). Further, 

the stochasticity of dropout prevents neurons from relying too much on other neurons and makes 

them more robust (Srivastava et al. 2014). Since dropout is only applied during training but not during 

inference, the weights must be rescaled to offset the effect of using the full NN. This is either done 

by multiplying the weights with the dropout rate 𝑝 during inference or by dividing them by 𝑝 during 

training (Chollet 2017a). A last line of work belongs to the class of normalization methods and 

includes batch normalization by Ioffe and Szegedy (2015) and layer normalization by Ba et al. (2016). 

These methods primarily address the issue of co-variance shift to accelerate convergence. However, 

as noted by the authors, the inherent stochasticity of these methods acts as a regularizer and fulfills 

some of the same goals as early stopping or dropout (Ba et al. 2016; Ioffe & Szegedy 2015). The idea 

behind both methods is to normalize activations of each layer to have zero-mean and unit-variance. 

More formally, let 𝑎𝑗
(𝑙)

 be the activation of neuron 𝑗 from layer 𝑙, 𝜇𝑗
(𝑙)

 and 𝜎𝑗
(𝑙)

 the mean and standard 

deviation for that activation, and 𝑔𝑗
(𝑙)

, 𝑏𝑗
(𝑙)

 an adaptive gain and bias that must be learned for each 

neuron and are needed to restore the representation power of the NN, which may be distorted by the 

normalization, then a fixed distribution can be obtained through the following transformation (Ba et 

al. 2016; Ioffe & Szegedy 2015): 

�̅�𝑗
(𝑙)
= 𝑔𝑗

(𝑙)
∗
𝑎𝑗
(𝑙) − 𝜇𝑗

(𝑙)

𝜎𝑗
(𝑙)

+ 𝑏𝑗
(𝑙) (2.42) 

Hereby, the two methods differ by how 𝜇𝑗
(𝑙)

, 𝜎𝑗
(𝑙)

 are computed. While batch normalization (Equation 

2.43) calculates the same statistics for all examples in a mini-batch but each neuron separately, layer 

normalization (Equation 2.44) computes the same statistics for all neurons in a layer but each training 

instance separately (Ba et al. 2016): 

𝜇𝑗
(𝑙)
=
1

𝐵
∗∑𝑎𝑗,𝑖

(𝑙)

𝐵

𝑖=1

  ;    𝜎𝑗
(𝑙)
= √

1

𝐵
∗∑(𝑎𝑗,𝑖

(𝑙)
− 𝜇𝑗

(𝑙)
)
2

𝐵

𝑖=1

  (2.43) 

𝜇𝑗
(𝑙) = 𝜇(𝑙) =

1

𝐻
∗∑𝑎𝑗

(𝑙)

𝐻

𝑗=1

  ;    𝜎𝑗
(𝑙) = 𝜎(𝑙) = √

1

𝐻
∗∑(𝑎𝑗

(𝑙) − 𝜇𝑗
(𝑙))

2
𝐻

𝑗=1

  (2.44) 

whereby 𝐵 is the number of examples in a mini-batch and 𝐻 the number of hidden units. Ba et al. 

(2016) found that the latter equation makes the normalization less sensitive towards mini-batch sizes 

and eliminates the need to renormalize the NN after training, as in the case of batch normalization. 
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2.2 Deep Learning for Natural Language Processing 

Natural language processing (NLP) involves the computational understanding of human language 

(Otter et al. 2021). For decades, this field was dominated by shallow ML models, such as logistic 

regression, trained on high-dimensional, sparse data. However, these models got almost entirely 

replaced by NNs, as they proved to produce superior results on NLP tasks (Young et al. 2018). This 

section presents the most important concepts, how NNs use text data to understand human language. 

 

2.2.1 Distributed Representation of Words (Word Embeddings) 

NNs work only with numerical data of fixed size, which poses a problem, as text is typically a variable 

sequence of words (Sutskever et al. 2014). Thus, before text can be used in NNs, it must be converted 

into fixed-sized vectors in a process called vectorization (Chollet 2017a). A classical approach to 

achieve this is the bag-of-words (BoW) encoding, in which each word or n-gram (i.e. sequence of up 

to 𝑛 adjacent words) is treated as an atomic unit, and vectors are obtained by counting occurrences 

for each document (Harris 1954; LeCun et al. 2015). However, this method has several limitations: 

it discards the order of tokens, suffers from sparsity and high-dimensionality, and has no notion of 

similarity (Le & Mikolov 2014). Thus, today, most NNs use distributed representations of words or 

word embeddings to encode text (e.g. Bengio et al. 2003; Collobert & Weston 2008; Collobert et al. 

2011). Embeddings map each word 𝑤 to a vector 𝑣𝑤 ∈ ℝ
𝑑 in a low-dimensional space, where the 

goal is to learn vectors that capture semantic relationships, i.e. related words should have similar 

vectors (Kim 2014). Embeddings can be obtained in two ways (Chollet 2017a): First, they can be 

treated as network parameters and learned on the task-specific dataset via a special embedding layer 

(Goldberg 2016). Second, it is possible to use pre-trained embeddings that capture generic 

relationships between words and act as universal feature extractors (Kim 2014). While the former is 

useful when the goal is to obtain task-specific embeddings (Chollet 2017a), the latter may result in 

better generalization, as words are considered that do not appear in the task-specific dataset (Goldberg 

2016). Several pre-trained embeddings have been proposed, among which the Word2Vec (Mikolov 

et al. 2013a), FastText (Mikolov et al. 2017), and GloVe (Pennington et al. 2014) embeddings are the 

most prominent. The idea of these methods is similar: They pre-train embeddings in an unsupervised 

fashion on a large corpus of unannotated data (Goldberg 2016) by creating an auxiliary task based on 

co-occurrence statistics of words (Pennington et al. 2014; Young et al. 2018). According to the 

distributional hypothesis, stating that similar words occur in similar contexts (Harris 1954), such 

auxiliary task results in embeddings capturing similarity between words (Young et al. 2018).  Hereby, 

the methods mainly differ by how embeddings are obtained6 and their used corpus7.  

 

Word2Vec embeddings were trained on a Google News corpus via the skip-gram and continuous 

bag-of-words (CBOW) models by Mikolov et al. (2013a). Both methods use a local context window 

approach, in which they sample for a focus word 𝑤𝑡  its adjacent words 𝑤𝑡−𝑘 , … , 𝑤𝑡−1, 𝑤𝑡+1, … , 𝑤𝑡+𝑘 

as context to create an auxiliary task, which is for CBOW to predict the focus word given its context 

and for skip-gram to predict the context given the focus word (Mikolov et al. 2013a). This task is 

optimized via a simplified NN with a hidden layer and omitted non-linearity (Mikolov et al. 2013a). 

The result of both methods are two vectors for each word: one that represents it as a focus word 𝑣𝑤 

and one that represents it as a context word 𝑣𝑐  (Young et al. 2018), which can be used as embeddings. 

Later, Mikolov et al. (2017) developed an extension of their original models, called FastText, which 

combines improvements proposed by various authors, such as a subsampling strategy to counteract 

 
6 Note that this thesis only utilizes the pre-trained embeddings but not their unsupervised training methods. Thus, the exact computational mechanisms 

of the methods are out of scope, and interested readers can consult the original references for those details. 
7 Note that there exist also versions of the described embeddings that use corpora other than the ones mentioned in this section. However, these were 

not utilized. 
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the imbalance of frequent and rare words (Mikolov et al. 2013b), a position-dependent weighting 

strategy that considers the word position when computing the context vector (Mnih & Kavukcuoglu 

2013), a preprocessing strategy that incorporates n-grams without significantly increasing the number 

of features (Joulin et al. 2016; Mikolov et al. 2013b), and the enrichment of word vectors with 

subword information that considers the internal structure and morphology of words and can compute 

representations for words that do not appear in the training data, such as misspelled or rare words 

(Bojanowski et al. 2017). The extended model was trained on a corpus of Wikipedia and Common 

Crawl data to obtain embeddings for 157 languages (Grave et al. 2018). A last type of embeddings is 

trained on a corpus of Wikipedia and Gigaword data via the Global Vectors (GloVe) method by 

Pennington et al. (2014). GloVe is a global matrix factorization method that decomposes a co-

occurrence matrix 𝑋 , capturing global corpus statistics, into low-dimensional context and word 

vectors �⃗⃗� 𝑖 , 𝑐 𝑗 ∈ ℝ
𝑑 for each word. However, unlike other matrix factorization methods, it does this 

by casting the factorization as a log-bilinear regression (similar to skip-gram and CBOW). Thus, 

GloVe benefits from the efficiency of count-based models while achieving similar results to skip-

gram and CBOW on semantic analogy tasks (Pennington et al. 2014). 

 

2.2.2 Neural Network Architectures for Text Processing 

Until now, only one NN type was discussed, the FCNN, in which neurons are connected to all neurons 

of the subsequent layer. While FCNNs are useful to learn hierarchical representations of structured 

data (Chollet 2017a), they suffer from certain restraints that make them unsuitable for text data. First, 

FCNNs assume a fixed-sized input, which can be problematic for variable-length text (Sutskever et 

al. 2014). Second, FCNNs ignore the ordering of features, which contradicts the sequential structure 

of language (Goldberg 2016). Thus, other NNs are used that can better deal with text, among which 

the convolutional neural network (CNN) and recurrent neural network (RNN) are the most prominent 

(Chollet 2017a). At their core, these networks do not differ much from FCNNs and include many of 

their concepts, such as neurons, activations, SGD, and backpropagation (Nielsen 2015). However, 

these NNs have additional properties that are useful to handle the underlying structure of text data. 

 

Convolutional Neural Networks 

CNNs have their roots in computer vision (Fukushima 1980; LeCun et al. 1989; Weng et al. 1992), 

where they showed remarkable performance (e.g. Krizhevsky et al. 2012). The properties that helped 

CNNs to achieve the superior results have also been found to be effective for NLP (e.g. Collobert et 

al. 2011; Kalchbrenner et al. 2014; Kim 2014). Namely, CNNs are designed to identify local patterns 

(i.e. n-grams) regardless of their position in the text (Goldberg 2016; Young et al. 2018). This makes 

them useful for prediction tasks, where local cues are expected to be important but not their global 

position (Goldberg 2016). Figure 6 depicts an exemplary architecture of a CNN8. It takes as input a 

sequence of word embeddings 𝑥1, … , 𝑥𝑛 ∈ ℝ
𝑑𝑒𝑚𝑏 (Young et al. 2018) and passes it through a stack 

of alternating convolutional and pooling layers (i.e. convolutional base), which learns a hierarchy of 

local patterns (Chollet 2017a). The patterns are then passed to a FCNN for the prediction (Nielsen 

2015). CNNs can be trained via a modified version of SGD via backpropagation (Nielsen 2015). 

 
8 The figure shows only an exemplary architecture using a single convolutional, max-pooling, and fully-connected layer, and softmax classification. 

However, also other architectures are possible (e.g. multiple layers, binary classification). 
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Figure 6: Architecture of a CNN for Text Processing (Young et al. 2018) 

 

A convolutional layer consists of 𝑑𝑜𝑢𝑡 channels, where each channel encodes a different local pattern 

and has its own filter or kernel (Young et al. 2018). The filter itself comprises multiple neurons, where 

each neuron is connected to a receptive window of ℎ concatenated, adjacent features from the input 

𝑥𝑖:𝑖+ℎ−1 (Kim 2014; LeCun et al. 2015). A neuron now extracts the local patch 𝑥𝑖:𝑖+ℎ−1 ∈ ℝ
ℎ∗𝑑𝑖𝑛 and 

transforms it to an output feature 𝑐𝑖 ∈ ℝ by applying an operation called discrete convolution, which 

is simply the sum of element-wise products of the patch with a weight matrix 𝑤 ∈ ℝℎ∗𝑑𝑖𝑛, followed 

by a bias 𝑏 ∈ ℝ and a non-linear activation (Khellal et al. 2018; Kim 2014): 

𝑐𝑖 = 𝑓(𝑤 ∗ 𝑥𝑖:𝑖+ℎ−1 + 𝑏) = 𝑓( ∑ ∑𝑤𝑘,𝑙 ∗ 𝑥𝑘,𝑙

𝑑𝑖𝑛

𝑙=1

𝑖+ℎ−1

𝑘=𝑖

+ 𝑏) (2.45) 

Hereby, all neurons in a filter share the same weights and bias, implying that a filter always detects 

the same pattern, just at different locations (Nielsen 2015). The result of the convolutional layer is a 

vector 𝑐 = (𝑐1, … , 𝑐𝑛−ℎ−1)
𝑇, called feature map, for each channel that is passed to subsequent layers 

(Kim 2014). A convolutional layer is typically followed by a pooling layer that takes the feature maps 

of the channels and reduces them to a single vector (Goldberg 2016) by either taking the maximum 

or average activation (Hinton et al. 2012). Pooling is used to keep the feature maps at a reasonable 

size and to induce a translation-invariance by discarding the positional information of a feature 

(LeCun et al. 2015; Nielsen 2015). Thus, by combining the two layers, CNNs achieve the property 

of identifying local cues regardless of their position (Goldberg 2016). 

 

More recently, researchers proposed an alternative to the convolutional operation, called depthwise 

separable convolution (DSC) (Sifre & Mallat 2014), which offers similar representation power while 

reducing its computational complexity (Ma et al. 2019) and is part of many state-of-the-art DL models 

(e.g. Chollet 2017b; Howard et al. 2017). DSCs exploit the fact that spatial locations of the input are 

highly correlated, but different channels are not (Chollet 2017a). As regular convolutions learn filters 

that capture both spatial and cross-channel correlations, it involves many redundancies in the learned 

weights (Guo et al. 2018). The idea of DSCs is to split up the convolution by first performing a 

depthwise convolution with a weight vector 𝑤𝑑𝑒𝑝𝑡ℎ ∈ ℝ
ℎ  for each channel separately to capture 

spatial relationships and combining these channels via a pointwise convolution with 𝑤𝑝𝑜𝑖𝑛𝑡 ∈ ℝ
𝑑𝑖𝑛 

to capture cross-channel relationships (Guo et al. 2018): 

𝑐𝑖 = 𝑓(𝑤𝑝𝑜𝑖𝑛𝑡 ∗ (𝑤𝑑𝑒𝑝𝑡ℎ ∗ 𝑥𝑖:𝑖+ℎ−1) + 𝑏) (2.46) 

This results in a factorization of the weight matrix 𝑤 ∈ ℝℎ∗𝑑𝑖𝑛 of a filter into two weight vectors 

𝑤𝑑 ∈ ℝ
ℎ and 𝑤𝑝 ∈ ℝ

𝑑𝑖𝑛, which notably reduces the parameters in large CNNs (Kaiser et al. 2017). 
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Recurrent Neural Networks 

Though CNNs have useful properties for text processing, they suffer from one limitation: they only 

consider word order within their local cues but fail to accommodate long-distance word relationships 

(Goldberg 2016). As words develop their meaning based on prior words in a sentence, it is beneficial 

to have a NN that processes text in chronological order and maintains a memory of previously-seen 

elements (Otter et al. 2021; Young et al. 2018). For this purpose, RNNs can be used, which are the 

temporal equivalent of FCNNs (Sutskever et al. 2013) and designed to map sequential data into fixed-

sized vectors while paying attention to its order (Elman 1990). This is achieved by processing a 

sequence 𝑥1,… , 𝑥𝑛 one element at a time and maintaining a hidden state ℎ𝑡  (LeCun et al. 2015), 

which acts as a memory and contains information about all past elements up to timestep 𝑡 (Chollet 

2017a; Young et al. 2018). Figure 7 shows the architecture of such RNN. 

 

 
Figure 7: Architecture of a RNN for Text Processing (Young et al. 2018) 

 

It consists of recurrent layers that have a recursive connection to themselves (Mikolov et al. 2013a). 

This connection can be unfolded in time, resulting in a deep NN with a layer for each timestep 

(Sutskever et al. 2013). The recurrent layer takes a sequence of input vectors 𝑥1, … , 𝑥𝑛 and an initial 

hidden state ℎ0, iterates over the sequence, and returns an ordered sequence of hidden state ℎ1, . . , ℎ𝑛 

and output vectors 𝑜1, … , 𝑜𝑛 (Goldberg 2016). At each timestep 𝑡, the layer takes an element of the 

sequence 𝑥𝑡 and the hidden state from the previous iteration ℎ𝑡−1 and calculates an output as well as 

a new hidden state with the following equations: 

ℎ𝑡 = 𝑓(𝑈 ∗ 𝑥𝑡 + 𝑉 ∗ ℎ𝑡−1 + 𝑏) (2.47) 
𝑜𝑡 = 𝑊 ∗ ℎ𝑡 (2.48) 

where 𝑈, 𝑉,𝑊 are weight matrices, 𝑏 is a bias vector, and 𝑓 a non-linear activation (Young et al. 

2018). The hidden state ℎ𝑡 can then be used to calculate the output and hidden state for the next 

timestep, and so on. Hereby, the weight matrices 𝑈, 𝑉,𝑊 are shared across all timesteps (LeCun et 

al. 2015). RNNs can be trained via a modified backpropagation algorithm called backpropagation 

through time (Werbos 1990). Further, multiple recurrent layers can be stacked to form a deep RNN 

(El Hihi & Bengio 1995). Lastly, it is possible to use bidirectional RNNs, which consist of two 

separate RNNs: one that processes the sequence in chronological order while the other processes it 

in reverse order, and the outputs are then combined (Schuster & Paliwal 1997). 

 

The standard RNN, as described above, has a limitation: it suffers from the unstable gradient problem, 

causing it to forget long-term dependencies as it progresses through the sequence (Bengio et al. 1994). 

Thus, several extensions of the RNN have been proposed, among which the long short-term memory 

(LSTM) and gated recurrent unit (GRU) are the most prominent (Young et al. 2018). The LSTM by 

Hochreiter and Schmidhuber (1997) is an alternative recurrent layer designed to solve the unstable 

gradient problem. As shown in Figure 8, LSTM has many similarities to the vanilla RNN. 
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Figure 8: Architecture of an LSTM (Ismail et al. 2018) 

 

It still processes sequences one element at a time and consists of a recurrent unit that has a connection 

to itself and can be unfolded in time. However, instead of computing the hidden state solely based on 

the current input 𝑥𝑡 and the past state ℎ𝑡−1, the LSTM introduces an additional carry track, which 

acts as a memory and preserves gradients over time (Chollet 2017a; Goldberg 2016). It achieves this 

by having a recursive connection to itself with the identity function as activation and a fixed weight 

of 1. As the derivative of such function is always 1, the errors propagated through the carry track 

cannot explode or vanish (Schmidhuber 2015). Further, the LSTM layer has three gates - input, forget, 

and output gate - that control how much of the new input should be written into the carry track, how 

much of the current content should be forgotten, and how strongly the memory will affect the output 

(Goldberg 2016). These gates are linear combinations of the current input 𝑥𝑡 and the past hidden state 

ℎ𝑡−1, passed through a sigmoid function 𝜎, where [∗] denotes a concatenation (Young et al. 2018): 

𝑓𝑡 = 𝜎(𝑊𝑓 ∗ [ℎ𝑡−1; 𝑥𝑡] + 𝑏𝑓) (2.49) 
𝑖𝑡 = 𝜎(𝑊𝑖 ∗ [ℎ𝑡−1; 𝑥𝑡] + 𝑏𝑖) (2.50) 
𝑜𝑡 = 𝜎(𝑊𝑜 ∗ [ℎ𝑡−1; 𝑥𝑡] + 𝑏𝑜) (2.51) 

The vectors 𝑓𝑡 , 𝑖𝑡 , 𝑜𝑡 ∈ [0,1] can now act as logical gates by multiplying them component-wise with 

another vector, i.e. when a value of a gate is close to 1, the value at the corresponding index of the 

other vector is allowed to pass; when the value is close to 0, it will be discarded (Goldberg 2016). 

These gates can be used to calculate the new values for the carry track 𝑐𝑡, the hidden state ℎ𝑡, and the 

output 𝑦𝑡 for each timestep 𝑡 (Young et al. 2018): 

𝑐𝑡 = 𝑓𝑡⊙ 𝑐𝑡−1 + 𝑖𝑡 ⊙ tanh(𝑊𝑐 ∗ [ℎ𝑡−1; 𝑥𝑡] + 𝑏𝑐) (2.52) 
ℎ𝑡 = 𝑜𝑡⊙ tanh(𝑐𝑡) (2.53) 

𝑦𝑡 = ℎ𝑡 (2.54) 

The GRU by Cho et al. (2014) is a simpler alternative to LSTM, which performs comparably while 

being computationally less expensive (Chung et al. 2014). 

 
Figure 9: Architecture of a GRU (Jabreel & Moreno 2019) 
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As shown in Figure 9, GRU does not have a carry track anymore, but handles past information directly 

via the hidden state ℎ𝑡 , controlled by two gates: the reset gate 𝑟𝑡  and update gate 𝑧𝑡 , which are 

calculated in the same way as for LSTMs (Jabreel & Moreno 2019; Young et al. 2018): 

𝑟𝑡 = 𝜎(𝑊𝑟 ∗ [ℎ𝑡−1; 𝑥𝑡] + 𝑏𝑟) (2.55) 
𝑧𝑡 = 𝜎(𝑊𝑧 ∗ [ℎ𝑡−1; 𝑥𝑡] + 𝑏𝑧) (2.56) 

The reset gate controls the access to the past hidden state ℎ𝑡−1 and proposes a new state ℎ̃𝑡: 

ℎ̃𝑡 = tanh(𝑊ℎ ∗ [(𝑟𝑡⊙ℎ𝑡−1); 𝑥𝑡] + 𝑏ℎ) (2.57) 

whereby ⊙ is the Hadamard product. The actual hidden state ℎ𝑡 and the output 𝑦𝑡 are then computed 

using an interpolation of the past state ℎ𝑡−1 and the proposed state ℎ̃𝑡, whereby the shares are defined 

by the update gate (Goldberg 2016; Jabreel & Moreno 2019): 

ℎ𝑡 = (1 − 𝑧𝑡)⊙ ℎ𝑡−1 + 𝑧𝑡⊙ ℎ̃𝑡 (2.58) 
𝑦𝑡 = ℎ𝑡 (2.59) 

 

2.3 Non-Sequential Neural Network Architectures 

Until now, only sequential NNs were discussed, which consist of a linear stack of layers (i.e. FCNN, 

CNN) or recursive layers that can be linearly unfolded in time (i.e. RNN) and which assume a single 

input and produce a single output. However, as NNs can be any arbitrary directed, acyclic graphs of 

layers (Chollet 2017a), it is possible to build NNs with multiple branches or combine multiple NN 

types and, thus, to construct arbitrary complex networks (Chollet 2017a; Goldberg 2016). Two 

popular techniques to achieve this are model cascading, in which the output of one or more NNs is 

used by another NN as input, and model ensembling, in which outputs of multiple NNs are combined 

to obtain the final prediction (Goldberg 2016; Nielsen 2015). These non-sequential NN architectures 

are especially useful for two types of problems: multi-input and multi-output learning (Chollet 

2017a). Multi-input or multi-modal learning deals with the processing of different input types (Ngiam 

et al. 2011). As shown in Figure 10, different modalities are typically processed by different networks 

in a multi-branch setting. While structured data is often processed by FCNNs, sequential data is 

processed by RNNs or CNNs, and image data by CNNs (Chollet 2017a). Multi-output or multi-task 

learning tries to predict multiple targets using the same NN (Chollet 2017a). This technique is useful 

when it is believed that the learned parameters for one task will also be helpful for the other (Goldberg 

2016), and results in more robust features and better generalization (Caruana 1997). 

 

 
Figure 10: Example of a Multi-Input Network (Chollet 2017a) 
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2.4 Logistic Regression 

The LR by Cox (1958) belongs to the family of generalized linear models (McCullagh & Nelder 

1989) and is a statistical modeling technique for binary classification (Hosmer & Lemeshow 1989). 

The goal of LR is to calculate a binary class probability for each instance Pr(𝑦 = 1|𝑥) ∈ [0,1] given 

a set of variables 𝑥 = (𝑥1,… , 𝑥𝑝)
𝑇
(Dreiseitl & Ohno-Machado 2002). It does this by formulating 

Pr(𝑦 = 1|𝑥) as linear combination of 𝑥 passed through a logistic function (Schumacher et al. 1996): 

Pr(𝑦 = 1|𝑥; 𝛽) = 𝜎(𝛽0 + 𝛽1𝑥1 +⋯+ 𝛽𝑝𝑥𝑝) =
1

1 + 𝑒−(𝛽0+𝛽1𝑥1+⋯+𝛽𝑝𝑥𝑝)
 (2.60) 

The parameters 𝛽 = (𝛽0, … , 𝛽𝑝) ∈ ℝ
𝑝+1 are learned from the training data via maximum-likelihood 

estimation, in which the goal is to choose 𝛽 as to maximize the product of class probabilities across 

the training set ∏ Pr(𝑦𝑖|𝑥𝑖; 𝛽)
𝑛
𝑖=1  or, equivalently, to minimize the sum of negative log-likelihoods 

(Dreiseitl & Ohno-Machado 2002): 

argmin
𝛽
𝐸(𝛽) = −∑log(Pr(𝑦𝑖|𝑥𝑖; 𝛽))

𝑛

𝑖=1

= −∑𝑦𝑖 ∗ ln(�̂�𝑖) + (1 − 𝑦𝑖) ∗ ln(1 − �̂�𝑖)

𝑛

𝑖=1

  (2.61) 

By looking at the equations above, it can be noted that LR has many similarities to NNs. For instance, 

Equation 2.60 for modeling the class probability corresponds to the forward pass of a sigmoid neuron 

(Equations 2.1, 2.14), and the objective function for finding the optimal parameters (Equation 2.61) 

is identical to that of a NN with cross-entropy loss (Equations 2.4, 2.7). As a result, LRs can be 

trained with the same optimization methods as NNs, such as SGD or one of its variants (Curtis & 

Scheinberg 2017). Despite their parallels, NNs and LRs have notable differences, making them useful 

for distinct cases: First, unlike NNs, LRs transform the linear combination of inputs only a single 

time using the sigmoid function, resulting that LRs can only model linear relationships between 

features (Tu 1996) and have a convex error surface (Amoia et al. 2018) with no suboptimal minima 

or saddle points. Second, as LRs do not have hidden layers, no backpropagation is needed, and some 

of the optimization issues from Section 2.1.3 do not apply (e.g. unstable gradient problem, co-

variance shift). Lastly, unlike in NNs, the model parameters of LRs can be directly interpreted as log-

odds ratios, i.e. relative importance of features for the prediction (Schumacher et al. 1996). Hence, 

LRs are seen as white-box models, while NNs are dubbed as black-box models (Dreiseitl & Ohno-

Machado 2002). 

 

2.5 Crowdfunding 

Crowdfunding is an umbrella term for a form of fundraising (Ahlers et al. 2015), in which individuals 

or groups obtain funding by drawing upon small contributions from a large number of people, dubbed 

as the crowd (Belleflamme et al. 2014; Mollick 2014). It is a subtype of crowdsourcing (Leimeister 

2012), which refers to the act of outsourcing a task, usually performed by a designated agent, to an 

undefined, large number of people in the form of an open call (Howe 2006). However, instead of 

outsourcing a task, rather the act of obtaining capital is delegated (Tomczak & Brem 2013). Further, 

crowdfunding is inspired by the concept of micro-finance (Mollick 2014), which refers to the idea of 

funding individuals or groups that do not have access to traditional finance sources, such as credit 

institutions (Morduch 1999). Hence, crowdfunding is seen as a substitute financing model for start-

ups and entrepreneurs to overcome the funding gap during early venture stages (Bouncken et al. 2015; 

Hemer et al. 2011). 
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2.5.1 Actors in Crowdfunding 

Crowdfunding usually involves three actors: fundraisers, backers, and platforms (Tomczak & Brem 

2013). Fundraisers or project creators are entrepreneurial or private persons seeking money from the 

crowd to realize their projects (Bouncken et al. 2015). Unlike traditional finance, crowdfunding is 

fundamentally open to everyone, which results in a diverse typology of fundraisers, ranging from 

individuals soliciting funds for creative projects, over non-profit organizations asking for donations, 

to start-ups seeking seed capital (Bouncken et al. 2015; Mollick 2014; Schwienbacher & Larralde 

2010). However, getting capital is not the only reason for fundraisers to participate in crowdfunding. 

Fundraisers can also use crowdfunding to spread awareness of their work and receive public attention, 

to obtain early feedback for their products, and to build relationships with customers (Belleflamme 

et al. 2013; Gerber & Hui 2013; Katsamakas & Sun 2020). Further, fundraisers can use crowdfunding 

to gain legitimacy and show demand for their product, which serves as a quality signal for investors 

from more traditional sources and often leads to an increase in subsequent venture capital (Mollick 

2014; Mollick & Kuppuswamy 2014). 

 

The second actor are investors or backers that represent the crowd and support projects with monetary 

contributions (Ordanini et al. 2011). In exchange, they receive some sort of reward, such as physical 

products, interest from lending, equity shares, or the satisfaction of donating, depending on the 

crowdfunding type (Moleskis & Alegre 2018). Besides extrinsic motivations (i.e. the expectation of 

rewards) also intrinsic factors, such as social interactions or community belonging, encourage backers 

to participate in crowdfunding (Gerber & Hui 2013; Ordanini et al. 2011). Though backers are 

typically ordinary consumers rather than sophisticated investors (Belleflamme et al. 2014), it was 

found that backers make similar decisions and respond to the same quality signals as professional 

investors despite not having the same degree of expertise (Mollick 2013; Mollick & Nanda 2016). 

 

The last actor are crowdfunding platforms, over which fundraisers propose their campaigns. To start 

a project, fundraisers apply to the platform with information about the project’s purpose, monetary 

goals, time to reach the goals, the way funds will be used, and potential rewards (An et al. 2014). The 

platform then publishes the project and exposes it to investors (Bouncken et al. 2015). Though 

crowdfunding can be conducted directly by fundraisers (Belleflamme et al. 2013) or in an offline 

form (Gras et al. 2017), most projects are proposed via internet-based platforms acting as 

intermediaries between fundraisers and backers in form of a two-sided market (Bouncken et al. 2015; 

Eisenmann et al. 2006; Zvilichovsky et al. 2013). Further, crowdfunding platforms are inspired by 

social media and Web 2.0, as they allow fundraisers and backers to participate in online communities 

and communicate through comments and updates (Ordanini et al. 2011; Zheng et al. 2014). 

 

2.5.2 Crowdfunding Models 

The literature distinguishes between four crowdfunding models based on the return that backers 

receive for their contributions: donation-based, lending-based, reward-based, and equity-based 

crowdfunding (Giudici et al. 2012). In the donation-based model, backers act as philanthropists and 

expect no direct returns for their pledges (Mollick 2014). The rewards here are rather of intrinsic, 

immaterial, and social nature (Bouncken et al. 2015). In the lending-based model, backers’ pledges 

are offered as loans to fundraisers with the expectation of a return on the invested capital (Mollick 

2014). In reward-based crowdfunding, backers are offered non-monetary rewards, such as being 

credited in a movie, participating in product development, or getting early access to the product 

(Lukkarinen et al. 2016; Mollick 2014). Lastly, in the equity-based model, backers act as investors 

and receive equity shares in return for their pledges (Belleflamme et al. 2014; Mollick 2014). 



 29 

Further, crowdfunding can be distinguished into an All-Or-Nothing (AON) and Keep-It-All (KIA) 

model based on their funding policy (Cumming et al. 2020). In the AON model, the fundraiser is only 

allowed to keep the pledged funds when the campaign reaches its funding goal, while in the KIA 

model, the fundraiser can keep the money regardless of whether the funding goal was achieved 

(Cumming et al. 2020). AON ensures that fundraisers do not start projects with unrealistically low 

funding but also induces higher risks for fundraisers, as they are left empty when they cannot achieve 

their goal (Cumming et al. 2020). 

 

2.5.3 Risks of Crowdfunding 

Despite its benefits for both fundraisers and backers, crowdfunding also induces risks that can hinder 

their willingness to participate. Namely, crowdfunding is marked by high uncertainty. Backers mainly 

face uncertainty about a project’s feasibility and fundraiser’s expertise (Kaminski & Hopp 2020). The 

reason for this is that crowdfunding projects are often at early stages, as noted by Stanko and Henard 

(2017), who observed that fundraisers, on average, completed only 62% of their product development 

activities at the time of campaign launch. Thus, backers pre-order the product long before its existence 

and have no control over the project development (Du et al. 2015; Zhou et al. 2018b). Another reason 

for backers’ uncertainty is the information asymmetry in crowdfunding, implying that fundraisers 

have more information than backers about the true project quality (Akerlof 1970; Moleskis & Alegre 

2018). Reasons for this asymmetry are that crowdfunding platforms contain only limited information 

for backers to evaluate the project and its creator (Du et al. 2015; Zhou et al. 2018b) and that 

fundraisers intentionally limit the available data due to fear of disclosing too much information and 

getting their ideas stolen (Gleasure 2015). Hence, backers must rely on potential cues to reduce their 

uncertainty and predict project success when making pledges (Kaminski & Hopp 2020). 

 

Fundraisers primarily face uncertainty if their projects will be successfully funded. This is particularly 

true in the AON model, as fundraisers receive the pledged amount only when the campaign reaches 

its funding goal before the deadline (Cumming et al. 2020). Though creators are not held accountable 

for failed projects, they must invest time and effort to promote their ideas with no returns, which 

creates opportunity costs. Further, fundraisers often need to design a prototype, which involves 

significant expenses (Chen et al. 2013; Li et al. 2016).  
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3 Related Literature 

Motivated by the aforementioned risks, two research streams emerged that aim to better understand 

crowdfunding success: the first focuses on identifying general success factors (Short et al. 2016), 

while the second aims to predict success-related aspects of crowdfunding via ML techniques (Yu et 

al. 2018). These two streams will be described next. 

 

3.1 Success Factors in Crowdfunding 

Identifying antecedents of crowdfunding success has been of growing interest over the past decade 

(Kaartemo 2017). Scholars studied, amongst others, the effects of campaign features, actor-related 

factors, communication, and social networks on crowdfunding success (Csepy et al. 2020; Kaartemo 

2017). It was found that meta-characteristics of campaigns, defined before their launch, contribute to 

their success (Csepy et al. 2020). For instance, higher funding goals are negatively associated with 

success, as projects with high goals are perceived as riskier (Koch & Siering 2015; Mollick 2014). 

Also, it was found that the campaign duration contributes to its success, though with mixed results. 

While some papers reported a negative correlation between duration and success, as longer durations 

may signal a lack of fundraiser’s confidence (e.g. Lukkarinen et al. 2016; Mollick 2014), other papers 

attested lengthier campaigns a better performance (e.g. Burtch et al. 2013; Zheng et al. 2014). Also, 

the category to which a project belongs may affect its success, though the evidence remains equivocal. 

While some scholars noted systematic differences across project categories, including their success 

rates (e.g. Mollick 2014; Zhou et al. 2018b), others attested the category only a minor influence on 

project success (Chan et al. 2018). Lastly, the number of pledge tiers, their prices, and associated 

rewards were found to affect project success (e.g. Chen et al. 2016; Lukkarinen et al. 2016). 

 

Another factor that influences crowdfunding success is the location of the project. Though Agrawal 

et al. (2011) observed an average distance of 3000 miles between entrepreneur and investor in 

crowdfunding, as opposed to 70 miles in venture capital, suggesting a reduced relevance of spatial 

proximity compared to traditional financing, it was found that geography still plays a vital role. For 

instance, Mollick (2014) found that creators are more likely to propose projects reflecting underlying 

cultural products of their geographic area and that the nature of the population, in which they operate, 

is related to crowdfunding success. Lin and Viswanathan (2015) found evidence of home bias in 

crowdfunding, implying that backers are more likely to pledge to fundraisers in the same geographic 

area. Lastly, Agrawal et al. (2011) found that local investors contribute earlier than distant ones. 

 

A third success factor stems from the signaling theory (Spence 1973). As crowdfunding is marked by 

uncertainty and information asymmetry, the theory suggests that fundraisers must convey credible 

quality signals to backers (Spence 1973). Indeed, it was found that projects that signal a higher quality 

are more likely to be funded (Ahlers et al. 2015; Mollick 2014). However, quality is a latent construct 

that can be measured in different ways (Zhou et al. 2018b). Thus, researchers aimed to model project 

quality through various proxies. For instance, the inclusion of videos and the absence of spelling 

mistakes were identified as a quality signal, as they show the fundraiser’s preparation (Mollick 2014). 

Further, a large entrepreneurial team positively affects the success likelihood, as team experience 

serves as a signal of the unobserved quality of a venture (Hoenig & Henkel 2015; Lagazio & Querci 

2018). Lastly, endorsements can act as quality signals and influence project success. For instance, 

Mollick (2014) found that projects featured by the crowdfunding platform are more likely to be 

funded, and Kim and Viswanathan (2019) found that early investments from reputable investors act 

as quality signals and increase the likelihood of funding from the crowd. 



 31 

Another success factor is the social network or social capital of the fundraiser (Colombo et al. 2015; 

Liao et al. 2015; Mollick 2014). Social networks refer to personal/professional connections of the 

fundraiser and can be divided into internal network, i.e. connections built within the crowdfunding 

community, and external network, i.e. connections obtained outside the crowdfunding context (Csepy 

et al. 2020). The social capital theory suggests that such networks enable resource exchange and 

knowledge sharing through network ties, trust, and shared narratives (Moleskis & Alegre 2018; 

Nahapiet & Ghoshal 1998). In crowdfunding, social networks help creators to broadcast the project 

to a large audience (Zheng et al. 2014) and act as signals of quality (Lin et al. 2013). The importance 

of social networks was confirmed by Mollick (2014), who found that the number of friends on social 

media positively affects crowdfunding success. Colombo et al. (2015) found that social capital is 

crucial for attracting funds in early campaign stages, which may be explained that the initial funding 

often comes from friends and family of the fundraiser (Agrawal et al. 2011). Besides personal 

contacts, also contacts within the crowdfunding community, built through the fundraiser’s prior 

activity in creating and backing projects, may be a viable source of funding (Butticè et al. 2017; 

Colombo et al. 2015). While there is mixed evidence about the fundraiser’s past founding experience 

(e.g. Butticè et al. 2017; Koch & Siering 2015), it is acknowledged that the fundraiser’s backing 

history increases the success likelihood (e.g. Koch & Siering 2015; Zheng et al. 2014; Zvilichovsky 

et al. 2013). This effect may be explained by the theory of reciprocity, implying that a person A is 

more likely to help a person B, when B has helped A before (Gouldner 1960; Koch & Siering 2015). 

 

A last success factor is related to the communication between fundraisers and backers (Csepy et al. 

2020). Hereby, the project description was identified as an important communication channel (Du et 

al. 2015). Project descriptions in crowdfunding have a similar purpose as business plans in traditional 

financing, i.e. persuading backers to contribute to the project through the use of language (Zhou et al. 

2018b). Further, they serve to convey quality signals and to reduce uncertainty and information 

asymmetry (Wang et al. 2020b). Thus, project descriptions and their linguistic style were found to 

affect funding success (e.g. Gafni et al. 2019; Koch & Siering 2015; Parhankangas & Renko 2017). 

However, not only the static project description but also dynamic interactions with backers through 

comments and updates influence success (Lagazio & Querci 2018). During the campaign, backers 

can interact with fundraisers and other backers through comments, where they ask questions, give 

feedback, and keep track of the progress (Lai et al. 2017; Yao & Zhang 2014). It was shown that 

increased participation through comments can positively affect the success of a campaign (e.g. Wang 

et al. 2018; Yao & Zhang 2014). Further, fundraisers can post updates to inform backers about project 

developments (Mollick 2014). Such updates can be seen as signals that fundraisers actively aim to 

solve information asymmetries (Liu & Liu 2016) and may convince backers who need to see a 

progress before pledging (Koch & Siering 2015). This was also confirmed by Xu et al. (2014), who 

found that content and timing of updates can influence the funding likelihood. 

 

3.2 Crowdfunding Success Prediction with Machine Learning 

The application of ML to predict various crowdfunding aspects has been of great interest in the data 

science and crowdfunding community (e.g. Etter et al. 2013; Greenberg et al. 2013; Katsamakas & 

Sun 2020; Lee et al. 2018). Relying mostly on data from reward-based crowdfunding platforms, such 

as Kickstarter, scholars have built models that predict the expected amount of pledges (Chung & Lee 

2015), the days until a project reaches its goal (Li et al. 2016), or investors for a campaign (An et al. 

2014). However, most work has been done in the area of crowdfunding success prediction (e.g. Mitra 

& Gilbert 2014; Wang et al. 2020b; Zhou et al. 2018b). Hereby, typically a binary classification was 

applied, where a campaign was deemed successful when it achieved or exceeded its goal. Prior work 

utilized a variety of ML algorithms, ranging from simple models, such as logistic regression (e.g. Du 
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et al. 2015) or naive Bayes (e.g. Chung & Lee 2015), to advanced models, such as gradient boosting 

(e.g. Lai et al. 2017) or non-linear support vector machines (SVM) (e.g. Kaminski & Hopp 2020). 

Hereby, researchers relied upon different types of data. While some papers used only static 

information available at campaign launch (e.g. Greenberg et al. 2013), other papers also used dynamic 

and time-series features that change over the project duration (e.g. Rao et al. 2014; Wang et al. 2019) 

or relied on text data (e.g. Yuan et al. 2016; Zhou et al. 2018b). More recently, scholars started to 

utilize DL for crowdfunding prediction (e.g. Arvind & Akilandeswari 2020; Cheng et al. 2019; Wang 

et al. 2020b), which allowed them to incorporate new input modalities, such as image and video data. 

In sum, crowdfunding success prediction has gained notable research interest, resulting in a myriad 

of ML approaches. By having conducted an extensive literature review of nearly 40 papers9, three 

dominant research streams have been identified: conventional ML, text mining, and DL approaches10, 

which will be described next, so that afterwards a research gap can be identified. 

 

Conventional ML Approaches 

In the conventional ML approach, researchers mainly used structured features retrieved from the 

campaign page, the creator’s profile, or external websites, such as social media, and fed them into 

traditional ML models11. For instance, Greenberg et al. (2013) used a dataset of 13,000 Kickstarter 

campaigns and structured features to predict crowdfunding success using different tree-based models 

and SVMs with an accuracy of 68%. Kaur and Gera (2017) studied the impact of social media features 

on crowdfunding success by evaluating multiple ML models, such as naive Bayes, random forest, 

and LR, on a dataset of 4,121 Kickstarter projects. Their best model, a LR, realized 76.7% accuracy. 

Ahmad et al. (2017) proposed a modified random forest algorithm, in which the decision trees are 

reweighted according to their performance. Based on a dataset of 26,191 Kickstarter campaigns, their 

model achieved an accuracy of 94.3%, outperforming classifiers, such as MLP, naive Bayes, or LR. 

Guo et al. (2020) performed a comparative study of multiple ML models, such as LR, SVM, MLP, 

AdaBoost, XGBoost, and gradient-boosting machine, in their utility to predict crowdfunding success. 

They found that the gradient-boosting machine outperforms other models with an accuracy of 70%. 

Ryoba et al. (2020) used a k-nearest-neighbor (KNN) model and a metaheuristic whale-optimization 

algorithm to select a minimal subset of 9 features that predicts crowdfunding success with 90.3% 

accuracy. Other researchers applied a time-series approach, aiming to predict success at different time 

steps. For instance, Rao et al. (2014) predicted crowdfunding success using only the time-series of 

money pledges and their first-order derivatives. Their decision tree achieved an accuracy of 84%, 

given the money pledges of 15% of the campaign duration. Etter et al. (2013) used a time-series of 

money pledges, social network data, and a project-backers-graph to predict funding success over time, 

using classifiers, such as KNN, Markov chains, and SVMs. Their best model achieved 76% accuracy 

only 4 hours after the campaign launch. 

 

Text Mining Approaches 

The second stream relies mainly on text mining and NLP techniques to extract features from text data 

of campaigns, which are used as input for ML models. Often, these features are manually engineered 

using frameworks borrowed from communication theory and psychology. For instance, based on the 

elaboration likelihood model by Petty and Cacioppo (1986), Du et al. (2015) used the concepts of 

argument quality and source credibility to derive numerical features from project descriptions, which 

were then used in a LR to predict crowdfunding success with an accuracy of 73%. Lai et al. (2017) 

utilized various text mining methods to extract 17 numerical features related to quality, sentiment, 

 
9 For an overview in table form, refer to Appendix B. 
10 Note that some papers may belong to multiple research streams. In such case, their main purpose was used as a categorization criterium. 
11 Note that simple MLPs that can be obtained out-of-the-box from ML libraries, such as scikit-learn, were considered as traditional ML models, while 

only sophisticated NN approaches were categorized as deep learning. 
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and readability from comments and updates to predict crowdfunding success. By combining these 

features with 11 campaign attributes and feeding them into ML models, such as gradient boosting 

and random forest, they achieved an accuracy of 92.4%. Other authors focused on the predictive 

power of the actual content. For instance, by extracting 20,391 n-grams out of project and reward 

descriptions and including them into a LR, Mitra and Gilbert (2014) found that phrases related to six 

persuasion principles (reciprocity, scarcity, social proof, social identity, authority, and liking), act as 

powerful predictors. Sawhney et al. (2016) applied latent dirichlet allocation (LDA) by Blei et al. 

(2003) to extract topics from text data of campaigns. By combining them with other text mining 

methods, such as sentiment analysis and part-of-speech tagging, and embedding them into a linear 

SVM, they achieved an accuracy of 71%. Yuan et al. (2016) further developed this technique and 

introduced a domain-specific LDA for crowdfunding. For this, they built a knowledge graph from 

crowdfunding news, which guided the topic mining. The topics were fed together with campaign 

features into a random forest classifier to predict crowdfunding success with an F1-score of 86.8%. 

 

Deep Learning Approaches 

More recently, scholars started to apply DL models to predict crowdfunding success. Hereby, DL 

was mainly used in two ways: First, researchers used DL as preprocessing step to derive features 

from text, image, and video data, which were then used as input for ML models. For instance, Wang 

et al. (2020a) used a LSTM network to predict if campaign descriptions emphasize the entrepreneur 

or the project idea. The output was then used as input in a regression model to show how text emphasis 

affects funding success. Hu and Zhao (2019) utilized a bi-directional LSTM with GloVe embeddings 

followed by a CNN to predict harassment in crowdfunding comments. Going forward, the authors 

plan to include the prediction into an econometric model to study the influence of online harassment 

on crowdfunding success. Kaminski and Hopp (2020) used the Doc2Vec model by Le and Mikolov 

(2014) to convert text data from descriptions and videos into sequence embeddings, which were fed 

into various classifiers to predict crowdfunding success with 73% accuracy. Katsamakas and Sun 

(2020) also employed the Doc2Vec model but additionally combined the embeddings with structured 

features and fed them into various ML (e.g. LR, SVM) and NN models (e.g. MLP, RNN, LSTM) to 

predict crowdfunding success with 89.4% accuracy. 

 

Other researchers utilized DL as a predictor, ranging from fairly simple models to more advanced 

NN architectures. For instance, Wang et al. (2020b) drew upon a dataset of 85,233 Kickstarter 

projects, 11 structured features, and five LDA topics to predict crowdfunding success via a 2-hidden-

layer FCNN and compared the results with more traditional ML models. Their NN outdid the other 

models with an accuracy of 93.2%. Yu et al. (2018) utilized a dataset of 331,462 Kickstarter projects 

and structured features to predict the likelihood of funding success. Their 2-hidden-layer FCNN 

achieved an accuracy of 93% and outperformed ML models, such as random forest and SVM. Yeh 

and Chen (2020) proposed an ensemble model of FCNNs with varying numbers of hidden units and 

layers, which achieved an accuracy of 96.2% on a dataset of 4,474 crowdfunding campaigns. 

 

Besides simple FCNNs, also advanced architectures have been proposed that can deal with multiple 

input modalities. In the area of dynamic success prediction, Wang et al. (2019) proposed a DL model 

that combines static and time-series features to predict the daily donations in medical crowdfunding. 

Their model consists of an LSTM network, whose hidden state at the first timestep is initialized with 

static features to ensure their propagation over time. The model needed less than two weeks to predict 

the daily donations with less than 10% absolute percentage error. Jin et al. (2019) proposed an LSTM-

based seq2seq model that combines static and time-series features to predict the expected success 

time of campaigns. Hereby, an encoder first predicts the distribution of backers, which is then used 
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by a decoder to predict the success time. Zhang et al. (2019) proposed a DL model that predicts the 

daily success probability of crowdfunding projects. Their model consists of an FCNN to encode static 

features and a LSTM network with attention mechanism to encode dynamic features, whose outputs 

are merged in a softmax classifier. Lee et al. (2018) utilized a seq2seq model with sentence-level 

attention by Sutskever et al. (2014) and a hierarchical attention network by Yang et al. (2016) to 

predict crowdfunding success over time using only text data. Their model achieved an accuracy of 

76% on the first day of the campaign and 91% over the campaign duration. 

 

In the area of static success prediction, Arvind and Akilandeswari (2020) used an ensemble of two 

deep NNs, whose outputs were stacked to yield the prediction: 1) a CNN model by Kim (2014) to 

process text data, and 2) a 2-hidden-layer FCNN to process numerical data. Their model achieved an 

accuracy of 93.1%. Cheng et al. (2019) utilized multi-media content of crowdfunding campaigns, 

specifically text and image data, to predict their success. For this, they proposed a NN that combines 

multiple input modalities (i.e. text, image, and structured data). Their multi-modal network consists 

of three branches: 1) a FCNN to encode structured data, 2) a pre-trained VGG16-CNN by Simonyan 

and Zisserman (2014) for image data, and 3) pre-trained GloVe embeddings followed by a CNN for 

text data. The learned feature maps of the branches were then merged in another FCNN to yield a 

joint, multi-modal feature map. The proposed model achieved an AUC of 83%. 

 

3.3 Research Gap 

Crowdfunding success prediction has received notable scientific attention with scholars utilizing a 

myriad of datasets, ML models, and evaluation metrics. Yet, the literature review revealed several 

research gaps, suggesting that findings in this area are not exhaustive, and to which this thesis aims 

to contribute. The first research gap concerns the use of state-of-the-art DL methods in static success 

prediction. As evident from the past section, in the area of dynamic success prediction, in which the 

goal is to predict success at multiple timesteps over the campaign duration (thus corresponding to a 

time-series problem) using features that can change over time, scholars have proposed sophisticated 

DL frameworks (Jin et al. 2019; Lee et al. 2018; Wang et al. 2019; Zhang et al. 2019). However, in 

the area of static success prediction, which aims to predict crowdfunding success a single time using 

solely attributes that are available at project launch and do not change, such sophisticated approaches 

remain scarce. At the time of writing, only two papers (Arvind & Akilandeswari 2020; Cheng et al. 

2019) attempted to incorporate advanced DL techniques, such as alternative NN architectures (e.g. 

CNNs, RNNs), multi-branch networks, and multiple input modalities, into static success prediction. 

However, also these papers often rely on canonical design choices, such as ReLU activations and 

Adam optimizers, and lack state-of-the-art DL methods. The second gap concerns the systematic and 

multi-dimensional comparison of DL with simpler baseline methods, such as linear models. Though 

some papers compared NNs with linear models (Table 2 depicts their results), the findings remain 

ambiguous. While some researchers observe the superiority of NNs over linear models, others note 

the opposite. Further, the reported performances of NNs and linear models differ substantially among 

those papers. A potential explanation of this mixed evidence may be that the NNs were often restricted 

to very simple models. Hence, the true utility of DL in crowdfunding success prediction is unknown. 

Concludingly, by answering the RQ introduced in Section 1 and comparing state-of-the-art DL with 

the simpler baseline method of LR, this thesis aims to fill the aforementioned gaps and to contribute 

to a more inclusive framework of crowdfunding success prediction with DL. 
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Table 2: Comparisons of Neural Networks and Linear Models in Previous Papers 

Paper Metric Neural Network Linear Model 

Yeh and Chen (2020) Accuracy MLP 96.2% Log. Reg. 91.9% 

Ahmad et al. (2017) Accuracy MLP 94.3% Log. Reg. 92.4% 

Yu et al. (2018) Accuracy MLP 93.2% Log. Reg. 89.1% 

Wang et al. (2020b) Accuracy MLP 92.3% Log. Reg. 85.3% 

Peng et al. (2021) R2 MLP 82.1% Linear Reg. 80.1% 

Cheng et al. (2019) F1-Score MLP + CNN 75.3% Linear SVM 74.8% 

Li et al. (2018a) Accuracy MLP 72.8% Log. Reg. 70.4% 

Guo et al. (2020) Accuracy MLP 68% Log. Reg. 67% 

Alazazi et al. (2020) R2 MLP 80.2% Linear Reg. 89.9% 

Katsamakas and Sun (2020) Accuracy LSTM 75.6% Log. Reg. 84.6% 

Kaminski and Hopp (2020) Accuracy MLP 70% Log. Reg. 71% 

 

  



 36 

4 Methodology 

This section describes the methodology employed to answer the RQ of this thesis. More specifically, 

the goal is to utilize state-of-the-art DL methods from the theoretical background and apply them to 

build a NN that predicts the success of crowdfunding campaigns. Further, the NN will be compared 

to the LR on different datasets and metrics to explore if and in which areas DL is superior. To answer 

this RQ, the thesis utilizes a dataset from Kickstarter12, one of the largest reward-based crowdfunding 

platforms (Yu et al. 2017) that offers an extensive amount of data and has already been utilized by 

many prior studies (e.g. Greenberg et al. 2013; Guo et al. 2020; Yu et al. 2018). Further, the thesis 

casts the prediction as binary classification, in which a project is successful when it reaches or exceeds 

its funding goal and was chosen as it is the most commonly used prediction type in prior research, 

especially together with Kickstarter data, making the results of this thesis comparable (Wang et al. 

2019; Wang et al. 2020b). Further, it best reflects the real-world problem confronted on Kickstarter, 

as the platform employs an All-or-Nothing policy. Lastly, a static prediction was chosen, implying 

that success is predicted only one time at project launch. According to Dreiseitl and Ohno-Machado 

(2002), the quality of prediction results depends on three factors: 1) the quality of the dataset, 2) the 

care with which hyperparameters are selected, and 3) evaluation criteria used to report the results, 

and should always be described to ensure validity of the claims. Following this advice, the thesis 

adopts a methodology, which ensures reproducibility and validity of the findings and is shown in 

Figure 11. It consists of four phases: First, the raw data is collected, cleaned, and relevant attributes 

selected. Second, an exploratory data analysis (EDA) investigates patterns in the data via descriptive 

statistics and visualizations. Next, a hyperparameter search is conducted for two different models (i.e. 

NNs vs. LRs) on three different datasets (i.e. structured vs. text vs. text + structured). Lastly, the best-

found models are compared with each other and with prior work based on various evaluation metrics. 

 

 
Figure 11: Methodology Framework of the Thesis 

 

The experiments were performed on a technical setup, as shown in Table 3. To ensure reproducibility, 

the dataset and code used in this thesis will be made available on GitHub13. 

 
Table 3: Technical Setup of Experiments 

Methodology Step Hardware / Software Python Libraries 

Data Collection + 

EDA 

Local Machine: Mac OS 11.2 

CPU: Intel i5-5350U Dual-Core 1.8 GHz 

RAM: 8GB 1600 MHz DDR3 

Jupyter Notebook (Python 3) 

Pandas, NumPy, Math, SQLite3, 

JSON, Requests, BeautifulSoup, RE 

(Regular Expressions), TQDM, 

spaCy, Matplotlib, Seaborn, US, 

Datetime, Dateutil, Pycountry, 

CurrencyConverter, Num2Words, 

Unidecode, Googlemaps, Demoji 

 
12 https://www.kickstarter.com 
13 https://github.com/dage19ac/wide-and-deep-learning-in-crowdfunding-success-prediction 

https://www.kickstarter.com/
https://github.com/dage19ac/wide-and-deep-learning-in-crowdfunding-success-prediction
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Model Building + 

Evaluation 

Cloud Machine: Google Colab (Python 3) 

Logistic Regression: 

Intel Xeon CPU, 2 Cores, 2.2 GHz + 25GB RAM 

Neural Networks:  

TPUv2 with 8 Cores + 35GB RAM 

Pandas, NumPy, SciPy, Random, 

OS, IO, Sklearn, Tensorflow, Keras, 

Talos, TQDM, Fasttext, Gensim 

 

4.1 Data Collection 

4.1.1 Kickstarter Platform 

Since its launch in 2009, Kickstarter has grown to one of the largest crowdfunding platforms in the 

world with over 19 million backers, $5.6 billion in pledged money, and 500,000 created campaigns 

(Kickstarter 2021b). Figure 12 shows the structure of such a campaign. It consists of four sections14: 

1) The overview section contains the project title, a short summary called blurb, a video or image, 

and various structured information about the project (e.g. funding goal, category, pledged amount). 

2) In the text section, fundraisers describe the project idea and potential risks using multi-media 

content, such as text, images, videos, or interactive elements. 3) The creator section contains data 

about the fundraiser, such as location, biography, and external links. 4) In the reward section, 

fundraisers can specify multiple pledge levels, their prices, and associated rewards. The information 

in these four sections can be further divided into static attributes (e.g. funding goal), which are set 

before the project launch and do not change, and dynamic attributes (e.g. number of backers), which 

change over the campaign duration (Arvind & Akilandeswari 2020; Silva et al. 2020). 

 

 
Figure 12: Structure of a Kickstarter Campaign Page 

 

4.1.2 Web Scraping 

Kickstarter does not make its information available as a dataset. Thus, the data must be gathered from 

the website via a process called web scraping. For this, a Python bot was developed that takes a list 

of campaigns, opens their websites, and scrapes their data. However, in order to use the scraper, a 

seed list is needed that contains a list of campaigns along with their IDs and URLs as identifiers (Yu 

et al. 2017). As seed lists, two data sources were used: 1) A dataset from the scraping service 

Webrobots.io15, which crawls Kickstarter campaigns on a monthly basis. Hereby, all CSV files from 

November 2015 until November 2020 were taken and merged into a dataset of 387,664 instances and 

41 attributes. 2) A relational SQLite3 Kickstarter database assembled by the Fung Institute at UC 

Berkeley (Li 2019; Yu et al. 2017). Hereby, the tables project, category, location, reward, 

reward_item, item, creator, creator_external_url, and creator_bio were queried and merged into a 

 
14 Note that there are additional sections in crowdfunding campaigns, such as comments, updates, FAQ, and community, which were not considered, 

as the information in these sections are either not relevant for this thesis or were not possible to retrieve. 
15 https://webrobots.io/kickstarter-datasets/ 

https://webrobots.io/kickstarter-datasets/
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dataset of 408,637 projects and 122 features. Though both datasets contain a large number of features, 

some important ones, such as the project description, are still missing. Further, the datasets contain 

features that the other one does not have. Thus, the available features were used as starting point, and 

missing features were retrieved via web scraping. Kickstarter uses an API based on the query 

language GraphQL to load data into their websites. This API can be accessed by making a request to 

https://www.kickstarter.com/graph, followed by a GraphQL schema that specifies the attributes to 

retrieve16. Though the API can be publicly accessed, it is not documented and, thus, the available 

features are unknown. In order to determine the attribute names, it was necessary to monitor the 

network traffic of Kickstarter to see which GraphQL requests are made internally. Further attributes 

were identified by inspecting the HTML code of Kickstarter via the Python library BeautifulSoup. 

With this approach, it was possible to retrieve additional 45 features for the Webrobots and 47 features 

for the Berkeley dataset. 

 

4.1.3 Data Cleaning 

Next, the datasets were consolidated and cleaned to yield a final dataset that can be used as input for 

the models. Hereby, the data cleaning can be divided into four phases: 1) structured data cleaning, 2) 

text data cleaning, 3) unserious campaign removal, and 4) information leakage removal. In the 

structured data cleaning, the datasets were reduced by removing duplicate instances, attributes with 

only singletons or null values, and uninformative or redundant features. Further, all attributes were 

removed that were only available in certain datasets but missing in the others. In line with other work 

(e.g. Guo et al. 2020; Li et al. 2016; Zhou et al. 2018b), all instances with a status other than successful 

or failed were removed, as they do not have a clear outcome. Further, some features had to be 

transformed: For instance, currency-related features were converted into US dollar, date-related 

features were converted from Unix timestamp into a human-readable format, and country codes were 

replaced by their full name. Missing values were removed by either discarding the instances/features 

or by imputing them with appropriate alternatives. Further, some categorial features consisted of too 

many values and had to be grouped as, otherwise, they would blow up the dataset when converted 

into one-hot-encoded vectors. Lastly, some highly correlated features were decorrelated by taking 

their mean value or transforming them into binary variables. 

 

Text in Kickstarter is in an HTML format, implying that text features contain not only pure text but 

also multi-media elements, such as images or videos, and noisy data, such as HTML tags or smileys. 

Thus, it was necessary to remove these elements in a text cleaning. First, it is acknowledged that the 

enrichment of textual descriptions with multi-media elements and social media connectivity can 

increase the likelihood of funding success (e.g. Kaur & Gera 2017; Koch & Siering 2015). To capture 

this effect, HTML tags in the text were parsed via the Python library re (regular expressions) to 

identify the number of images, videos, audios, interactive elements, and external links in a project. 

After the construction of these custom features, all HTML tags and links were removed. A second 

data cleaning concern was the handling of numbers and money-related special characters. Since 

crowdfunding is a form of finance, such elements may matter for the prediction, and removing them 

results in an information loss. To overcome this limitation, special characters that may convey useful 

information (e.g. %, $, €, ½) were converted into words, and numbers were transformed using the 

Python library num2words and split into subwords17 . The reason for this choice is the out-of-

vocabulary (OOV) issue in embeddings (Young et al. 2018). Though it was found that embeddings, 

such as Word2Vec or GloVe, exhibit a numeral understanding (Wallace et al. 2019), this effect is 

 
16 See Appendix C for an example of a GraphQL schema. 
17 For instance, the number 26,000,520 would be converted to twenty six million five hundred twenty. 

https://www.kickstarter.com/graph
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limited to simple numbers, as there are infinite possible values and most numbers are OOV (Jiang et 

al. 2019). Thus, through the split of numbers into subwords, parts of the numerical information can 

be captured by the embeddings. As this thesis uses only English embeddings, all non-English projects 

were removed by identifying unicode ranges that contain non-Latin characters and by using a 

language detector from the Python library spaCy. Next, the text was normalized by converting all 

characters into lowercase, stripping off accents using the Python library unidecode, and replacing 

contractions through their uncontracted words. Lastly, all special characters that were not removed 

by the preceding steps were replaced by a whitespace. 

 

The next data cleaning step was the removal of unserious campaigns (i.e. outliers). Outliers are 

observations that deviate so much from other samples that they raise suspicion if they were not 

generated by a different mechanism (Hawkins 1980) and can lead to model misspecification, biased 

parameter estimation, and erroneous results (Liu et al. 2004). Though outliers are often seen as noise, 

they may carry important information (Ben-Gal 2005). As it will be seen in the EDA, Kickstarter data 

is strongly influenced by outliers, and many projects that deviate substantially are, in fact, serious 

attempts. Thus, only projects were removed that could be identified with high certainty as unserious. 

In total, four of such categories were removed, which are shown in Table 4. Though it cannot be 

assured that all projects in these categories were unserious, a manual inspection revealed that the 

majority of these projects were.18 

 
Table 4: Removed Unserious Campaigns 

 Unserious Campaign Category Removal Reason 

1 All projects with less than 100 characters in 

all of their text attributes combined. 

These campaigns were often created as a test or 

represented unserious efforts. Hence, fundraisers did 

not specify any project description, rewards, risks, etc. 

A similar choice to remove such projects has also been 

adopted in previous papers (e.g. Cheng et al. 2019; Du 

et al. 2015; Zhou et al. 2018b). 

2 All projects with a funding goal > $1,000,000, 

which were not at least 1% funded, and all 

projects with a funding goal < $100. 

Projects with such extremely high/low funding goals 

are often created as a joke or unserious effort and have 

also been removed in previous papers (e.g. Du et al. 

2015; Mollick 2014; Zhou et al. 2018b). However, as 

there exist serious campaigns that aim to collect 

millions in capital through crowdfunding, all projects 

that were at least 1% funded were kept. 

3 All projects that collected more than 5,000% 

of their funding goal. 

In such cases, the funding goal was set unrealistically 

low (e.g. $100 or $1,000) to ensure that the project will 

certainly be successful and to circumvent the All-or-

Nothing policy of Kickstarter. This issue has not been 

addressed in prior prediction approaches so far. 

4 All projects with an average pledge per backer 

> $3,000. 

In these campaigns, the risk of self-pledges was high. 

Self-pledges refer to the phenomenon that fundraisers 

invest into their own projects to trigger a herding 

behavior, to push the project over the funding threshold 

(Crosetto & Regner 2018), or simply to avoid failing 

publicly (Gleasure 2015). Such self-pledges are 

typically substantially larger than regular pledges 

(Crosetto & Regner 2018). This issue has not been 

addressed in prior approaches so far. 

 

 
18 Refer to Appendix D for an example campaign of each suspicious category. 
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A last data cleaning step was the removal of information leakage, which refers to features that convey 

information about the target and are available in historical data but not when the decision has to be 

made (Provost & Fawcett 2013). Such leakage leads to an overestimation of the model’s performance 

(Kaufman et al. 2012) and happens as a result that data collection and preparation is conducted from 

historical data (Provost & Fawcett 2013). This also applies to Kickstarter, as the projects are scraped 

in the future after they have ended, bearing the risk that some features contain information that would 

not be available at project launch and that the fundraiser changed information during the campaign 

or after its end. In total, three of such leaking scenarios have been identified and removed during the 

data cleaning, which are depicted in Table 5. Though it cannot be assured that the dataset is free of 

leakage, it is hoped that the amount is reduced to such an extent that it does not bias the prediction. 

 
Table 5: Removed Information Leakages 

 Information Leak Scenario Leak Prevention Actions 

1 There are features in the dataset whose final value 

can only be known after the campaign has ended or 

can even change after the success/failure of a project. 

In total, 8 of such leaking features were 

excluded from the dataset: spotlight, pledged, 

percent_funded, number_of_backers, 

avg_pledge_per_backer, number_of_comments, 

number_of_updates, launch_year19. 

2 The fundraiser has changed information after the 

campaign has ended. Though Kickstarter does not 

allow editing of failed campaigns (Kickstarter 

2021a), fundraisers can edit successful projects via a 

feature called spotlight, in which they can describe 

their success story and inform backers about project 

developments (Kickstarter 2021c). If creators decide 

to use this feature and edit projects after their 

success, Kickstarter sets an attribute profile_state to 

active, which is available in the dataset. 

All campaigns, which had their profile_state set 

to active, were removed. 

3 The fundraiser has changed campaign information 

after its launch but before its end. In such a case, the 

attribute profile_state is not set to active, and a 

leakage cannot be identified easily. While for most 

features this issue is not relevant, as they are either 

not allowed to be changed (Kickstarter 2021a) or 

there is no compelling reason for doing so, a major 

concern was that the creator has edited the project 

description during the campaign to inform backers 

about an early success or failure, which is typically 

done at the beginning of the description. 

To limit the amount of leakage, all projects 

were removed that contain 66 specific phrases20  

related to success and failure within the first 

words of their text data (i.e. title, blurb, and first 

25% of their project description). 

 

 

 

  

 
19 Refer to Appendix E for an explanation of these leaking features. 
20 Refer to Appendix F for an overview of all removed leaking phrases. 
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4.1.4 Final Dataset 

The data cleaning yielded a final dataset of 246,891 instances, 40 features grouped into 4 categories, 

and one binary target, as depicted in Table 6. 

 
Table 6: Final Attributes of the Dataset 

Category Name Type Description 

Campaign 

Attributes 

goal Numeric Funding amount to be raised 

number_of_collaborators Numeric Number of Kickstarter users collaborating on the project 

funding_period Numeric Number of days between launch and deadline of the campaign 

days_between_created_and_launched Numeric Number of days between creation and launch of the campaign 

category Categorial Category + subcategory of the project 

launch_quartal Categorial Quartal in which project was launched (Q1-Q4) 

staff_pick Binary Whether project has been selected by Kickstarter as “Projects 

We Love” 

campaign_has_demo_video Binary Whether project contains a video at the top of the page (i.e. main 

campaign video) 

campaign_has_environmental_commitments Binary Whether project has specified environmental commitments (e.g. 

sustainable materials) 

number_of_images Numeric Number of images in the story 

number_of_videos Numeric Number of videos in the story (excluding main campaign video) 

number_of_audios Numeric Number of audio elements in the story (e.g. music player) 

number_of_interactives Numeric Number of interactive elements in the story (e.g. image diashow, 

3D models, social media connectors) 

number_of_words Numeric Number of words in the entire campaign (i.e. title, blurb, story, 

risks, reward_description, creator_bio) 

number_of_links Numeric Number of links in the entire campaign 

Text 

Attributes 

title Text Title of the campaign 

blurb Text Short summary of the campaign 

story Text Detailed campaign description 

risks Text Risks of the campaign 

reward_description Text Merged description of all reward tiers 

creator_bio Text Biography of the project creator 

Creator 

Attributes 

location Categorial Country of the creator 

creator_verified_identity Binary Whether the creator has his/her identity verified 

creator_fb_auth Binary Whether the creator is authenticated via Facebook 

creator_has_image Binary Whether the creator has a profile picture 

creator_allows_follows Binary Whether the creator allows followers 

number_of_creator_backings Numeric Number of projects the creator has backed 

number_of_creator_projects Numeric Number of projects the creator has created 

facebook_linked Binary Whether the creator has his/her Facebook profile linked 

twitter_linked Binary Whether the creator has his/her Twitter profile linked 

instagram_linked Binary Whether the creator has his/her Instagram profile linked 

linkedin_linked Binary Whether the creator has his/her LinkedIn profile linked 

Reward 

Attributes 

number_of_rewards Numeric Number of different rewards 

number_of_words_per_reward Numeric Average number of words per reward 

lowest_pledge_level Numeric Lowest price of a reward 

highest_pledge_level Numeric Highest price of a reward 

has_limited_rewards Binary Whether at least one reward is limited 

has_shipped_rewards Binary Whether at least one reward is shipped 

has_restricted_shipping_rewards Binary Whether at least one reward has restricted shipping (e.g. only 
within the US) 

avg_months_until_reward Numeric Arithmetic mean between the number of months until the earliest 

and the latest reward is shipped 

Target 

Variable 

campaign_successful Binary Whether pledged amount ≥ funding goal  
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4.2 Exploratory Data Analysis 

Next, an EDA was conducted to gain insights into patterns of the data through visualizations and 

statistical tools that can guide the model building (Tukey 1977). First, the target campaign_successful 

was inspected. As shown in Figure 13, the success rate is around 𝑃𝑟(𝑦 = 1) = 35%. Similar rates 

have also been observed by Kickstarter (2021b), confirming that the collected dataset mirrors the 

ground truth distribution. Further, it implies that the dataset is imbalanced, which must be considered 

in the next steps. By digging deeper into the success rate and plotting the distribution of the percentage 

of funds collected, an interesting pattern becomes evident. Namely, crowdfunding success follows a 

bimodal distribution with peaks around 0% and 100%, confirming that crowdfunding projects either 

succeed by a small or fail by a large margin (Mollick 2014). 

 

 
Figure 13: Distribution of the Target Variable 

 

Further, it was explored if successful and failed projects deviate in their attributes by computing the 

median value for numeric features and the percentage of true-values for binary features for both 

success categories. As shown in Figure 14, successful projects typically have a lower funding goal, 

more comments and updates, a higher number of links and images, better connectivity to social media 

channels, such as Facebook or Instagram, and a higher number of rewards, especially limited rewards. 

Partially, these findings have also been observed in past research (e.g. Kaur & Gera 2017; Koch & 

Siering 2015; Mollick 2014). Further, successful fundraisers typically have backed other projects, 

which suggests that social capital built through active participation in crowdfunding may indeed be 

beneficial (Colombo et al. 2015). Also, successful projects have more frequently a demo video 

included and were featured by Kickstarter (i.e. staff_pick) with a higher probability. A last finding is 

that all successful projects have the feature spotlight set to true. This is not surprising, as this attribute 

shows if a project is allowed to have Kickstarter’s spotlight feature enabled that was described in the 

last section. As all successful projects can enable this feature, it is set by default to true for all 

successful and to false for all failed projects, and essentially mirrors the target variable. 

 

 
Figure 14: Summary Statistics Per Success Category 
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Next, Figure 15 shows if projects with certain categorial values have a higher success probability. 

While the launch quartal of the project does not seem to make a huge difference, the success rates in 

the two other attributes differ substantially. This suggests that the category and geography of a project 

may matter for its success (Mollick 2014). 

 

 
Figure 15: Success Rate Per Categorial Attribute 

 

Another way to get a first glance at the predictive potential of features is to measure the Pearson 

correlation coefficient (PCC) of an attribute 𝑥 w.r.t. the target 𝑦. PCC measures the strength and 

direction of a linear relationship between two random variables and is defined as follows: 

𝑃𝐶𝐶(𝑥, 𝑦) =
∑(𝑥𝑖 − 𝜇𝑥)(𝑦𝑖 − 𝜇𝑦)

√∑(𝑥𝑖 − 𝜇𝑥)2 ∗ √∑(𝑦𝑖 − 𝜇𝑦)
2
=
𝐶𝑜𝑣(𝑥, 𝑦)

𝜎𝑥 ∗ 𝜎𝑦
∈ [−1,1] (4.1)

 

where 𝜇 is the expected value and 𝜎 is the standard deviation (Pearson 1895; Rodgers & Nicewander 

1988). Figure 16 depicts the PCCs of all numeric and binary attributes w.r.t. campaign_successful. It 

can be seen that nearly all leaking attributes, which have been removed during the data cleaning, are 

highly correlated with the target. Thus, these features would strongly bias the prediction. Apart from 

these leakages, the attributes number_of_rewards, staff_pick, and campaign_has_demo_video have 

the strongest positive relationship, while goal, funding_period, and avg_months_until_reward have 

the strongest negative relationship to the target. 

 

 
Figure 16: Correlation of Numeric and Binary Attributes to Target Variable 
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Besides the relationship of the attributes to the target, also properties of the attributes themselves were 

investigated. First, the EDA revealed that most numerical attributes follow a skewed distribution with 

the majority of instances centered around small values and a long tail of extreme outliers. Figure 17 

shows exemplary distributions of some of those attributes. 

 

 
Figure 17: Skewed Distribution of Numeric Attributes 

 

Second, though in the data cleaning, many features were already decorrelated, it can be seen from 

Figure 18 that there are still some relationships apparent between the attributes. These two properties 

of the data have to be considered during the model building. 

 

 
Figure 18: Correlation Between Attributes 



 45 

4.3 Model Building and Hyperparameter Tuning 

4.3.1 Model Building Procedure 

Next, the model building was performed with the aim to compare NNs and LRs in their utility to 

predict crowdfunding success. These two models were first optimized on two datasets separately via 

an extensive hyperparameter search: 1) a dataset with only structured features and 2) a dataset with 

only text features. The best-found models on these two datasets were then merged together using 

various combination methods followed by some fine-tuning to create the final predictors. This results 

in a total of six models: 1) LR Structured, 2) LR Text, 3) LR Structured + Text, 4) NN Structured, 5) 

NN Text, and 6) NN Structured + Text. All models were built with the Python library Keras (Chollet 

2017a), which is a high-level interface for building NNs and runs on the backend engine Tensorflow 

(Abadi et al. 2016). To speed up training, all models were built on a cloud instance on Google Colab21. 

While the LRs were built on CPUs due to their lower complexity, the NNs were trained on tensor 

processing units (TPUs), which are specifically designed for DL calculations and up to 10 times faster 

than normal GPUs (Chollet 2017a). 

 

4.3.2 Tuned Hyperparameters 

Hyperparameters refer to design choices that must be set prior to the application of the model to the 

data (Bengio 2012). Unlike parameters (i.e. weights), hyperparameters are not chosen by the learning 

algorithm but must be tuned by hand or via an automated procedure (Bengio 2012; Chollet 2017a). 

In total, 4 categories of hyperparameters were tuned for each of the 6 models: 1) preprocessing steps, 

2) model architecture, 3) learning algorithm, and 4) model combination. As known from Section 2.4, 

NNs and LRs are very similar, thus in many cases, the same hyperparameters could be tested for both 

models. Further, all design choices were motivated by findings from the theoretical background. 

 

Preprocessing makes input data more amenable to the models (Chollet 2017a) and has strong effects 

on their performance (Rudkowsky et al. 2018). Hence, various preprocessing steps were tested. First, 

all categorial and binary features were one-hot-encoded, which was mandatory for both LRs and NNs. 

Next, numerical features were preprocessed. As known from Section 2.1.3, NNs converge faster when 

features have zero-mean and unit-variance (LeCun et al. 2012). Thus, the StandardScaler from the 

Python library scikit-learn (Pedregosa et al. 2011) was tried, in which each feature is subtracted by 

its mean and divided by its standard deviation. Further, inputs into NNs should have the same range 

to trigger gradient updates of similar sizes (Chollet 2017a). Thus, the MinMaxScaler from scikit-learn 

was tested to bring each feature into a range of [−1,1]. Next, the EDA revealed that many features 

are skewed with a long tail of outliers. In an attempt to reduce such outliers and make feature 

distributions more Gaussian-like, researchers suggested transformations with non-linearities, such as 

the logarithm (e.g. Bengio 2012). However, a limitation of the log-transformation is that it is not 

defined for 𝑥 ≤ 0  and assumes a certain feature distribution. Thus, this thesis uses a more 

sophisticated approach: the Yeo-Johnson (YJ) transformation (Yeo & Johnson 2000), available as 

PowerTransformer in scikit-learn. As shown in Equation 4.2, YJ offers multiple transformations to 

reduce a feature’s skewness, which depend on 𝑥 and 𝜆. Hereby, the parameter 𝜆 and, hence, the 

transformation is learned via maximum-likelihood estimation so that the distribution of the 

transformed feature 𝜓(𝜆, 𝑥) is as close as possible to a normal distribution (Yeo & Johnson 2000). 

 

 

 
21 https://colab.research.google.com 

https://colab.research.google.com/
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𝜓(𝜆, 𝑥) =

{
  
 

  
 
(𝑥 + 1)𝜆 − 1

𝜆
,                (𝜆 ≠ 0, 𝑥 ≥ 0)

log(𝑥 + 1),                     (𝜆 = 0, 𝑥 ≥ 0)

(−𝑥 + 1)2−𝜆 − 1

2 − 𝜆
, (𝜆 ≠ 2, 𝑥 < 0)

− log(−𝑥 + 1),             (𝜆 = 2, 𝑥 < 0)

    (4.2) 

Further, the EDA revealed that features are still correlated. As both LRs and NNs work better with 

uncorrelated data (LeCun et al. 2012; Schaefer 1986), a last preprocessing step involved a feature 

decorrelation via principal component analysis (PCA) (Hotelling 1933; Pearson 1901). The goal of 

PCA is to find a set of features 𝑦1,… , 𝑦𝑝, called principal components, as a linear combination of the 

original ones 𝑥1, … , 𝑥𝑝 so that the new features exhibit the desired property of being uncorrelated 

while showing the directions of the largest variance (Jolliffe & Cadima 2016; Mohamad-Saleh & 

Hoyle 2008). While numerical preprocessing was the same for LRs and NNs, text preprocessing 

differed substantially. Namely, while text for LRs was processed via the bag-of-words method, in 

which a document is encoded as an unordered set of token occurrences (Barry 2017), in NNs, the text 

was encoded as an ordered embedding sequence. Tuned BoW hyperparameters comprised: different 

included text features, the removal of stopwords, n-grams in the range [1,3], and varying values for 

max_features, min_df, and max_df to control the vocabulary. Also, multiple BoW encodings were 

tested, such as binary, term frequency, term frequency inverse document frequency (TFIDF), and 

sublinear TFIDF (see scikit-learn (n.d.-a, n.d.-b) for details). Hyperparameters in the embedding 

approach comprised: various included text features, the removal of stopwords, different max_features 

to limit the vocabulary, padding and truncating methods, and varying embedding dimensions. Further, 

different embeddings were tried, such as FastText, GloVe, Word2Vec, and self-trained embeddings. 

 

Next, the model architecture was tuned. As known from Section 2.4, a LR is equivalent to a FCNN 

with no hidden layers and sigmoid activation (Spackman 1991). Thus, the LR was implemented in 

Keras as a simplified FCNN by adding a dense layer with one sigmoid neuron on top of the input. 

Due to its simple architecture, the only hyperparameter for the LR was an L1/L2 weight decay. While 

the LR architecture was the same for text and structured data, for NNs, it differed strongly as certain 

NNs are suitable for different data types, i.e. FCNNs for structured data and CNNs/RNNs for text 

data (Chollet 2017a). Tuned hyperparameters for the FCNN included the number of layers, units per 

layer, and network shape, which can be interpreted as how much freedom the NN has to learn its 

representations and influences its overfitting (Chollet 2017a). While the output activation was fixed 

to sigmoid to get a probability between 0 and 1 (Bengio 2012), for hidden layers, various activations 

were tried. As sigmoid and tanh neurons suffer from saturation and unstable gradients, only advanced 

activations were tested, such as ReLU, Leaky ReLU, ELU, SELU, GELU, and Swish. To limit 

overfitting, various regularizers were tried, such as weight decay, noise injection, and dropout. Lastly, 

to limit the co-variance shift, batch and layer normalization were tested. For text data, both CNNs 

and RNNs were tried. Hyperparameters for the CNN included the number of layers, filters per layer, 

window size, and pooling types. Also, different convolutions were tested, such as regular and 

depthwise-separable convolutions. With the same rationale as for FCNNs, various activations and 

regularizers were tried. Tuned hyperparameters for RNNs comprised the numbers of layers, units per 

layer, and the RNN type. Since regular RNNs suffer from unstable gradients, only LSTM and GRU 

networks and their bidirectional equivalents were used. As gradients of such RNNs do not vanish, 

their standard activations can be kept, i.e. sigmoid for gates and tanh for recurrent connections. Lastly, 
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to limit overfitting, various regularizers were tried, such as dropout, noise injection, normalization, 

and recurrent dropout, which can be applied between recurrent connections (Semeniuta et al. 2016). 

 

Next, the learning algorithm was tuned, whereby hyperparameters for LRs and NNs were the same, 

as both can be trained via the same gradient-descent methods (Curtis & Scheinberg 2017). First, the 

loss function was fixed to binary cross-entropy (Equations 2.6, 2.61), since it is the standard loss for 

binary classification (Chollet 2017a). Next, the optimization algorithm was tuned. As SGD causes 

convergence problems and to remove the need to tune the learning rate (Bengio 2012), various 

adaptive optimizers were tried, such as Adadelta, RMSProp, Adam, AdaMax, Nadam, and AMSGrad. 

Another choice is the way how weights get randomly sampled at the start of the learning process, as 

initial weights can influence the learning outcome (LeCun et al. 2012). Such initializers should be 

centered around 0 and truncated to limit their variance and avoid suboptimal weights (Nielsen 2015). 

Following this advice, six truncated initializers were tested, which are depicted in Table 7, whereby 

𝑑𝑖𝑛, 𝑑𝑜𝑢𝑡 are the number of inputs and outputs of a neuron. 

 
Table 7: Used Weight Initializers 

 Names in Keras Uniform Distribution Normal Distribution 

LeCun et al. (2012) LecunUniform, 

LecunNormal 𝑈 [−√
3

𝑑𝑖𝑛
, √

3

𝑑𝑖𝑛
] 𝑁(0,√

1

𝑑𝑖𝑛
) 

Glorot and Bengio (2010) GlorotUniform, 

GlorotNormal 𝑈 [−√
6

𝑑𝑖𝑛 + 𝑑𝑜𝑢𝑡
, √

6

𝑑𝑖𝑛 + 𝑑𝑜𝑢𝑡
] 𝑁(0,√

2

𝑑𝑖𝑛 + 𝑑𝑜𝑢𝑡
) 

He et al. (2015) HeUniform, 

HeNormal 𝑈 [−√
6

𝑑𝑖𝑛
, √

6

𝑑𝑖𝑛
] 𝑁(0,√

2

𝑑𝑖𝑛
) 

 

Next, the mini-batch size and epochs were tuned. While for the mini-batch size, different values were 

tried to balance gradient accuracy and computation time (Ruder 2016), the number of epochs was 

tuned inexpensively via early stopping, as training is finished automatically when the validation 

accuracy does not improve (Nielsen 2015). As early stopping may hide the effect of overfitting and 

has the risk of stopping too early, a patience was used, implying that training was only stopped if the 

validation performance has not improved for several consecutive epochs (Bengio 2012). Lastly, 

gradient clipping was tested, in which gradients are trimmed when they exceed a threshold to prevent 

exploding gradients (Pascanu et al. 2013). 

 

A last design choice concerns how the models, which were optimized for text and structured data 

separately, are merged into a final predictor. Hereby, the combination techniques differed between 

LRs and NNs. For LRs, three methods were tried: 1) a single LR, in which the numerical and BoW 

datasets were merged, 2) an averaging ensemble with the best-found LR for each dataset, and 3) a 

stacking ensemble with the best-found LRs, where the weights between the outputs are learned via 

an additional LR. For NNs, four methods were tried: 1) an averaging ensemble of the best-found NN 

for each dataset, 2) a stacking ensemble of the best-found NNs (similar to Arvind and Akilandeswari 

(2020)), 3) a FCNN that takes as input a dataset, in which the hidden states of the CNN/RNN were 

appended to the structured features, and 4) a multi-branch network, in which each branch consists of 

the best-found NN for each dataset, and their internal representations are cascaded into another FCNN 

(similar to Cheng et al. (2019)). It is important to note that though the models’ hyperparameters were 

tuned on two datasets separately, the final predictor was jointly trained on both datasets to capture 

interactions between the two input modalities. 
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4.3.3 Hyperparameter Search Strategy 

By considering all design choices above, an extensive hyperparameter space for each of the 6 models 

was constructed22. As the spaces often had millions of combinations, a grid search that systematically 

tries each combination (Nielsen 2015) is neither feasible nor recommended, as argued by Bergstra 

and Bengio (2012). The reason is that for most datasets, only few hyperparameters matter, hence a 

grid search involves redundant evaluations. Thus, a more efficient search strategy was applied that is 

based on the idea of coordinate descent and multi-resolution search by Bengio (2012). Hereby, the 

most-impactful hyperparameters were first identified via manual search or random search (available 

in the Python library Talos), which stochastically samples combinations from the hyperparameter 

space (Bergstra & Bengio 2012). If hyperparameters did not affect the model or performed poorly, 

they were discarded to reduce the search space. Once a sufficiently small space was identified, a more 

systematic search was applied to fine-tune the model. In this way, optimal hyperparameters could be 

efficiently identified. Though, this strategy also has limitations that will be discussed in Section 7. 

 

4.4 Model Evaluation Strategy 

Due to the risk of overfitting, the models were evaluated via nested holdout testing. Hereby, the 

dataset is split into three parts: training, validation, and test set, whereby this thesis used a split ratio 

of 70/15/15%. The models were optimized in the hyperparameter search on the training and evaluated 

on the validation set (Nielsen 2015) with accuracy as metric: 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝐹𝑃 + 𝑇𝑁 + 𝐹𝑁
∈ [0,1] (4.3) 

where 𝑇𝑃  are the true positives, 𝑇𝑁  the true negatives, 𝐹𝑃  the false positives, and 𝐹𝑁  the false 

negatives, i.e. the number of correctly/wrongly classified positive and negative instances. Since 

hyperparameters are optimized using the validation accuracy, it bears the risk that the models overfit 

to the validation data (Chollet 2017a). Thus, a separate test set was used to evaluate the generalization 

performance (Bengio 2012). To yield a multi-dimensional evaluation, multiple metrics were adopted. 

As known from the EDA, the dataset is imbalanced. Hence, accuracy may not be suitable since even 

trivial models, such as the majority classifier, can give high accuracies (Provost & Fawcett 2013). 

Consequently, also other metrics were used that can better deal with imbalance. All of these measures 

have their root in the confusion matrix depicted in Figure 19 (Fawcett 2006), which plots predicted 

against true labels and shows how these classes were confused for one another (Ryoba et al. 2020). 

 

 
Figure 19: Structure of a Confusion Matrix 

 
22 For an overview of the entire evaluated hyperparameter space for each model, refer to Appendix G. 
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The first adopted metrics were precision, recall, and F1-score, which are defined as follows: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 ∈ [0,1] (4.4) 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 ∈ [0,1] (4.5) 

𝐹1 = 2 ∗
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙
∈ [0,1] (4.6) 

Whereas precision indicates the accuracy with which the classifier makes positive predictions, recall 

shows the classifier’s ability to find all positive records. The F1-score is the harmonic mean of these 

metrics (Du et al. 2018; Kaminski & Hopp 2020). Another adopted metric is the Matthews correlation 

coefficient (MCC) that considers all types of correct/wrong predictions and is suited for imbalanced 

datasets (Wang et al. 2020b): 

𝑀𝐶𝐶 =
𝑇𝑃 ∗ 𝑇𝑁 + 𝐹𝑃 ∗ 𝐹𝑁

√(𝑇𝑃 + 𝐹𝑃)(𝑇𝑃 + 𝐹𝑁)(𝑇𝑁 + 𝐹𝑃)(𝑇𝑁 + 𝐹𝑁)
 ∈ [−1,1] (4.7) 

As the foregoing metrics only show the performance for a single classifier threshold (i.e. 𝑝 = 0.5), 

they do not indicate the impact when the model is made more permissive or conservative (Dreiseitl 

& Ohno-Machado 2002). Thus, the AUC was used as a suitable measure, which summarizes the 

receiver operating characteristics (ROC) curve, a visualization tool that plots the true positive rate 

against the false positive rate across all possible thresholds (Fawcett 2006). The AUC now computes 

the area under this curve as a proportion of the unit square and can be interpreted as showing the 

classifier’s ability to give a positive example a higher class probability than a negative one (Fawcett 

2006). The AUC has values in [0,1], whereby a value of 0.5 corresponds to random guessing (Provost 

& Fawcett 2013). Lastly, to be valuable predictors, the models must achieve at least an accuracy of 

65%, hence surpassing the majority classifier as trivial baseline, which always predicts 𝑦 = 0.  
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5 Results 

5.1 Best Found Models 

A benefit of the search strategy, as described above, is that it helps to build an intuition about which 

hyperparameters matter for the prediction task. However, such a manual search also makes it more 

difficult to reproduce results (Bergstra & Bengio 2012). Thus, this section aims to leverage the benefit 

of this strategy to alleviate its drawback by describing the best-found models23 for both LR and NN 

as well as learnings from the search process. By describing which hyperparameters were the most 

impactful, it is hoped that it can guide researchers and practitioners tackling similar tasks. To ensure 

reproducibility, the code for the models can be found in Appendix H. 

 

5.1.1 Logistic Regression 

Figure 20 shows the best-found LR, i.e. a single LR trained on a merged dataset of structured data 

and BoW-encoded text. As the LR’s architecture is very simple (i.e. single sigmoid neuron), the main 

factor affecting its performance was preprocessing. Especially, numerical features profited from it, 

while binary and categorial did not. Bringing numerical features into a normal distribution via a YJ 

transformation followed by standardization to enforce zero-mean and unit-variance led to an accuracy 

rise of 3.3%. Though, in theory, LRs also benefit from uncorrelated features (Schaefer 1986), a PCA 

could not increase the accuracy and was discarded. Also, normalization, i.e. bringing features into a 

similar range, led to an accuracy fall and was not applied. In terms of text preprocessing, the BoW 

encoding had a strong impact on the LR’s overfitting. While the CountVectorizer (i.e. term frequency) 

led to overfitting within the first epochs, the TfidfVectorizer led to stable representations. A sublinear 

term frequency could further increase the accuracy. To understand why sublinear TFIDF works well, 

it is crucial to look how a token 𝑡 in a document 𝑑 is encoded (scikit-learn n.d.-b, n.d.-c): 

𝑇𝐹𝐼𝐷𝐹(𝑡, 𝑑) = (1 + log(𝑡𝑓(𝑡, 𝑑)) ) ∗ (log (
1 + 𝑛

1 + 𝑑𝑓(𝑡)
) + 1) (5.1) 

where 𝑡𝑓(𝑡, 𝑑) is the term frequency (i.e. how often 𝑡 occurs in 𝑑), 𝑛 the number of documents, and 

𝑑𝑓(𝑑, 𝑡) the number of documents containing 𝑡. From Equation 5.1, it is evident that the right factor, 

called inverse document frequency (IDF), boosts rare words, i.e. the fewer documents contain 𝑡, the 

higher the IDF (Provost & Fawcett 2013). The left factor, called sublinear term frequency, rescales 

the term frequency by its logarithm, making it less important for the result. Thus, sublinear TFIDF 

focuses on rare words rather than term frequencies, which evidently leads to less overfitting and better 

accuracies. A similar finding has been observed by prior papers in NLP (Paltoglou & Thelwall 2010). 

Also, in line with other works, it was found that adding bi-grams increases accuracy, while tri-grams 

led to a decline (Wang & Manning 2012). However, this was only true when the vocabulary size was 

adjusted, as else the 15 million bi-grams led to strong overfitting. By limiting the vocabulary to 75,000 

bi-grams, an accuracy growth of 0.7% could be observed. Lastly, the LR benefited from additional 

text. Using all available text features yielded an accuracy gain of 1.8% compared to using only the 

project description. In terms of the learning procedure, neither a particular optimizer nor weight 

initializer performed notably superior. The only exception was Adadelta, which consistently 

performed poorly. This is surprising, as Adadelta is similar to RMSProp (see Section 2.1.5), which 

 
23 This section only reports the best models on the combined dataset (i.e. structured + text). However, since these models are simply a combination of 
the best models on the single modalities, they can be derived from the combined models by looking at their subnetworks. However, as the combined 

models were subject to fine-tuning, the best models on the single modalities and the subnetworks may differ slightly (e.g. in terms of optimizers, weight 

initializers, etc.). However, these differences were so marginal that it was not worth dedicating an additional chapter to them. For the exact model 

architecture for the single modalities, refer to the code in Appendix H. 
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was among the best-performing optimizers. Why this is the case remains open for further research. 

The final optimizer was set to AMSGrad and the initializer to GlorotUniform, as they offered the best 

trade-off between accuracy and overfitting. Contrary to Bengio (2012), it was found that bigger batch 

sizes led to better results, which may be explained that bigger mini-batches lead to accurate gradient 

estimates and, thus, precise steps towards the steepest descent. Lastly, the LR was trained for 14 

epochs. It can be summarized that due to its high-dimensionality, overfitting was a big concern in the 

LR, which could also not be lessened by weight decay. Hence, the main factor for overfitting and 

performance improvement was preprocessing, which underlines its importance for the LR. 

 

 
Figure 20: Best-Found Model - LR 

 

5.1.2 Deep Neural Networks 

For NNs, two best models were found, which are both multi-modal networks that process text and 

structured data separately and merge their representations into a combined feature map (Ngiam et al. 

2011). The NNs have the same preprocessing and learning algorithm, only their architecture differs. 

The first model (Figure 21) is a multi-branch NN consisting of the best FCNN from the structured 

dataset and the best CNN from the text dataset, cascaded into another FCNN for the prediction. The 

second model (Figure 22) consists of the best RNN from the text dataset whose hidden states are 

appended to the structured data and processed by the best FCNN from the structured dataset. Though 

other combinations were tried (e.g. averaging and stacking ensemble), it was found that NNs which 

learn a joint, multi-modal feature map perform superior to models that simply combine predictions. 

The reason for choosing two best models (i.e. CNN- and RNN-based) is their different handling of 

text data. While RNNs process text sequentially considering all evidence, CNNs extract local n-

grams. Thus, their performance depends on the processing required by the prediction task and cannot 

be determined a priori (Yin et al. 2017). 

 

 
Figure 21: Best-Found Model 1 (CNN-Based) 
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Figure 22: Best-Found Model 2 (RNN-Based) 

 

Similar to LR, preprocessing numerical features improved the NN performance, while preprocessing 

binary/categorial data was counterproductive. Through a YJ transformation and standardization, the 

accuracy could be increased by 3.6%. A decorrelation with PCA led to a further rise of 0.2%. Though 

the approximation theorem suggests that NNs can learn any transformation (Cybenko 1989; Hornik 

et al. 1989), including those performed by YJ and PCA, it was nevertheless found that applying these 

steps is beneficial. Thus, preprocessing can be seen as giving the NN a hint into the right direction, 

so it does not waste time figuring out these transformations by itself. In terms of text preprocessing, 

pre-trained embeddings led to the best accuracy, while training own embeddings caused overfitting, 

which may be due to the fact that own embeddings introduce millions of additional parameters that 

must be optimized. Among the pre-trained embeddings, FastText was chosen as it considers subword 

information (i.e. character n-grams), allowing it to find embeddings even for rare and misspelled 

words (Bojanowski et al. 2017), though this property did not lead to better accuracy. Another factor 

that affected the NN performance was text padding and truncating. As NNs work with fixed-sized 

tensors, documents must be brought into the same length by truncating too long and padding too short 

sequences with 0-embeddings (Chollet 2017a). Hereby, RNNs faced an accuracy decrease when 

documents were not padded from the beginning (pre) and truncated from the back (post), which may 

be due to the fact that RNNs process text chronologically. When the text is padded from the back, the 

RNN forgets all information from the beginning as it progresses through the 0-embeddings. Unlike 

LRs, which overfitted with all tokens included, NNs profited when the vocabulary (i.e. max_features) 

was not restricted. Also, NNs benefited from more text. When using all 6 text features combined, the 

accuracy increased by 2.1% for the CNN and 4.4% for the RNN, compared to using only the project 

description. Lastly, the NNs worked better with a larger embedding dimension and document length 

(i.e. max_len), which were set to 300 and 1,000. 

 

In terms of model architecture, the NNs worked better when they were large in their number of layers 

and units. For instance, the best FCNN has three hidden layers with [500,350,245] units, the best 

CNN has 4 convolutional layers with 64 filters, a window size of 5, and average-pooling followed by 

a dense layer with 490 units, and the best RNN contains a GRU layer with 256 units that processes a 

deep sequence of 1000 embeddings. This verifies findings from DL research that larger-than-optimal 

NNs do not hurt their performance and can improve learning (Allen-Zhu et al. 2018; Bengio 2012; 

Sankararaman et al. 2020). However, the superiority of large NNs was only ensured when coupled 

with strong regularization. Hereby, dropout was an effective method to avoid overfitting. Thus, it was 
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used in all networks (e.g. after dense layers in FCNNs, after normalization layers in CNNs, and in 

input/output/recurrent connections of RNNs). In the CNN, a noise injection could further reduce the 

overfitting. Similar to LR, weight decay led to a severe accuracy drop and was discarded. As the NNs 

were very deep and, thus, prone to unstable gradients and internal co-variance shift, sophisticated 

activations and normalization layers helped to counteract this issue. Especially, GELU activations in 

FCNNs and ReLU in CNNs followed by layer normalization produced strong results in combination 

with dropout. Hereby, two findings could be observed: 1) Layer normalization worked better than 

batch normalization, which is surprising as the former was initially invented for RNNs and not found 

to perform well in CNNs (Ba et al. 2016). However, the authors used a 2D-CNN for image processing, 

while this thesis used a 1D-CNN for text processing. Thus, the findings may not be directly 

comparable. 2) Normalization without dropout led to overfitting, which contradicts the proposal that 

normalization can be used as a replacement for dropout (Ba et al. 2016; Ioffe & Szegedy 2015). The 

findings rather suggest that the two methods are complementary. Lastly, similar to LR, a mini-batch 

of 512 offered the best results, and all optimizers (except Adadelta) and initializers performed similar, 

suggesting that as long as an adaptive optimizer and truncated initializer is used, the exact method 

may not matter. The final optimizer was set to Nadam with gradient clipping and the initializer to 

GlorotUniform. The CNN- and RNN-based models were trained for 21 and 32 epochs, respectively. 

 

5.2 Model Evaluation 

5.2.1 Evaluation of Neural Networks vs. Logistic Regression 

After the prior section described the best-found models for LRs and NNs, and how they differed in 

their model building, this section evaluates their predictive performance on various metrics 

introduced in Section 4.4. To get a final measure, these metrics were summed and denoted as Σ. The 

best LRs and NNs were evaluated on three datasets consisting of different modalities (i.e. structured, 

text, structured + text data). Thus, it can be explored if the models perform well on a specific input 

modality. First, the best models found on a dataset of structured features were evaluated (i.e. FCNN 

and LR). From Table 8, it is evident that the NN outperforms the LR in nearly all metrics. As known 

from Section 2.4, the distinction between NNs and LRs are the hidden units that allow NNs to model 

non-linear relationships of features to each other and the target (Tu 1996). LRs, on the other hand, 

assume a pre-defined relationship, namely that the attributes are independent and linearly related to 

the log-odds of the target (Tu 1996; Yeh & Chen 2020). The results suggest that this assumption does 

not hold for Kickstarter data. Thus, NNs that can model non-linear relationships perform superior. 

 
Table 8: Evaluation NN vs. LR on Structured Data 

Model Dataset Accuracy Precision Recall F1 MCC AUC  

LR 

Structured 

Training 0.796 0.731 0.661 0.694 0.543 0.872 4.297 

Test 0.790 0.721 0.652 0.684 0.530 0.866 4.243 

NN 

Structured 

Training 0.819 0.740 0.744 0.742 0.603 0.897 4.545 

Test 0.803 0.718 0.721 0.719 0.568 0.880 4.409 

 

Next, the best models found on a dataset of text features (i.e. LR, CNN, RNN) were assessed. Hereby, 

the models mainly differ by how they process text data. While LR uses a BoW method that focuses 

on token occurrences without giving them a deeper meaning (LeCun et al. 2015), NNs use 

embeddings to project tokens into a vector space that captures higher-order relationships (Kim 2014). 

Hereby, CNNs focus on local n-grams, while RNNs consider evidence from the entire sequence (Yin 

et al. 2017). Thus, whether one model is superior has implications on which processing is suitable for 

the crowdfunding domain. The results from Table 9 confirm findings of prior research (e.g. Barry 

2017; Shao et al. 2018; Wang & Manning 2012) that BoW-based linear models are powerful, as the 
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LR outperformed the CNN in nearly all metrics and the RNN in 2 out of 6 metrics. This may be due 

to the fact that BoW performs well with infrequent, domain-specific terms that are not part of the 

generic corpora on which embeddings are trained (Enríquez et al. 2016). This is true for Kickstarter, 

as its text features contain technical specifications, domain-specific terms, or product names, making 

BoW suitable. However, it is also evident that the BoW-LR suffers from the curse of dimensionality 

(Bellman 1961), as the 75,000 tokens led to stronger overfitting than in the NNs. Further, the RNN 

outperformed the LR in 3 out of 6 metrics and the summary statistic Σ. Hence, NNs that consider 

long-term dependencies of words may be superior to count-based methods (Barry 2017). 

 
Table 9: Evaluation NN vs. LR on Text Data 

Model Dataset Accuracy Precision Recall F1 MCC AUC  

LR Text Training 0.840 0.808 0.711 0.756 0.641 0.911 4.667 

Test 0.787 0.727 0.628 0.673 0.521 0.856 4.192 

NN Text 

(CNN) 

Training 0.818 0.762 0.699 0.724 0.593 0.891 4.487 

Test 0.782 0.708 0.640 0.667 0.512 0.848 4.157 

NN Text 

(RNN) 

Training 0.822 0.762 0.714 0.732 0.602 0.894 4.526 

Test 0.787 0.710 0.659 0.679 0.524 0.854 4.213 

 

Next, the best models found on a dataset of structured and text data, as known from Figure 20 - Figure 

22, were compared. From Table 10, it is evident that the LR surpasses the multi-modal NN consisting 

of FCNN and CNN in nearly all metrics, which is due to the CNN’s inferiority in processing text. 

However, a combination of FCNN and RNN led to an improvement of the NN, so that it outdoes the 

LR in 4 out of 6 metrics, suggesting that a multi-modal feature map can boost the NN performance. 

 
Table 10: Evaluation NN vs. LR on Structured + Text Data 

Model Dataset Accuracy Precision Recall F1 MCC AUC  

LR Text + Structured Training 0.856 0.812 0.764 0.787 0.679 0.931 4.829 

Test 0.825 0.768 0.716 0.741 0.610 0.904 4.564 

NN Text + Structured 

(CNN-Based) 

Training 0.846 0.781 0.776 0.775 0.660 0.922 4.760 

Test 0.825 0.754 0.739 0.742 0.611 0.902 4.573 

NN Structured + Text 

(RNN-Based) 

Training 0.868 0.811 0.812 0.808 0.710 0.941 4.950 

Test 0.828 0.756 0.750 0.748 0.620 0.904 4.606 

 

Lastly, the confusion matrices of the two models were inspected to see if they differ in how they make 

predictions. From Figure 23, an interesting finding can be noted: LRs are better in identifying failed 

and NNs better in successful projects. This explains why the LRs were superior in precision, while 

NNs were stronger in recall. Further, this suggests that the choice, whether LRs or NNs are suitable, 

depends on the goal to be achieved, i.e. is it more important to identify successful or failed projects. 
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Figure 23: Confusion Matrices - NN vs. LR on Different Datasets 

 

5.2.2 Wide-and-Deep Learning 

From the past section, it can be concluded that LRs and NNs differ in how they make predictions and 

perform well in different settings. Similar findings have been observed in prior research. For instance, 

Nguyen et al. (2020) found that NNs with varying depths and widths learn different representations, 

resulting in distinctive errors. Rudkowsky et al. (2018) found that text encoding methods, such as 

BoW and embeddings, make different mistakes. Thus, they speculated that an ensemble might lead 

to strong results. Enríquez et al. (2016) showed that an ensemble of BoW and Word2Vec outperforms 

the single encoding methods. Motivated by these insights, the best-found LR and NN were merged 

in a wide-and-deep learning (WDL) approach to see if the models can combine their benefits and 

correct their errors. Figure 24 shows the architecture of this model24. It consists of the best LR (Figure 

20) and best NNs25 (Figure 21, Figure 22) that process the dataset separately and make intermediate 

predictions, which are combined in a stacking ensemble, i.e. dense layer that learns optimal weights 

between the two predictions. The ensemble was trained jointly so that the models can adjust their 

weights based on their interactions. Hereby, Nadam, GlorotUniform, gradient clipping, and a mini-

batch of 512 were used for the optimization. 

 
24 Refer to Appendix H for the code. 
25 Note that a minor adjustment to the RNN had to be made: As Tensorflow struggled with processing sparse data on TPUs, the WDL model was trained 

on a GPU, which does not support recurrent dropout (Tensorflow 2021); thus, it was disabled. Besides that, the models are the same as in Section 5.1. 
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Figure 24: Wide-and-Deep Model 

 

The model is inspired by the wide-and-deep learning approach proposed by Google researchers in 

the context of recommender systems (Cheng et al. 2016). The main idea is that the NN takes care of 

abstract concepts, and the LR fine-tunes the prediction by considering exceptions that do not fit into 

the NN’s concepts (Cheng et al. 2016; Wilson et al. 2021). However, the model in this thesis differs 

from that of Cheng et al. (2016) in several ways, as shown in Table 11. 

 
Table 11: Differences Between Original and Proposed WDL Model 

 Original WDL Model (Cheng et al. 2016) WDL Model of This Thesis 

Dataset The original model uses a sparse dataset of one-

hot-encoded, categorial features and their 

interaction terms as input to the LR. 

This model uses a sparse dataset of BoW-encoded 

text features as input to the LR. 

Model 

Architecture 

The original model combines the last hidden 

layer of the NN with the sparse dataset, which is 

then processed by the LR. 

In this model, the LR and NN first make 

intermediate predictions, which are then 

combined in a stacking ensemble. 

Training 

Algorithm 

The original model is optimized via the Follow-

the-Regularized-Leader (FTRL) algorithm 

(McMahan 2011), which is commonly used in 

online learning. 

This model is optimized via an adaptive gradient-

descent method, which was also found to perform 

well in wide-and-deep settings (Jais et al. 2019). 

 

From Table 12, it is evident that the WDL model leads to a performance increase compared to using 

the LR or NN alone. Especially, the CNN-based model profited from it, as before, it was inferior to 

the RNN-based model in all metrics, whereas now, it outperforms the latter in 2 out of 6 measures. 

Nonetheless, the RNN-based WDL model yielded better results in 3 out of 6 metrics and its summary 

statistic Σ and was, thus, chosen as the final model of this thesis. 

 
Table 12: Evaluation Wide-and-Deep Learning Models 

Model Dataset Accuracy Precision Recall F1 MCC AUC  

Wide-and-Deep Model 

(CNN-Based) 

Training 0.891 0.844 0.843 0.843 0.759 0.952 5.132 

Test 0.832 0.764 0.753 0.758 0.630 0.909 4.646 

Wide-and-Deep Model 

(RNN) 

Training 0.880 0.818 0.844 0.830 0.738 0.945 5.055 

Test 0.831 0.753 0.770 0.761 0.632 0.909 4.656 

 

5.2.3 Comparison with Deep Learning Models from Previous Literature 

To test the utility of the proposed model, it is necessary to compare it with DL approaches from prior 

research. As shown in Section 3.3, there are currently two papers predicting static crowdfunding 

success via sophisticated DL methods: 1) The approach from Arvind and Akilandeswari (2020), who 

proposed a stacking ensemble of a CNN with self-trained embeddings to process text and a FCNN to 

process structured data. 2) The approach from Cheng et al. (2019), who proposed a multi-modal NN 

with three branches: a FCNN for structured data, a pre-trained VGG16 followed by a CNN for image 

data, and a CNN with GloVe embeddings for text data, which were merged into a FCNN. It was 
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suspected that the two papers relied too heavily on standard design choices and lacked an extensive 

hyperparameter space. Thus, they did not exploit the full DL potential. To test this hypothesis, the 

models were compared against the RNN-based WDL model. Since a comparison of reported metrics 

would be deceptive, as both papers used different datasets, the models were re-built26 and trained on 

the dataset of this thesis. From Table 13, it is evident that the WDL model surpasses prior DL models 

by a large margin in all metrics, confirming the assumption that only a large hyperparameter space 

with choices beyond the standard suggestions can fully exploit the potential of DL. Further, it was 

found that the two prior DL models overfitted early due to their vast number of parameters. While 

the RNN-based WDL model contains around 1 million parameters, the model from Arvind and 

Akilandeswari (2020) has over 12 million and the model from Cheng et al. (2019) over 35 million 

parameters. This suggests that, though an overparameterization, i.e. more parameters than instances 

(Sankararaman et al. 2020), does not hamper performance, the NN should not have too many 

parameters. Also, the NN should be coupled with strong regularization, as shown in Section 5.1.2. 

 
Table 13: Comparison with Previous Deep Learning Architectures 

Model Dataset Accuracy Precision Recall F1 MCC AUC  

Wide-and-Deep Model 

(RNN-Based) 

Training 0.880 0.818 0.844 0.830 0.738 0.945 5.055 

Test 0.831 0.753 0.770 0.761 0.632 0.909 4.656 

Arvind and 

Akilandeswari (2020) 

Training 0.824 0.765 0.718 0.734 0.608 0.877 4.526 

Test 0.767 0.677 0.638 0.649 0.480 0.822 4.033 

Cheng et al. (2019) Training  0.765 0.634 0.775 0.679 0.512 0.846 4.211 

Test 0.758 0.627 0.763 0.668 0.497 0.838 4.151 

 

5.2.4 Evaluation of Leaking Attributes 

A last research gap from Section 3.3 is the performance variation of NNs and LRs reported in prior 

papers, ranging from 68% to 96% accuracy and leaving the question open if the deviations stem from 

a superior model or another aspect. Hence, the crowdfunding literature was revised, and it was found 

that some papers utilized leaking features, which have been removed in this thesis. To test if these 

features were the source of deviations, an ablation analysis was conducted, in which the most severe 

leaking features identified in prior papers were added to the RNN-based WDL model. The first feature 

is launch_year, as it cannot be changed but may reveal useful information (e.g. when a year had a 

higher success rate). As seen from Table 14, adding launch_year led only to a minor performance 

rise of ∆Σ = 0.56%, attesting it a neglectable leaking potential. Next, number_of_comments and 

number_of_updates were added, as their value can change after the project end. Adding these features 

led to a performance rise of ∆Σ = 12.63% and an accuracy of 90.4%. Hence, comments and updates 

reveal a lot of information about the target, which is not surprising, as projects often have extensive 

communication after their success, in which backers ask questions and fundraisers give updates, while 

failed projects have a communication stall. Next, number_of_backers was added, which led to a 

performance rise of ∆Σ = 20.4% and an accuracy of 94.9%, showing that this feature is a leak and 

should not be used (e.g. when number_of_backers is 0, the project is certainly failed, which can be 

learned by the model). Another leaking feature is the pledged amount, which is only available after 

the project end. This feature exposes failed and successful projects with a simple linear relationship, 

i.e. pledged > funding_goal. Adding pledged leads to a performance rise of ∆Σ = 28.54% and an 

accuracy of 99.8%. Next, spotlight was added, which led to a classifier with perfect performance. As 

known from Section 4.2, this attribute shows if Kickstarter’s spotlight feature is available and is true 

for successful and false for failed projects. Thus, adding spotlight resembles the trivial leak of using 

 
26 Refer to Appendix I for the model building process and to Appendix J for the code. 
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the target itself as input (Kaufman et al. 2012). Attentive readers may have noticed that this thesis 

uses the attribute staff_pick, which indicates if a project was endorsed by Kickstarter. In terms of 

leakage, this feature is in a gray area. Though it will be available before the deadline, it will not be 

available at project launch. Further, Section 4.2 showed that successful projects are featured by 

Kickstarter more often, though an endorsement does not guarantee success. To reveal how strongly 

staff_pick affected the prediction, it was removed, which led to a slight performance drop of ∆Σ =
−1.74%. This indicates that, though the feature is useful for predicting crowdfunding success, it does 

not bias the model to such an extent as the other features. 

 
Table 14: Evaluation of Leaking Attributes 

Model Dataset Accuracy Precision Recall F1 MCC AUC  Difference 

of  to 

Baseline 

Baseline Training 0.880 0.818 0.844 0.830 0.738 0.945 5.055 +0% 

Test 0.831 0.753 0.770 0.761 0.632 0.909 4.656 +0% 

Baseline + launch_year Training 0.896 0.855 0.845 0.850 0.770 0.956 5.172 +2.32% 

Test 0.837 0.774 0.754 0.763 0.640 0.914 4.682 +0.56% 

Baseline + launch_year + 

number_of_comments + 

number_of_updates 

Training 0.937 0.912 0.907 0.909 0.861 0.980 5.506 +8.92% 

Test 0.904 0.868 0.857 0.862 0.789 0.964 5.244 +12.63% 

Baseline + launch_year + 

number_of_comments + 

number_of_updates + 

number_of_backers 

Training 0.966 0.951 0.952 0.952 0.926 0.994 5.741 +13.57% 

Test 0.949 0.928 0.926 0.927 0.888 0.988 5.606 +20.4% 

Baseline + launch_year + 

number_of_comments + 

number_of_updates + 

number_of_backers + pledged 

Training 1.000 0.999 1.000 0.999 0.999 1.000 5.997 +18.64% 

Test 0.998 0.995 0.999 0.997 0.996 1.000 5.985 +28.54% 

Baseline + launch_year + 

number_of_comments + 

number_of_updates + 

number_of_backers + pledged 

+ spotlight 

Training 1.000 1.000 1.000 1.000 1.000 1.000 6.000 +18.69% 

Test 1.000 1.000 1.000 1.000 1.000 1.000 6.000 +28.87% 

Baseline – staff_pick Training 0.883 0.828 0.839 0.833 0.743 0.943 5.069 +0.28% 

Test 0.823 0.748 0.746 0.746 0.611 0.901 4.575 -1.74% 

 

5.2.5 Evaluation of Success Factors in Crowdfunding 

Another way to evaluate the models is to analyze which features contributed most to the prediction. 

However, evaluating NNs is difficult due to their black-box nature, implying that the contribution of 

features cannot be easily determined (Dreiseitl & Ohno-Machado 2002). Hence, only the LRs were 

assessed, as they have a single weight for each feature that can be interpreted as log-odds ratio (i.e. 

relative importance) w.r.t. the target (Schumacher et al. 1996). First, structured features were 

examined. Figure 25 shows the top 50 features with the highest/lowest log-odds ratios from LR 

Structured. It can be seen that the project’s category and location strongly affect its success. Hereby, 

artistic categories, such as music or theater, raised the success likelihood, while categories, such as 

technology or games, led to a fall. Also, African or Asian countries had a higher success rate than 

European countries. This implies that location and category matter for crowdfunding success, 

confirming the findings of Mollick (2014) and rejecting those of Chan et al. (2018). However, the 

latter authors acknowledged that their methodology did not allow them to test for cross-interactions 

with other features. Hence, while location and category alone may not be sufficient, the results of this 

thesis show that they are powerful predictors in combination with other project characteristics. 
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Figure 25: Top 50 Features with the Highest/Lowest Magnitude (LR Structured) 

 

Next, location and category were removed to see how the remaining features affect the prediction. 

From Figure 26, it can be seen that staff_pick has the highest positive log-odds, suggesting that being 

featured by Kickstarter increases the success probability (Mollick 2014). Further, a higher number of 

rewards is positively related to success, confirming findings from Mollick and Nanda (2016). 

However, contrary to prior observations (Lukkarinen et al. 2016), higher pledge levels for those 

rewards led to better success. Further, having environmental commitments, a demo video, and a 

profile picture raises the funding success. Confirming past research (e.g. Koch & Siering 2015), the 

creator’s backing history affects the funding success, while past created projects have no impact. This 

gives evidence for the existence of reciprocity in crowdfunding, i.e. the more projects a creator 

supports, the more the crowdfunding community feels obligated to invest into the creator’s project 

(Zheng et al. 2014). In terms of negative factors, a higher goal and duration led to a fall in success 

probability, showing that lengthier and ambitious projects are less likely to be funded (Mollick 2014). 

Allowing followers and authentication, either through Facebook or Kickstarter, also led to lower 

success, which is surprising, as these features may signal the creator’s trustworthiness. Thus, there 

may be complex interactions between these features that must be further explored. Also, projects with 

limited rewards and longer shipping times are less likely to be funded. Lastly, social media 

connectivity does not always lead to better success, as suggested by prior research (e.g. Kaur & Gera 

2017; Lukkarinen et al. 2016). Rather, it must be differentiated between social networks. For instance, 

being linked to Facebook or Instagram led to higher success rates, while links to Twitter or LinkedIn 

led to a decrease. 
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Figure 26: Features with the Highest/Lowest Magnitude (LR Structured without Categorial Features) 

 

Next, the top 50 bi-grams with the highest/lowest log-odds ratios from LR Text were examined. From 

Figure 27, it is evident that mentioning the COVID-19 pandemic, prevalent at the time of writing, 

can improve the funding success. Due to the pandemic, many entrepreneurs, artists, and business 

owners cannot pursue their professions. Thus, they turn to crowdfunding to finance their projects and 

keep their businesses alive. Figure 27 shows that explicitly mentioning the pandemic can help them 

in this endeavor. Next, tokens that signal past experience (e.g. previous campaigns, successful 

projects) can lead to better success, which is surprising, as number_of_creator_projects was not 

related to success. This suggests that backers look at the project description rather than the creator 

information when assessing the project quality. Thus, it is crucial to mention experience and successes 

in the description to raise the project’s credibility. Lastly, cues that trigger excitement (e.g. excited, 

thrilled) are positively related to success, confirming past research (Kaminski & Hopp 2020). In terms 

of negative cues, tokens that trigger compassion (e.g. single mom, disabled veteran) lower the success 

likelihood. While such cues were found to work well in donation- and lending-based models (e.g. 

Allison et al. 2015), Figure 27 suggests that they are unfavorable in reward-based crowdfunding. 

Next, technology-related cues (e.g. create app, game android) led to lower funding success. Also, 

tokens indicating early-stage projects (e.g. looking start, working prototype) are adversely related to 

success, while tokens signifying almost-finished projects (e.g. finish line) are positively related, 

confirming past research (Kaminski & Hopp 2020). Also, tokens related to entrepreneurial aspects 

(e.g. advertising, marketing) lower the funding probability. Lastly, Figure 27 shows that the quality 

of a project’s description matters for its success (Mollick 2014), as many negative cues contain 

misspellings, abbreviations, and informal language (e.g. alot, yrs, lol). 
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Figure 27: Top 50 Features with the Highest/Lowest Magnitude (LR Text) 

 

Lastly, the top 50 tokens and structured features with the highest/lowest log-odds ratios from LR 

Structured + Text were explored to see how the two modalities interact. From Figure 28, it is evident 

that mainly tokens have high magnitudes. Further, the tokens are more fine-grained, and it cannot be 

directly inferred why they are so influential (e.g. threshold allure, alpha access). An explanation for 

this behavior may be that the LR first uses the structured features to get a first glance at the funding 

potential and then uses the tokens for fine-tuning. Thus, the selected tokens are only valid for certain 

feature combinations and more fine-grained. On the other hand, LR Text predicts success using only 

bi-grams and, hence, focuses on more influential tokens. This finding attests the utility of LRs to fine-

tune predictions with bi-grams, which was the rationale of the WDL model. 

 

 
Figure 28: Top 50 Features with the Highest/Lowest Magnitude (LR Structured + Text) 
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6 Discussion 

Based on the results from the section above, three implications for the area of crowdfunding success 

prediction can be drawn, which will be discussed in the light of related literature. 

 

6.1 Utility of Deep Learning and Linear Models in Crowdfunding Success Prediction 

The first implication concerns the utility of DL in crowdfunding success prediction and, thus, answers 

the RQ of this thesis. The application of NNs to predict crowdfunding success is a nascent field with 

first promising contributions (e.g. Cheng et al. 2019; Yu et al. 2018). However, as shown in Section 

3.3, the true utility of DL in this area was unknown, and there was mixed evidence if NNs can even 

outperform simple linear models. It was suspected that this might be due to the fact that prior papers 

relied on too simple models to fully exploit the DL utility. The results of this thesis suggest that using 

an extensive hyperparameter space consisting of sophisticated preprocessing, state-of-the-art DL 

methods, and complex networks can lead to powerful NNs that surpass prior approaches by a large 

margin. Hence, these NNs are suitable to evaluate the true utility of DL as a crowdfunding success 

predictor. A comparison with LRs showed that linear BoW models are more than trivial baselines but 

can be powerful predictors with accuracies up to 82.5%. This was particularly true when combined 

with the right preprocessing, such as YJ, to make the data amenable to the models’ latent assumptions. 

The strong results of linear models are in line with prior research. For instance, Zhou et al. (2018b) 

achieved an accuracy of 73% in predicting crowdfunding success using a LR trained on solely 

structured features, Sawhney et al. (2016) constructed a linear SVM with BoW token and structured 

features to predict crowdfunding success with 71% accuracy, and Kaminski and Hopp (2020) used a 

LR and linear SVM trained on Doc2Vec embeddings and achieved an accuracy of 71%. 

 

Nonetheless, the analysis showed that deep NNs have certain properties, making them more powerful 

than linear models with accuracies up to 82.8%: 1) NNs can model complex, non-linear relationships, 

which makes them more flexible in determining the decision boundary (Dreiseitl & Ohno-Machado 

2002; Tu 1996). 2) NNs offer an extensive hyperparameter space, the ability to construct arbitrarily 

complex networks, and benefit from a wide body of research aiming to improve their learning 

behavior. Such flexibility in the model building cannot be found in linear models, which rather rely 

on standard statistical procedures. 3) NNs can construct joint, multi-modal feature maps without 

extensive feature engineering (Chollet 2017a; Ngiam et al. 2011). Thus, novel input types, such as 

text, video, or image data, can be included in the models to increase their accuracy in predicting 

crowdfunding success (Cheng et al. 2019; Kaminski & Hopp 2020). These findings are in line with 

the fraction of crowdfunding research that attests NNs a better performance than linear models (e.g. 

Li et al. 2018a; Peng et al. 2021; Wang et al. 2020b; Yu et al. 2018). 

 

Despite its benefits, when choosing whether DL is appropriate for crowdfunding success prediction, 

one also has to consider its drawbacks: 1) Due to their non-convexity and hidden layers, deep NNs 

are difficult to train and sensitive towards hyperparameters (Bengio 2012; LeCun et al. 2012). While 

some researchers argued that NNs require less mathematical rigor than linear models (Tu 1996), this 

thesis asserts the opposite. Though DL is mainly empirically driven and some aspects are theoretically 

not understood (Sankararaman et al. 2020), especially building complex NNs requires a profound 

understanding of their theory, mathematics, and common optimization issues (e.g. co-variance shift, 

saturating neurons, unstable gradients), while linear models can be obtained out-of-the-box from ML 

libraries, such as scikit-learn, without extensive hyperparameter tuning. 2) NNs require a lot of 

computational resources (Tu 1996). As this thesis used a cloud instance with TPUs, all models could 

be trained within few minutes. However, when such a technical setup is unavailable, the training 
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would take multiple hours per model. Hence, one must consider if a strong technical setup will be 

available to train the DL models when judging their suitability. 3) NNs are black-boxes, and it cannot 

be easily interpreted how they make predictions (Dreiseitl & Ohno-Machado 2002). Thus, NNs are 

useful when the aim is to build powerful predictors but may be unsuited when the goal is to apprehend 

the underlying factors affecting the prediction. In such a case, it may be better to switch to a linear 

model. In line with comparisons from other research fields (Dreiseitl & Ohno-Machado 2002; Kumar 

et al. 1995; Tu 1996), it can be concluded that, though DL is powerful, one must consider the model’s 

properties, the dataset, the goal to be achieved, the computational resources, and expertise when 

choosing whether DL is appropriate for the crowdfunding success prediction task. 

 

Lastly, the thesis revealed that the advantages of NNs and linear models can be combined in a WDL 

approach that yields an accuracy of 83.1% and outperforms the two single models. Though this thesis 

is the first to show the utility of WDL in crowdfunding success prediction, similar findings have been 

observed in other research areas, supporting the thesis’ findings. For instance, in peer-to-peer lending, 

Bastani et al. (2019) found that a WDL model to predict the default probability of loans surpasses the 

single NN and LR by a small margin. Burel et al. (2017) proposed a WDL-CNN for identifying the 

information type in crisis-related social media posts and showed that the model consistently performs 

better than their baselines, such as a linear SVM with TFIDF encoding. In the medical area, Wilson 

et al. (2021) applied a WDL model for cancer cell type identification and observed a considerable 

improvement compared to regular DL models. In computer vision, Lee and Yoon (2019) showed that 

a WDL-CNN outperforms a single CNN in the classification of plant species from flower images. 

 

6.2 Importance of Data Preprocessing in Crowdfunding Success Prediction 

The next implication concerns the importance of preprocessing in crowdfunding success prediction. 

The thesis revealed that preprocessing has a tremendous effect on the performance of NNs and LRs. 

Hereby, a YJ transformation and standardization to bring features into a standard normal distribution 

were found to be useful, leading to an accuracy rise of more than 3%. Also, a decorrelation with PCA 

could increase the accuracy in some cases. Lastly, the padding/truncating strategy in RNNs and BoW 

type in LRs strongly affected their performance. These findings suggest that preprocessing is crucial 

and should be considered during the hyperparameter search. However, preprocessing has often been 

neglected in DL research, which may be due to the commonly-held belief that the properties of NNs 

remove the need for feature engineering (e.g. Chollet 2017a; LeCun et al. 2015). Thus, only few DL 

papers utilized advanced preprocessing, such as YJ or PCA, and these were often limited to highly 

specialized domains, such as material science, psychology, or cybersecurity (e.g. Dinh & Park 2021; 

Harrouk & Barbar 2018; Mohamad-Saleh & Hoyle 2008). Crowdfunding success prediction makes 

no exception in this regard, since most papers, both ML and DL approaches, either adopted canonical 

preprocessing steps without questioning how these strategies affect the model performance or did not 

report any preprocessing. As shown in this thesis, such neglection leads to a large unexploited 

predictive potential. Thus, future work in crowdfunding prediction should incorporate preprocessing 

into the hyperparameter search and experiment with more sophisticated preprocessing schemes. 

 

6.3 Information Leakage in Crowdfunding Success Prediction 

A last implication is the need to pay attention to the pitfall of data leakage in crowdfunding prediction. 

The thesis showed that features, which are only available after the project end, can highly bias the 

model, leading even to an accuracy of 100%. While the inclusion of such features may be useful in 

dynamic crowdfunding prediction, where the goal is to predict success over time, it is deceptive in 

static success prediction, as the classifier will not be able to realize those accuracies in the real-world 
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problem. Thus, it is crucial to consider potential leaks during the data cleaning. Though leakage is 

considered as one of the top ten data mining mistakes (Nisbet et al. 2009), the issue is largely left 

unexplored in research (Kaufman et al. 2012), and crowdfunding prediction makes no exception. 

While some papers admitted that a project can change over time and may not reflect its pre-launch 

state (e.g. Cheng et al. 2019; Mitra & Gilbert 2014; Silva et al. 2020) and other papers included only 

features available at project launch (e.g. Greenberg et al. 2013; Guo et al. 2020; Sawhney et al. 2016), 

most papers neglected this issue. This led to severe cases of data leakage in the past. For instance, 

Arvind and Akilandeswari (2020) used features, such as spotlight, pledged, and number_of_backers, 

in their FCNN and achieved an accuracy of 98.8%. Kamath and Kamat (2016) used the attributes 

pledged, number_of_backers, and number_of_updates in their MLP and realized 94% accuracy in a 

multinomial success classification task. Yu et al. (2018) explicitly removed pledged to simulate the 

initial project stage but forgot to exclude number_of_backers and realized an accuracy of 93.2%. 

Further, no paper aimed to remove projects with leaking phrases in the text, as done in this thesis. 

This led to the inclusion of tokens, such as we are fully and not been able (e.g. Mitra & Gilbert 2014), 

which likely reveal that the fundraiser informed backers about an early success/failure. Thus, future 

research should pay attention to leakages to ensure that an allegedly superior model may not be simply 

the result of a data leak, hence making direct comparisons difficult. This is particularly true for DL 

due to its black-box nature, as leaks cannot be identified by examining relative importances. Potential 

avenues to recognize data leaks in DL include an extensive EDA, the critical assessment of overly 

optimistic results, or the creation of simpler, more interpretable models, such as LR, prior to the 

construction of the DL models (Kaufman et al. 2012). 
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7 Conclusion 

7.1 Summary 

Utilizing a dataset of 246,891 projects and 40 structured/text features from the crowdfunding platform 

Kickstarter, this thesis studied to which extent DL models can predict the success of crowdfunding 

campaigns. Further, to shed light on the true utility of DL, the thesis conducted a multi-dimensional 

comparison of NNs with the linear LR and assessed how they differ in their model building, their 

advantages/disadvantages, and how they make predictions. The thesis found that linear BoW models 

are more than trivial baselines but can be powerful predictors. When combined with the right 

preprocessing, such as YJ and sublinear TFIDF, a LR can achieve remarkable accuracies up to 82.5%. 

Nonetheless, the thesis identified a set of benefits that help NNs to surpass their linear counterpart, 

though only by a small margin: 1) their ability to construct non-linear input-output mappings, 2) the 

availability of an extensive hyperparameter space that benefits from a burgeoning body of DL 

research, and 3) the ability to construct joint, multi-modal feature maps. The thesis concluded that, 

though very powerful, DL is not a silver bullet, and one must consider a variety of factors when 

evaluating if DL is a suitable prediction tool. Further, the thesis showed that it is possible to combine 

the benefits of NNs and linear models in a WDL approach, where the NN leans abstract concepts 

while the LR fine-tunes the prediction with BoW occurrences. The combined model realized an 

accuracy of 83.1%, outperforming prior DL approaches by a large margin. 

 

7.2 Theoretical and Practical Contributions 

The thesis makes several contributions to the body of research studying the utility of ML/DL in 

predicting various crowdfunding aspects and to practitioners attempting to build such models to solve 

their underlying real-world problems. First, the thesis is the first to shed light on the true utility of DL 

in the crowdfunding domain. Deep NNs have shown astonishing results in generic tasks, such as 

object recognition or NLP (LeCun et al. 2015). However, their value in domain-specific applications 

is often unexplored (Cheng 2020; Pouyanfar et al. 2018) and cannot be simply assumed due to the 

unique properties of the data and prediction tasks in those domains. Though prior papers aimed to 

build DL models, these efforts were often marked by simple networks and standard design choices, 

thus not fully utilizing the potential of DL. Through the adoption of an extensive hyperparameter 

space with state-of-the-art methods beyond ReLU and Adam and a systematic comparison with a LR, 

the thesis uncovered the benefits and drawbacks of using DL in crowdfunding success prediction and 

under which conditions an application is suitable. 

 

Second, the thesis offers an extensive elaboration on aspects related to data cleaning, preprocessing, 

hyperparameter choices, and evaluation criteria that must be considered when working with ML 

models in the crowdfunding area. As shown in this thesis, crowdfunding and, specifically, Kickstarter 

data has unique properties, such as class imbalance, skewed distributions, and unserious attempts that 

must be considered and eliminated prior to the application of ML models. Further, the thesis showed 

that not all hyperparameter choices work well in the crowdfunding domain, such as count-frequency 

BoW encoding, the Adadelta optimizer, weight decay, and post-padding. Lastly, the thesis shed light 

on common pitfalls of prior success prediction attempts, such as the neglection of preprocessing in 

the hyperparameter search and the inclusion of leaking features/phrases, thus increasing awareness 

of their existence. Though these findings do not claim to generalize across all possible settings, it is 

hoped that they can provide a useful guideline for researchers and practitioners, who aim to tackle 

similar tasks, and that they experience similar observations in their experiments, hence increasing the 

credibility of the findings. 
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Lastly, the thesis contributes to the literature studying the antecedents of crowdfunding success. 

Knowing, which factors lead to better success, can help fundraisers to highlight these aspects and to 

create attractive campaigns (Wang et al. 2020b). This can lead to millions in additional revenue, 

reduced opportunity costs, and a sustainable development of Internet finance (Li et al. 2016; Wang 

et al. 2020b). Hence, the findings also contribute to crowdfunding practitioners. The thesis confirmed 

many previously-held assumptions about crowdfunding success, such as the importance of category 

and location, a less-ambitious goal, and the influence of the creator’s backing history, thus increasing 

their validity. Also, the thesis made discoveries that have not been addressed or contradict prior 

research. For instance, it was found that social media connectivity does not always lead to better 

success, but social networks have to be differentiated. Also, contrary to past research, the thesis 

showed that the creator’s project history matters, but only when emphasized in the project description 

rather than in the creator information. Lastly, the thesis found that features, such as if the fundraiser 

allows follows, environmental commitments, or the creator’s authentication matter for crowdfunding 

success, which provide fruitful avenues for further investigation. 

 

7.3 Limitations and Future Research Directions 

The thesis has some limitations that must be considered when evaluating its findings and provide 

avenues for future research. First, the EDA showed that the dataset in this thesis was imbalanced. It 

is not expected that this issue highly biased the models, as the imbalance is not as severe as in other 

domains, such as fraud detection (Johnson & Khoshgoftaar 2019), both classes were represented by 

a large number of samples (Japkowicz & Stephen 2002), and the models were evaluated on metrics 

highlighting diverse performance aspects (Seliya et al. 2009). Nonetheless, it may be useful to explore 

balancing strategies, such as over-sampling, under-sampling, or cost-sensitive learning to see if the 

NN performance can be improved (Johnson & Khoshgoftaar 2019). Another limitation is that no 

selection of an optimal subset of features was performed, which can possibly lead to higher efficiency, 

reduced overfitting, and better generalization (Li et al. 2017). However, feature selection in NNs is 

far from trivial due to their black-box nature, as feature importance cannot be easily interpreted (Tu 

1996). Further, the thesis’ results suggest that crowdfunding features have non-linear relationships 

and complex interactions (i.e. collinearity). Thus, feature removal based on linear metrics, such as 

correlation, may be deceptive. An avenue to solve these limitations may be the use of PCA. Though 

this thesis used PCA for decorrelation, it can also be used for dimensionality reduction (Wold et al. 

1987). As principal components are decorrelated, hence avoiding collinearity, and show the directions 

of largest variance in descending order, it may be possible to select a subset of components that 

explains the data’s variation while reducing its complexity (Shlens 2014). A third limitation stems 

from the fact that this thesis uses only structured and text data but does not consider other modalities. 

Thus, promising data sources remain unused, as projects may convey some information via videos or 

images. Thus, future research can benefit from additional input modalities. A last limitation concerns 

the used hyperparameter search strategy. In line with past research (Bergstra & Bengio 2012), this 

thesis showed that an extensive hyperparameter space, explored via manual or random search, is 

crucial to build powerful models and more suitable than a grid search over a limited space. However, 

a drawback of this strategy is that only a small subset of this space is evaluated. Hence, there may be 

NNs that can better predict crowdfunding success. Scholars are, thus, advised to further explore the 

hyperparameter space of this thesis. Also, researchers could use advanced automated search methods 

beyond grid and random search. For instance, Bergstra et al. (2013) framed hyperparameter search as 

a Bayesian optimization issue and proposed the Hyperopt algorithm that finds hyperparameters via 

tree-structured Parzen estimators. Li et al. (2018b) proposed Hyperband that improves the efficiency 

of random search via adaptive resource allocation and early stopping. Such methods may be useful 

to find better predictors. Lastly, the hyperparameter space can be extended to include even more 
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advanced DL methods, such as residual connections (He et al. 2016), highway networks (Srivastava 

et al. 2015), or attention mechanisms (Bahdanau et al. 2014). Another promising avenue is the use of 

transformer networks (Vaswani et al. 2017) and their extensions, such as OpenAI GPT (Radford et 

al. 2018) or BERT (Devlin et al. 2018). Such networks started to replace CNNs and RNNs in many 

NLP tasks, provide the current state-of-the-art, and are available as pre-trained models that can be 

fine-tuned for one’s own prediction task (Otter et al. 2021). 

 

Apart from the limitations, the following topics were identified as fruitful avenues for future research. 

First, the thesis showed that the project’s category matters for its success. This is not surprising, as 

crowdfunding is open to everyone (Bouncken et al. 2015), leading to a diverse project topology. Thus, 

it may be useful to focus on success prediction in single categories to see how their success factors 

vary. Second, Section 5.2.5 showed that an endorsement by Kickstarter (i.e. staff_pick) can increase 

the funding success. Hence, it would be interesting to see which factors affect such endorsement and 

if it can be predicted via ML/DL. This would not only help creators to understand how they can 

improve their success but could also increase the efficiency of the endorsement, which is currently 

done by domain experts (Kickstarter 2016). Lastly, except Kamath and Kamat (2016), no paper has 

cast crowdfunding success prediction as multinomial classification. However, differentiating between 

multiple success levels is of theoretical and practical relevance. For instance, Cordova et al. (2015) 

showed that some projects outperform the majority of projects despite showing little variance and 

concluded that there are factors of overly successful projects that are not fully understood. Mollick 

(2014) showed that overfunded projects are especially vulnerable to delays, as they cannot cope with 

the increased expectations. Thus, knowing if a project will be overly successful can give creators 

anticipation to plan for higher demand and reduces the likelihood of failing to deliver the products. 

 

To summarize, the field of DL is thriving and offers a myriad of methods that can be applied to build 

crowdfunding success predictors. Hence, it can be expected that future research will benefit vastly 

from new DL approaches, and this thesis makes an important step in this direction.    
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Appendices  

Appendix A: Abbreviation List 

Abbreviation Full Word 

AdaBoost Adaptive Boosting 

Adagrad Adaptive Gradient Algorithm 

Adam Adaptive Moment Estimation 

AI Artificial Intelligence 

AON All-or-Nothing 

API Application Programming Interface 

AUC Area Under the ROC Curve 

BERT Bidirectional Encoder Representations from Transformers 

BoW Bag-of-Words 

CART Classification and Regression Trees 

CBOW Continuous Bag-of-Words 

CPU Central Processing Unit 

CNN Convolutional Neural Network 

CSV Comma Separated Values 

DDR3 Double Data Rate 3 

DL Deep Learning 

DSC Depthwise Separable Convolution 

EDA Exploratory Data Analysis 

ELU Exponential Linear Unit 

FAQ Frequently Asked Question 

FCNN Fully-Connected Neural Network 

FTLR Follow-The-Regularized-Leader 

GB Gigabyte 

GBDT Gradient-Boosting Decision Tree 

GELU Gaussian Error Linear Unit 

GHz Gigahertz 

GloVe Global Vectors 

GraphQL Graph Query Language 

GRU Gated Recurrent Unit 

HTML Hypertext Markup Language 

ID Identifier 

IDF Inverse Document Frequency 

KIA Keep-It-All 

KNN K-Nearest-Neighbor 

LDA Latent Dirichlet Allocation 

LMT Logistic Model Tree 

Log Logarithm 

LR / Log. Reg. Logistic Regression 

LSTM Long Short-Term Memory 

MCC Matthews Correlation Coefficient 

MHz Megahertz 

MLP Multi-Layer Perceptron 

ML Machine Learning 
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NAG Nesterov Accelerated Gradient 

NLP Natural Language Processing 

NN Neural Network 

OOV Out-Of-Vocabulary 

OpenAI GPT OpenAI Generative Pre-Training 

OS Operating System 

PCA Principal Component Analysis 

PCC Pearson Correlation Coefficient 

RAM Random Access Memory 

RBF Radial Basis Function 

ReLU Rectified Linear Unit 

RMSProp Root Mean Square Propagation 

RNN Recurrent Neural Network 

ROC Receiver Operating Characteristic 

RQ Research Question 

SELU Scaled Exponential Linear Unit 

Seq2Seq Sequence-to-Sequence 

SGD Stochastic Gradient Descent 

SQL Structured Query Language 

SVM Support Vector Machine 

Tanh Hyperbolic Tangent 

TFIDF Term Frequency Inverse Document Frequency 

TPU Tensor Processing Unit 

UC University of California 

URL Uniform Resource Locator 

US United States 

w.r.t. with respect to 

WDL Wide-and-Deep Learning 

XGBoost Extreme Gradient Boosting 

YJ Yeo-Johnson Power Transformation 
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Appendix B: Overview Literature Research 

 

a) Conventional ML Approaches 
Paper Data Source Static vs. 

Dynamic 

Instances Features Target Variable ML Models Best Model Metric Performance 

of Best Model 

Greenberg 
et al. (2013) 

Kickstarter 
(Reward-

Based) 

Static 13,000 12 structured features Success (Binary) J48 Tree, Logistic 
Model Tree, 

Random Forest, 
Random Tree, 

REPTree, SVM 

(RBF, Polynomial, 
Sigmoidal) 

Random Forest 
+ LMT 

Accuracy 68% 

Etter et al. 
(2013) 

Kickstarter 
(Reward-

Based) 

Dynamic 16,042 8 structured features Success (Binary) KNN, Markov 
Chain, SVM (RBF) 

SVM (RBF) Accuracy 76% (4h after 
project 

launch) 

Chen et al. 
(2013) 

Kickstarter 
(Reward-

Based) 

Dynamic 20,000 1 structured feature 
(pledge amount over 

time) 

Success (Binary) SVM (RBF) SVM (RBF) Accuracy 90% (when 
given 40% of 

information 
over time) 

Rao et al. 

(2014) 

Kickstarter 

(Reward-
Based) 

Dynamic 8,529 2 structured features 

(money pledges + 
derivative) 

Success (Binary) Decision Tree Decision Tree Accuracy 84% (given 

15% of the 
information 

over time) 

An et al. 

(2014) 

Kickstarter 

(Reward-

Based) 

Static 891 9 structured features 

(static + dynamic) 

Investor Funds 

Projects (Binary) 

Log. Reg., SVM 

(Linear, 

Polynomial, RBF) 

SVM (RBF) Accuracy 82% 

Chung and 

Lee (2015) 

Kickstarter 

(Reward-
Based) 

Dynamic 151,608 49 structured features 

(project, user, 
temporal, Twitter 

features) 

Success (Binary) + 

Pledged Amount 
(Multinomial)  

Naive Bayes, 

Random Forest, 
AdaBoost 

AdaBoost Accuracy 75-85% 

(depending on 
data used) 

Chen et al. 
(2015) 

Kickstarter 
(Reward-

Based) 

Dynamic 4,121 24 structured 
attributes grouped 

into 5 categories 

Success (Binary) Random Forest Random Forest Accuracy 89.6% (after 7 
days) 

Kamath and 

Kamat 

(2016) 

Kickstarter 

(Reward-

Based) 

Static 120 9 structured features Success 

(Multinomial) 

Naive Bayes, MLP, 

Random Forest, 

Decision Tree 

MLP Accuracy 94% 

Li et al. 

(2016) 

Kickstarter 

(Reward-
Based) 

Dynamic 18,093 37 structured features 

(project, creator, 
Twitter, temporal) 

Number of Days 

Until Success 
(Regression) 

Censored 

Regression 

Censored 

Regression 

Survival 

AUC 

90.3% 

Beckwith 
(2016) 

AngelList 
(Equity-Based) 

Static 2,603 11 structured features Company Has 
Raised Amount > 

0 (Binary) 

Log. Reg., CART 
Decision Tree, 

Naive Bayes, SVM 

Naive Bayes F1-Score 33% 

Kaur and 
Gera (2017) 

Kickstarter 
(Reward-

Based) 

Static 4,121 14 structured features 
(focus on social 

media) 

Success (Binary) Naive Bayes, J48, 
Random Forest, 

Log. Reg. 

Log. Reg. Accuracy 76.7% 

Ahmad et 

al. (2017) 

Kickstarter 

(Reward-

Based) 

Static 26,191 13 structured features Success (Binary) BayesNet, MLP, 

Random Forest, 

Decision Stump, 
Naive Bayes, Log. 

Reg. 

Random Forest Accuracy 94.3% 

Li et al. 

(2018a) 

4 Chinese 

Reward-Based 

Crowdfunding 
Platforms 

Static 2,817 not known Success (Binary) Log. Reg., MLP, 

SVM 

MLP Accuracy 72.8% 

Alazazi et 
al. (2020) 

GoFundMe 
(Donation-

Based) 

Static 9,935 9 structured features 
(static + dynamic) 

Average Amount 
Raised Per Day 

(Regression) 

Linear Reg., 
CART, KNN, 

SVM, MLP, 

Random Forest 

SVM R2 92.2% 

Guo et al. 

(2020) 

Kickstarter 

(Reward-
Based) 

Static 60,806 4 structured features Success (Binary) Log. Reg., SVM, 

MLP, AdaBoost, 
Random Forest, 

XGBoost, GBDT 

GBDT Accuracy 70% 

Silva et al. 
(2020) 

Kickstarter 
(Reward-

Based) 

Dynamic 16,042 45 structured features Success (Binary) + 
Pledged Amount 

(Regression) 

Random Forest, 
Linear Reg., SVM 

(Linear, RBF), 
Naive Bayes 

similar 
performance 

for all models 

Accuracy 85% (before 
10% of 

campaign 
duration) 

Ryoba et al. 

(2020) 

Kickstarter 

(Reward-
Based) 

Static 21,885 9 structured features Success (Binary) KNN KNN Accuracy 90.3% 

Peng et al. 
(2021) 

Weibo 
Philanthropy 

(Donation-

Based) 

Static 11,771 8 structured features Funding Goal + 
Pledged Amount 

(Regression) 

KNN, Linear Reg., 
MLP, CART, 

XGBoost 

XGBoost R2 83.1% 
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b) Text Mining Approaches 
Paper Data Source Static vs. 

Dynamic 

Instances Features Target Variable ML Models Best Model Metric Performance 

of Best Model 

Mitra and 

Gilbert 
(2014) 

Kickstarter 

(Reward-Based) 

Static 45,810 20,391 n-grams + 

11 structured 
features 

Success (Binary) Log. Reg. Log. Reg. Error Rate 2.24% 

Du et al. 

(2015) + 
Zhou et al. 

(2018b) 

Kickstarter 

(Reward-Based) 

Static 154,561 14 structured 

features (campaign 
data + numerically 

derived features 
from text) 

Success (Binary) Log. Reg. Log. Reg. Accuracy 73% 

Sawhney et 

al. (2016) 

Kickstarter 

(Reward-Based) 

Static 160,000+ campaign data + 

textual features 
(e.g. unigrams, 

LDA topics, POS 
tags, etc.) 

Success (Binary) SVM (Linear) SVM (Linear) Accuracy 71% 

Yuan et al. 

(2016) 

2 Chinese 

Reward-Based 
Crowdfunding 

Platforms 

Static 1,000 4 structured features 

+ LDA topics 

extracted from 

project and reward 

description 

Success (Binary) Random 

Forest, SVM, 
MLP, Extreme 

Learning 
Machine 

Random Forest F1-Score 86.8% 

Lai et al. 

(2017) 

Kickstarter 

(Reward-Based) 

Dynamic 88,211 11 structured 

features + 17 
features based on 

text mining 

Success (Binary) Generalized 

Linear Model, 
MLP, GBDT, 

Random 
Forest, 

XGBoost 

XGBoost Accuracy 92.4% (Using 

data from the 
entire 

campaign 
duration) 

 

c) Deep Learning Approaches 
Paper Data Source Static vs. 

Dynamic 

Instances Features Target 

Variable 

ML Models Best Model Metric Performance 

of Best Model 

Yu et al. 

(2018) 

Kickstarter 

(Reward-

Based) 

Static 331,462 6 structured 

features 

Success 

(Binary) 

MLP, Random Forest, 

AdaBoost, SVM, 

Decision Tree, Log. 
Reg., Naive Bayes 

MLP Accuracy 93.2% 

Lee et al. 
(2018) 

Kickstarter 
(Reward-

Based); Only 

Technology 
Projects 

Dynamic 2,000 5 text features Success 
(Binary) 

Seq2Seq with GRU, 
Hierarchical Attention 

Network 

Seq2Seq Accuracy 91% (given 
data from the 

entire 

campaign 
duration) 

Kaminski and 
Hopp (2020) 

Kickstarter 
(Reward-

Based); Only 

Technology 
and Design 

Projects 

Static 20,188 200-dim. 
Doc2Vec 

embeddings 

from project 
description and 

transcribed 
video data 

Success 
(Binary) 

Log. Reg., SVM 
(Linear, RBF), Naive 

Bayes, XGBoost, MLP 

Log. Reg. Accuracy 73% 

Hu and Zhao 

(2019) 

Kickstarter 

(Reward-
Based) 

Static 342,275 Prediction of 

Online 
Harassment 

from Comment 
Obtained via 

Bi-LSTM-CNN 

Network + 12 
structured 

features 

Success 

(Binary) 

not published yet not published 

yet 

not published 

yet 

not published 

yet 

Jin et al. 

(2019) 

Indiegogo 

(Reward-

Based) 

Dynamic 14,143 9 structured 

features + 1 

text feature 
(comments) 

Number of 

Days Until 

Success 
(Regression) 

Seq2Seq with LSTM 

layers 

Seq2Seq Concordance 

Index 

96% 

Zhang et al. 
(2019) 

Indiegogo 
(Reward-

Based) 

Dynamic 12,328 20 static 
features + 2 

dynamic 

features 

Success 
(Binary) 

multi-branch network: 
FCNN for structured 

data + LSTM with self-

attention for dynamic 
data 

not reported not reported not reported 

Wang et al. 
(2019) 

Chinese 
Donation-

Based 

Crowdfunding 
Platform 

Dynamic 48,382 8 dynamic 
features + static 

features + 

campaign 
description 

Daily 
Donations 

(Regression) 

LSTM LSTM Absolute 
Percentage 

Error 

< 10% within 
2 weeks 

Cheng et al. 
(2019) + 

Cheng (2020) 

Kickstarter 
(Reward-

Based) 

Static 34,112 4096-dim. 
visual features 

extracted from 
VGG16 + 300-

dim. GloVe 

embeddings + 2 
structured 

features 

Success 
(Binary) 

multi-branch network: 
FCNN for structured 

data + CNN for image 
data and text data 

multi-branch 
network 

F1-Score 75.3% 

Katsamakas 

and Sun (2020) 

Indiegogo 

(Reward-

Based) 

Static 1,511 100-dim. 

Doc2Vec 

embeddings 
from project 

description 

Success 

(Binary) 

Log. Reg., SVM 

(RBF), MLP, RNN, 

LSTM 

SVM (RBF) Accuracy 89.4% 

Yeh and Chen 

(2020) 

Indiegogo 

(Reward-

Based) 

Static 4,474 15 structured 

features 

Success 

(Binary) 

Log. Reg., MLP, 

Ensemble MLP 

Ensemble MLP Accuracy 96.2% 

Wang et al. 

(2020a) 

Kickstarter 

(Reward-
Based) 

Static 126,593 Prediction 

Whether 
Emphasis on 

Success 

(Binary) 

Log. Reg. not reported not reported not reported 
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Entrepreneur 
vs. Project 

Creativity for 

Description, 
Title, and Blurb 

Obtained via 
LSTM network 

+ 14 campaign 

features 

Wang et al. 

(2020b) 

Kickstarter 

(Reward-
Based) 

Static 85,233 11 structured 

features + LDA 
topics 

Success 

(Binary) 

MLP, Decision Tree, 

Log. Reg., Random 
Forest, SVM, KNN 

MLP Accuracy 93.2% 

Arvind and 

Akilandeswari 
(2020) 

Kickstarter 

(Reward-
Based) 

Static 172,225 101 structured 

features + 20-
dim. word 

embeddings 

Success 

(Binary) 

Stacking Ensemble of 

FCNN + CNN 

Stacking 

Ensemble 

Accuracy 93.1% 

 

Appendix C: Example of a GraphQL Schema 
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Appendix D: Examples of Unserious Attempts 

a) Campaign with < 100 words in all text attributes combined 
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b) Campaign with a funding goal > $1,000,000 which has not been at least 1% funded 
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c) Campaign with a funding goal < $100 

 

 

 

 

 

  



 XXXI 

d) Campaign with a funding rate > 5000% 
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e) Campaign with an average pledge per backer > $3,000 

 

 

 

  



 XXXIII 

 

Appendix E: Removed Leaking Attributes in Crowdfunding Campaigns 

 
Name Type Description 

spotlight Binary Whether the campaign has the possibility of enabling the spotlight 

feature. This attribute is set by default to True for all successful projects 

and to False for all failed projects. Thus, it essentially mirrors the target 

variable. 

pledged Numeric Collected pledged amount of the campaign 

percent_funded Numeric Pledged amount divided by funding goal 

avg_pledge_per_backer Numeric Pledged amount divided by number of backers 

number_of_backers Numeric Number of backers who pledged 

number_of_comments Numeric Number of comments of the campaign. This attribute can even change its 

value after the campaign has ended. 

number_of_updates Numeric Number of updates of the campaign. This attribute can even change its 

value after the campaign has ended. 

launch_year Categorial Launch year of the campaign. This feature will not be available during 

prediction, as a campaign cannot have a launch year of the past. 

 

Appendix F: Removed Leaking Phrases in Crowdfunding Campaigns 

 
stretch goal missed the campaign reached its funding 

update missed out the campaign who has pledged 

reached our target missed out on the campaign who have pledged 

reached our goal missed the kickstarter already raised 

campaign was successful missed out on the kickstarter already pledged 

project was successful who pledged only … days left 

we did it new goal only … weeks left 

we made it new target only … hours left 

goal reached  new funding you did it 

target reached passed our goal missed this campaign 

reached our funding passed our funding missed this kickstarter 

hit our goal exceeded our goal missed this project 

hit our target exceeded our funding funded on 

goal has been met reached the funding new pledge 

goal has been reached reached the goal new reward 

target has been reached reached the target failed to reach  

we were successfully funded passed the goal kickstarter failed 

we have been successful reached its target kickstarter has failed 

we got funded reached its goal project has failed 

did not reach was not successful were not successful 

missed the funding campaign was unsuccessful was not reached 

we did not make it rewards added pledge added 
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Appendix G: Evaluated Hyperparameter Space 

 

a) LR Structured Data 
Category Hyperparameter Values # Values 

1) Preprocessing Categorial + Binary 

Preprocessing 

One-Hot-Encoding 1 

Numerical Preprocessing StandardScaler, MinMaxScaler [-1,1], PowerTransformer 

(Yeo-Johnson), PCA 

4 

2) Model 

Architecture 

Number of Layers / 

Number of Units 

Input Layer + Dense Layer with 1 Neuron 1 

Output Activation Sigmoid 1 

Type of Regularizer L1 Weight Decay, L2 Weight Decay 2 

Regularization Rate 0.0001, 0.001, 0.01, 0.1, 0, 1, 10, 100 8 

3) Learning 

Algorithm 

Loss Function Binary Cross-Entropy 1 

Optimizer Adadelta, RMSProp, RMSProp (Centered), Adam, AdaMax, 

Nadam, AMSGrad 

7 

Weight Initialization LeCun Normal, LeCun Uniform, Glorot Normal, Glorot 

Uniform, He Normal, He Uniform 

6 

Mini-Batch Size 16, 32, 64, 128, 256, 512, 1024 7 

Number of Epochs Tuned via Early Stopping 1 

Hyperparameter Space = 18,816 Combinations 

 

b) LR Text Data 
Category Hyperparameter Values # Values 

1) Preprocessing max_df 0.0001, 0.01 2 

min_df 0.0001, 0.001, 0.01, 0.1 4 

max_features 10000, 20000, 25000, 30000, 35000, 40000, 45000, 50000, 

75000, 100000, 125000, 150000 

12 

stopwords Stopword list provided by scikit-learn 1 

n-grams 1-Grams, 2-Grams, 3-Grams 3 

BoW encoding Binary, CountVectorizer, TfidfVectorizer, TfidfVectorizer + 

Sublinear_TF 

4 

Included Text Features Story,  

Story+Title+Blurb,  

Story+Title+Blurb+Risks, 

Stoy+Title+Blurb+Risks+Creator_Bio, 

Story+Title+Blurb+Risks+Creator_Bio+Reward_Description 

5 

2) Model 

Architecture 

Number of Layers / Units Input Layer + Dense Layer with 1 Neuron 1 

Output Activation Sigmoid 1 

Type of Regularizer L1 Weight Decay, L2 Weight Decay 2 

Regularization Rate 0.0001, 0.001, 0.01, 0, 0.1, 1, 10, 100 8 

3) Learning 

Algorithm 

Loss Function Binary Cross-Entropy 1 

Optimizer RMSProp, RMSProp (Centered), Adam, AdaMax, Nadam, 

AMSGrad 

6 

Weight Initialization LeCun Normal, LeCun Uniform, Glorot Normal, Glorot 

Uniform, He Normal, He Uniform 

6 

Mini-Batch Size 16, 32, 64, 128, 256, 512, 1024 7 

Number of Epochs Tuned via Early Stopping 1 

Hyperparameter Space = 23,224,320 Combinations 

 

 

 

 



 XXXV 

c) LR Structured + Text Data 
Category Hyperparameter Values # Values 

1) Preprocessing Categorial + Binary 

Preprocessing 

One-Hot-Encoding 1 

Numerical Preprocessing PowerTransformer (Yeo-Johnson) 1 

max_features 75000 1 

stopwords Stopword list provided by scikit-learn 1 

n-grams 2-Grams 1 

BoW encoding TfidfVectorizer + Sublinear_TF 1 

Included Text Features Story+Title+Blurb+Risks+Creator_Bio+Reward_Description 1 

2) Model 

Architecture 

Number of Layers / Units Input Layer + Dense Layer with 1 Neuron 1 

Output Activation Sigmoid 1 

Type of Regularizer L1 Weight Decay, L2 Weight Decay 2 

Regularization Rate 0.0001, 0.001, 0.01, 0.1, 0, 1 6 

3) Learning 

Algorithm 

Loss Function Binary Cross-Entropy 1 

Optimizer RMSProp, RMSProp (Centered), Adam, AdaMax, Nadam, 

AMSGrad 

6 

Weight Initialization LeCun Normal, LeCun Uniform, Glorot Normal, Glorot 

Uniform, He Normal, He Uniform 

6 

Mini-Batch Size 16, 32, 64, 128, 256, 512, 1024 7 

Number of Epochs Tuned via Early Stopping 1 

4) Model 

Combination 

Combination Technique LR on Merged Dataset, Averaging Ensemble, Stacking 

Ensemble 

3 

Hyperparameter Space = 9,072 Combinations 

 

d) NN Structured Data 
Category Hyperparameter Values # Values 

1) Preprocessing Categorial + Binary 

Preprocessing 

One-Hot-Encoding 1 

Numerical Preprocessing StandardScaler, MinMaxScaler [-1,1], PowerTransformer 

(Yeo-Johnson), PCA 

4 

2) Model 

Architecture 

Type of Layers FCNN (Dense) 1 

Number of Layers 1, 2, 3, 5, 10 5 

Number of Units in First 

Layer 

5, 10, 30, 50, 100, 150, 200, 233, 250, 300, 500, 1000 12 

Network Shape Brick (Constant Number of Units), Triangle (Decreasing 

Number of Units) 

2 

Network Decay 0.3, 0.5, 0.7 3 

Output Activation Sigmoid 1 

Hidden Activation Sigmoid, Tanh, ReLU, ELU, SELU, GELU, Swish 7 

Type of Regularizer Weight Decay (L2), Noise Injection, Dropout, Batch 

Normalization, Layer Normalization 

5 

Regularization Rate 

(Weight Decay) 

0.0001, 0.001, 0.01, 0.1, 1, 10, 100 7 

 Dropout Rate 0.4, 0.5, 0.6 3 

3) Learning 

Algorithm 

Loss Function Binary Cross-Entropy 1 

 Optimizer RMSProp, RMSProp (Centered), Adam, AdaMax, Nadam, 

AMSGrad 

6 

 Weight Initialization LeCun Normal, LeCun Uniform, Glorot Normal, Glorot 

Uniform, He Normal, He Uniform 

6 

 Mini-Batch Size 128, 256, 512 3 

 Number of Epochs Tuned via Early Stopping 1 

Hyperparameter Space = 114,307,200 Combinations 
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e) NN Text Data - CNN 
Category Hyperparameter Values # Values 

1) Preprocessing Embedding Type FastText, Word2Vec, Glove, Self-Trained 4 

Embedding 

Dimension 

50, 100, 200, 300 4 

max_features 50000, 100000, 200000, All Tokens Included 4 

max_len 300, 500, 700, 1000, 3000 5 

Padding Pre, Post 2 

Truncating Pre, Post 2 

Stopwords Stopword list from scikit-learn, No stopwords removed 2 

Included Text 

Features 

Story,  

Story+Title+Blurb,  

Story+Title+Blurb+Risks, Stoy+Title+Blurb+Risks+Creator_Bio, 

Story+Title+Blurb+Risks+Creator_Bio+Reward_Description 

5 

2) Model 

Architecture 

Type of CNN Regular CNN, Depthwise-Separable CNN, Locally-Connected CNN 3 

Number of CNN 

Layers 

1, 2, 3, 4, 5, 6 6 

Number of CNN 

Filters 

16, 32, 64 3 

Window Size 3, 5, 7, 10 4 

CNN Padding same, valid, causal 3 

Pooling Between 

CNN Layers 

Max-Pooling, Average-Pooling 2 

Pooling Size 2, 5, 10 3 

CNN Activation  Sigmoid, Tanh, ReLU, Leaky ReLU, ELU, SELU, GELU, Swish 8 

Transformation 

Before Dense 

Layer 

GlobalMaxPooling, GlobalAveragePooling, Flatten 3 

Number of FCNN 

Layers 

1, 2, 3 3 

Number of FCNN 

Neurons 

16, 32, 64 3 

FCNN Activation ReLU, GELU 2 

Output Activation Sigmoid 1 

Regularization 

Type 

Weight Decay (L2), Noise Injection, Dropout, Batch Normalization, 

Layer Normalization 

5 

3) Learning 

Algorithm 

Loss Function Binary Cross-Entropy 1 

Weight 

Initialization 

LeCun Normal, LeCun Uniform, Glorot Normal, Glorot Uniform, He 

Normal, He Uniform 

6 

Optimizer RMSProp, RMSProp (Centered), Adam, AdaMax, Nadam 5 

Gradient Clipping Yes, No 2 

Mini-Batch Size 512 1 

Number of Epochs Tuned via Early Stopping 1 

Hyperparameter Space = 6,449,725,440,000 Combinations 
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f) NN Text Data - RNN 
Category Hyperparameter Values # Values 

1) Preprocessing Embedding Type FastText, Word2Vec, Glove, Self-Trained 4 

Embedding Dimension 50, 100, 200, 300 4 

max_features 50000, 100000, 200000, All Tokens Included 4 

max_len 300, 500, 700, 1000, 3000 5 

Padding Pre, Post 2 

Truncating Pre, Post 2 

Stopwords Stopword list from scikit-learn, No stopwords removed 2 

Included Text Features Story,  

Story+Title+Blurb,  

Story+Title+Blurb+Risks, 

Stoy+Title+Blurb+Risks+Creator_Bio, 

Story+Title+Blurb+Risks+Creator_Bio+Reward_Description 

5 

2) Model 

Architecture 

Type of RNN LSTM, GRU, Bidirectional LSTM, Bidirectional GRU 4 

Number of RNN Layers 1, 2 2 

Number of RNN Units 32, 64, 128, 256, 512 5 

Activation RNN Sigmoid in Gates, Tanh between recurrent connection 1 

Number of FCNN Layers 1 1 

Number of FCNN Units 1 1 

Output Activation Sigmoid 1 

Regularization Type Dropout, Batch Normalization, Layer Normalization, Noise 

Injection, Recurrent Dropout 

5 

Dropout Rate 0.3, 0.5 2 

3) Learning 

Algorithm 

Loss Function Binary Cross-Entropy 1 

Optimizer RMSProp, RMSProp (Centered), Adam, AdaMax, Nadam 5 

Gradient Clipping Yes, No 2 

Mini-Batch Size 512 1 

Number of Epochs Tuned via Early Stopping 1 

Hyperparameter Space = 51,200,000 Combinations 

 

g) NN Structured + Text Data (CNN-Based) 
Category Hyperparameter Values # Values 

1) Preprocessing Categorial + Binary 

Preprocessing 

One-Hot-Encoding 1 

Numerical Preprocessing PowerTransformer (Yeo-Johnson) + PCA 1 

Embedding Type FastText 1 

Embedding Dimension 300 1 

max_features All Tokens Included 1 

max_len 1000 1 

Padding Pre 1 

Truncating Post 1 

Stopwords Stopword list from scikit-learn 1 

Included Text Features Story+Title+Blurb+Risks+Creator_Bio+Reward_Description 1 

2) Model 

Architecture 

Output Activation Sigmoid 1 

CNN/FCNN Activation ReLU, GELU 2 

Regularization Type Dropout, Batch Normalization, Layer Normalization, Noise 

Injection 

4 

Dense Layer on top of CNN Yes (490 Units), No 2 

3) Learning 

Algorithm 

Loss Function Binary Cross-Entropy 1 

Optimizer RMSProp, Adam, Nadam 3 

Gradient Clipping Yes, No 2 

Weight Initialization He Uniform, Glorot Uniform 2 

Mini-Batch Size 512 1 
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Number of Epochs Tuned via Early Stopping 1 

4) Model 

Combination 

Combination Technique Averaging Ensemble, Stacking Ensemble, Add NN Output to 

Structured Features, Multi-Branch Network 

4 

Hyperparameter Space = 768 Combinations 

 

h) NN Structured + Text Data (RNN-Based) 
Category Hyperparameter Values # Values 

1) Preprocessing Categorial + Binary 

Preprocessing 

One-Hot-Encoding 1 

Numerical Preprocessing PowerTransformer (Yeo-Johnson) + PCA 1 

Embedding Type FastText 1 

Embedding Dimension 300 1 

max_features All Tokens Included 1 

max_len 1000 1 

Padding Pre 1 

Truncating Post 1 

Stopwords Stopword list from scikit-learn 1 

Included Text Features Story+Title+Blurb+Risks+Creator_Bio+Reward_Description 1 

2) Model 

Architecture 

Output Activation Sigmoid 1 

Number of RNN Units 64, 256 2 

Regularization Type Dropout, Recurrent Dropout 2 

Dropout Rate 0.3, 0.5 2 

Dense Classifier – Layers 0, 1, 2, 3 4 

Dense Classifier - Units 16, 32, 64, 128, 256 5 

3) Learning 

Algorithm 

Loss Function Binary Cross-Entropy 1 

Optimizer RMSProp, Adam, Nadam 3 

Gradient Clipping Yes, No 2 

Weight Initialization He Uniform, Glorot Uniform 2 

Mini-Batch Size 512 1 

Number of Epochs Tuned via Early Stopping 1 

4) Model 

Combination 

Combination Technique Averaging Ensemble, Stacking Ensemble, Add NN Output to 

Structured Features, Multi-Branch Network 

4 

Hyperparameter Space = 7,680 Combinations 
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Appendix H: Python Code Best-Found Models of This Thesis 

 

a) Data Preprocessing (for all models and datasets) 

# Import Word Embeddings 

import fasttext, fasttext.util 

fasttext.util.download_model('en', if_exists='ignore')  # English 

ft = fasttext.load_model('cc.en.300.bin') 

 

# Import Kickstarter Dataset 

kickstarter_df = pd.read_csv("04_Final Datasets/Kickstarter_Structured_and_Text.csv", 

index_col=0) 

 

# Merge Text Attributes Together 

kickstarter_df["text"] = kickstarter_df["title"] + " " + kickstarter_df["blurb"] + " " + 

kickstarter_df["story"] + " " + kickstarter_df["risks"] + " " + 

kickstarter_df["creator_bio"] + " " + kickstarter_df["reward_description"] 

kickstarter_df.drop(columns=["title", "blurb", "story", "risks", "creator_bio", 

"reward_description"], inplace=True) 

 

# Remove stopwords and punctation from text 

from sklearn.feature_extraction.text import ENGLISH_STOP_WORDS 

stopwords = set(list(ENGLISH_STOP_WORDS) + ["s"]) 

kickstarter_df["text"] = kickstarter_df.text.str.replace(r"\.", "") 

kickstarter_df["text"] = kickstarter_df.text.progress_apply(lambda x: " ".join([token for 

token in x.split() if token not in stopwords])) 

 

# Convert categorical features into dummy-variables 

kickstarter_df["launch_quartal"] = kickstarter_df.launch_quartal.apply(str) 

kickstarter_df = pd.get_dummies(kickstarter_df, prefix=["launch_quartal", "location", 

"category"], columns=["launch_quartal", "location", "category"], drop_first=False) 

 

# Convert dataset and target variable to Numpy Arrays 

y = kickstarter_df["campaign_successful"].to_numpy() 

kickstarter_df.drop(columns=["campaign_successful"], inplace=True) 

X = kickstarter_df.to_numpy() 

 

# Retrieve column names which will be used for later pre-processing 

feature_names = kickstarter_df.columns.values 

text_feature_names = "text" 

numeric_feature_names = ["goal", "number_of_collaborators", "funding_period", 

"days_between_created_and_launched", "number_of_images", "number_of_videos", 

"number_of_audios", "number_of_interactives", "number_of_words", "number_of_links", 

"number_of_creator_backings", "number_of_creator_projects", "number_of_rewards", 

"number_of_words_per_reward", "lowest_pledge_level", "highest_pledge_level", 

"avg_months_until_reward"] 

binary_feature_names = [x for x in feature_names if (x not in numeric_feature_names) & (x 

!= text_feature_names)] 
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text_features = kickstarter_df.columns.get_loc(text_feature_names) 

numeric_features = [kickstarter_df.columns.get_loc(x) for x in numeric_feature_names] 

binary_features = [kickstarter_df.columns.get_loc(x) for x in binary_feature_names] 

 

# Split dataset into training, subtraining, validation, and test set 

train_size = round(kickstarter_df.shape[0]*0.7*1) 

val_size = round(kickstarter_df.shape[0]*0.15*1) 

test_size = round(kickstarter_df.shape[0]*1) - val_size - train_size 

 

X_train, X_test, y_train, y_test = train_test_split(X, y, 

train_size=(train_size+val_size), test_size=test_size, shuffle=True, stratify=y, 

random_state=seed_value) 

X_subtrain, X_val, y_subtrain, y_val = train_test_split(X_train, y_train, 

train_size=train_size, test_size=val_size, shuffle=True, stratify=y_train, 

random_state=seed_value) 

 

# Split dataset into LR and NN related features 

X_train_lr = X_train 

X_train_nn = X_train 

X_test_lr = X_test 

X_test_nn = X_test 

 

# Create a dummy transformer that simply returns the original column (used for binary 

features) 

class NoTransformer(BaseEstimator, TransformerMixin): 

    def fit(self, X, y=None): 

        return self 

 

    def transform(self, X): 

        assert isinstance(X, np.ndarray) 

        return X 

 

# Pre-process NN-related features 

preprocessing = ColumnTransformer( 

    [ 

      ("numeric", Pipeline([ 

                            ("powertransform", PowerTransformer(method="yeo-johnson", 

standardize=True)), 

                            ("pca", PCA()) 

                          ]), numeric_features), 

      ("binary", NoTransformer(), binary_features) 

    ], 

    remainder="passthrough", verbose=True, n_jobs=-1).fit(X_train_nn) 

 

X_train_nn = preprocessing.transform(X_train_nn) 

X_test_nn = preprocessing.transform(X_test_nn) 
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# Pre-process LR-related features 

preprocessing = ColumnTransformer( 

    [ 

      ("numeric", PowerTransformer(method="yeo-johnson", standardize=True), 

numeric_features), 

      ("binary", NoTransformer(), binary_features), 

      ("text_lr", TfidfVectorizer(ngram_range=(1,2), analyzer="word", max_features=75000, 

sublinear_tf=True, dtype=np.float32), text_features) 

    ], remainder="drop", verbose=True).fit(X_train_lr) 

 

X_train_lr = preprocessing.transform(X_train_lr) 

X_test_lr = preprocessing.transform(X_test_lr) 

 

# Split NN-related dataset into structured and text features 

X_train_nn_structured = X_train_nn[:,0:233].astype("float32") 

X_train_nn_text = X_train_nn[:,233] 

X_test_nn_structured = X_test_nn[:,0:233].astype("float32") 

X_test_nn_text = X_test_nn[:,233] 

 

# Split LR-related dataset into structured and text features 

X_train_lr_structured = X_train_lr[:,0:233].astype("float32") 

X_train_lr_text = X_train_lr[:,233:] 

X_test_lr_structured = X_test_lr[:,0:233].astype("float32") 

X_test_lr_text = X_test_lr[:,233:] 

 

# Define parameters for text processing  

max_features = 714542 

max_len = 1000 

embedding_dim = 300 

 

# Convert Texts Into Integer Sequences (Tokenization) 

tokenizer = Tokenizer() 

tokenizer.fit_on_texts(X_train_nn_text) 

X_train_nn_text = tokenizer.texts_to_sequences(X_train_nn_text) 

X_test_nn_text = tokenizer.texts_to_sequences(X_test_nn_text) 

word_index = tokenizer.word_index 

 

# Pad and Truncate sequences 

X_train_nn_text = pad_sequences(X_train_nn_text, maxlen=max_len, padding="pre", 

truncating="post") 

X_test_nn_text = pad_sequences(X_test_nn_text, maxlen=max_len, padding="pre", 

truncating="post") 

 

# Prepare the Embedding Matrix 

print('Preparing Embedding Matrix...') 

words_not_found = [] 

embedding_matrix = np.zeros((max_features, embedding_dim)) 
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for word, i in word_index.items(): 

    if i < max_features: 

      embedding_vector = ft.get_word_vector(word) 

      if (embedding_vector is not None) and len(embedding_vector) > 0: 

        embedding_matrix[i] = embedding_vector 

      else: 

        words_not_found.append(word) 

print('Shape of Embedding Matrix: {}'.format(embedding_matrix.shape)) 

print('Number of Null Word Embeddings: %d' % np.sum(np.sum(embedding_matrix, axis=1) == 

0)) 

 

b) LR Structured 

# Define the model 

best_lr_structured = Sequential() 

best_lr_structured.add(Dense(1, activation="sigmoid", kernel_regularizer=L1(l1=0.0000), 

kernel_initializer=GlorotNormal(seed=seed_value))) 

 

# Compile the model 

best_lr_structured.compile(optimizer=RMSprop(centered=True), loss="binary_crossentropy", 

metrics=["binary_accuracy", Precision(), Recall(), talos.utils.metrics.f1score, 

talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

history = best_lr_structured.fit(X_train_lr_structured, y_train, batch_size=512, 

epochs=23, verbose=1) 

 

c) LR Text 

# Define the model 

best_lr_text = Sequential() 

best_lr_text.add(Input(shape=(75000,), sparse=True, batch_size=512)) 

best_lr_text.add(Dense(1, activation="sigmoid", 

kernel_initializer=GlorotNormal(seed=seed_value))) 

 

# Compile the model 

best_lr_text.compile(optimizer=RMSprop(), loss="binary_crossentropy", 

metrics=["binary_accuracy", Precision(), Recall(), talos.utils.metrics.f1score, 

talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

history = best_lr_text.fit(X_train_lr_text, y_train, batch_size=512, epochs=29, 

verbose=1) 
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d) LR Text + Structured 

# Define the model 

best_lr_both = Sequential() 

best_lr_both.add(Input(shape=(X_train_lr.shape[1],), sparse=True, batch_size=512)) 

best_lr_both.add(Dense(1, activation="sigmoid", 

kernel_initializer=GlorotUniform(seed=seed_value))) 

 

# Compile the model 

best_lr_both.compile(optimizer=Adam(amsgrad=True), loss="binary_crossentropy", 

metrics=["binary_accuracy", Precision(), Recall(), talos.utils.metrics.f1score, 

talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

history = best_lr_both.fit(X_train_lr, y_train, batch_size=512, epochs=14, verbose=1) 

 

 

e) NN Structured (FCNN) 

# Define the model 

best_nn_structured = Sequential() 

best_nn_structured.add(Dense(500, activation="gelu", 

kernel_initializer=HeUniform(seed=seed_value))) 

best_nn_structured.add(Dropout(rate=0.5, seed=seed_value)) 

best_nn_structured.add(Dense(350, activation="gelu", 

kernel_initializer=HeUniform(seed=seed_value))) 

best_nn_structured.add(Dropout(rate=0.5, seed=seed_value)) 

best_nn_structured.add(Dense(245, activation="gelu", 

kernel_initializer=HeUniform(seed=seed_value))) 

best_nn_structured.add(Dropout(rate=0.5, seed=seed_value)) 

best_nn_structured.add(Dense(1, activation="sigmoid", 

kernel_initializer=HeUniform(seed=seed_value))) 

 

# Compile the model 

best_nn_structured.compile(optimizer=RMSprop(), loss="binary_crossentropy", 

metrics=["binary_accuracy", Precision(), Recall(), talos.utils.metrics.f1score, 

talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

history = best_nn_structured.fit(X_train_nn_structured, y_train, batch_size=512, 

epochs=22, verbose=1, shuffle=True) 

 

 

f) NN Text (CNN-Based) 

# Define the model 

def create_model(): 

  model = Sequential() 

  model.add(Embedding(max_features, embedding_dim, weights=[embedding_matrix], 

input_length=max_len, trainable=False)) 
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  model.add(Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))) 

  model.add(AvgPool1D(2)) 

  model.add(GaussianNoise(stddev=0.1)) 

  model.add(LayerNormalization()) 

  model.add(Dropout(rate=0.5, seed=seed_value)) 

  model.add(Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))) 

  model.add(AvgPool1D(2)) 

  model.add(GaussianNoise(stddev=0.1)) 

  model.add(LayerNormalization()) 

  model.add(Dropout(rate=0.5, seed=seed_value)) 

  model.add(Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))) 

  model.add(AvgPool1D(2)) 

  model.add(GaussianNoise(stddev=0.1)) 

  model.add(LayerNormalization()) 

  model.add(Dropout(rate=0.5, seed=seed_value)) 

  model.add(Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))) 

  model.add(AvgPool1D()) 

  model.add(GaussianNoise(stddev=0.1)) 

  model.add(LayerNormalization()) 

  model.add(Dropout(rate=0.5, seed=seed_value)) 

  model.add(Flatten()) 

  model.add(Dense(32, activation='relu', 

kernel_initializer=GlorotUniform(seed=seed_value))) 

  model.add(GaussianNoise(stddev=0.1)) 

  model.add(LayerNormalization()) 

  model.add(Dropout(rate=0.5, seed=seed_value)) 

  model.add(Dense(1, activation='sigmoid', 

kernel_initializer=GlorotUniform(seed=seed_value))) 

  return model 

 

# Compile the model 

with strategy.scope(): 

  best_cnn_text = create_model() 

  best_cnn_text.compile(optimizer=Nadam(), loss="binary_crossentropy", 

steps_per_execution=200, metrics=["binary_accuracy", Precision(), Recall(), 

talos.utils.metrics.f1score, talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

best_cnn_text.fit(X_train_nn_text, y_train, validation_data=(X_test_nn_text, y_test), 

batch_size=512, epochs=46, verbose=1, shuffle=True) 
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g) NN Text (RNN-Based) 

# Define the model 

def create_model(): 

  model = Sequential() 

  model.add(Embedding(max_features, embedding_dim, 

embeddings_initializer=Constant(embedding_matrix), input_length=max_len, 

trainable=False)) 

  model.add(GRU(256, kernel_initializer=GlorotUniform(seed=seed_value), dropout=0.5, 

recurrent_dropout=0.5)) 

  model.add(Dropout(rate=0.5, seed=seed_value)) 

  model.add(Dense(1, activation='sigmoid')) 

  return model 

 

# Compile the model 

with strategy.scope(): 

  best_rnn_text = create_model() 

  best_rnn_text.compile(optimizer=Nadam(clipnorm=1.0), loss="binary_crossentropy", 

steps_per_execution=410, metrics=["binary_accuracy", Precision(), Recall(), 

talos.utils.metrics.f1score, talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

best_rnn_text.fit(X_train_nn_text, y_train, validation_data=(X_test_nn_text, y_test), 

batch_size=512, epochs=37, verbose=1, shuffle=True) 

 

 

h) NN Text + Structured (CNN-Based) 

# Define the model 

def create_model(): 

  # Inputs 

  input_structured = Input(shape=(233,)) 

  input_text = Input(shape=(max_len,)) 

 

  # Text Branch 

  embeddings = Embedding(max_features, embedding_dim, weights=[embedding_matrix], 

input_length=max_len, trainable=False)(input_text) 

  cnn = Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))(embeddings) 

  cnn = AvgPool1D(2)(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 

  cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 

  cnn = Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))(cnn) 

  cnn = AvgPool1D(2)(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 

  cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 
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  cnn = Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))(cnn) 

  cnn = AvgPool1D(2)(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 

  cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 

  cnn = Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))(cnn) 

  cnn = AvgPool1D()(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 

  cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 

  cnn = Flatten()(cnn) 

  cnn = Dense(490, activation='gelu', 

kernel_initializer=GlorotUniform(seed=seed_value))(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 

  output_cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 

 

  # Structured Branch 

  mlp = Dense(500, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(input_structured) 

  mlp = Dropout(rate=0.5, seed=seed_value)(mlp) 

  mlp = Dense(350, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(mlp) 

  mlp = Dropout(rate=0.5, seed=seed_value)(mlp) 

  mlp = Dense(245, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(mlp) 

  output_mlp = Dropout(rate=0.5, seed=seed_value)(mlp) 

 

  # Concatenate Features 

  concat = Concatenate()([output_mlp, output_cnn]) 

 

  # Dense Classifier 

  dense = Dense(256, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(concat) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  dense = Dense(64, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  output = Dense(1, activation="sigmoid", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

 

  # Return model 

  model = Model([input_structured, input_text], output) 

  return model 
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# Compile the model 

with strategy.scope(): 

  best_cnn_both = create_model() 

  best_cnn_both.compile(optimizer=Nadam(clipnorm=1.0), loss="binary_crossentropy", 

steps_per_execution=410, metrics=["binary_accuracy", Precision(), Recall(), 

talos.utils.metrics.f1score, talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

best_cnn_both.fit([X_train_nn_structured, X_train_nn_text], y_train, 

validation_data=([X_test_nn_structured, X_test_nn_text], y_test), batch_size=512, 

epochs=21, verbose=1, shuffle=True) 

 

 

i) NN Text + Structured (RNN-Based) 

# Define the model 

def create_model(): 

  # Inputs 

  input_structured = Input(shape=(233,)) 

  input_text = Input(shape=(max_len,)) 

 

  # Text Branch 

  embeddings = Embedding(max_features, embedding_dim, weights=[embedding_matrix], 

input_length=max_len, trainable=False)(input_text) 

  rnn = GRU(256, kernel_initializer=GlorotUniform(seed=seed_value), dropout=0.5, 

recurrent_dropout=0.5)(embeddings) 

  output_rnn = Dropout(rate=0.5, seed=seed_value)(rnn) 

 

  # Merge RNN output to Structured Features 

  concat = Concatenate()([input_structured, output_rnn]) 

 

  # Dense Classifier 

  dense = Dense(500, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(concat) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  dense = Dense(350, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  dense = Dense(245, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  output = Dense(1, activation="sigmoid", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

 

  # Return model 

  model = Model([input_structured, input_text], output) 

  return model 
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# Compile the model 

with strategy.scope(): 

  best_rnn_both = create_model() 

  best_rnn_both.compile(optimizer=Nadam(clipnorm=1.0), loss="binary_crossentropy", 

steps_per_execution=200, metrics=["binary_accuracy", Precision(), Recall(), 

talos.utils.metrics.f1score, talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

best_rnn_both.fit([X_train_nn_structured, X_train_nn_text], y_train, 

validation_data=([X_test_nn_structured, X_test_nn_text], y_test), batch_size=512, 

epochs=32, verbose=1, shuffle=True) 

 

j) CNN-Based Wide-and-Deep Model 

# Define the model 

def create_model(): 

  # Inputs 

  input_nn_structured = Input(shape=(233,)) 

  input_nn_text = Input(shape=(max_len,)) 

  input_lr = Input(shape=(75233,), sparse=True) 

 

  # Text Branch 

  embeddings = Embedding(max_features, embedding_dim, weights=[embedding_matrix], 

input_length=max_len, trainable=False)(input_nn_text) 

  cnn = Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))(embeddings) 

  cnn = AvgPool1D(2)(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 

  cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 

  cnn = Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))(cnn) 

  cnn = AvgPool1D(2)(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 

  cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 

  cnn = Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))(cnn) 

  cnn = AvgPool1D(2)(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 

  cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 

  cnn = Conv1D(64, 5, activation='relu', padding='same', 

kernel_initializer=GlorotUniform(seed=seed_value))(cnn) 

  cnn = AvgPool1D()(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 
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  cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 

  cnn = Flatten()(cnn) 

  cnn = Dense(490, activation='gelu', 

kernel_initializer=GlorotUniform(seed=seed_value))(cnn) 

  cnn = GaussianNoise(stddev=0.1)(cnn) 

  cnn = LayerNormalization()(cnn) 

  output_cnn = Dropout(rate=0.5, seed=seed_value)(cnn) 

 

  # Structured Branch 

  mlp = Dense(500, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(input_nn_structured) 

  mlp = Dropout(rate=0.5, seed=seed_value)(mlp) 

  mlp = Dense(350, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(mlp) 

  mlp = Dropout(rate=0.5, seed=seed_value)(mlp) 

  mlp = Dense(245, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(mlp) 

  output_mlp = Dropout(rate=0.5, seed=seed_value)(mlp) 

 

  # Concatenate Features 

  concat = Concatenate()([output_mlp, output_cnn]) 

 

  # Dense Classifier 

  dense = Dense(256, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(concat) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  dense = Dense(64, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  output_nn = Dense(1, activation="sigmoid", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

 

  # LR 

  output_lr = Dense(1, activation="sigmoid", 

kernel_initializer=GlorotUniform(seed=seed_value))(input_lr) 

 

  # Stacking Ensemble 

  output = Concatenate()([output_nn, output_lr]) 

  output = Dense(1, activation="sigmoid", 

kernel_initializer=GlorotUniform(seed=seed_value))(output) 

 

  # Return model 

  model = Model([input_nn_structured, input_nn_text, input_lr], output) 

  return model 

 

# Compile the model 
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model = create_model() 

model.compile(optimizer=Nadam(clipnorm=1.0), loss="binary_crossentropy", 

metrics=["binary_accuracy", Precision(), Recall(), talos.utils.metrics.f1score, 

talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

model.fit([X_train_nn_structured, X_train_nn_text, X_train_lr], y_train, 

validation_data=([X_test_nn_structured, X_test_nn_text, X_test_lr], y_test), 

batch_size=512, epochs=18, verbose=1, shuffle=True) 

 

k) RNN-Based Wide-and-Deep Model  

# Define the model 

def create_model(): 

  # Inputs 

  input_nn_structured = Input(shape=(233,)) 

  input_nn_text = Input(shape=(max_len,)) 

  input_lr = Input(shape=(75233,), sparse=True) 

 

  # Text Branch RNN 

  embeddings = Embedding(max_features, embedding_dim, weights=[embedding_matrix], 

input_length=max_len, trainable=False)(input_nn_text) 

  rnn = GRU(256, kernel_initializer=GlorotUniform(seed=seed_value), 

dropout=0.5)(embeddings) 

  output_rnn = Dropout(rate=0.5, seed=seed_value)(rnn) 

 

  # Merge RNN output to Structured Features of NN 

  concat = Concatenate()([input_nn_structured, output_rnn]) 

 

  # Dense Classifier NN 

  dense = Dense(500, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(concat) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  dense = Dense(350, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  dense = Dense(245, activation="gelu", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

  dense = Dropout(rate=0.5, seed=seed_value)(dense) 

  output_nn = Dense(1, activation="sigmoid", 

kernel_initializer=GlorotUniform(seed=seed_value))(dense) 

 

  # LR 

  output_lr = Dense(1, activation="sigmoid", 

kernel_initializer=GlorotUniform(seed=seed_value))(input_lr) 
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  # Stacking Ensemble 

  output = Concatenate()([output_nn, output_lr]) 

  output = Dense(1, activation="sigmoid", 

kernel_initializer=GlorotUniform(seed=seed_value))(output) 

 

  # Return model 

  model = Model([input_nn_structured, input_nn_text, input_lr], output) 

  return model 

 

# Compile the model 

model = create_model() 

model.compile(optimizer=Nadam(clipnorm=1.0), loss="binary_crossentropy", 

metrics=["binary_accuracy", Precision(), Recall(), talos.utils.metrics.f1score, 

talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

model.fit([X_train_nn_structured, X_train_nn_text, X_train_lr], y_train, 

validation_data=([X_test_nn_structured, X_test_nn_text, X_test_lr], y_test), 

batch_size=512, epochs=14, verbose=1, shuffle=True) 
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Appendix I: Model Architectures of DL Approaches from Previous Papers 

 

This section describes the architecture of the NN models proposed in prior research, as well as their 

hyperparameters and model building steps. Hereby, it was tried to build the NNs as close as possible 

to the original models. However, since both models utilized a different dataset, this was not always 

possible, so there might be small deviations. If the papers reported a certain design choice, it was also 

adopted in the model building procedure. In case the papers did not report a hyperparameter, either 

the standard choice in DL or a similar design choice to the proposed model in this thesis was used.  

 

a) Arvind and Akilandeswari (2020) 

Figure 29 depicts the architecture of the DL model by Arvind and Akilandeswari (2020) that consists 

of two separate NNs: a FCNN that processes structured features and a CNN that processes text 

features. The intermediate predictions of the two networks are then combined in a stacking ensemble, 

i.e. a LR that learns the optimal weights between these two predictions. With regards to the structured 

input, the authors first preprocessed the data using the MinMaxScaler to bring numerical features into 

a range of [−1,1]. Similar to the model in this thesis, the one-hot-encoded features were left as they 

are. The attributes are then used as input into a 2-hidden-layer FCNN with ReLU neurons, whereby 

the first layer has 60 and the second 30 neurons. To process the textual data, the authors used self-

trained embeddings. Hereby, the vocabulary size (max_features) was restricted to 32,000 tokens, the 

document length (max_len) was set to 240, and the embedding dimension was set to 20. The authors 

did not specify a padding/truncating strategy, so the same strategy as in the wide-and-deep model 

was used (i.e. padding=pre, truncating=post). Further, all stopwords were removed. The embeddings 

are then processed in a CNN proposed by Kim (2014), which consists of three convolutional layers 

with 128 filters, ReLU activations, and varying receptive window sizes, i.e. 3, 4, and 5. These CNN 

layers are not arranged in a stack but process the text data concurrently. The convolutional layers are 

followed by a global average pooling layer, whose outputs are then concatenated and fed into a 

sigmoid neuron for the prediction. The paper did not report details about the optimization procedure. 

Thus, similar optimization choices as in the wide-and-deep model were used, i.e. Nadam optimizer 

with gradient clipping and GlorotUniform initialization. The only reported hyperparameter with 

respect to the learning procedure was the mini-batch size, which was set to 360. The number of epochs 

was, similar to the model in this thesis, determined via early stopping. 

 

 
Figure 29: Network Architecture Proposed by Arvind and Akilandeswari (2020) 
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b) Cheng et al. (2019) 

The proposed NN model by Cheng et al. (2019) is depicted in Figure 30. It consists of a three-branch 

network, which processes different input modalities (i.e. structured, image, and text data). Since the 

dataset in this thesis does not use any image data, only two of the three branches were considered, 

i.e. a FCNN to process structured data and a CNN to process textual data. In terms of structured data, 

the categorial features were one-hot-encoded. Since the authors did not use any numerical features 

and, thus, did not report any preprocessing steps, a simple standardization was applied, as it is the 

canonical choice in deep learning (Chollet 2017a). The structured features are then processed by a 1-

hidden-layer FCNN with 256 ReLU neurons followed by dropout with a rate of 𝑝 = 0.3. In terms of 

textual features, the authors removed stopwords, limited the document length (max_len) to 725, and 

encoded the tokens as 300-dimensional, pre-trained GloVe embeddings. The paper did not report any 

restriction of the vocabulary size. Thus, all tokens of the corpus were used. Further, the authors did 

not specify a padding/truncating strategy. Hence, the same strategy as for the wide-and-deep model 

was used. The embeddings are then processed by a stack of three convolutional layers with varying 

numbers of filters (i.e. 96, 128, 256), followed by max-pooling and a dropout of 𝑝 = 0.3. The paper 

did not report the receptive window size. Thus, a size of 5 was used, which is the same as for the 

wide-and-deep model. Lastly, the two branches are merged in a 1-hidden-layer FCNN with 1536 

ReLU neurons followed by dropout with a rate of 𝑝 = 0.9. The model was optimized via RMSProp 

with a learning rate of 1𝑒−5 and a mini-batch size of 128. Since no weight initialization method was 

reported, the same as for the wide-and-deep model, i.e. GlorotUniform, was used. Lastly, the number 

of epochs was, once again, determined via early stopping. 

 

 
Figure 30: Network Architecture Proposed by Cheng et al. (2019) 
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Appendix J: Python Code of DL Approaches from Previous Papers 

 

a) Arvind and Akilandeswari (2020) 

# Import Kickstarter Dataset 

kickstarter_df = pd.read_csv("04_Final Datasets/Kickstarter_Structured_and_Text.csv", 

index_col=0) 

 

# Merge Text Attributes Together 

kickstarter_df["text"] = kickstarter_df["title"] + " " + kickstarter_df["blurb"] + " " + 

kickstarter_df["story"] + " " + kickstarter_df["risks"] + " " + 

kickstarter_df["creator_bio"] + " " + kickstarter_df["reward_description"] 

kickstarter_df.drop(columns=["title", "blurb", "story", "risks", "creator_bio", 

"reward_description"], inplace=True) 

 

# Remove stopwords and punctation from text 

from sklearn.feature_extraction.text import ENGLISH_STOP_WORDS 

stopwords = set(list(ENGLISH_STOP_WORDS) + ["s"]) 

kickstarter_df["text"] = kickstarter_df.text.str.replace(r"\.", "") 

kickstarter_df["text"] = kickstarter_df.text.progress_apply(lambda x: " ".join([token for 

token in x.split() if token not in stopwords])) 

 

# Convert categorical features into dummy-variables 

kickstarter_df["launch_quartal"] = kickstarter_df.launch_quartal.apply(str) 

kickstarter_df = pd.get_dummies(kickstarter_df, prefix=["launch_quartal", "location", 

"category"], columns=["launch_quartal", "location", "category"], drop_first=False) 

 

# Convert dataset and target variable to Numpy Arrays 

y = kickstarter_df["campaign_successful"].to_numpy() 

kickstarter_df.drop(columns=["campaign_successful"], inplace=True) 

X = kickstarter_df.to_numpy() 

 

# Retrieve column names which will be used for later pre-processing 

feature_names = kickstarter_df.columns.values 

text_feature_names = "text" 

numeric_feature_names = [x for x in feature_names if (x != text_feature_names)] 

text_features = kickstarter_df.columns.get_loc(text_feature_names) 

numeric_features = [kickstarter_df.columns.get_loc(x) for x in numeric_feature_names] 

 

# Split dataset into training, subtraining, validation, and test set 

train_size = round(kickstarter_df.shape[0]*0.7*1) 

val_size = round(kickstarter_df.shape[0]*0.15*1) 

test_size = round(kickstarter_df.shape[0]*1) - val_size - train_size 

 

X_train, X_test, y_train, y_test = train_test_split(X, y, 

train_size=(train_size+val_size), test_size=test_size, shuffle=True, stratify=y, 

random_state=seed_value) 
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X_subtrain, X_val, y_subtrain, y_val = train_test_split(X_train, y_train, 

train_size=train_size, test_size=val_size, shuffle=True, stratify=y_train, 

random_state=seed_value) 

 

# Pre-process features 

preprocessing = ColumnTransformer( 

    [ 

      ("numeric", MinMaxScaler(feature_range=(-1,1)), numeric_features) 

    ], 

    remainder="passthrough", verbose=True, n_jobs=-1).fit(X_train) 

 

X_train = preprocessing.transform(X_train) 

X_test = preprocessing.transform(X_test) 

 

# Split dataset into structured and text features 

X_train_structured = X_train[:,0:233].astype("float32") 

X_train_text = X_train[:,233] 

X_test_structured = X_test[:,0:233].astype("float32") 

X_test_text = X_test[:,233] 

 

# Define parameters for text processing  

max_features = 32000 

max_len = 240 

embedding_dim = 20 

 

# Convert Texts Into Integer Sequences (Tokenization) 

tokenizer = Tokenizer(num_words=max_features) 

tokenizer.fit_on_texts(X_train_text) 

X_train_text = tokenizer.texts_to_sequences(X_train_text) 

X_test_text = tokenizer.texts_to_sequences(X_test_text) 

word_index = tokenizer.word_index 

 

# Pad and Truncate sequences 

X_train_text = pad_sequences(X_train_text, maxlen=max_len, padding="pre", 

truncating="post") 

X_test_text = pad_sequences(X_test_text, maxlen=max_len, padding="pre", 

truncating="post") 

 

def create_model(): 

  # Inputs 

  structured_input = Input(shape=(233,)) 

  text_input = Input(shape=(240,)) 

 

  # Text Branch (CNN) 

  embeddings = Embedding(max_features, 360, input_length=max_len, 

trainable=True)(text_input) 

  cnn1 = Conv1D(128, 3, activation="relu")(embeddings) 
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  cnn2 = Conv1D(128, 4, activation="relu")(embeddings) 

  cnn3 = Conv1D(128, 5, activation="relu")(embeddings) 

  pool1 = GlobalAvgPool1D()(cnn1) 

  pool2 = GlobalAvgPool1D()(cnn2) 

  pool3 = GlobalAvgPool1D()(cnn3) 

  concat = Concatenate()([pool1, pool2, pool3]) 

  output_cnn = Dense(1, activation="sigmoid")(concat) 

 

  # Structured Branch (MLP) 

  mlp = Dense(60, activation="relu")(structured_input) 

  mlp = Dense(30, activation="relu")(mlp) 

  output_mlp = Dense(1, activation="sigmoid")(mlp) 

 

  # Stacking Ensemble 

  output = Concatenate()([output_cnn, output_mlp]) 

  output = Dense(1, activation="sigmoid")(output) 

 

  # Define Model 

  model = Model([structured_input, text_input], output) 

  return model 

 

# Compile the model 

with strategy.scope(): 

  model = create_model() 

  model.compile(optimizer=Nadam(clipnorm=1.0), loss="binary_crossentropy", 

metrics=["binary_accuracy", Precision(), Recall(), talos.utils.metrics.f1score, 

talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

model.fit([X_train_structured, X_train_text], y_train, 

validation_data=([X_test_structured, X_test_text], y_test), batch_size=360, epochs=100, 

verbose=1, shuffle=True, 

callbacks=[tf.keras.callbacks.EarlyStopping(monitor="val_binary_accuracy", patience=7, 

mode="max", restore_best_weights=True)]) 

 

b) Cheng et al. (2019) 

# Import Kickstarter Dataset 

kickstarter_df = pd.read_csv("04_Final Datasets/Kickstarter_Structured_and_Text.csv", 

index_col=0) 

 

# Merge Text Attributes Together 

kickstarter_df["text"] = kickstarter_df["title"] + " " + kickstarter_df["blurb"] + " " + 

kickstarter_df["story"] + " " + kickstarter_df["risks"] + " " + 

kickstarter_df["creator_bio"] + " " + kickstarter_df["reward_description"] 
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kickstarter_df.drop(columns=["title", "blurb", "story", "risks", "creator_bio", 

"reward_description"], inplace=True) 

 

# Remove stopwords and punctation from text 

from sklearn.feature_extraction.text import ENGLISH_STOP_WORDS 

stopwords = set(list(ENGLISH_STOP_WORDS) + ["s"]) 

kickstarter_df["text"] = kickstarter_df.text.str.replace(r"\.", "") 

kickstarter_df["text"] = kickstarter_df.text.progress_apply(lambda x: " ".join([token for 

token in x.split() if token not in stopwords])) 

 

# Convert categorical features into dummy-variables 

kickstarter_df["launch_quartal"] = kickstarter_df.launch_quartal.apply(str) 

kickstarter_df = pd.get_dummies(kickstarter_df, prefix=["launch_quartal", "location", 

"category"], columns=["launch_quartal", "location", "category"], drop_first=False) 

 

# Convert dataset and target variable to Numpy Arrays 

y = kickstarter_df["campaign_successful"].to_numpy() 

kickstarter_df.drop(columns=["campaign_successful"], inplace=True) 

X = kickstarter_df.to_numpy() 

 

# Retrieve column names which will be used for later pre-processing 

feature_names = kickstarter_df.columns.values 

text_feature_names = "text" 

numeric_feature_names = [x for x in feature_names if (x != text_feature_names)] 

text_features = kickstarter_df.columns.get_loc(text_feature_names) 

numeric_features = [kickstarter_df.columns.get_loc(x) for x in numeric_feature_names] 

 

# Split dataset into training, subtraining, validation, and test set 

train_size = round(kickstarter_df.shape[0]*0.7*1) 

val_size = round(kickstarter_df.shape[0]*0.15*1) 

test_size = round(kickstarter_df.shape[0]*1) - val_size - train_size 

 

X_train, X_test, y_train, y_test = train_test_split(X, y, 

train_size=(train_size+val_size), test_size=test_size, shuffle=True, stratify=y, 

random_state=seed_value) 

X_subtrain, X_val, y_subtrain, y_val = train_test_split(X_train, y_train, 

train_size=train_size, test_size=val_size, shuffle=True, stratify=y_train, 

random_state=seed_value) 

 

# Pre-process features 

preprocessing = ColumnTransformer( 

    [ 

      ("numeric", StandardScaler(), numeric_features) 

    ], 

    remainder="passthrough", verbose=True, n_jobs=-1).fit(X_train) 

 

X_train = preprocessing.transform(X_train) 
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X_test = preprocessing.transform(X_test) 

 

# Split dataset into structured and text features 

X_train_structured = X_train[:,0:233].astype("float32") 

X_train_text = X_train[:,233] 

X_test_structured = X_test[:,0:233].astype("float32") 

X_test_text = X_test[:,233] 

 

# Define parameters for text processing  

max_features = 714542 

max_len = 725 

embedding_dim = 300 

 

# Convert Texts Into Integer Sequences (Tokenization) 

tokenizer = Tokenizer() 

tokenizer.fit_on_texts(X_train_text) 

X_train_text = tokenizer.texts_to_sequences(X_train_text) 

X_test_text = tokenizer.texts_to_sequences(X_test_text) 

word_index = tokenizer.word_index 

 

# Pad and Truncate sequences 

X_train_text = pad_sequences(X_train_text, maxlen=max_len, padding="pre", 

truncating="post") 

X_test_text = pad_sequences(X_test_text, maxlen=max_len, padding="pre", 

truncating="post") 

 

# Prepare the Embedding Matrix 

import gensim.downloader as api 

glove = api.load("glove-wiki-gigaword-300") 

print('Preparing Embedding Matrix...') 

words_not_found = [] 

embedding_matrix = np.zeros((max_features, embedding_dim)) 

for word, i in word_index.items(): 

    if i < max_features: 

      if word in glove.vocab: 

        embedding_matrix[i] = glove.get_vector(word) 

      else: 

        words_not_found.append(word) 

print('Shape of Embedding Matrix: {}'.format(embedding_matrix.shape)) 

print('Number of Null Word Embeddings: %d' % np.sum(np.sum(embedding_matrix, axis=1) == 

0)) 

 

def create_model(): 

  # Inputs 

  structured_input = Input(shape=(233,)) 

  text_input = Input(shape=(725,)) 
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  # Text Branch (CNN) 

  embeddings = Embedding(max_features, embedding_dim, weights=[embedding_matrix], 

input_length=max_len, trainable=False)(text_input) 

  cnn = Conv1D(96, 5, activation="relu")(embeddings) 

  cnn = MaxPool1D()(cnn) 

  cnn = Dropout(rate=0.3, seed=seed_value)(cnn) 

  cnn = Conv1D(128, 5, activation="relu")(cnn) 

  cnn = MaxPool1D()(cnn) 

  cnn = Dropout(rate=0.3, seed=seed_value)(cnn) 

  cnn = Conv1D(256, 5, activation="relu")(cnn) 

  cnn = MaxPool1D()(cnn) 

  cnn = Dropout(rate=0.3, seed=seed_value)(cnn) 

  output_cnn = Flatten()(cnn) 

 

  # Structured Branch (MLP) 

  mlp = Dense(256, activation="relu")(structured_input) 

  output_mlp = Dropout(rate=0.3, seed=seed_value)(mlp) 

 

  # Dense Classifier 

  output = Concatenate()([output_mlp, output_cnn]) 

  output = Dense(1536, activation="relu")(output) 

  output = Dropout(rate=0.9, seed=seed_value)(output) 

  output = Dense(1, activation="sigmoid")(output) 

 

  # Define Model 

  model = Model([structured_input, text_input], output) 

  return model 

 

# Compile the model 

with strategy.scope(): 

  model = create_model() 

  model.compile(optimizer=RMSprop(lr=1e-5), loss="binary_crossentropy", 

steps_per_execution=200, metrics=["binary_accuracy", Precision(), Recall(), 

talos.utils.metrics.f1score, talos.utils.metrics.matthews, AUC(curve="ROC")]) 

 

# Train the model 

model.fit([X_train_structured, X_train_text], y_train, 

validation_data=([X_test_structured, X_test_text], y_test), batch_size=128, epochs=100, 

verbose=1, shuffle=True, 

callbacks=[tf.keras.callbacks.EarlyStopping(monitor="val_binary_accuracy", patience=7, 

mode="max", restore_best_weights=True)]) 
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