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Abstract

The aim of this thesis is to combine the methods of econometrics with the scientific approach
within medicine to predict the prevalence of heart arrhythmia in patients following a percutaneous
coronary intervention procedure. The thesis is a critical look at the shortcomings of using linear
models to map complex functions. The research relies on registry-based patient data collected
by the National Hospital of Denmark (Rigshospitalet) and is provided by the National Statistics
Authority of Denmark (Danmarks Statistik or DST) through access to a research server. The
standard research pipeline of the cardiovascular department of Rigshospitalet, which relies heavily
on survival analytics, is compared with statistical approaches used in data science. Throughout
the thesis, increasingly complex methods are applied in order to uncover causal relationships
of cardiovascular diseases. It is found that the results of unsupervised learning models are
not significantly related to the outcome of arrhythmia, and also perform poorly compared to a
simple, medical segmentation, and therefore have little relevance. Supervised machine learning
models outperform the baseline Cox regression and logistic regression models used in medicine on
out-of-sample data, showing that the reliance on these models can lead researchers to arrive at
incorrect conclusions. It is found that an xgboost, a boosted tree ensemble model, performs best,
achieving a recall of 82.2% and a precision of 23.4%, resulting in an F2-score of 0.18. As it is
a black box model, an implementation of a shapley-based local surrogate model is introduced to
produce actionable insights for medical personnel. It is found that the xgboost model determines
different features to be relevant than the predominantly-used Cox regressions. This implicates that
the reliance on these models could lead a practitioner to draw incorrect conclusions. Furthermore,
several non-linear relationships in arrhythmia determinants are uncovered. The main cause of
the sub-performance of the Cox and logistic regressions is determined to be the inherent linearity
assumption, which the xgboost does not conform to. This point is proved by inspecting the partial
dependence plots of the underlying SHAP values, which show that linearity assumption is violated.
It is concluded that data science approaches can be used to drive high-level hypotheses for later
medical verification, as well as to challenge existing assumptions about arrhythmia or other similar
cases based on complex data.
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1 Introduction and theoretical framework

The aim of this study is to examine the cross-section of the natural sciences with the quantitative
methods of the social sciences, with an emphasis on machine learning approaches. More concretely,
machine learning approaches are applied to solve a practical business problem at Rigshospitalet.
The contribution of this thesis is to demonstrate the application of machine learning in economet-
ric medicine by using the case of heart arrhythmia prediction as an example. Through this use
case, theoretical limitations of inferential statistics are demonstrated and the consequences hereof
discussed in a practical setting.

The main focus is thereby to expand the statistical methodologies taught at M.Sc. Applied Eco-
nomics and Finance to areas that traditionally are out of scope. Due to the deep focus on statistics,
an economic evaluation of the implementation of machine learning models is not performed in
this thesis, but rather emphasis is placed on comparing the advantages and drawbacks of different
statistical procedures of the social sciences. More concretely, a showcase and discussion of the lim-
itations of using linear models of traditional inferential econometrics to approximate complex data
patterns are shown. The objective is thereby to challenge the way researchers derive statistical
relationships and think about causality. This thesis is furthermore written to accommodate both
advanced statistical readers, as well as catering to those who have had limited exposure to the
field of statistics and machine learning. As such, it is not required for the reader to understand all
mathematical formulas and derivations in order to digest the findings and strategic implications of
the contents of this thesis, although a basic understanding of statistics is assumed. The business
problem approached in this thesis is that of hearth arrhythmia prediction through a registry-based
epidemiology research method.

1.1 Framing the investigation

The application of social science methodologies in natural sciences is not a novel idea, but one
that is incrementally gaining popularity in the literature with studies as Machine Learning and
the Future of Cardiovascular Cure (Quer, Arnaout, Henne, & Arnaout, 2021) capturing popular
attention. In their paper, a greater overall trend of increasing interest in the medical community
to use machine learning techniques for disease diagnosis is exemplified. More concretely, a need for
more complex statistical models is emphasised. According to Han, Pan, and Kononenko (2016),
the rise of computing power, an increased availability of medical data sets, such as the Alzheimer’s
Disease Neuroimaging Initiative data set and the UC Irvine Machine Learning Repository, among
others, as well as advancements in algorithm performances have prompted medical econometricians
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to embrace machine learning approaches. While the role of artificial intelligence (AI) in medicine
overall is still being debated, other natural science areas have successfully adopted machine learning
approaches, resulting in fields such as bioinformatics as an offspring of biology (Gauthier, Vincent,
Charette, & Derome, 2018). As the field has adopted machine learning approaches, best practice
of analyzing DNA sequences now relies on artificial intelligence and graph theory, as opposed to
the traditional approaches used in the 90’s and early 00’s of discrete mathematics and inferential
statistics (Lesk, 2013). As such, it is possible for a research field to embrace machine learning
methodologies to support its existing paradigm.

In practice, the change from classic statistics to a machine learning-driven approach is not as
straightforward as to just change the algorithm used, but rather requires a change in mindset. The
underlying paradigmatic change is that while traditional inferential statistics attempts to explain
real-world phenomena through in-sample coefficients, machine learning pipelines are evaluated by
their out-of-sample predictive power (Breiman, 2001). Furthermore, many machine learning algo-
rithms produce conditional outputs that render traditional evaluation metrics unusable, such as R2

values and coefficient estimates1. As such, emphasis is placed on predicting rather than explaining
(Athey & Imbens, 2019).

The non-linear and conditional covariates of machine learning models, however, present both a
challenge and an opportunity for researchers; A large problem in the social sciences is that re-
searchers try to fit complex functions to simple models, which often results in the violation of the
underlying assumptions (Breiman, 2001). An example of this case is the linear- or logistic regres-
sions, which assumes a Gaussian distribution of outcomes (Stock & Watson, 2013). The assumption
of a normal distribution is valid in many cases in the natural sciences, whereas data pertaining to
social phenomena more often take an F-, poisson- or other exponential distribution (Blanca, Bono,
Arnau, Alarcón, & Gómez-Benito, 2018). In the case of medical econometrics, however, the situa-
tion becomes more intricate, as data is derived from both natural sources that tend follow a normal
distribution, and social data that tends to follow other distributions (Quer et al., 2021). As such,
researchers are dealing with complex data that cannot uniformly be summarized in a single data
distribution. Whereas some of these assumptions can be relaxed, such as relaxing the homoskedas-
ticity assumption through generalized linear models (GLMs) or relaxing the linearity assumption
through generalized additive models (GAMs), the fixed features assumption is immutable (Stock
& Watson, 2013). Machine learning, due to its lack of assumptive rigidity, may be the solution to
statistical problems pertaining to complex data.

1Proof of R2 incompatibility in non-linear models is found in Appendix 1
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The model limitations of machine learning are more acceptable in fields such as bioinformatics,
where a large emphasis is placed on the measurement equipment than in medicine, which leads to
data sets that are for the most part homogeneously structured (Abercrombie, Turner, & Hill, 1994).
This is in contrast to the register-based epidemiology research performed in relation to cardiovas-
cular diseases, where input data is often measured by a human and entered into a database. This
type of data resembles the data types predominantly used in econometrics. A problem occurs as
the quality of the input data can vary or even be entirely missing when dealing with social data.
The resulting net effect is that the data foundation in registry-based medicine is significantly more
heterogeneous, both due to differences in reporting standards and the quality of the reporting of
each patient, but also due to advances in medical technology and best practices over time (Rueda,
Cristancho, & Slejko, 2019).

As such, bioinformatics is a successful example of a cross-domain application of machine learn-
ing, and this thesis will investigate how these applications can be extended to include the more
complex world of econometric medicine. The adoption of machine learning in bioinformatics has
lead to several new discoveries, many of which can to some extent be attributed to the scrapping
of the linearity assumptions of classic regression or classification models. Following the same line
of thinking, machine learning could improve the understanding of econometric medicine.

In the remainder of this chapter two stories are told; one of a practical business problem of Rigshos-
pitalet, and one of the current state of machine learning. Finally, the two stories are combined to
provide an overview of the study area of this thesis.

A brief story of ischemic heart disease

Ischemic heart disease is the leading cause of death in Denmark (Danmarks Statistik, 2020). De-
spite focus within the field of medicine, there are still uncovered questions within the area. One in
three patients diagnosed with chronic cardiac atherosclerosis will develop severe cardiac arrhyth-
mia. This condition can result in heart failure or even sudden death, and is linked to blood clots in
the brain. Despite the frequency of occurrence, there is a lack of knowledge of why some patients
develop heart arrhythmia in the medium-to-long run, while others do not.

Patients diagnosed with chronic cardiac atherosclerosis are most often treated with a percuta-
neous coronary intervention (PCI) procedure, although this procedure does not necessarily admit
unconditional success. Some patients are still incompletely revascularized post-PCI, based on the
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consensus medical significance level2. The current medical consensus is to group patients into groups
of completely revascularized and incompletely revascularized patients, and determine their risk pro-
files based on this segmentation. In ongoing research at Rigshospitalet, patients are furthermore
subset into those who were originally classified as incomplete, but were completely revascularized
in a later procedure.

Currently, research in the cardiovascular department relies heavily on classic linear models, pri-
marily the Cox proportional hazards models, which is a time-variant logistic regression. A typical
investigation in this field would be to collect features of relevant patients, usually based on the data
of national registries, and evaluate the influence of different characteristics on the model outcome
through coefficient estimates and their associated p-values, usually to a 5% significance level (Ap-
pendix 4). This approach does not differ much from that of traditional econometrics.

Ischemic heart disease will be used as the medium of discussion in this thesis, where the concrete
business case will be the prediction of heart arrhythmia in the medium-to-long run. The attempt
is to establish a generalizable case of machine learning applications in econometric medicine, which
highlights the differences in approaches in econometrics and machine learning.

A brief story of machine learning

Machine learning is the process of instructing computers to learn to predict a feature of a data set
based on known elements of the data set. In its most well-known form, machine learning is a simple
linear regression, although the applications expand to many other areas, e.g. deep learning, clus-
tering, reinforcement learning and more (Géron, 2019). Shmueli (2011) provides some perspective
on the distinction between traditional inferential statistics and predictive modelling. In inferential
statistics, interest lies in understanding and mapping a causal relationship between input features,
x, and outcome y, whereas in predictive modeling emphasis is placed on predicting y and the pri-
mary function of the inputs x is to enable the model to predict y. The training of machine learning
models is based on a user-defined loss function, also called a cost function, which the model seeks
to either minimize or maximize (Géron, 2019). Loss functions can be tweaked to favour certain
outcomes, and the final loss of a loss function is often used as the performance metric of the final
model’s performance.

The applications of machine learning can, broadly speaking, be subset into supervised and un-
supervised learning. The objective of supervised machine learning is to learn a function from a set

2This is the case if the free-flow rate (FFR) of blood in the veins does not supersede 0.7
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of input features pertaining to a target variable or outcome. “Supervised” refers to the training pro-
cess of the algorithm being supervised, as the correct outcomes are made available in the training
process (Ahlin & Ranby, 2019). When only the input features are present and no corresponding
output is made available, the learning process is referred to as unsupervised. Data for supervised
learning is also referred to as labelled data, while unsupervised data is referred to as unlabelled.
Thus, in unsupervised learning there are no correct answers for the training procedure to learn
from, and the learning algorithm is left to discover the structures in the data sets independently
(Witten, Frank, Hall, & Pal, 2016). The most commonly used type of unsupervised learning is
clustering, which is the process of partitioning data points according to a measure of similarity.
The goal of clustering is to reveal subgroups within heterogeneous data such that each individual
cluster has greater homogeneity than the whole (Eick, Zeidat, & Zhao, 2004).

Further, a divergence in the goal of machine learning and inferential statistics exists, as machine
learning models are most often evaluated by their predictive ability, while traditional econometric
models’ performance are measured by their ability to produce significant covariates, which are of-
ten reported by researchers through point estimates, standard errors and the derived significance
levels (Shmueli, 2011). Thus, the focus of machine learning is overall model performance, while
econometrics looks for the significance of single variables (Athey & Imbens, 2019). Despite the
difference in performance evaluation, machine learning has seen increased usage in social sciences,
with successful applications in e.g. fraud detection (Niloofar, Marie, & Ivan, 2019) and churn rates
in mobile games (Kihoon, Junwhan, & Byunggu, 2021). The news are, however, not all positive, as
many machine learning models are said to be "black box" predictors, meaning that they produce
a given prediction without any understandable explanation as to how the result was arrived at
(Weerts, 2019).

Depending on the use case, the application of black box models may be acceptable, although in
many cases the transparency of models is a requirement. For instance, the GDPR of the European
Union regulates an individual’s rights related to automated decision making including profiling.
Through this, all automated profiling decision must be explainable (Council of European Union,
2016). Furthermore, trust in models is based on the ability to track the intuition of the model
(Varshney, 2019). Thus, due to both legal and business considerations, the main roadblock to the
wide adoption of machine learning models is the lack of transparency as many are considered black
box models. Traditional inferential statistical methods, such as linear- or logistic regressions, do not
face the same challenges, as they are rule-based and math-centric, thereby rendering interpretation
a straightforward task (Stock & Watson, 2013).
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Historically, the lack of interpretability has created two approaches within the field of statistics.
Accordingly, two cultures in statistics exist; the first assumes that data is generated by a given
underlying stochastic data model. The second uses algorithmic models and assumes that the un-
derlying data mechanism is unknown (Breiman, 2001). Breiman goes on the state that:

“The statistical community has been committed to the almost exclusive use of data mod-
els. This commitment has led to irrelevant theory, questionable conclusions, and has
kept statisticians from working on a large range of interesting current problems. Al-
gorithmic modeling, both in theory and practice, has developed rapidly in fields outside
statistics. It can be used both on large complex data sets and as a more accurate and
informative alternative to data modeling on smaller data sets. If our goal as a field is
to use data to solve problems, then we need to move away from exclusive dependence on
data models and adopt a more diverse set of tools.”

Whereas Breiman’s statement is no longer be true of statistics, where machine learning is widely
accepted and used alongside traditional methods, it does find relevance in other fields that are
still reliant on econometrics and have yet to update the best practices of the scientific consensus
(Athey & Imbens, 2019). An example of such field is econometric medicine. Athey and Imbens
furthermore argue that machine learning and econometric should not be viewed as distinct fields
with incomparable objectives, but rather that machine learning should be seen as a continuation of
econometrics. In order to further apply machine learning approaches in econometrics, the problem
of black box model interpretability must be addressed (Mullainathan & Spiess, 2017).

According to Molnar (2019), model-agnostic methods could solve the problem of black box inter-
pretability. Using frameworks such as local interpretability model-agnostic explanations (Ribeiro,
Singh, & Guestrin, 2016) or Shapley additive explanations (Lundberg & Lee, 2017), a black box
model could potentially provide the same level of interpretability as found in linear models. This
would accommodate the legal and business requirement of model transparency currently blocking
the integration of black box models.

Closely related to the findings of Molnar is the interpretable framework of Weerts (2019), in which
a interpretable machine learning hierarchy is proposed as depicted in figure 1.1.1. As such, machine
learning models must be interpretable on an algorithmic and model level. Algorithmic interpretabil-
ity refers to interpretability of the algorithm used for model training, i.e. the interpretability of
function f(x) (Lipton, 2016). On the other hand, model interpretability refers to the interpretabil-
ity of the model’s predictions (Molnar, 2019). Intrinsic versus post-hoc interpretability refers to a
model’s inherent explainabilty; white box models are intrinsically interpretable as their feature ele-
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ments can be decomposed directly, while black box models require post-hoc models (Weerts, 2019).
Post-hoc explanations that are specific to a certain model type are referred to as model-specific,
as these methods take the models’ inherent structure into account. Contrarily, model-agnostic
techniques can be applied regardless of the underlying model type. For each level of model inter-
pretation, a model can be both locally and globally interpretable (Molnar, 2019). A model is locally
interpretable if a specific prediction can be decomposed, while global interpretability considers the
average effect of features.

Figure 1.1.1: The structure of interpretable machine learning scopes. Figure from Weerts (2019)

The cross-section of machine learning and heart disease research

In line with the paper by Quer et al. (2021), the role of physicians has always been to synthesize the
data available to identify diagnostic patterns that guide treatment and follow response hereof. Quer
et al. (2021) furthermore stress the need for improving the statistical foundation in econometric
medicine, as the complexity of medicine now exceeds the capacity of the human mind. As such,
increasingly complex machine learning models should grow into a supporting role for physicians,
such as the case is for bioinformatics. Machine learning has the potential to benefit patients and
researchers alike, but only if adopted by practitioners in day-to-day operations, and the key to
successful adoption is building confidence in the models (Varshney, 2019).

Today, econometric medicine largely relies on survival analytics to test hypotheses regarding cause-
and-effect relationships. Mainly, Kaplan-Meier survival estimators, Cox proportional hazard models
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and cumulative incidence functions based on competing risks are used to infer conclusions about
the sample population. These methodologies closely resemble linear regression models in their
construction, and share the same advantages and disadvantages. The primary disadvantage is the
linear covariate assumption, which introduces modelling rigidity.

According to a study by Varshney (2019), model interpretabilty remains one of the main chal-
lenges to the broad adoption of machine learning in medicine, which has resulted in a hesitancy
to commit to advanced modelling approaches by medical researchers. Recent advances in model-
agnostic methods, namely by Lundberg and Lee (2017) and Ribeiro et al. (2016), have however
mitigated the black box nature of most deep learning models, thus opening up for the deeper inte-
gration of deep learning. In this thesis, a full interpretable machine learning pipeline is implemented
to demonstrate a practical application of these theories.

Diagnostic machine learning algorithms are attaining increasing performance levels, and gainfully
assist physicians in a range of specialties. In some cases, these algorithms surpass humans in their
ability to classify retinal fundus images, chest X-rays, and melanomas (Gulshan et al., 2016). Yet,
this kind of technology is not present today in the cardiovascular department at Rigshospitalet. The
starting point of this thesis is the presumption that machine learning has practical relevance in the
example business case of heart arrhythmia prediction. To test the business applications of machine
learning in the stylized case of arrhythmia prediction, a research question with two sub-questions
is formalized below.

Research question: Can machine learning improve upon the current scientific consensus in econo-
metric medicine?

Sub-question 1: Can unsupervised machine learning techniques be used to subset patients into
homogeneous groupings with distinct risk profiles?

Sub-question 2: Can supervised machine learning techniques outperform the current best prac-
tice econometric models in predicting arrhythmia?

The main objective of this thesis is thereby to explore increasingly complex machine learning mod-
els and the merit of their applications in econometric medicine. In order to mitigate the roadblocks
stated by Varshney (2019), the findings of the supervised models will be derived by using model-
agnostic explanation models, with the intent of deriving actionable insights for domain experts
at Rigshospitalet. The investigation undertaken in this thesis is three-fold. Firstly, a survival

Page 11 of 98



Copenhagen Business School Master Thesis 17 May 2021

analysis is performed, which represents the current best practice of the medical professionals at
Rigshospitalet. Secondly, machine learning models are implemented and evaluated based on their
performance on the patient data. Thirdly, the best performing model is dissected using model-
agnostic explanation methods, upon which conclusions are drawn.

The structure of this thesis is as follows: In chapter 1, a theoretical framework was introduced,
which forms the foundation for the the research questions and analyses of this thesis. Chapter 2
will provide the reader with a scientific justification of the area of research for the thesis, and dis-
sect paradigmatic differences of the social and natural sciences, as well as paradigmatic differences
between machine learning and econometrics. Chapter 3 contains a description of the methodology
of the patient data acquired, as well as providing descriptive statistics. Chapter 4 will serve as a
baseline of the current state of statistical analyses performed at the cardiovascular department at
Rigshospitalet. This will serve as the baseline throughout this thesis. In chapter 5, clustering algo-
rithms are applied to the patient data, in order to test if the clustering successes of bioinfomatics
can be replicated in a cardiovascular setting. This chapter will thereby answer research question
1. Chapter 6 expands on machine learning approaches by using increasingly complex classification
models, which are compared to the findings in chapter 4. The findings are related to research ques-
tion 2. The contents of chapter 7 decompose the black box models of chapter 6 to drive actionable
and interpretable insights. Chapters 8 and 9 provide practical and strategic implications of the
findings of the thesis, as well as suggesting areas of improvement in this particular field of research.
Finally; rather than a lengthy literature review, theory and considerations are presented on a rolling
basis throughout the analysis sections.
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2 Scientific position and practical relevance

The primary aim of this thesis is to challenge and explore the scientific consensus of causal rela-
tionships in heart arrhythmia. This investigation highlights the major difference in the statistical
approaches in applied econometrics in medicine and machine learning, which provides the back-
ground for an interesting discussion of meta science. More concretely, a discussion of paradigms in
accordance with Kuhn (1962) is needed. According to Kuhn, different scientific fields exist as a func-
tion of their most effective methods, until these methods are replaced by new approaches through
a scientific revolution. In line with the current incremental development in the cross-section of
machine learning and medicine, Kuhn theorized that scientific revolutions most often happen over
extended periods of time, rather than rapidly.

Neopositivism versus critical rationalism

Medicine is a largely hypothesis-driven scientific environment, where the control group studies are
held in highest regard. Furthermore, statistical analyses are conducted with a beginning hypoth-
esis in mind, which is contrast to the approach largely used in machine learning, where the exact
configuration of model becomes subservient to the performance of said model (Goodfellow, 2016).
Rather, the objective in machine learning is to predict real-world phenomena, regardless of the
initial underlying interpretation or implication. This is in essence a contrast in critical rationalism
as described by Popper (1972), versus the convictions of the neopositivist school of thought (Holm,
2016).

Critical rationalism is the belief that science is an iterative process of continuously attempting to
disprove existing facts. At its core, scientific development starts with a hypothesis about a real
world phenomenon, which is attempted falsified. Any hypothesis that cannot be reliably tested is
deemed pseudo-science, and does not have any relevance in science. At the center of critical ra-
tionalism lies observable data that can be quantified and manipulated accordingly (Popper, 1972).
Hence, in the critical rationalist perspective, a hypothesis can never be true, but merely not false.
All hypotheses that are not falsified may be accepted as a indicative of the real world function
(Holm, 2016).

On the other hand, neopositivism is the product of mathematical sociology, with an emphasis
on quantification, behaviourism, and positivist epistemology. The positivist epistemology largely
revolves around producing results based on already attained data, rather than searching for a pre-
hypothesized relation. The idea is to observe and quantify as much as possible, and work out real
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world functions and relations from an unbiased perspective. Neopositivists claim that this approach
will generate investigations that are less prone to preconceptions that may influence the course of
the investigation. The underlying philosophy of both schools of though both heavily rely on the
quantification of the world. A quote from Giddings (1922) summarizes this line of thinking:

“sociology is a science statistical in method [...] a true and complete description of
anything must include measurement of it”

Neopositivism advocates the abstraction from and codification of reality. Reality is to be turned
into data. The data is used to form general principles describing the reality from which is has
been abstracted. From these general principles, consequences and relations can be deduced for the
sake of predicting, understanding and navigating that reality. If social phenomena are described
mathematically, the deductive power of mathematics enables detailed derivations and predictions
based on the original premises of the data collection. Neopositivists thus have a highly naturalistic
view of the theory of knowledge.

Thus, the main difference between the critical rationalist and the neopositivist approach is the
starting point of the development of new science. A critical rationalist starts with a pre-defined
hypothesis, which is tested, while a neopositivist attempts to decompose reality and explain known
phenomena with the data available. The neopositivistic school of thought operates under the veri-
fication principle, which states that only statements that are empirically verifiable are meaningful.
This is somewhat related to the epistemological view of the critical rationalists, in which empiri-
cal undertakings are conducted through the falsification principle. According to this principle, a
statement must be continuously tested empirically for its correctness. Only statements that are
not falsified are considered meaningful. Hence, truth in critical rationalism cannot be definitively
determined, but rather implied from non-falsified statements. Thereby the definition of truth differs
between the two schools of thought; neopositivists derive truth, while critical rationals imply truth.

To summarize; this project will apply neopositivist principles to a field of research previously
dominated by critical rationalists. This paper is thus an attempt to integrate the neopositivist
methodologies of econometric social sciences, more specifically machine learning, with dogmatic
medical research tradition.

Limitations of neo-positivism and scientific application

In the neopositivist paradigm there is a risk of dogmatism. As the approach does not concern itself
with the nuances of relationships formed in the data gathering phase, an overreliance on observed
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factors may occur. As it is not possible to reliably quantify the actual world, the abstraction of the
real world will be missing, causing a data quality issue for the model input. The critical rationalist
world view does to some extent mitigate this factor as the status quo is inverted. Where a positivist
will seek to verify, a critical rationalist will seek to falsify (Holm, 2016). As the margin for error is
lower in medicine than in many social sciences, the falsifiable testing is critical. The author of this
paper therefore advocates a mixed neopostivist and critical rationalist approach to econometric
medicine, where initial hypotheses are driven by a neopositivist paradigm. This will ensure the
unbiasedness of the tested hypotheses, after which the traditional critical rationalist falsification
process can begin. This method would deviate from the current best practice of presumptuous and
inference-based science, that is currently predominant in the natural sciences.

The method of this thesis is meant to be a showcase of the applications of machine learning ap-
proaches in econometric medicine, and how these can benefit the existing paradigmatic school of
thought. As stated in chapter one, the premise of this thesis is to prove the validity on machine
learning in applied econometrics through a generalizable case. Historically, the scientific validity
of case studies has been questionable (Abercrombie et al., 1994), although in a world of complex
problems, Flyvbjerg (2006) argues that the case study has scientific relevance, largely due to incor-
rect dogmatism that theoretical knowledge is more valuable than practical knowledge. This is in
line with the validation and reliability criteria of Carmines and Zeller (1979), according to which
investigations must be framed using valid scientific methods and must be reliably reproducible to
find relevance in research. If Flyvbjerg’s premise of case study generalizability is accepted, the
angle of this thesis thereby fulfills the scientific criteria of Carmines and Zeller and is therefore
congruent with the quantifiable neopositivist paradigm. As such, the confirmation of validity of
machine learning approaches in the case of arrhythmia would warrant their applications in all cases
pertaining to complex data.
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3 Methodology and data collection

This chapter aims to provide the reader with a clear understanding of the specific methodologies
that are utilized to generate the data set used to calculate cardiovascular arrhythmia risks. This
paper is designed as a retrospective observational cohort study in patients with first ST-Elevation
Myocardial Infarction (STEMI3). All included patients were admitted to the invasive catheterization
laboratory at Rigshospitalet, which has a catchment area of 2.5 million inhabitants, corresponding
to 45% of the Danish population. Furthermore, the cardiovascular department of Rigshospitalet
receives patients from other areas of Denmark.

During the observational period of 2009-2015, a total of 8,870 patients with first STEMI are reg-
istered, and clinical, demographic, and procedural data relating to these individuals is stored in
the Eastern Danish Heart Registry. To avoid heterogeneity, the data set is limited to only include
patients with first STEMI, due to the fact that patients may have a second STEMI, which is his-
torically associated with an increased risk profile. Non-Danish citizens and Danish citizens who
moved out of Denmark during the observational period are also excluded from the analysis, due to
the of lack of follow-up in the national registries.

Data collection

The data set used is a cross reference of a series of national registries and data bases. The data
is cross referenced in the Danish nationwide administrative registries by using the unique Civil
Registration Number as the primary key. Every individual with permanent residence in Denmark
has a unique Civil Registration Number (CRN) that enables linkage between nationwide health
care–related registers on an individual level.

The CRN is used to retrieve information on each patients’ vital status, alive or date of death,
from The Danish Civil Registration System, where all subjects residing in Denmark are registered
from birth or the time of immigration. Baseline and follow-up data on demographics, medical
history and treatment characteristics were collected from the Eastern Danish Heart Registry. Fur-
thermore, the CRN was used to ascertain previous medical history for every patient from the
national electronic health records, which are linked to the national patient registry. The national
patient registry contains information on all in- and outpatient activity in Danish hospitals and
emergency departments since 1978. Diagnoses are coded according to International Classification
of Diseases (ICD), with ICD-8 codes used from 1977 to 1993 and ICD-10 codes used since 1994.

3A serious blocking of one of the heart’s major arteries A STEMI warrents a PCI.
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Information on dispensed medicine before and after STEMI was collected from the Danish National
Prescription Registry, which holds information on all dispensed medical prescriptions from Danish
pharmacies based on the Anatomical Therapeutic Chemical System codes including type of drug,
dispensing date, strength, and quantity of all claimed drug prescriptions. Data on blood levels
were obtained from an electronic laboratory database with several blood samples and their exact
time of measurement. The Danish ICD Pacemaker Registry provides data on all pacemaker and
ICD implantations performed in Denmark since 1982, which have been recorded prospectively by
the implanting physicians. The National Causes of Death Registry holds information on time of
death including the primary and contributing causes of death. Causes of death are based on death
certificates according to ICD-8 and ICD-10 codes.

In this section the reader will get an understanding of the preprocessing steps taken in the data.
Preprocessing considerations largely rest on two factors. Firstly, the size on the data set is not
large, as the amount of people who received a PCI procedure in Denmark between 2009 and 2015
is limited. Secondly, the structure of the data set is quite complex, as much of the underlying data
is produced by medical personnel, and thereby lacking consistency, as tests are not uniformly con-
ducted, but rather on a need-to basis. These two factors compound the main problem of the data;
Due to the relatively modest size of the cohort, there is little tolerance for the loss of observations.
Meanwhile, due to the scale of the data set there are only 134 complete observations, despite the
8,870 initial observations. The solution is a series of feature reduction decisions, along with various
data imputation strategies in alignment with the medical expertise of Rigshospitalet. The final
data set is a concatenation of the following 6 data sets:

• The National Patients Registry.

• Lakba, the national registry of bloodwork results.

• Webpats, a registry of patient specific data.

• The National Death Registry

• The Civil Registration Authority, which contains social security as well as immi- and emigra-
tion data.

• The National Operations Registry
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Data set Description

National Patients Registry A collection of diagnoses and dates thereof for all interactions with the public
health authorities in Denmark. The data set is compiled by Sundhedsdatastyrelsen
and is distributed by DST.

Labka An overview of the results of bloodwork tests performed. Each PNR number
appears several times in Labka, and hence bloodwork closest to the PCI is used.

Webpats This is a collection of all hospitalizations of STEMI patients between 2009 and
2015. The data set contains other variables relating to the specific procedure.

Deaths The national death registry of Denmark. This data contains the date of birth and
the date of death of all people with a Danish CPR number who have died, along
with their stated causes of death.

Civil Registration Authority A registry of citizens in Denmark, which contains date of birth, date of death,
date of immigration and date of emigration.

Operations A registry of operation performed, indexed by CRN, date and operation code.

Table 3.0.1: Overview of data sources. The final data set is a merge of these sources, with each
instance representing a separate hospitalization. See appendix 2 for all variables of each data set.

The webpats registry is the primary data set utilized. All other relevant features of the other
registries are mapped to the webpats data. The primary key is the CRN number and time of local
anesthesia in conjoinment. This timestamp signifies the start of the PCI procedure. Some patients
are not relevant for this study, as their previous medical history may distort the future probabilities
of ill-health, or if they leave the study cohort prematurely. Furthermore, some filters are applied
due to data quality issues. These filters are established under the guidance of professionals at
Rigshospitalet. The following exclusion criteria are established:

• Patients aged below 18 at the time of hospitalization. This is determined by the date of
hospitalization and the CRN registry.

• All patients hospitalized before November 2009. This is determined by the hospitalization
dates in the Webpats data.

• Patients with earlier revascualization or CABG. This is determined as described in section
3.2.

• Patients with congenital heart defects.

• Patients with structural heart disease.

• Patients with known arrhythmia or device. This is determined as described in section 3.3.
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• Patients who have emigrated. This is determined by the emigration dates in the PNR registry.

• Patients who died within 7 days of the procedure.

• Diseases that were discovered within the 28 days following the procedure.

In extension of the filtration criteria stated, the exclusion criteria are defined by the operation
codes in table 3.0.24. A patient is excluded if CABG, PCI, CABG, ICD implantation or pacemaker
surgery has been performed prior to the PCI. The operation codes are set up with the knowledge of
Rigshospoitalet personnel, and are based on the National Danish Operations Boards’ code mapping.

Operation Operation codes

CAG UXAC85
PCI KFNG, KFNF
CABG KFNA-KFNE, KFNH20

Pacemaker or ICD implantation
- Implantable cardiac defibrillator BFCA0, BFCA6, KFPE00, KFPE10, KFPE20, KFPE96, KFPF00, KFPF10, KFPF20, KFPF96
- Primary indication BFCB0, BFCB6, KFPG
- Secondary indication BFCB0, BFCB6, KFPG in conjoinment with either I490, I472 or I46

Table 3.0.2: Overview of operation mapping

The Webpats data initially contains 11,836 instances and 97 features. After removing observations
that meet the exclusion criteria, 4,607 instances remain.

The major diseases in this study are grouped based on ICD-10 diagnose codes, which are mapped
to the LPR data. Despite the focus on the single endpoint of this thesis, several endpoints are
included, along with their respective dates of conception, as there is a professionally founded sus-
picion of competing risks between these stated endpoints (Rigshospitalet, 2021). In this paper the
following endpoints are mapped; Myocardial infaction, unstable angina, atrial fibrillation or flutter,
bradycardia, ventricular tachycardia or fibrillation, cardiac arrest, heart failure and death. Death
is split further into two categories; death from cardiovascular causes, and death from other causes.
The end points are defined by the ICD-10 diagnose code scheme in table 3.0.3:

4A full overview of operation and ICD codes can be found here: http://diagnosekoder.dk/
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Disease Area ICD-10 code mapping

Myocardial Infaction I21
Unstable Angina I200
Atrial Fibrillation or Flutter I48
Bradycardia I440, I441, I442, I443, I455A, I455B, I455C, I455G
Ventricular Tachycardia or Fibrillation I470, I472, I490
Stroke I63, I64
Heart Failure I500, I501, I502, I503, I508, I509, I110, I130, I132, I420, I426, I427, I428, I429

Major bleedings
- Cerebral bleeding I60, I61, I62
- Traumatic cerebral bleeding S064, S065, S066
- Respiratory bleeding R04, J942
- GI bleeding K250, K252, K260, K262, K270, K272, K280, K920, K921, K922
- Urinary tract bleeding R31
- Anemia after bleeding D62, D50

Table 3.0.3: Overview of the ICD-10 grouping of disease categories

Due to the complexity of the data set, many features are erroneous and left blank, to such an extent
that only few complete observations exist. In order to fit machine learning models, however, all data
points must be present. In traditional machine learning, statistical imputation could be applied for
missing data points (McCallum, 2012). Most commonly, a mean, mode, median or constant value
of the feature would replace the erroneous value. This is however not desirable in this case for two
reasons; 1) The medical precision of the data is important, and imputation may severely influence
the models’ input. 2) There are many binary variables in the data set, and inserting either a 1 or 0
may greatly alter a given patient’s risk profile. An example; A patient is missing diabetes, and the
mode is no diabetes, although allocating 0 to this instance wrongfully will likely place the patient
in an entirely different risk group, causing large skews in future models.

The effect of wrongfully allocating means and modes in data missingness is simply too large com-
pared to the benefit, and hence missing observations are left out rather than imputated. Con-
sequently, a mixed strategy of feature selection and data deletion is carried out, resulting in the
reduction of 309 to 61 features before encoding. Machine learning models require inputs to be
numeric. All ordinal features are label encoded, while categorical features are one-hot encoded
(Géron, 2019). This is in order to keep the relations of ordered categorical data. To ensure reader
understanding, a brief overview can be found in table 3.0.4 below. Note that the encoding increases
the amount of features to 78.
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Numeric Label encoded One-Hot encoded

Amount of features 8 13 57
Proportion 10.3% 16.7% 73.1%

Table 3.0.4: Distribution of feature types.

3.1 Exploratory data analysis

The primary objective of the investigation is to explore the occurrence of arrhythmia, although the
prevalence of competing endpoints largely influence the probability of contracting the disease. This
section will give the reader an understanding of the characteristics of the data set, and the typical
journey of a hospitalized patient.

Incomplete Complete Complete later Population

N 743 3,772 191 4,706

Numeric features

Age 66.9 (12.7) 61.0 (12.1) 60.9 (11.3) 62.2 (12.5)
Creatinin 85.1 (38.3) 80.4 (30.6) 82.7 (63.9) 83.5 (32.0)
BMI 27.1 (4.5) 27.5 (4.7) 27.7 (4.7) 27.1 (4.5)
Time to PCI 204 (128) 210 (129) 222 (133) 206 (128)
Procedure duration 30.1 (19.4) 33.5 (21.8) 35.9 (21.1) 31.1 (19.9)

Binary features

Gender (male) 541 (72.8%) 2,852 (75.6%) 154 (80.6%) 3,547 (75.4%)
Hypertension 128 (17.2%) 421 (11.2%) 20 (10.5%) 569 (12.1%)
Diabetes 67 (9.0%) 195 (5.2%) 13 (6.8%) 275 (5.8%)
Chronic renal insufficiency 14 (1.9%) 20 (0.5%)
Hypercholesterolemia 28 (3.8%) 119 (3.2%) 6 (3.1%) 153 (3.3%)
Stroke 44 (5.9%) 106 (2.8%) 6 (3.1%) 156 (3.3%)
Familiar ischemic heart disease 187 (25.2%) 1,036 (27.5%) 75 (39.3%) 1,298 (27.6%)
Heart failure 13 (1.7%) 24 (0.6%)

Smoking

- Never 304 (40.9%) 1,807 (47.9%) 84 (44%) 2,195 (46.6%)
- Former 259 (34.9%) 1,166 (30.9%) 57 (29.8%) 1,482 (31.5%)
- Active 180 (24.2%) 799 (21.2%) 50 (26.2%) 1,029 (21.9%)

Table 3.1.1: Select baseline characteristics of patient cohort. Parentheses denote standard devia-
tions and proportions, respectively.
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From the discussion in chapter 1, it is obvious that Rigshospitalet subsets patients into three main
categories. The patient cohort is subset into these groupings in table 3.1.1. From the table it
becomes apparent that several trends persist in the data. Firstly, patients who receive a PCI are
primarily male and elderly. Furthermore, it does not appear that there are significant differences
in comorbities between the populations. The data set is very diverse and contains both baseline,
procedural and demographic features pertaining to the patients. Most notably, there are many bi-
nary features with non-frequent occurrences, such as the presence of diabetes or a previous stroke.
Whether these three patient groups have distinct probabilities of further survival remains to be
seen, although from an overall perspective, it is obvious that a fundamental difference in patient
characteristics exists. A full variable overview can be found in appendix 2.

Incomplete Complete Complete later Population

N 743 3,772 191 4,706

Drugs administered after 30 days

Aspirin 96 (12.9%) 328 (8.7%) 19 (9.9%) 443 (9.4%)
Clopidogrel 17 (2.3%) 40 (1.1%)
Beta blocker 90 (12.1%) 293 (7.8%) 17 (8.9%) 400 (8.5%)
Antihypertensive 216 (29.1%) 782 (20.7%) 54 (28.3%) 1052 (22.4%)
Statin 144 (19.4%) 518 (13.7%) 39 (20.4%) 701 (14.9%)

Table 3.1.2: Medicine prescribed to patients. Some drugs left out in summary table due to micro
data concerns. Parentheses denote percentage ratios.

Both table 3.1.1 and table 3.1.2 reveal a similar problem. Many variables are significantly skewed
in their distributions. For instance, clopidogrel accounts for < 2% of cases, and many comorbitites
only occur in ∼ 3% of cases. This becomes problematic, as these observations might be outliers,
causing an undue emphasis to be placed in the training process. Furthermore, the rarity of the
features will consequently result in a lessened frequency during randomized training, meaning that
the models may not learn the actual underlying effect (Géron, 2019). The possibility of skewness
in the data presents a problem in classic econometrics. Best practice in econometrics is to remove
outliers in the data set, as these cause skewness in causal inference (Stock & Watson, 2013). The
drawback is however that the omission of these variables may cause omitted variable bias in the
results. Furthermore, in this practical problem, the removal of outliers is not feasible, as these are
inherent attributes of the data set, rather than a result of measurement errors, and as such outliers
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are representative of the underlying function. In summation; while the data set is largely skewed,
and outliers exist, these are kept rather than deleted so as to preserve the integrity of the data set.

Turning to outcomes, the distributions normalize, as is evident in table 3.1.3. At first glance,
it appears that the risk of contracting arrhythmia is a function of the completeness of the proce-
dure performed; patients who are initially incompletely revacularized tend to develop arrhythmia
to a higher degree. This proposition will be tested in the following chapters.

Complete Incomplete Later complete Population average

Negative outcome 3,454 662 169 4,285
Positive outcome 318 81 22 421

Implied risk 8.4% 10.9% 11.5% 9.8%

Table 3.1.3: Outcome split be revascularization grouping.
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4 Baselining the current state of medical statistics

through survival analytics

To map the current state of determining influencing factors for arrhythmia, a survival analysis is
implemented. The results hereof will serve as the baseline to which the results of the supervised
machine learning models will be compared. The main advantage of survival analysis, or time-
to-event analysis, is the time variance of results. Whereas traditional regression or classification
assumes time-invariant covariates, survival analyses incorporate changing characteristics through
censoring (Kaplan & Meier, 1958). This method is especially used in econometric medicine, where
the times to event differ widely between patients, as procedures are performed on a need-to basis.
A notable difference from survival analytics to econometrics is the concept of censoring, which is
the method of removing instances from the data set on a rolling basis. This means that a patient’s
survival probability becomes a function of the accumulated time at risk (Rodríguez, 2005). In this
chapter, a survival analysis is carried out, which is considered the baseline of the state of current
econometric research in medicine throughout this thesis.

4.1 Kaplan-Meier estimator

The Kaplan-Meier is a non-parametric statistical approach used to estimate a survival function of
the lifetime data of a patient group. The survival function is an expression of the expected survival
rate, and hence the event probability, of a patient. The term "survival" refers to absence of a given
event, and not necessarily that a patient has died. The survival function Ŝ(t) is a function of time, as
well as the count of events, e, and count of total non-censored people in the risk group, n (Kaplan
& Meier, 1958). In this case, the Kaplan-Meier estimator represents the survival probability of
contracting arrhythmia, at a given time proceeding the PCI event.

Ŝ(t) =
∏
i:tt

(1− ei
ni

) (4.1.1)

Where ei is the accumulated incidents at time i, and ni is the sum of all patients in t = 0, subtracted
by the amount of censored patients in time t = i. In plain English, this is nothing more than the
ratio of people at risk5, that have received event e at time i. While this estimate in itself can provide
insight into the danger of exposure to event e, it has very little inferential application due to its
non-parametric nature. Common practice in econometric medicine is to produce multiple Kaplan-
Meier survival functions by splitting the data set into relevant patient segments. The Kaplan-
Meier estimate is usually used to investigate recovery rates, death probabilities, and treatment

5i.e. excluding those censored
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effectiveness. It is limited in its ability to estimate survival adjusted for covariates; for this case
parametric survival models, such as the Cox regression model, may be useful to estimate covariate-
adjusted survival. These models are covered in the next section. According to Youn-Hee Lee of the
University of Copenhagen (Appendix 4), the Kaplan-Meier estimator is not useful in isolation, as the
reliance of the estimate is difficult to determine. Most commonly, the confidence intervals are used
to inspect the robustness of the estimator’s results. As the model assumes a gaussian distribution,
the confidence interval of a given observation, i, is simply 1.96 multiplied by the standard error in
either direction.

95% CI = x± 1.96
σ√
n
, where σ =

√
V ar(Ŝ(t)) (4.1.2)

The variance of a Kaplan-Meier loosely follows the variance of a logistic regression, although with
caveats. Using the Greenwood formula, the variance is defined by equation 4.1.3 (Sawyer, 2003).

V ar(Ŝ(t)) = Ŝ(t)2
∑
i:tt

ei
ni(ni − ei)

(4.1.3)

Where ei is the number of cases and ni is the total number of observations at time t, subject
to censoring. Turning to the data at hand, the variance becomes a problem, as it appears from
the Kaplan-Meier curve that the cumulative risks6 between patient groups are mutually indistin-
guishable to a 95% confidence interval. Later revascularized is not visualized here, due to the low
observation count, which results in high variance. The development loosely follows that of the
incomplete grouping.

6The Kaplan-Meier curves are inversely represented as cumulative incidence functions. ĈIF (t) = 1− Ŝ(t) where
Ŝ(t) ∈ [0, 1]
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Figure 4.1.1: Cumulative incidence of arrhythmia among the patient population. Shaded areas
represent the 95% confidence interval.

The relation shown in figure 4.1.1 indicates that there is no significant difference in arrhythmia
risks between the complete and incomplete revascularization groupings, which goes against the
preliminary finding in table 10.2.5. Due to its simplicity, the Kaplan-Meier is rarely used for
meaningful analyses, and is maninly used to drive high-level hypothesis, as well as to visualize
the data. Another shortcoming of the Kaplan-Meier estimator is that it it assumes no change in
the underlying probability of contracting a disease, which may not be in case here (Appendix 4).
Furthermore, it is not possible to infer robust causal relationships from the Kaplan-Meier estimator.
Best practice in econometric medicine is to utilize the Cox regression method to ascertain if causal
relationships are present in in the data.

4.2 Cox regression

While the clear advantage of the Kaplan-Meier approach is the ease of identifying breakpoints in
the survival likeliness of a patient on average, there are significant shortcomings, largely due to the
models’ non-parametric nature. The Kaplan-Meier estimator is furthermore only useful when the
predictor is categorical, or takes few values that can be treated as categorical, as floating scalar
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predictors cannot be split. To mitigate these shortcomings, a Cox proportional hazards model is
implemented. The Cox regression is a linear, parametric model, the functionality of which mimics
that of a standard multivariate linear regression. The Cox proportional hazard model relates the
event risk to the associated covariates. The functional form of the Cox Regression is as follows 4.2.1
(Andersen & Gill, 1982).

λ(t|xi) = λ0(exp(

N∑
n=1

βnxi,n(t))) = λ0(exp(βxi(t))) (4.2.1)

Where λ(t|xi) is the risk increase associated with covariate x for patient i at time t. βn and xn

represent the respective parameters of the model, and their associated values. It can be observed
that this is a closed-form model, which implies that each β represents an associated estimated value,
β̂. This means that the Cox model provides estimates of the partial effect of each of a given patient’s
characteristics, xi. Rather than utilizing the coefficients directly, hazard ratios are used in the Cox
regression. The hazard ratio is a term that signifies the incremental risk increase associated with a
1 unit increase in xi. Hence, the intuition is like that of traditional linear regressions, although the
interpretation deviates slightly, due to the log-linear relation. The hazard ratio is quite simply the
increased risk of belonging to group i in time t relative to the baseline risk. This is summed up in
expression 4.2.2 below (Spruance, Reid, Grace, & Samore, 2004).

HR =
λ(t|xi)
λ0

(4.2.2)

Given the relation in equation 4.2.1, the hazard ratio equation can be expanded by substituting
λ(t|xi), and simplified.

HR = λ0
exp(

∑N
n=1 βnxi,n)

λ0
(4.2.3)

Finally, partial risk delta can be inferred directly from the coefficient estimates:

log(HR) = log(λ0
exp(

∑N
n=1 βnxi,n)

λ0
) =

N∑
n=1

βnxi,n (4.2.4)

From 4.2.4 it is shown that the total model increase can be interpreted as the increase in risk of a
arrhythmia outcome. Due to the log-linear relation, a one unit increase in xi results in a percentage
increase in risk of event e of βi. Select results of the Cox regression are displayed in table 4.2.1.
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Feature HR CI 95 % p-value

Duration of procedure 1.01 1.01 1.02 >0.00000
Lesion Count 0.75 0.58 0.96 0.02217
Stent Count 0.74 0.57 0.97 0.02672
Sex = 1 1.32 0.99 1.76 0.05813
Age 1.04 1.03 1.05 >0.00000
BMI 1.03 1.01 1.06 0.0101
Killip Category 2.39 1..54 3.71 >0.00000
Intervention 1.05 0.99 1.12 0.10042
Beta Blocker 1.95 1.34 2.85 >0.00000
Statin 1.38 1 1.9 0.05091
eGFR 0.58 0.43 0.78 >0.00000
Revasc. grouping 1.41 1.11 1.78 0.00440

Table 4.2.1: Overview of significant variable of Cox regression. Full regression table can be found
in appendix 3.

The Cox regression is the baseline used in econometric medicine, and it would not be untwart to
assume that table 4.2.1 is a solid enough foundation to drawn conclusions upon in a medical setting.
Easy conclusions to draw from the output above is that duration of procedure, age and BMI are
statistically significant to the 99% level with hazard ratios above 1, indicating that an increase of
these features lead to an increase in risk. For instance, a 1 year increase in age leads to a 4%
increase in arrhythmia risk, and men are 32% more likely to contract arrhythmia. Furthermore, the
revascularization grouping is statistically significant, and a natural conclusion is therefore that the
preliminary segmentation of patients performed at Rigshospitalet is determinant in the prediction
of arrhythmia.

4.3 Preliminary findings

Based on the Kaplan-Meier estimator it was found that the revascularization degree is not likely
to be indicative of increased risk of arrhythmia over a 5-year period, despite the difference in
means. This conclusion largely rests on the high variance of the patient outcomes. This finding is
supported by the Cox regression, which found that the most important features in the determination
of arrhythmia are age, sex, duration of procedure and beta blockers among others. Both of these
findings are caused by the common shortcoming of the models, namely that they are evaluated by
the coefficients they produce, and not the out-of-sample predictive power they possess. By nature,
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the Kaplan-Meier model cannot be used for predictions. The out-of-sample predictive power of
the Cox regression model will be compared to other classification methods in chapter 6. Due to
data cleaning and legal requirements from Danmarks Statistik, the machine learning models are
conducted on a data set containing 2,346 patients.
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5 Determining patient risk profiles through

unsupervised machine learning

In this chapter, it is assessed if the unsupervised learning methods that are applied to natural
sciences are able to provide practitioners with an effective algorithm of sorting patients into high-
risk and low-risk segments. Quite naturally, these segments are implemented through clustering
algorithms, which are compared to the medically-derived revascularizion patient groupings, as well
as the status of the arrhythmia outcome. This chapter attempts to answer research question 1.

Clustering is a machine learning method for detecting patterns in unlabelled data. The approach
has seen increasing focus and is often used to partition patient cohorts into homogeneous groups
with distinct risk profiles (Alashwal, El Halaby, Crouse, Abdalla, & Moustafa, 2019). This approach
is in contrast to conventional survival analysis, where concrete risk scores or individualized time-
to-event distributions are produced based on covariate estimates. In practice, there often exists
heterogeneity in the patient cohort at the population-level, which is caused by the presence of dis-
tinct subpopulations with internally-homogeneous and externally diverse risk profiles (Chapfuwa,
Li, Mehta, Carin, & Henao, 2020). Therefore a need of isolating subpopulations with distinct risk
profiles exists in medical econometrics. The following unsupervised machine learning section is an
attempt to bridge this gap. In accordance with the findings of Alashwal et al. (2019), clusters
are established and evaluated by their correlation to the outcome case. The performance of the
clustering algorithms are furthermore compared to the preliminary clustering performed today at
Rigshospitalet, which is based on the degree of stenosis revascularisation. The distribution of the
medical clusters can be seen in table 3.1.3 in chapter 3.

The clustering algorithms used in this section requires scaling, as they seek to maximize the intra-
cluster variance (Björklund, 2019). Unscaled features would result in unjustified significance applied
to large-scaled features, such as TNT max (var: 5,232), whereas one-hot encoded variables cannot
achieve a variance of more than 0.25. A simple standard scaler is implemented to transform the
data. The standard scaler normalizes values around a mean of 0, with a standard deviation of
1. The standard scaling approach is formalized in equation 5.0.1 where x is the feature vector in
question.

xscaled =
xi − x̄
σx

(5.0.1)
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Dimensionality reduction

Due to the amount of included features there is a risk of noise in the data, especially given the
amount of binary features with uneven distributions as shown in 3.0.4. This suspicion is supported
by the descriptive statistics in table 3.1.3 and table 3.1.2, which indicate a strong skewness in some
variables. To limit the noise caused by unnecessary binary features, a dimensionality reduction al-
gorithm could be employed, which will create more homogeneous, and thus robust, clusters (Shlens,
2005). Following the standardisation of the data, a dimensionality reduction algorithm is imple-
mented in order to improved the performance of the subsequent clustering algorithms. A principal
component analysis (PCA) is used to restructure the variance of the data set, as the PCA has
shown good performance with data sets that contain a very large proportion of categorical features
(Björklund, 2019).

The PCA is originally not a dimensionality reduction algorithm, but rather a variance maximizing
algorithm. The algorithm restructures the data in principal components through linear transfor-
mations. The PCA is often used for dimensionality reduction by projecting each data point onto
only the first few principal components to obtain lower-dimensional data, while preserving as much
of the data’s variation as possible. In practice, principal components are ordered by the amount
of variance they explain, and a cumulative variance chart is constructed. All principal components
above a certain threshold, usually 99%, are removed (Shlens, 2005).
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Figure 5.0.1: The cumulative variance of the principal components allows for some dimensionality
reduction.

Following the PCA dimensionality reduction, the clustering algorithms are implemented on the
reduced data set of 60 features, rather than the full 78. Consequently, this should reduce the noise
in the data, and produce more homogeneous clusters, as the data is without extraneous variables.
Reducing the number of variables of a data set naturally comes at the expense of accuracy, how-
ever, the aim of dimensionality reduction is to trade a little accuracy for increased simplicity. In
summation, the idea of PCA is to reduce the number of variables of a data set, while maintaining
as much relevant information as possible (Shlens, 2005). It should be noted that the constructed
principal components do not have any real-world meaning, and are less interpretable than the
original data. This is, however, of negligible importance, as the primary interest lies in the perfor-
mance of the produced clusters and their ability to segment the patient cohort into relevant clusters.

To investigate the validity of clustering in the heart arrhythmia business case, three clustering al-
gorithms of different origins are selected. Hierarchical clustering represents the connectivity-based
clustering approaches, while K-means represent the contoid-based clustering approaches. Lastly,
a DBSCAN algorithm is implemented to constitute the density-based clustering approach. Each
cluster model is prone to different types of errors in different types of data structures (Witten et
al., 2016).
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5.1 Centoid-based clustering

The K-means is a centoid-based partitioning clustering model. In this approach clusters are repre-
sented by a central vector, which is not necessarily a part of the underlying data set (Witten et al.,
2016). The cluster assignments are determined by euclidean distance from the cluster center to each
data point. The aim of the model is to minimize the within-cluster variance of the model, where
the within variance of a cluster is formalized as the accumulated distance between the centoid and
each instance belonging to the group (Rokach & Maimon, 2005). The distance in the euclidean
space between two points, a and b, can be calculated as in expression 5.1.1 for any given set of
features, n.

d(a, b)n =

√√√√ n∑
i=1

(ai − bi)2 (5.1.1)

Partitioning around mediods

Much like the K-means, the PAM7 is a centoid-based clustering model, that randomly initializes
centoid starting positions, and minimizes in-group variance. The PAM is however limited to posi-
tioning centoids at the position of existing instances, which is advantageous when there are potential
large outliers in the data. Conversely, the drawback is the rigidity of the approach, as a floating
point optimum is not possible. The calculation method is the same as in the K-means algorithm
(Witten et al., 2016).

5.2 Connectivity-based clustering

Hierarchical clustering is a different approach to optimizing the same target function as in the
K-means family. With this approach, a hierarchy of clusters is established, which can either be
bottom-up (agglomerative), or top-down (divisive). The process of agglomerative hierarchical clus-
tering is straightforward; initially each observation is treated as a cluster itself. The algorithm
iteratively locates and merges the two clusters that are closest together based on euclidean distance
and a linkage criterion. The minimization of euclidean distance is the target function for similarity
as defined in equation 5.1.1. This process continues until all clusters are merged together (). Lastly,
a dendogram8 of the clusters’ relationships is produced, from which cluster classification relation-
ships can be inferred. A given amount of clusters can then be selected by choosing how far down
the dendogram to proceed (Rokach & Maimon, 2005).

As hierarchical clustering does not conform to the same theoretical restrictions as the K-means, an
7Also referred to as K-medoids
8A dendogram is a map of a hierarchy
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objective function for the linkage criteria must be established. As few major clusters are expected in
the data, one for each possible medical outcome, a complete-linkage criterion is used, see equation
5.2.1.

max{d(a, b) : a ∈ A, b ∈ B} (5.2.1)

where A and B denote separate clusters. Equation 5.2.1 will seek to maximize the intra-cluster
variance rather than minimize the within-cluster variance, such as the single-linkage criterion. The
linkage criterion for merging clusters is thus the maximal distance between all points contained
within (). This approach will create more overarching clusters that seek to greedily include data
points, rather than create conservative clusters that are more certain in their classifications (Defays,
1977). Counter-intuitively, this outcome is the most desirable in a medical setting, as a false posi-
tive is better than a false negative.

With the measuring metrics for the models in place, attention is turned to determining the op-
timal amount of clusters, as well as the performance of the clusters. As the performance of the
clusters is evaluated both in regard to their ability to segment patients with homogeneous profiles,
as well as the clusters’ linkage to the arrhythmia outcome, both internal and external validation
criteria are used. To evaluate the internal composition of the clusters, a compound score of the sil-
houette score, the Dunn index and the connectiveness is used. The external evalaution is performed
in the end of this chapter. It should furthermore be noted that the silhouette score is implemented
over the elbow method, as the elbow method does not provide a clear understanding of the optimal
amount of clusters (Kodinariya & Makwana, 2013). The silhouette score, s, is calculated from
the mean intra-cluster distance and the mean nearest cluster distance for each sample (Rousseeuw,
1987):

s =
γ − µ

max{γ, µ}
(5.2.2)

where γ is the mean-nearest cluster distance and µ is the mean intra-cluster distance. As is evident
from equation 5.2.2, the silhoutte score is a compound term for for density, i.e. lack of distance,
between each data point in the cluster. The Dunn index identifies sets of clusters that are compact,
with a small within-cluster variance, while maximizing the intra-cluster mean values. Higher Dunn
index values indicate a stronger clustering (Brock, Pihur, Datta, & Datta, 2008). The connectivity
indicates the degree of connectedness of the clusters, as determined by the k-nearest neighbours,
and should be minimized (Handl, Knowles, & Kell, 2005).

The measuring scores over iterations are displayed in figure 5.4.2. As is evident, the optimal
amount of clusters varies between the models, hence justifying the decision to used a compound
term. The average optimal cluster across the 3 metrics is used as the final configuration.
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Figure 5.2.1: Optimal amount of cluster for clustering algorithms based on spherical centoids

5.3 Density-based clustering

Lastly, a Density Based Spatial Clustering of Applications with Noise (DBSCAN) is implemented.
DBSCAN is a density-based clustering algorithm that finds areas of maximum density. Unlike the
centoid- and connectivity-based algorithms, the shapes of the clusters in the vector space are not
limited to sphere-like shapes, and points can furthermore be considered outliers. DBSCAN takes
two learning parameters; a threshold for the minimum amount of data points required to form a
cluster, m, and a distance measure used to locate all points within the neighbour of a given data
point, ε. Points are considered neighbours if ε > d(a, b). Best practice is to assign m := n

100 , where
n is the amount of instances. To find a suitable value for ε, the average distance between each point
and its nearest k neighbours is calculated using the K-nearest neighbours algorithm. The optimal
ε is where the change is most pronounced, much like the elbow method in K-means (Ester, Kriegel,
& Jiirg Sander, 1996). As the breaking point can be difficult to read from a chart, the optimal
breaking point is defined mathematically in equation 5.3.1.

ε∗ = max
δKNN

δn
⇒ ε∗ =

δKNN

δn2
= 0 (5.3.1)
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Figure 5.3.1: Expression 5.3.1 determines that the optimal ε value is 13.

5.4 Applications

DBSCAN is an effective method when the distribution of values in the feature space cannot be
assumed. It has a good track record in anomaly detection in multidimensional spaces. The main
difference between the DBSCAN, centoid-based and hierarchical clustering, is that the two latter
algorithms assume more or less spherical shapes and must have same feature size, whereas DB-
SCAN clusters are formed arbitrary in shape and may not have same feature size. This results
in an increased performance when dealing with non-standardised data and outliers. Furthermore,
the amount of clusters need not be specified with DBSCAN. Summing up; centoid-based clustering
algorithms, such as K-means, work best when data points do not contain many outliers and are
not noisy, as the algorithms require that all data points conform to a grouping. This is espcially a
problem in anomaly detection, as anomalous points will be assigned to the same cluster as other
data points. On the other hand, the DBSCAN algorithm locates regions of high density that are
separated from one another by regions of low density through the clustering parameters, m and ε.
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Cluster K-Means K-Medoids Hierarchical DBSCAN Medical Expertise

N clusters 2 3 3 1 3

1 367 900 2,306 931 1,869
2 1,942 608 2 n.a. 100
3 n.a. 801 1 n.a. 340
Outliers n.a. n.a. n.a. 1,378 n.a.

Table 5.4.1: Overview of model performances.

As evident in table 5.4.1 there is a deviation in the algorithms’ propensity to allocate data points
to clusters. The hierarchical clustering algorithm is in effect useless when forced to three groupings.
This is likely due to the greedy nature of the centoid-based algorithms and hierarchical clustering,
while DBSCAN searches from local areas of high density, which implicitly discounts the lack of den-
sity as an outlier. The failure of hierarchical clustering and the high amount of outliers allocated
by the DBSCAN (59.7%) are two sides of the same coin; The underlying data set is very noisy, and
patterns based on simple distances in the euclidean space are facing difficulties.

What is truly interesting is to see if the clustering algorithms replicate those of the medical profes-
sionals. As stated in chapter 1, the current best practice at Rigshospitalet is also a greedy clustering
algorithm, as all patients are either 1) revascularized 2) not-revascularized or 3) revascularized at a
later stage. Furthermore, given the prior knowledge of the actual outcomes of patients, the clusters
can be evaluated in regard to their ability to cluster the correct outcomes using conditional entropy
analysis. Rosenberg and Hirschberg (2007) propose homogeneity and completeness as the optimal
evaluation metrics for external evaluation in classification problems. Homogeneity is a metric that
measures if only observations belong to a single class are present in a cluster, while completeness
measures if all class observations are in the same cluster. A compound score, V , is furthermore
implemented to standardize the evaluation framework in a single metric.

V (β) = (1 + β)
homogeneity ∗ completeness

(β ∗ homogeneity + completeness)
(5.4.1)

Homogeneity and completeness are defined as follows (Rosenberg & Hirschberg, 2007)

homogeneity =
ci,maj
ci

, completeness =
cn,maj
ci

Where ci,maj is the amount of data points in cluster i belonging to the majority class, ci is the
total data points in cluster i and cn,maj the max observations of class n in a collective cluster. It is
evident from equation 5.4.1 that the V-measure is a compound term, that can penalize overreliance
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on homogeneity or completeness by adjusting the β value. All three scores are bounded ∈ [0, 1]. A
β of 1 is used, in order to achieve a balanced model evaluation.

K-means DBSCAN PAM Hierarchical Grouping

Correlation to arrhythmia -0.105 -0.160 -0.040 0.032 0.081
Correlation to grouping -0.890 -0.345 -0.010 -0.011 1.000
Homogeneity 0.144 0.199 0.172 0.153 0.140
Completeness 0.788 0.777 0.497 0.994 0.740
V-measure 0.243 0.318 0.255 0.265 0.236

Table 5.4.2: Performance metrics of implemented clusters. Revascularization grouping denotes
the clusters defined by medical expertise as shown in table 3.1.1.

5.5 Preliminary findings

Based on the external validation, it appears that the clusters are not very good predictors of
arrhythmia. The DBSCAN outperforms the rest, including the medically established clusters, as
determined by the V-measure, although the clustering is not sufficient to base a decision framework
upon, due to the low correlation with the outcome case of arrhythmia. These findings likely reflect
the fact that the data set is very noisy, and therefore cannot be split into homogeneous groupings
using unsupervised techniques. This point is proved by the fact that the V-measures of all clustering
algorithms are low. On this basis, the proposition of research question 1 is rejected. The poor
performance of the clusters is however not an unconditional defeat, as Henriques, Caldeira, Cruz,
and Simoes (2020) find that filtering capabilities of tree-based ensemble models in classification
problems are enhanced by the inclusion of clusters of K-means. In extension hereof, the clusters
are included in the classification models of the next chapter, to test the efficiency of the clusters
in a predictive capacity. The success of the clustering algorithms will thus be evaluated by their
inherent ability to produce patient grouping with externally heterogeneous risk profiles.
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6 Supervised learning applications in preemptive disease

prediction

As stated in chapter 1, supervised machine learning techniques are beginning to gain traction in the
world of medical econometrics following visible successes on a wide range of predictive tasks. This
is spurred on by advances in processing power and an unprecedented depth of available data, which
enables computers to tackle increasingly complex tasks (Quer et al., 2021). The supervised machine
learning analyses of this chapter attempt to answer the proposition stated in research question 2.
The baseline of the analysis is the survival analysis of chapter 4. As the dependent variable is cat-
egorical, the learning problem is framed as a classification problem (Géron, 2019). In this chapter,
theory and analyses will be presented on a rolling basis. Before the implementation of classification
models, an evaluation framework is established, which will form the basis of performance evaluation
of the final models. In this chapter, patients are considered over a 5 year period. The chapter is
concluded with a comparison of established classification models, which are evaluated in relation
to the survival analytical baseline of medicine presented in chapter 4. The theoretical framework
is also used to inspire the evaluation metrics used to optimize the algorithms of this chapter.

Classification is process of assigning instances to labels, and is the task of learning a target function
f(x) that maps each attribute set of instance x to one of the predefined labels y (Géron, 2019).
More concretely, the aim of this chapter is to analyze if it is possible to predict whether or not a
patient will contract arrhythmia based solely on characteristics that can be observed at the time of
PCI or in the near-future following the procedure, as this is the information available to medical
practitioners. As explained in chapter 3, many attributes of a patient are registered in several
databases upon hospital admission. As the labels of the dependent variable, the future disease
status, are known, supervised machine learning models are implemented. Furthermore, as misdi-
agnosing can have severe consequences in a medical setting, an emphasis is placed on classifying
the positive class correctly. Due to the low amount of positive instances relative to the sample size
(4.82%) the problem is framed as one of anomaly detection.

6.1 Evaluation framework and challenges in anomaly detection

Machine learning models are trained on the data made available to them. If the distribution of
features is skewed, the model will overweight the class that is more frequently represented, causing
a bias in predictions. He and Garcia (2009) suggests four main methods of dealing with skewed
class distributions.

• Undersampling
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• Oversampling

• Synthetic Data Generation

• Cost Sensitive Learning

These methods are exemplified through the following example; Consider a label classification data
set S = (xi, yi) of xi ∈ X instances and yi ∈ Y labels, where yi assumes a binary class membership,
C ∈ {0, 1}. Two subsets are defined as Smin ∈ S and Smaj ∈ S, where Smin represents the minority
class, and Smaj the majority class and where Smin + Smaj = S. E represents sets that are created
or deleted. The resampled data set Ssampled is thereby represented in expression 6.1.1 (Ahlin &
Ranby, 2019).

Ssampled = Smin + Smaj + E (6.1.1)

Undersampling balances the data set by reducing the amount of samples from the majority class.
There are two types of undersampling; random and informative. While random undersampling
eliminates instances at random, the informative approach removes samples from the majority class
in accordance with a normative selection algorithm. The drawback of undersampling is that remov-
ing observations may result in the training data losing information relating to the majority class
(Guo, Yin, Dong, Yang, & Zhou, 2008).

Undersampling removes a set of observations, E from the resampled data set S, which is selected
randomly from Smaj without interfering with the original subset.

Oversampling is the inverse of undersampling, and balances the data set by increasing the amount
of samples from the minority class. Oversampling thus synthetically generates more instances of the
minority class. Similar to undersampling, a random and informative oversampling approach exists.
The overall idea of both remains the same. The advantage of oversampling is that no information
pertaining to the majority class is lost. The drawback is that the predictions of the minority class
become more entrenched, as the characteristics of the few minority instances are synthetically in-
flated, which can lead to overfitting (Guo et al., 2008).

Oversampling adds a set of observations, E to the resampled data set S, which is selected ran-
domly from Smin without interfering with the original subset.

Synthetic data generation9 addresses the problem of imbalanced data sets by generating the
synthetic minority class samples to balance the distribution between the samples of the majority

9Sometimes referred to as synthetic oversampling
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and minority classes. The method is often implemented through methods such as the synthetic
minority oversampling technique (SMOTE). This method can be used to increase the instances of
the minority class without duplication. For a given set of points, the k nearest neighbours of point
belonging to the same class are calculated, and a random term between 0 and 1 is multiplied with
the new data point to include randomness. An observation with these specifications is inserted
(Chawla, Bowyer, Hall, & Kegelmeyer, 2011). The drawback of SMOTE is that it may include
outliers of the minority class in the generation of new points, if these are in the nearest neighbours
class (Cordón, García, Fernández, & Herrera, 2018). As it was established in chapters 3 and 5
that the data is quite noisy, a majority weighted minority oversampling technique (MWMOTE)
is implemented. The MWMOTE emulates the principle of SMOTE, but includes a regularisation
parameter to disregard data points as noise. MWMOTE does not include points that are considered
outliers in the calculation of new synthetic data points (Barua, Islam, Yao, & Murase, 2014).

The SMOTE and MWMOTE algorithms insert new observations E into the data set that re-
semble, but are not equivalent to, the existing minority subset Smin. SMOTE and MWMOTE are
showcased in figure 6.1.1. As is evident from the figure, the MWMOTE disregards outlying points
of the minority class as extreme, and assumes that they are not relevant in calculating new points.
New points are therefore concentrated in the area of most density, rather than as a function of the
simple average (Barua et al., 2014).

Figure 6.1.1: Comparison of MWMOTE and SMOTE synthetic data generation. Red points
represent the minority class Smin. Synthetic data points are generated as a function of the shaded
areas.

Lastly, the problem of imbalanced data can be addressed by modifying the cost function of classifi-
cation models to place a higher reward on accurately predicting the minority class, rather than the
accuracy on average. The evaluation of classification models largely rests on the confusion matrix
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and metrics derived hereof. The confusion matrix is a comparison of the true positive (TP), true
negative (TN), false positive (FP) and false negative (FN) predictions of a given model. In balanced
data sets, where the outcome is of little importance, the evaluation is often performed on the basis
of model accuracy, formulated as the following:

accuracy =
TP + TN

N
(6.1.2)

The accuracy is, however, not a good metric of model evaluation in this case for two reasons. Firstly,
the tolerance of error is low in medicine. Hence, focus is on predicting positives, and not negatives.
Accuracy does not favourize either true positives or true negatives, meaning that a large proportion
of model performance could be derived from true negative predictions. Secondly, as the distribution
of positive and negative cases is skewed, the accuracy score will heavily favourize the negative class,
further compounding the problem. To exemplify this; as only 4.82% of observations are of the
positive class, a 95.18% accuracy score could be achieved by all instances to the negative class.
Rather than using the accuracy as the evaluation metric, a combination of the positive predictive
value (PPV10) and the recall rate is used.

PPV =
TP

TP + FP
(6.1.3)

recall =
TP

TP + FN
(6.1.4)

where TP is the true positives, FP is the false positives and FN is the false negatives. The recall is
a collective metric for the performance of the model to predict true cases, while the PPV is a term
for the probability of correctness of a positive prediction. To implement a model optimized to suit
the need in this thesis, a custom cost function is implemented, that favours the recall and PPV by
penalizing false positives and false negatives (He & Garcia, 2009).

Total Cost = C(FN) ∗ FN + C(FP ) ∗ FP (6.1.5)

All four methods of dealing with class imbalances are employed in the models used in this thesis.
Firstly, a MWMOTE data generation algorithm is implemented to boost the size of the positive
class by 50%. Following synthetic data generation, both under- and over sampling techniques are
used to further balance the data set. Following this, the positive class accounts for 46% of outcomes,
and the data is satisfactorily balanced. Initial analyses revealed that the models had a tendency to
still favour the negative class, which was alleviated by the implementation of a class sensitive cost
function.

Fβ = (1 + β2)
recall ∗ PPV

(β2 ∗ recall) + PPV
(6.1.6)

10Also referred to as precision.
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Equation 6.1.6 can be adjusted to place a higher emphasis on either the recall or PPV rate by
adjusting the coefficient β. A higher β value will force models to incur a higher cost of a lower
recall, while a lower beta will result in a higher emphasis on the PPV rate. A β value of 2 is used
in the classification modelling.

Bias-variance trade-off and mitigations against overfitting

Due to the focus of machine learning in a practical setting, emphasis lies on the model’s ability to
predict out-of-sample outcomes. Best practice in machine learning includes the subsetting of data
into training and testing sets, thus resembling the out-of-sample and in-sample practices sometimes
used in econometrics (Breiman, 2001). The features and instances of the training data set are used
to teach the model patterns in the data, which is validated by the test data. If a model becomes
too complex and does not generalize to the validation data set, it is said to be overfitting. In the
case of overfitting, the prediction error for the training data is small compared to the prediction
error of the test data. In this case the model will not be able to reliably predict the outcome of
out-of-sample data (James, Witten, Hastie, & Tibshirani, 2013). The challenge, especially given
the small size of the data set and the class imbalance, is also one of underfitting. The bias error is
an expression of a lack of learning in the training set, which happens when the models do not learn
the underlying patterns in the data. In this case, the models will have similar training and testing
error rates, although both will be high (Ahlin & Ranby, 2019).

One of the most common ways to estimate model performance on in-sample predictions is through
cross validation. The K-fold cross validation splits the entire training sample into K approximately
equal parts. Each fold, K, is used to validate the model trained on the remaining K-folds (Hastie,
Tibshirani, Friedman, & Franklin, 2004). This process is illustrated in figure 6.1.1. The K-fold is
implemented using a stratified method, which preserves the ratio of the samples that belong to each
class, thus limiting the risk of class imbalances in each fold.

Set 1 Set 2 Set 3 Set 4 Set 5
Fold 1 Train Train Train Train Validation
Fold 2 Train Train Train Validation Train
Fold 3 Train Train Validation Train Train
Fold 4 Train Validation Train Train Train
Fold 5 Validation Train Train Train Train

Table 6.1.1: K-fold validation ensures that model performance is not a "one-off" occurrence, and
helps with model generalization.
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Machine learning models can often be adjusted using learning parameters, or hyperparameters. To
optimize these, a process of hyperparameter tuning is implemented. The most commonly applied
method is a grid search, which builds models based on a user-defined search grid. For every
combination of hyperparameters specified, each model is evaluated in regard to the evaluation
metric. This approach is combined with the K-fold cross validation, which means that each model
configuration is evaluated K-fold times, and compared to the previous outcome in an iterative
process. The model configuration that produces the lowest validation error is selected, and its
performance is evaluated based on its out-of-sample performance on the test set.

6.2 Classification models

As discussed in the previous section, classification models attempt to predict a given outcome, y as
a function of an input vector, xi, of instance i. Under the hood, most classification models func-
tion similarly to their regression counterparts, although the output is processed by a sigmoid or
softmax activation function that converts output to implied probabilities. The probability needed
to generate a positive prediction can thus be adjusted in order to create a more conservative or
loose model. As the focus of this investigation revolves around identifying the positive class, the
probabilities are adjusted to maximize the F2-score from equation 6.1.6. The dependent variable is
the outcome of arrhythmia, which will be modelled by the features described in chapter 3. Further-
more, the clusters generated in chapter 4 are also included to test for their statistical significance
in arrhythmia prediction. The performance of the models are tested in line with the evaluation
framework described in section 6.1. The final model performance evaluations are found at the end
of this chapter.

Logistic regression

Logistic regression is a statistical model that uses a sigmoid function to model a binary dependent
variable. The model is used as the baseline for machine learning classification models due to its
simplicity. Specifically, the logistic conducts a linear regression, using beta coefficient estimates,
and compresses the results hereof through a sigmoid function, 1

1+e−x . As the sigmoid standardizes
the input to the interval ∈ [0, 1], the output can be interpreted as collective probability of a positive
class outcome, or Prob(y = 1) (Stock & Watson, 2013). Thus, the final model formulation is as
stated in equation 6.2.1.

ŷi = f(xi) =
1

1 + e−(β̂0+β̂ixi)
(6.2.1)

where xi is a vector of the features of instance i, while β̂i is a vector of the estimated covariates.
The advantage of the logistic model is the transparent interpretability and ease of implementation.
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Coincidentally, this is also its major drawback, as the logistic model assumes a linear and an additive
effect of changes in covariates. Conducting a logistic regression on the data, the results shown in
table 6.2.1 are produced.

Feature Estimate Standard error p-value Significance level

Duration of procedure 0.0129 0.0003 >0.00000 ***
Age 0.0583 0.0062 >0.00000 ***
Sex = Male 0.8498 0.1805 >0.00000 ***
BMI 0.0518 0.0142 0.00025 ***
Lesion count -0.6731 0.1539 >0.00000 ***
Stent count -0.5098 0.1516 0.00077 ***
Killip category 1.1590 0.2983 0.00010 ***
Diabetes 1.5530 0.3737 >0.00000 ***
Intervention 0.0455 0.0386 0.23845 .
Beta Blocker 0.6414 0.2447 0.00876 **
Statin 0.3839 0.1929 0.04657 *
eGFR -0.5190 0.1778 0.00352 **

Table 6.2.1: Coefficient estimates of logistic regression. Significance codes ***=0.001, **=0.01,
*=0.05

Table 6.2.1 displays the select coefficient estimates of the logistic regression based on the in-sample
approximation. These findings are similar to those of the Cox regression, although with minor
differences. Age and BMI are still significant, although some of the former variables, such as
intervention are insignificant. Overall, the results of the models look similar, which is likely caused
by the similar model setup. None of the clusters of chapter 5 are statistically significant.

Decision Trees

A decision tree is a flowchart-like structure that consists of root nodes, branches and terminal
nodes. Decision trees produce a classification label through binary recursive partitioning. This is
an iterative process of splitting the data into partitions, and then splitting it further on each of the
branches until a terminal node is reached. The terminal node contains the final classification. For
each branch split, the model seeks to maximize variance, by splitting the subsample into further,
maximally polarized subsamples (Breiman, Friedman, Stone, & Olshen, 1984). While the decision
tree classifier is a non-parametric model, the output thereof is a flowchart-like decision overview,
which provides full model transparency (Molnar, 2019). The tree generates a categorical response
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that assigns the class membership of a given instance a probability score. Each instance is allocated
by assigning it to the most commonly occurring class of training observations in the region to which
it belongs.

Classification trees are grown by the use of recursive binary splitting of the data set’s different
features. The tree algorithm seeks to maximize variance to get the most polarized split. This is
allocated through the gini impurity measure, G (Hastie et al., 2004). A smaller gini value is indica-
tive of a more pure class node, with gini = 0 meaning a perfectly homogeneous node. Letting C
be the number of classes and letting p̂(c) denote the estimated probability of picking a data point
with class i, the gini is formalized in expression 6.2.2.

G =

C∑
c=1

p̂(c)(1− p̂(c)) (6.2.2)

By optimizing loss function 6.2.2, the decision tree in figure 6.2.1 is trained. From the branch nodes,
it appears that type of intervention, age, BMI and duration of procedure, amongst other things,
are the relevant factors in arrhythmia prediction.
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Figure 6.2.1: Full decision tree

Random Forest

A problem with decision trees is the high amount of variance inherent to the model, which causes
unreliability in the out-of-sample predictions. To compensate the high amount variance in each
decision tree, the concept of bootstrap aggregation (bagging) is introduced. Consider a data set
with n instances and m features. Each feature xm will have a variance σ2, whereas the collective
x̄ has variance σ2

n , thus reducing the variance (Ahlin & Ranby, 2019). Bootstrapping produces
B different bootstrapped training data sets, upon which an optimal classification tree, f̂∗b (xi), is
estimated using the gini splitting algorithm of equation 6.2.2.

ŷi = f̂bagged(xi) =

B∑
b=1

(f̂∗b (xi)) (6.2.3)

Through bagging, several subsets are created from the data using a given training set. These are
chosen randomly with replacement, and a separate tree is trained on each subset. Following this
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process an ensemble of different decision tree classifiers are constructed, each of which vote for the
correct prediction. The different trees are subject to different errors, and as a collective they are
more accurate, as the trees of the forest will vote out each others errors as a result of the lowered
variance. Although, as all tree structures have access to the same features, they tend to grow
correlated trees (Witten et al., 2016).

The random forest classifier is an ensemble model built on the concept of bagged decision tree
classifiers. In addition to randomly subsetting the data, features are also subset randomly with
replacement, rather than utilizing the entire pool of features simultaneously. Thereby, each tree is
trained on a subset of the available features, f ∈ F . Best practice is to let f =

√
F (Witten et

al., 2016). By limiting the amount of available features, the algorithm can better handle correlated
decision trees (Ahlin & Ranby, 2019).

Figure 6.2.2: Random Forest training error rates. Green is the error rate of the negative class,
and red is the positive class. Black represents the OOB error rate.

As shown figure 6.2.2, the random forest significantly improves performance relative to a single
decision tree. It appears that the model is better at classifying negative cases than positive cases.
This indicates that the forest is better at locating a pattern to find non-arrhythmia than arrhythmia.
Furthermore, the marginal effect of another tree reaches zero at around 170 trees, indicating that
more than this amount is redundant.
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XG Boost

Another ensemble classification technique is the extreme gradient boosting method (xgboost). Xg-
boost is built on the concepts of boosting and regularisation. In this technique, learners are trained
sequentially with early learners fitting simple models to the data and then analyzing the data for
errors. In other words, consecutive trees are fitted each of which attempts to reduce the net error of
the prior tree. As such, every new iteration aims to cancel out the errors of the previous generation.
The prediction of a given outcome ŷi for a given data set with n observations and m features is a
function of the input vector, fk(xi), see equation 6.2.4 (Chen, 2016). The final prediction is the
sum of K additive tree structures.

ŷi = φ(xi) =

K∑
k=1

fk(xi), fk ∈ F (6.2.4)

where each fk is an independent decision tree with T number of leaves and ω number of leaf weights.
The loss function of model φ is the sum of the prediction error, l(ŷi, yi) and the efficiency of splits
at each node, Ω(fk). The loss function is evaluated through the residuals of the predicted value, ŷ,
and the true label, y, as well as through a regularization parameter, Ω.

L(φ) =

n∑
i=1

l(ŷi, yi) +

K∑
k=1

Ω(fk) (6.2.5)

with the regularization parameter, Ω(fk), formalized in equation 6.2.6.

Ω(fk) = γT +
1

2
λω2 (6.2.6)

where λω2 is the squared sum of the weights, γ is a user-defined penalty term to discourage over-
fitting and T is the number of terminal nodes. The regularisation in expression 6.2.6 punishes over
reliance on individual features through λ, as well as punishing overly-specific trees by adjusting γ.
l(ŷi, yi) is the squared sum of residuals.

Boosting, much like bagging, is a method of combining many weak classifiers into a powerful
committee. Whereas the bagging method of random forests relies on the "wisdom of the crowd",
boosting incorporates the errors of the previous model in the next. Let y(k)i be the prediction of
the i-th instance at the k-th iteration. Hence the loss function becomes l(ŷ(k−1)i , yi), where the un-
derlying loss function is the squared sum of residuals. As concluded by Chen (2016), tree ensemble
models cannot be optimized in the euclidean space, such as a neural network. Rather, the model
must be trained in an additive manner. Concretely, a separate loss function is calculated prediction
ŷi(k) for each tree k ∈ K. This is achieved by including the model output itself, fk(xi) in the loss
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function (Ahlin & Ranby, 2019). In boosting, ŷ(k) is randomly initialized, and the loss function
becomes:

L(k) =

n∑
i=1

(l(ŷ
(k−1)
i , yi) + fk(xi)) + Ω(fk) (6.2.7)

The loss function is optimised by approximating the second order Taylor series (Friedman, Hastie,
& Tibshirani, 2000). The loss function becomes as shown in equation 6.2.8, where gi and hi are
the first and second order gradient statistics of the loss function.

L(k) '
n∑
i=1

[l(ŷ
(k−1)
i , yi) + gifk(xi) +

1

2
hif

2
k (xi)] + Ω(fk) (6.2.8)

Let I = {i|fk(xi) = j} denote the set of observations for leaf j. The loss function can be rewritten
to fit a single iteration, k, by removing the constant term l(ŷi

(k−1), yi) and expanding Ωf(k), see
equation 6.2.9.

L̃k =

n∑
i=1

[gifk(xi) +
1

2
hif

2
k (xi)] + γT +

1

2
λ

T∑
j=1

ω2 (6.2.9)

where the optimal weight for a given tree structure q(x) is given by expression 6.2.10 (Chen, 2016).

ω∗j =

∑
i∈Ij gi∑

i∈Ij hi + λ
(6.2.10)

with the corresponding optimal value (Chen, 2016):

L̃k∗(q) = −1

2

T∑
j=1

(
∑
i∈Ij gi)

2∑
i∈Ij hi + λ

+ γT (6.2.11)

Equation 6.2.11 is used as the scoring function to evaluate the performance of the splits performed
by each tree structure, q(xi). Due to computing power limitations, is it not possible to iterate over
all possible tree structures and therefore the xgboost uses a greedy approximation algorithm instead.
The algorithm starts from a single leaf and iteratively adds branches to the tree and evaluates the
qualities of each split which is penalized by a pruning term, γ. As such, the decrease in the loss
function, Lsplit, also called gain or G, is equal to the the reduction in impurity as measured by
gini, subtracted by an penalizing term γ, to discourage overly-specific models. The change in the
loss function of a given split is therefore a function of the impurity of the right hand node, the left
hand node and the root node, see equation 6.2.12.

Lsplit =
1

2
[

(
∑
i∈IL gi)

2∑
i∈IL hi + λ

+
(
∑
i∈IR gi)

2∑
i∈IR hi + λ

+
(
∑
i∈I gi)

2∑
i∈I hi + λ

]− γ (6.2.12)
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where G = Lsplit. A split is not implemented if Lsplit < 0. Table 6.2.3 shows the regularising effect
on the F2 score of optimizing hyperparameters λ and γ in the xgboost algorithm. The y-axis shows
the in-sample F2 score achieved while the x-axis displays the number of iterations.

Figure 6.2.3: The effect of regularisation techniques on xgboost performance.

Both subsampling and adjusting λ increases the predictive power of the model, while there is a
negligible effect of increasing the tree depth beyond 3. As such, it would appear that the boosting
and regularising attributes of the xgboost can improve on the performance of the random forest
model.

Artificial Neural Network

An artificial neural network is a data model that works through a series of layers containing nodes,
each of which are connected to the nodes beforehand. The network seeks to minimize a loss function
by adjusting the manner in which the nodes are connected through the processes of feed forward
of inputs and back propagation of errors (Kinley & Kukiela, 2020). It is essentially a series of
linear regressions that are manipulated through activation functions and adjustments in weights
and biases. A simple feed forward artificial neural network has two key components; the feed
forward loop and backpropagation. Inputs are fed forward to the hidden layers which in turn feed
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Figure 6.2.4: Stylised example of an ANN. Layers are often much larger and non-standardized

forward to the output layer. Each layer regulates the flow of data by adjusting the weights, as
well as through an activation function. From the output layer, a collective error is calculated by
comparing the output to the actual labels. This error is propagated back through the network,
causing the internal optimization algorithm to adjust the weights associated with each node.

Optimizing the network

As the problem is framed as a classification problem the cross-entropy loss function, or logloss, is
used. Cross-entropy loss measures the performance of a classification model with an output that is
a probability value between 0 and 1. The output of the cross-entropy loss increases as the predicted
probability deviates from the actual label, and thus penalizes models that lack confidence. A perfect
model would have a cross-entropy loss of 0. The generalized expression of the logloss loss function
is formalized in equation 6.2.13.

Li =

− log(y log(p, o) + (1− y) log(1− p)), if M = 2

−
∑M
i=1 yo,c log(po,c), if M > 2

, where M ≥ 2 (6.2.13)

where M is the number of classes, y is a binary indication of the true value of the classification,
and p is the predicted probability of observation o belonging to class c. In multiclass classification,
when M > 2, a separate loss score is calculated for each class. Results thereof are summarized for
the total model loss.

Optimizing and improving upon Stochastic Gradient Descent

According to Kinley and Kukiela (2020), gradient descent is the optimal optimization method of
artificial neural networks, and this view remains prevalent in the literature today, although in
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practice gradient descent is not possible. Gradient descent works by calculating a vector of partial
derivatives of all variables in an equation. Consider the example of loss function L, with any given
number of inputs, (x, y, . . . , z). The gradient for loss function L(x, y, . . . , z) becomes:

∇L(x, y, . . . , z) =


δ
δxL(x, y, . . . , z)
δ
δyL(x, y, . . . , z)

. . .
δ
δzL(x, y, . . . , z)

 (6.2.14)

The gradient of function L(x, y, . . . , z) is a vector of all possible derivates of the function. The
inverse of equation 6.2.14 will be the most effective solution to minimize loss function L(x, y, . . . , z).
The optimal weights for the next iterations is therefore wt+1 := wt − ∇L(x, y, . . . , z). While
this is optimal mathematically, the sheer number of neurons in a network renders the approach
untenable. Hence, a stochastic gradient descent is utilized. The stochastic nature reflects the
randomness of the gradient descent. Stochastic gradient descent is a stochastic approximation of
gradient descent optimization, since it replaces the actual gradient by an estimate thereof, which
significantly decreases computing time, although at the cost of a lower algorithmic convergence
rate. In stochastic descent, the true gradient is estimated in batches of instances. In addition, a
learning rate, η ∈ [0, 1] is implemented, which determines the extremeness of the correction on the
model (Kinley & Kukiela, 2020).

wt+1 := wt −
η

n
∇L(x, y, . . . , z) (6.2.15)

where wt+1 is a given weight in the next period, and wt is the weight in the current period.
Learning rates determine the step size the algorithm takes when converging to the minimum of the
loss function. A learning rate can both be too large, causing the model to "overshoot" and miss the
minimum, or be too little, which may cause the model to never converge, or stop at a higher local
minimum than otherwise. An adaptive learning rate alleviates this problem (Kinley & Kukiela,
2020).

η = 1− lim
step→∞

xstep (6.2.16)

The learning rate displayed in equation 6.2.16 has a concave relationship, where more extreme
corrections are implemented in early iterations, while lesser corrections happen as the algorithm
converges. This concept is a simplified version of the RMSProp optimizer. The concept is further
improved by the adaptive moment estimation (adam) optimizer in the model compiler, which is
an extension of stochastic gradient descent (Witten et al., 2016). The adam optimizer is based
on the estimation of the first and second moments of the gradients, which are used to update the
gradient weights in the learning (Kingma & Ba, 2014). The algorithm utilizes the exponential
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moving average of the gradient and the squared gradient to create a momentum in the gradient
descent. Initially, moment bias corrected estimates are calculated and stored as the exponentially
decaying average of past gradients, mt:

m̂t =
mt

1− βt1
(6.2.17)

where β1 is the first moment decay parameter. Second moment bias corrected estimates (element-
wise squared gradient) are calculated by storing the exponential moving average of squared gradi-
ents, given as vt:

v̂t =
vt

1− βt2
(6.2.18)

where β2 is the second moment decay rate parameter. These are used to update the weights in
the model building by using the moving averages to scale the learning rate individually for each
parameter:

wt = wt−1 −
αmt√
v̂t + ε

(6.2.19)

where wt are model weights, α is the learning rate parameter, and ε is a very small number included
to avoid dividing by zero (Ruder, 2017). The adam optimizer thus finds momentum in the gradient,
and its bias-correction outperform similar other optimization algorithms towards the end of opti-
mization as gradients become sparser. This means that the algorithm does well on non-stationary
problems, such as in noisy data sets (Kingma & Ba, 2014). Shown in figure 6.2.5 is a stylized
example of the adam, stochastic gradient decent and RMSProp. The adaptive nature of the adam
leads to varying volatility in the steps taken in the optimization process, which ensures a more
stable loss decline.
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Figure 6.2.5: Visualization of optimizer performances

Stochastic gradient descent, adam and RMSProp are visualized in figure 6.2.6. The adam not only
reaches a lower loss faster11, but even reaches a lower minimum point. As the network utilizes the
gradient from the last epoch in the optimization of the next, the erroneous allocation may lead to
the algorithm converging to a local minimum rather than the global minimum, resulting in sub-par
performance.

Figure 6.2.6: Optimizer comparison on MNIST data set. Figure from Adam: A Method for
Stochastic Optimization (Kingma & Ba, 2014).

11The adam may not always be faster.
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Activation Functions

The activation of the output layer is a softmax activation function, due to the classification problem
framing. The softmax has a useful property, as the decision weights in the output vector sum to
one, and the individual weights can thereby be interpreted as the probability of a given outcome.
The output layer is fitted with the softmax activation function, which normalizes the outputs, so
the sum of the weighted coefficients are converted to numbers in the interval ∈ [0, 1], that sum to
1. These coefficients can be interpreted as probabilities of belonging to a given class (Witten et al.,
2016). The softmax is applied through expression 6.2.20, and exemplified by a simple output layer
with two neurons and an input vector containing [4, 3, 2]:

softmax =
ei∑K
j=1 e

j
(6.2.20)

input =


4

3

2

⇒ probabilities = ~p(t) =


e4

e4+e3+e2

e3

e4+e3+e2

e2

e4+e3+e2

 =


0.665

0.244

0.090

 , where

n∑
i=1

~p(t) = 1 (6.2.21)

where ezis the exponential function that is applied to each element zi in the input vector z consist-
ing of K real numbers, and normalized by dividing by the sum of all exponentials (Witten et al.,
2016). In the above example, the fictional neural network hidden layers output the values [4, 3, 2]
which are converted to the probabilities [0.665, 0.244, 0.09] by the softmax function. In the case of
binary classification, the softmax activation function acts as a sigmoid function.

Regardless of optimization algorithm selection, neural networks are prone to vanishing gradients in
the back propagation process (Witten et al., 2016). This occurs when the backpropagation of er-
rors becomes infinitesimally small, and the network thereby fails to further converge to a minimum
(Kinley & Kukiela, 2020). The vanishing gradient problem in back propagation can be partially
solved through implementing a Rectified Linear Unit (ReLU) activation function. The ReLU is
quite simply acts as a linear function if the returned value is above a certain threshold. If not, zero
is returned. Formalized, it is expressed as: ReLU(x) = max{x, 0}. Due to these properties the
ReLU is implemented as the activation function in the hidden layers. The flow of a single node is
exemplified in figure 6.2.7.
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Figure 6.2.7: The signal flow of a single node

Equation 6.2.22 shows the calculation of a single iteration of a single neuron of the hidden layers.
The network can adjust the bias, w0, or the weights, wi, to minimize the selected logloss function.
The adjustments are calculated by approximating the optimal gradient descent through the adam
optimizer.

node = max{w0 + Σwji ∗ xi, 0} (6.2.22)

The activation functions described in this section are shown below in figure. 6.2.8.

Figure 6.2.8: Visualization of activation functions

The final structure of the neural network implemented contains two dense layers containing 256
and 128 nodes, respectively. The final structure of the network is determined by a trial-and-error
process. A softmax activation function is used in the output layer, while ReLU activation functions
are implemented in the hidden layers. The input layer consists of one node for each feature of the
data set, totalling 78, as shown in table 3.0.4.
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Figure 6.2.9: Visualisation of the final ANN structure

Ensemble predictor

The models in this analysis have been chosen as they are rather diverse in terms of complexity and
interpretability. Furthermore, the models have different statistical foundations and are expected to
be exposed to different types of errors. An ensemble of the models is also trained using soft-voting,
i.e. an average of the 5 models’ positive prediction probabilities. Studies on ensemble methods like
(Géron, 2019), highlight that the expectation of combining models into an ensemble will improve
accuracy as long as the predictors are diverse and thus exposed to different types of errors. The
soft voting is formalized in equation 6.2.23 below:

ŷ = argmax
1

n

n∑
i=1

pi (6.2.23)

where n is the amount of voters, and pi is the probability of a positive outcome of model i. All
models are weighted only by the certainty of the predictions, but not by the merit of their indi-
vidual performance. A weighted soft ensemble voting mechanism is also implemented, in which
the models are assigned merit based on their out-of-sample predictive performance. In line with
the findings of (Géron, 2019), this should lead to an ensemble, where the best performing model
drives the prediction, but is only marginally corrected by the rest of the ensemble. Formalized, the
performance-adjusted ensemble model is implemented by adding a weight term for each prediction.

ŷ = argmax
1

n

n∑
i=1

piwi, where

n∑
i=1

wi = 1 (6.2.24)

Based on the established framework each weight, wi, is determined to be the normalized score of
the out-of-sample F2-score. Through this method, better performing models have a higher vote
importance than lesser-performing models.
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6.3 Preliminary findings

The collective results of the models presented in this chapter are summarized in table 6.3.1. As is
evident, the xgboost model is the best-performing model. It produces significantly better results
than the more complex ANN and the baseline Cox- and logistic regressions. This conclusion is
based on the out-of-sample F2 score, although the model also produces higher precision and recall
rates. This finding indicates that the data set contains non-linearity, which cannot be modelled with
linear models, the reliance upon which may lead a practitioner to arrive at incomplete conclusions.

LR DT RF XGB ANN Ensemble Cox

Actuals 0 1 0 1 0 1 0 1 0 1 0 1 0 1

1 25 63 51 37 19 69 16 72 25 60 25 63 29 59
0 70 419 408 81 241 248 257 232 289 203 227 262 271 218

Table 6.3.1: The performance of performed classification models

Based on the confusion matrices above, it becomes evident that the tree-based ensemble models
perform best in modelling this problem. The logistic regression and decision tree both perform
poorly, as both models have a clear tendency to place all classifications into one category.

The findings are further supported by the performance metrics in table 6.3.2, where the xgboost
achieves the highest F2 score. As the F2 score is higher than the baseline Cox regression, the
premise of research question 2 is accepted. The model can pick out patients who will contract
arrhythmia within a 5-year period with 81.2% accuracy, although the precision rate remains some-
what problematic as only 23.7% of positive predictions are correct. Based on this fact, it is natural
to use the model in a quality assurance capacity, where it can be used to split the patient cohort
into two groups with distinct risk profiles.

LR DT RF XGB ANN Ensemble Cox

Recall 0.716 0.420 0.784 0.818 0.706 0.716 0.670
Precision 0.131 0.314 0.218 0.237 0.228 0.194 0.213
Accuracy 0.231 0.771 0.537 0.570 0.605 0.503 0.572
F2 score 0.111 0.180 0.171 0.184 0.172 0.153 0.162

Table 6.3.2: Out-of-sample classification performance metrics

From table 6.3.2 is it evident that the models have been configured to favour the recall rate by
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using the F2-score as the objective function. This can however be remedied by adjusting the
critical probability threshold needed for a positive prediction. Using the precision-recall curve, is
can be seen that several model configurations are possible, that to different extents favour either
the PPV or recall rates. The xgboost can thereby be configured to increase its precision at the cost
of recall and vice versa.

Figure 6.3.1: Precision-Recall curve for relevant models.

The models perform similarly to the results provided in table 6.3.2, as documented by the precision-
recall relationship shown in figure 6.3.1. By adjusting the inherent probabilities, the model can
be tweaked to any point on its precision-recall line. With the best model established, it is of
paramount importance to digest the findings and provide concrete predictions. In chapter 7, the
xgboost model is disassembled in order to derive actionable insights for the medical professionals at
Rigshospitalet. Before diving into interpretable machine learning, a section on possible explanations
of model performances is presented. The poor performance of the logistic and Cox regressions was
expected due to their linearity assumption. This finding supports the claim that the prediction of
heart arrhythmia contains a considerable amount of non-linearity. Much in line with theory, the
random forest performed somewhat similarly to the xgboost, and both outperformed the decision
tree. If one were to accept the proposition of non-linearity, it becomes apparent that the models
should perform well due to their ability to capture the inconsistent effect of input features. The most
surprising finding is the underperformance of the neural network, which also has the theoretical
capability of modelling non-linear relationships.
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Possible explanations for the lack of ANN convergence

There are many reasons why the ANN performed inadequately compared to the tree ensemble
models, despite the former being a more complex algorithm. The most probable causes of this
underperformance are covered in this section. First off, the structure of the neural network could
be an issue. As the network can theoretically fit any function as per the universal approximation
theorem (Csáji, 2011), the amount of dense hidden layers and amount of nodes are not the problem.
A main suspicion is that the model overly relies on known data points, rather than ignoring noisy
points, thus damaging its ability to generalize. This plays well into the conclusions of the clustering
section, in which is was concluded that there is a non-negligible risk of noise in the data set. This
could be alleviated by implementing dropout layers in the network structure (Kinley & Kukiela,
2020). Due to technical limitations of the DST platform, the network was unable to be fitted with
dropout layers. Dropout layers in neural networks remove connections at random, which across
many iterations simulates a much larger network. Concretely, the dropout layer works by randomly
disabling neurons at a given rate during every forward pass in the network. This should force the
network to learn to predict with only a subset section of neurons, which should limit the reliance on
specific neurons (Srivastava, Hinton, Krizhevsky, Sutskever, & Salakhutdinov, 2014). A side effect
is that dead neurons may be reactivated. Dropout layers thus alleviate the problem of noise in the
data set in the data, as it forces the cooperation of a large amount of neurons, which in turn allows
the network to model more complex functions.

Apart from dropout layers, a revision of the regularization techniques used could also improve
out-of-sample performance (Ismoilov & Jang, 2018). An analysis of the test and training error
rates determined that the in-sample performance of the model is significantly better than the out-
of-sample performance, which indicates that the model does not generalize well. The overfitting of
the neural network indicates that learned features in the training process are not representative of
the underlying function that the network is trained against. The large amount of binary variables
in the data set with highly uneven distributions may be the root cause of this, forcing the network
to generalize edge cases, rather that disregarding them as outliers (Goodfellow, 2016).

L1 and L2 regularization are common techniques used to reduce generalization errors and avoid
overfitting. L1 and L2 are used to calculate a penalty which is added to the loss function of the
network. Specifically, they penalize large weights and biases, thus penalizing over-reliance on single
features or nodes. Large weights and biases might indicate that the network is trying to memorize
a data element, rather than representing its characteristics. Generally, it is preferred to have many
neurons contribute to a given prediction rather than a few. L1 and L2 regularization penalties are
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optimized by an impact factor, λ. L1’s regularization is the sum of the weights and biases:

L1w = λ
∑
m

|wm|, L1b = λ
∑
n

|bn| (6.3.1)

where m is an arbitrary iterator over the weights of the model, n is an iterator of the biases, while
wm is a given weight and wb a given bias. The L1 loss is therefore linearly related to the value of
biases and weights. L2 on the other hand is the squared sum of weight and biases. This relation
means that weights and biases are penalized exponentially, and more extreme values are to a larger
extent decentivized using L2 regularization.

L2w = λ
∑
m

|w2
m|, L2b = λ

∑
n

|b2n| (6.3.2)

From equation 6.3.3 and the relations of equations 6.3.1 and 6.3.2, it is clear that the loss function
can be manipulated significantly by changing λ.

Loss = DataLoss+ L1w + L1b + L2w + L1b (6.3.3)

While both L1 and L2 regularization are already implemented in the network, the network could
be improved by tweaking the importance distribution of the two. The idea is that the noisy data
set causes large weights, and hence the L2 regularization should take precedent rather than the L1
regularization. This could be done by implementing separate λ values, or refactor equation 6.3.3 to
be a non-equal weighted average of the L1 and L2 parameters.

With that said, all the models implemented in this section seem to be suffering from overfitting
issues, which may in turn be attributed to the complexity of the problem, rather than the indi-
vidual model configuration. If one were to accept this as the root cause, the solution is not found
in computational optimization, but rather in more thorough data gathering, larger data sets and
increased quality assurance in the existing databases.
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7 Decomposing black box models with model-agnostic

methods

While the classification section showed that the xgboost model performs best in arrhythmia pre-
diction, even outperforming the baseline Cox regression and neural network, the main issue of the
xgboost is the black box nature of the model. For medical professionals to embrace the findings,
they must be able to manually decompose the classification prediction (Varghese, 2020). The prob-
lem is that a single metric, such as classification accuracy or F2 score, is an incomplete description of
the real-world problem at hand. In a traditional sense, the trade-off is that model specific interpre-
tation exists in simpler models, such as decision trees and linear models, while model interpretation
becomes difficult in more complex model types (Doshi-Velez & Kim, 2017). In this chapter, an at-
tempt to bridge the gap between black box models and model interpretability is suggested. Firstly,
the concept of model interpretability is defined using the theoretical framework of chapter 1 as a
starting point. Based on the current best practices, a feature evaluation is implemented to dissect
the importance of individual features in the xgboost model, which are compared to the statistically
significant features of the Cox regression.

According to Molnar (2019), the scope of interpretability can be subset into three distinct ar-
eas. Firstly, there is a need for algorithmic transparency. This has been mapped in the previous
chapters and mathematically described in detail. Secondly, a model should be evaluated by its
global explainability. This means that a model should be able to be digested on a holistic level,
and produce estimates of the average effect of a feature. Lastly, a model should be evaluated by
its local explainability, whereby a given prediction must be able to be decomposed to its compo-
nent features and effects thereof. Following this definition, the Cox regression model is perfectly
explainable, while the xgboost is not.

To overcome the black box nature of the xgboost, a model-agnostic interpretation method is applied
to the model. This method is used to estimate the global and local effects of features. Following the
research of Goodfellow (2016), two widely accepted implementations of black box model-agnostic
interpretation methods are defined, LIME and SHAP. Common for these approaches is that the
explanation of a model is a model itself (Molnar, 2019). Local interpretable model-agnostic ex-
planations (LIME) is a local surrogate model, which creates a local model around each prediction
to estimate partial effects of features, by iteratively and conditionally skewing the values of each
feature. This difference in prediction output is considered the local effect of that feature (Ribeiro et
al., 2016). The SHapley Additive exPlainations (SHAP) framework is based on the Shapley values
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as coined by Shapley (1953), which a mehod of valuing individual contribution in cooperative game
theory. Shapley values are a way of assigning an individual contribution score to each individual
player, based on the total output score (Lundberg & Lee, 2017).

As LIME creates a surrogate model locally around each instance, it is thereby inherently local.
SHAP values are also local, as they decompose the final prediction of the model in entirety ac-
counting for the contribution of each attribute (Molnar, 2019). In contrast, the SHAP values can
be additively summarized, thus creating a global representation of the feature importances. This
is why the model is described as consistent, as the values add up to the actual prediction of the
true model (Lundberg & Lee, 2017). The LIME estimator in not consistent (Ribeiro et al., 2016).
In alignment with the interpretability criteria of Molnar (2019), the SHAP model provides better
overall explainability, as it allows models to operate on all three interpretability levels. Concur-
rently, the SHAP framework is the predominantly used in the literature (Weerts, 2019). On this
basis, the xgboost is evaluated by the SHAP values in this chapter.

7.1 SHAP values for model explainability

Game theory presents an opportunity to estimate the partial effect of each feature for a given
patient. Game theory is a theoretical framework for systematizing strategic situations between
competing or cooperating players. Shapley values are originally a solution to the following prob-
lem; two or more players cooperate and achieve a collective gain from their cooperation, but both
have the option of whether or not to contribute. The players are, however, not identical, and their
respective importance and contribution is heterogeneous. Cooperation does yet remain beneficial,
as it produces a higher benefit than the sum of individual actions12. Shapley values solve the prob-
lem of distributing the generated surplus among the players, based on the marginal added benefit
of contribution as opposed to non-contribution.

The mathematical approach relies heavily on set theory, but can be conceptualized quite clearly in
a two person game. Suppose a cooperative game of two players, 1 and 2, each with two options. In
this game the value of player 1 alone is v({1}) = 10 and the value of player 2 alone is v({1}) = 12,
although their collective value is larger than the parts that form it, with v({1, 2}) = 23. So to
whom should the extra "synergy" value be attributed? If player one arrives first, the marginal
contribution of player two is v({2}) = v({1, 2})−v({1}) = 13, while the inverse is true if player two
arrives first v({2}) = v({1, 2})− v({1}) = 11. The Shapley values, φ is the average of each option

12This is commonly referred to a "synergy"
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from each player, or:

v({1}) =
11 + 10

2
= 10.5 , v({2}) =

13 + 12

2
= 12.5→ φ1,2 =

[
10.5

12.5

]
(7.1.1)

By implementing the Shapley values, player 2, who is overall more productive, is assigned a higher
value importance, despite the conditional nature of the total output of the game. In machine
learning model interpretation, each feature represents a player, and each instance vector represents
a game. Where in game theory, each player can choose how to act, in the case of the model described
before, the patient characteristics are not chosen, but rather inherent. Thereby Shapley values are
estimated by iteratively removing a feature and including it again, until an estimate of the true
contribution is calculated. Equation 7.1.1 could also be represented in payoff matrix 7.1.1.

Player 2

contribution no contribution

Player 1
contribution 23 10

no contribution 12 0

Table 7.1.1: Payoff matrix in cooperative game theory. Numbers represent the total payoff.

In the case of this data set, however, there are 78 features and 2,309 instances, causing the com-
binatorics of the question to render manual calculation impossible. A more generalized expression
can be formed by defining the Shapley contribution of a given feature i in model φ to be trained
on all feature subsets S ⊆ N , where N is the set containing all features. For each set, S, the value
of the set excluding feature i is calculated through v(S ∪ {i}), and the value of the set including
feature i is calculated v(S). The difference of these values, v(S ∪ {i})− v(S), is the Shapley value
(importance) of feature i in set S. This is done for each preceding subset S ⊆ N \{i}, meaning that
the Shapley value is a weighted average of all differences across subsets. Generalizing the equation
above the formalization is the following (Lundberg & Lee, 2017):

φi(v) =
∑

S⊆N\{i}

|S|!(N − |S| − 1)!

N !
(v(S ∪ {i})− v(S)) (7.1.2)

The SHAP estimations are derived from the Shapley process. In essence, the SHAP values are a
composite term of the Shapley values on a global level, while Shapley values are inherently local.
SHAP values are implemented by including a coalition vector z ∈ {0, 1}, which iteratively excludes
feature j by assigning a value of either 1 or 0. Hence, the global representation of the SHAP values
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can be represented by the following term:

g(z) = θ0 +

M∑
j=1

φjzj (7.1.3)

where g is the model for explanation, z ∈ {0, 1} is the coalition vector, N is the maximum coali-
tion size, and φj is the Shapley values for a feature j (Molnar, 2019). In simpler terms, equation
7.1.3 simply linearly adds the total partial effect of the contribution of a given feature. The global
representation of SHAP values is therefore a multiplied term of the values of a given feature and
its contribution, much like a linear regression.

Unlike in the linear regression family, SHAP values are not constant across predictions, and are
instance dependent. This contrasts the "all else equal" philosophy of traditional econometrics. The
implication is that the directionality of a feature cannot be inferred on a global level on the basis of
SHAP values, but rather the overall importance can be implied. On a local level, the SHAP can be
applied to examine predictions, but they are however non-linear and conditional on other features
in their effect on model output.

According to Lin (2018), model agnostic methods must satisfy three conditions to be comprehen-
sively explainable to humans; local accuracy, consistency and missingness. Local accuracy stipulates
that the sum of the model coefficients sum to the given prediction. Consistency requires that the
increase of a given feature will not lead to a decrease in the feature’s importance. Missingness
ensures that missing input features have no impact on the model. According to Lundberg and
Lee (2017), the SHAP method is the only locally accurate and consistent method that satisfies the
missingness condition.

7.2 Dissecting the xgboost model

A benefit of using tree-based ensemble models, such as the xgboost, is that estimates of the most
important features can be obtained by examining the branches and nodes generated in the opti-
mal model configuration (Cenggoro et al., 2019). To establish an interpretation framework for the
xgboost model, two main elements are considered. Firstly, feature importances are implemented
to provide insight as to which features are used most frequently in the classification process, and
to which extent they are responsible for decrease in gini impurity. This is implemented by analyz-
ing the model configuration of the optimal xgboost implementation. Secondly, a SHAP evaluation
framework is used to derive the directionality of feature impacts, as described in section 7.1.
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Figure 7.2.1: Most important features regarding frequency and coverage contribution.

As tree models are inherently conditional, the interpretation of these cannot by conducted from
an "all else equal" perspective, such as in linear models. Rather compound feature importance
scores are calculated. Based on research by Vidovic, Görnitz, Müller, and Kloft (2016), the feature
importances of tree ensemble models are subset into frequency, coverage and gain importance scores.

Frequency is a ratio representing the number of times a predictor appears in a tree of the en-
semble model. Frequency is a simpler metric than gain, and can be viewed as an unweighted
implementation of gain. A higher frequency ratio shows that the feature is used more often in
splits. A frequency importance of 0.1 implies that a given feature is used in 10% of classification
trees.

Coverage is defined as the number of samples affected by a split. A metric that has a high
coverage rate, but a lower gain importance is likely used to a higher extent in fine-tuning the pre-
dictions in a given scenario, and a high coverage rate can thus be viewed as a indicator of a feature
with a highly conditional effect.

Figure 7.2.1 indicates that both baseline characteristics, such as age and BMI, as well as procedural
characteristics, such as TNT max and duration of procedure, play a role in the determination of
post-PCI arrhythmia development. This is somewhat different from the findings of the Cox regres-
sion, which placed a greater emphasis on procedural characteristics, such as number of stents or
Killip category13, rather than baseline characteristics.

13The Killip category is a measure of individuals with an acute myocardial infarction (heart attack). The measure
accounts for physical examination and the development of heart failure in order evaluate the risk of mortality.
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Gain feature importance is the average gain of the splits that utilize a given predictor. It is there-
fore a metric of the overall decrease in gini as a function of each individual feature. Concretely, the
gain is the average increase in node similarity from the root node. Referring to equation 6.2.8, the
gain is calculated as an extension of the loss function optimization from equation 6.2.11.

G =
1

2
[

G2
L

HL + λ
+

G2
R

HR + λ
− (GL +GR)2

HR +HL + λ
]− γ (7.2.1)

where G2
L

HL+λ is the left side gini impurity and G2
R

HR+λ the right side impurity, while (GL+GR)2

HR+HL+λ is the
root impurity. The gain feature importance is hence merely a composite term for the decrease in
gini following the split. γ is a tree pruning threshold. If Gain − γ < 0, the branch is removed,
and therefore not considered. Gain is therefore a term denoting the decrease in model impurity by
using a given feature to split the data. A higher gain value indicates a more important feature.

Figure 7.2.2: Most important features ranked by gain contribution

The gain is the most relevant attribute to interpret when determining the relative importance of
each feature (Cenggoro et al., 2019). Furthermore, it is important to note that binary variables
have a much lower amount of possible values compared to continuous predictors, and as such they
can only be used once in each classification tree branch. Therefore they are likely to rank lower
in the frequency importance metrics, while continuous predictors tend to rank higher. The gain
feature importance accounts for this by weighting each split by its associated gini decrease.

From the gain plot it becomes obvious that age and intervention are the most important features
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in determining future arrhythmia. The gain plot is somewhat in alignment with the parametric
findings in the Cox regression, although there are significant differences, much of which are similar
to those found in the frequency and coverage plots.

SHAP summary plot

The SHAP summary plot displays the average SHAP value effect of a feature across all predictions.
The y-axis indicates the feature ranked in the order of importance based on mean absolute SHAP
value, which is displayed to the right of the feature name. The SHAP contribution value is shown
on the x-axis. The colour shading shows the value of the feature for each instance. Binary features
will only take two shades, while continuous features are coloured gradiently to contain the entire
spectrum. Each point represents an instance of the original data set. Values are ordered by the
sum of the individual absolute SHAP contributions of the individual predictions, f =

∑n
i=1 |φ

(i)
k |,

where f is a given feature, φk is the SHAP value of feature f and n the number of instances.

Figure 7.2.3: SHAP summary of top 10 important features.

From figure 7.2.3 it becomes evident that extreme observations of age have a somewhat linear
impact on the SHAP contribution, where younger patients are less likely to develop arrhythmia
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over a 5-year period. The plot becomes less interpretable, when analyzing the type of intervention
or the creatinin levels of a patient. The mixed colouring indicates that instances in which features
assume equal values produce different SHAP outcomes. This is indicative of conditional or non-
linear effects. This stands in contrast to the findings of the Cox regression, in which intervention
was statistically significant and had a constant positive hazard ratio. The implications of SHAP
values can be further analyzed by inspecting the associated partial dependence plots.

Partial dependence plots

A dependence plot is a scatter plot that shows the effect a single feature has on the predictions made
by the model. The y-axis represents the SHAP contribution, or in this case the percentage point
risk increase of contracting arrhythmia, of a given value. As the xgboost is a non-linear model, the
same numeric input can have varying contribution to the model output. The x-axis represents the
change of the feature values while each point is an instance of the data set. The red line is the
average SHAP contribution of all points for a given value of the x-axis.
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Figure 7.2.4: Partial dependence plots of selected top features

Interestingly, it seems that there are small subsections in the relative risk for each of these variables,
that are not picked up by the Cox regression. Whereas the time from symptom to PCI is linear
in the Cox regression, it has a step-based effect in the xgboost model. If a patient arrives quickly
at the hospital, there is a lower risk of contracting arrhythmia, although the effect peters out after
180 minutes. It is unsurprising that a quick medical response to an acute problem increases the
probability of post-event well-being, and this is well-documented. The noteworthy finding is that
the risk function ceases to increase after approximately 180 minutes, indicating that the first three
hours are crucial for the future outcome of a patient.

A similar implication is found when inspecting the effect of BMI. A lower BMI is linked to a
better chance of post-PCI health in general, although there is a segment of heightened risk for peo-
ple with a BMI between 25 and 28. These patients are worse off than patients with a BMI below
25 or above 28. Rather than a linear effect as found in the Cox regression, it appears that patients
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should be grouped into "healthy BMI" and "unhealthy BMI" segments. Furthermore, there exists
a segment of people who have an increased risk profile with creatinine levels around 6.3614 and as
well for patients with very low creatinine levels.

While these findings stand out on their own, they also have deeper implications. The SHAP
framework has demonstrated how heuristics in the data preparation phase of an analysis can shape
the possible future findings. For a paper parallel to this thesis, researchers at Rigshospitalet split
the BMI category into ≥ 25 and < 25 bins. The partial dependence plot has shown this catego-
rization to be wrong. In this manner, the partial dependence plots based on the SHAP values can
assist in limiting heuristics in the research design phase. It should however be noted that creatinine
is linked to liver performance, and it is likely that the metric reflects overall health, rather than a
direct influence on heart diseases.

7.3 Summing up model-agnostic approaches

Based on the feature importance plots in section 7.2, it is evident that both medical and personal
characteristics play a role in the determination of post-PCI arrhythmia occurrence. Especially the
age of a patient and TNT features are strong determinants of future heart arrhythmia. The global
SHAP values support this conclusion, where both features rank highly, see figure 7.2.3. The SHAP
dependence plots further support this claim, although they introduce caveats, as the effect of a
change in a given feature can be non-constant, and there are conditional risk-cases to consider.

Thereby, the assumption of linearity in the coefficients of the Cox and logistic regression mod-
els is violated, thus creating a shortcoming when modelling complex functions using complex data,
as theorized in chapter 1. The linearity assumption becomes especially problematic when dealing
with noisy data, which is the case here, as was shown in the exploratory data analysis tables 3.1.1
and 3.1.2. The statistical status quo of using Cox regressions and hazard ratios provide a very
transparent evaluation framework for investigating potential causal relationships in study cohorts,
although as shown in sections 7.2 and 7.1, a practitioner will not be equipped with the full picture
when making decisions, should these decisions rest upon linear regression models. This becomes
obvious when comparing the models’ performance based on out-of-sample predictive power, as
shown in chapter 6. The issue at hand for econometricians is that models that discard the linearity
assumption tend to be non-interpretable. Implementing machine learning models supported by
model-agnostic methods can alleviate this shortcoming, and provide an improved framework for
establishing conditional probabilities of risk, while maintaining much of the transparency of the

14The log is reversed: exp(1.85) = 6.36
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linear regression models.

As shown in the partial dependence plots, the linear effects of traditional models do not cap-
ture the full picture, as the effect of the feature do not conform to a "more is more" pattern. This
is especially evident when looking at the BMI plot, which, very intuitively, indicates that both a
very high and very low BMI has a negative impact. As the SHAP values, along with the underlying
models, are not subservient to linearity assumptions, it allows for non-constant features, which re-
veal more about the underlying function than could be extrapolated using traditional statistics. It
should be noted that this effect is present in many features and BMI merely serves as a microcosmic
representation of the phenomenon.

The proposition of conditional risks can be further exemplified by inspecting an individual pre-
diction as exemplified in figure 7.3.1. The figure is based on a fictional patient with a "healthy"
BMI of 30, which is increased to an "unhealthy" BMI of 35. These intervals are based on the
findings of the SHAP partial dependence plots in figure 7.2.4.

Figure 7.3.1: Depiction of conditional outputs. The patient above is randomly generated, and
does not exist. The change in total probability is -0.082, while the change in the BMI coefficient is
0.02.

The total effect of a 5 point increase in BMI has a large influence on the overall prediction, where
this patient receives an 8.2 percentage point decrease in risk. This is in contrast to the BMI in
isolation, which has a 2.0 percentage point increase associated with the value change from 30 to 35.
In summation; while the individual contribution of the BMI increase is negative, the total model
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actually assigns the patient a better overall outcome probability. The SHAP framework provides
transparency in the predictions made by black-box models, which enables professionals to interpret
the conclusions drawn by the model on a local and global level.

Through the SHAP model agnostic method and the feature importance plots, the most important
findings are determined to be age, the type of intervention, eGFR, gender and the TNT variables.
This is somewhat surprising, as these findings are not in line with the Cox regression of table 4.2.1,
which determined that the count of stents and lesions were highly significant. Furthermore, the
Cox regression determined the time from symptom to PCI feature to be statistically insignificant,
while it is among the most important features of the xgboost. Furthermore, the Killip category
is unimportant as evaluated by the xgboost, despite a very high confidence of significance by the
Cox regression. This discrepancy further emphasizes the point of non-linearity in the data set, and
highlights the drawback of uncritically relying on the linear models of traditional econometrics. In
the next chapter a discussion of the optimal implementation of these types of models in a strategic
sense is initiated.
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8 Final Conclusions and implications of findings

In this thesis, the practical business problem of heart arrhythmia prediction was considered, while
maintaining awareness of the limitations of black box machine learning models. As such, the aim
of this thesis was to merge the approaches used in machine learning with the hypothesis-driven
approaches of econometric medicine.

8.1 Conclusions on research question

Based on the findings of chapter 5, the proposition of sub-question 1 is rejected. Based on the
homogeneity metric and the V-measure, it is not possible to segment the patient cohort into homo-
geneous groupings. In extension hereof, the practical applications of the clusters are very limited.
The clusters do not appear to be mutually heterogeneous as they have little correlation to the out-
come case of arrhythmia. As such, they are ineffective at subsetting patients into groupings with
distinct risk profiles, and so, regardless of algorithmic performance, the lack of practical applica-
tions render the method irrelevant in regard to the practical problem at hand. This conclusion is
supported by the lack of statistical significance of the clusters in the supervised machine learning
section as determined in chapter 7.

The proposition of sub-question 2 is however accepted based on the performance of the tree-based
ensemble models relative to the baseline Cox regression, as found in chapter 6. This conclusion rests
on the out-of-sample predictive power, in which the Cox regression produced lower performances
compared to most of the other models, with an out-of-sample recall of 67.0%, PPV of 21.3% and an
F2 score of 0.162. While the model captures a large proportion of true cases, it has a inconsequen-
tial propensity to falsely classify patients as positive. The xgboost produced a better performance
with an out-of-sample recall of 81.8%, PPV of 23.7% and an F2 score of 0.184. The overall premise
of the main research question is accepted, due to acceptance of sub-question 2.

8.2 Academic implications of findings

The main finding from an academic perspective is the discussion of machine learning and econo-
metrics, where the two fields represent distinct schools of thought in the literature. While the main
roadblock historically to the wider implementation of machine learning models has been the lack
of transparency, the SHAP framework of chapter 7 removes this concern in concurrence with the
criteria of interpretability (Molnar, 2019). As such, the xgboost model has the same level of explain-
ability as the Cox regression, if not more, due to its inclusion of conditional covariates. Therefore,
machine learning should be viewed as a complementing classification technique in econometrics,
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allowing for an apples-to-apples comparison of econometric and machine learning approaches.

The adjustment to a new, machine learning-based paradigm of statistical thinking can thereby
lead to an increased understanding of complex real-world phenomena. This claim is supported by
comparing the findings of chapters 4 and 7; The xgboost model does not concur with the linear
models that form the scientific status quo. As determined in chapter 7, the features that achieve the
highest gain or SHAP importance are not those that are statistically significant in the Cox regres-
sion. This indicates that linear models, such as the Cox proportional hazards model, Kaplan-Meier
estimator and logistic regression, may deceive their users due to their linear covariates assumption.
This caveat especially becomes problematic, given that these models are trusted and considered
best practice in the day-to-day operations within econometric medicine.

As discussed in chapter 1, machine learning presents itself a solution to modelling complex data,
in which the violation of data distribution assumptions is unavoidable. The inclusion of machine
learning in the standard tool box of econometrics would thereby allow researchers to model com-
plex, as well as simple, functions. In this regard, machine learning and econometric approaches
should not be seen as mutually exclusive, but rather as specialized tools for different tasks within
the same field.

8.3 Business implications of findings

Based on the theoretical framework of chapter 1, the business applications of the findings for
the cardiovascular department of Rigshospitalet are presented and discussed in a research and
operational capacity.

Interpretable machine learning in a research capacity

As shown in chapter 7, the findings of the xgboost and SHAP models differ from those found in
the Cox regression. A possible explanation for this divergence could be the different approaches to
science utilized, as discussed in chapter 2. In the critical rationalist-inspired econometric approach
predominantly used in econometric medicine, an investigation is shaped before any meaningful
results are produced, potentially causing a bias in the possible outcomes hereof. Although, while
machine learning models can outperform the status quo Cox regression, they cannot replace domain
expertise. Hence, machine learning models are not fix-all assets that work in isolation, but should
rather be deployed in tandem with professional expertise. Take, for instance, the aforementioned
relation regarding liver function features. According to Rigshospitalet, the most logical sequence of
explanations is that people with eGFR or higher levels of creatinin are more susceptible to diseases
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in general, and that these factors are a proxy of general health, rather than directly influencing
the contraction of arrhythmia. Thus, solely relying on statistical models can lead a researcher to
erroneous and presumptuous conclusions. Due to the good performance of the machine learning
models, but also the possible irrelevance of the attributing features, the natural conclusion is that
the neo-positivist approach of machine learning is applicable in hypothesis-driven fields such as
medicine, but most likely in a supportive or hypothesis-generating capacity.

Despite the shortcoming mentioned above, the ensemble models outperform the linear models in
this case. The underperformance of the logistic regression highlights the issue at hand; The inability
of the model to produce correct out-of-sample predictions shows that the model does not generalize,
which is indicative of strong non-linearity in the underlying data pattern. The estimated in-sample
covariates must then be incorrect as they do not generalize either, which implies that the reliance
upon these will lead to the inference of incorrect causal relationships. This is especially relevant
due to the heterogeneity of the underlying patient characteristics, where many of the comborbities
are present in less than 10% of cases. While econometricians may raise the point that the gener-
alization issue may be solved by adding more data, this does not address the issue of conditional
covariates. In linear models, conditional covariates are implemented through interaction terms,
although the combinatorics render this approach impractical, as the total number of interactions is
74! = 3.307e113. Therefore the adoption of non-linear models may help researchers understand the
problem of arrhythmia prediction better than by using traditional inferential statistics.

While the conclusions presented in this thesis advocate the used of machine learning techniques,
the point of this thesis is not to implement advanced approaches to every conceivable problem.
Quite on the contrary, it is advisable to use the simplest possible model whenever possible. The
ease of implementation and interpretation of the classic linear models will forever remain a lure
for researchers, but in this case the application of linear statistical models is improper, and should
be avoided. This is likely due to the messiness of the underlying data, as well as the complexity
of the underlying function. Furthermore, as shown in the summary table 10.2.1 and the classifi-
cation results 6.3.1, there is a high probability of outliers that should be disregarded in statistical
procedures to avoid over- and underfitting models.

Interpretable machine learning in a operational capacity

As explained in chapter 1, recent advances in the availability of computing power and data availabil-
ity has initiated a renaissance of machine learning applications, including in medicine. Whereas the
cardiovascular department at Rigshospitalet currently does not utilize many of these approaches,

Page 77 of 98



Copenhagen Business School Master Thesis 17 May 2021

this thesis has served as a demonstration of an appropriate implementation of a machine learning
pipeline, as well as highlighting the drawbacks of reliance on the status quo statistical procedures.
In line with the findings presented in the theoretical framework, the main hurdle to the adoption
of machine learning models is the legal and business requirements for model transparency.

Often, the missing piece for practitioners to embrace advanced statistical approaches is interpretabil-
ity, or the ability of a model to explain why it has produced a given output. Black box models are
likely to face challenges in building user trust in an operational setting, even if their performance is
shown to exceed that of humans or more interpretable approaches. Most likely, people are unwilling
to accept or trust what they cannot understand or decompose, and rightly so in machine learning,
as models do not provide its architect with a clear mapping of its internal calculations. This is
especially important to address in medicine, where stakes are much higher and lives may literally
be on the line. If the clinical decisions and diagnoses from these models cannot be interpreted, they
will likely not receive organisational traction. Through the model-agnostic frameworks shown in
chapter 7, the interpretation of model becomes parametric-like in nature, thus approximating the
degree of interpretability found today in econometrics.

Despite the performance improvement provided by the non-linear models, the models of this thesis
still suffer from the "boy who cried wolf"-syndrome. Whereas most patients who eventually de-
velop arrhythmia are caught in the run-up by the xgboost, the PPV rates remain low, with only
around 1 in 4 predictions being correct. This means that the probability of the model predicting
a false positive 10 times in a row is (1 − 0.237)10 = 6.69%, which is unacceptably high, especially
given that predictions are made with a 5-year commitment. In practice this type of application is
therefore better suited in a quality assurance capacity, or as a research and educational tool aimed
at feature extraction and preliminary causal mappings that should be confirmed by more in-depth
trails. If deployed in a QA function, the model should be utilized as an "assistant doctor", that
prompts the responsible practitioner, should it disagree with the prediction made. The technology
could furthermore be used as a screening application, to assist practitioners in selecting patients
for post-procedure check-ups.

9 Final remarks and future outlook

In many contexts, it can be useful to understand why a machine learning model makes certain
predictions. In particular, explanations may provide decision support for domain experts who need
to assess the correctness of a prediction. In this thesis, the utility of interpretable machine learning

Page 78 of 98



Copenhagen Business School Master Thesis 17 May 2021

as a tool for medical professionals is considered. While interpretable machine learning is an actively
developing field, its validity in a practical, high-stakes scenario, such as arrhythmia prediction, has
however not been researched extensively. Both the operational and research applications of section
8.3 tell the same story; Machine learning’s primary application in practical, complex data problems
is as a supporting tool in a bounded rationality scenario. If deployed in a research setting, the
models can drive high-level hypotheses, while machine learning would also be suited as a screening
or quality assurance application in an operational setting.

As such, there are two main elements to this thesis that should be considered going forward.
Firstly, the application of the machine learning in fields traditionally dominated by econometrics
seems to be valid, and deserves deeper trials. This statement is supported by the performance
of the models in the classification section, particularly the out-of-sample predictions. Secondly,
machine learning applications do have merit in medical research, and the continued development
hereof is wise. While the latter of these conclusions is no surprise, this thesis has demonstrated
the dangers, pitfalls and shortcomings of not adjusting to newer approaches, as well as proposed a
framework for the future improvement and technical interactions in the cardiovascular department
of Rigshospitalet.

As such, the main argument for the validity of machine learning in econometric medicine is as
follows. Athey and Imbens (2019) points out that the models used in traditional econometrics
need updating to capitalize on newer developments in statistics and machine learning. In the su-
pervised machine learning section of chapter 6 it is determined that machine learning approaches
are more accurate than the status quo econometric approaches. According to Varghese (2020) the
main roadblock for the implementation of black box models is the inherent lack of transparency
of advanced algorithms. By implementing model-agnostic methods, such as the SHAP values of
Lundberg and Lee (2017), the black box approach fulfills the interpretability criteria of Molnar
(2019), thus lifting the roadblock to wider clinical acceptance. As the challenge of interpretability
is removed, the points and methods of this thesis should serve as a blueprint and proof-of-concept
for building a machine learning pipeline in a practical setting in econometric medicine, rather than
be used to drive practical conclusions about arrhythmia contraction specifically. In line with the
scientific validity of case studies established by Flyvbjerg (2006) and Carmines and Zeller (1979),
the validity may be generalizable to all complex data problems.

This thesis sought to explain phenomena in the natural sciences using approaches native to econo-
metrics and machine learning by using the case of heart arrhythmia as an example. Whereas this
thesis does not have a financial or economic perspective, it showcases alternative uses for statistical
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procedures that are inherent to these fields. As such, this thesis is built on the premise that the
statistical foundation for econometric research is valid, and assumes that these procedures are ap-
plicable in other scientific fields. More concretely, it is investigated if the highly hypothesis-driven
field of medicine could benefit from the neo-positivist approach of machine learning. This thesis
should therefore be regarded as an attempt to connect the core applications of econometrics with
newer approaches in machine learning in an attempt to improve operational performance in a prac-
tical research setting, and should be judged by that metric, rather than some abstract concept of
societal value.
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10 Appendices

10.1 Appendix 1 - Proof of R2 invalidity in non-linear models

The following proof is taken verbatim from a post in StackExchange.com by Ben Choi, Ph.D15.

The sums-of-squares in linear regression are special cases of the more general deviance values in
the generalised linear model. In the more general model there is a response distribution with mean
linked to a linear function of the explanatory variables (with an intercept term). The three deviance
statistics in a GLM are defined as:

Null Deviance = DTOT = 2(l̂S − l̂0),

Explained Deviance = DREG = 2(l̂p − l̂0),

Residual Deviance = DRES = 2(l̂S − l̂p)

(10.1.1)

Where lS is the maximised log-likelihood under a saturated model (one parameter per data point),
l0 is the maximised log-likelihood under a null model (intercept only), and lp is the maximised
log-likelihood under the model (intercept term and p coefficients).

These deviance statistics play a role analogous to scaled versions of the sums-of-squares in lin-
ear regression. It is easy to see that they satisfy the decomposition DTOT=DREG+DRES

, which
is analogous to the decomposition of the sums-of-squares in linear regression. In fact, in the case
where you have a normal response distribution with a linear link function you get a linear regression
model, and the deviance statistics reduce to the following:

DTOT =
1

σ2

n∑
i=1

(yi − ȳi) =
1

σ2
SSTOT ,

DREG =
1

σ2

n∑
i=1

(ŷi − ȳi) =
1

σ2
SSREG,

DRES =
1

σ2

n∑
i=1

(yi − ŷi) =
1

σ2
SSRES

(10.1.2)

Now, the coefficient of variation in a linear regression model is a goodness-of-fit statistic that
measures the proportion of the total variation in the response that is attributable to the explanatory
variables. A natural extension in the case of a GLM is to form the statistic:

R2
GLM = 1− DRES

DTOT
=
DREG

DTOT

15https://stats.stackexchange.com/questions/359906/is-r-squared-truly-an-invalid-metric-for-non

-linear-models
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It is easily seen that this statistic reduces to the coefficient of variation in the special case
of linear regression, since the scaling values cancel out. In the broader context of a GLM the
statistic has a natural interpretation that is analogous to its interpretation in linear regression: it
gives the proportion of the null deviance that is explained by the explanatory variables in the model.

Now that we have seen how the sums-of-squares in linear regression extend to the deviances in
a GLM, we can see that the regular coefficient of variation is inappropriate in the non-linear model,
since it is specific to the case of a linear model with a normally distributed error term. Nevertheless,
we can see that although the standard coefficient of variation is inappropriate, it is possible to form
an appropriate analogy using the deviance values, with an analogous interpretation. (10.1.3)
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10.2 Appendix 2 - All features

Baseline Characteristics Description

PNR Pseudo-Social security number
age Age at time of hospitalization
atrial_fib_before Count of atrial fibrillation or flutter diagnoses pre-procedure.
bradycardia_before Count of bradycardia diagnoses pre-procedure.
cardiac_arrest_before Count of cardiac arrest diagnoses pre-procedure.
myocardial_infaction_before Count of myocardial infaction diagnoses pre-procedure.
stroke_before Count of stroke diagnoses pre-procedure.
unstable_angina_before Count of unstable angina diagnoses pre-procedure.
ven_tach_before Count of ventricular tachycardia or fibrillation diagnoses pre-procedure.
heart_failure_before Count of heart failure diagnoses pre-procedure.
major_bleeding_before Count of major bleeding diagnoses pre-procedure.
last_ud The date of emigration of the patient. NA incates that the person has not emigrated.
t.0 The date of the hospitalization.
d_symptom_onset The datetime value of the onset of symptoms
d_procedure_local_anestesia_sta The datetime value of the initiation of anestesia
vital_preprocedure_puls Patient pulse preprocedure in beats per minute
vital_preprocedure_sbt systolic blood pressure
vital_preprocedure_dbt diastolic blood pressure
diagnosis_a Primary referred diagnosis of patient
diagnosis_b Secondary referred diagnosis of patient
last_ud The date of emigration of the patient. NA incates that the person has not emigrated.
dik_description Description of the procedure
comorb_smoking An indication of smoking history. Takes the following values: Never, Former, Current, Unknown.
comorb_fh_ihb Family history of ischemic heart disease. Takes values Yes, No and Unknown
comorb_dm The medication taken i relation to diabetes.
comorb_dm_type The type of diabetes. NA means no diabetes
comorb_ht
comorb_hc
comorb_stable_angina Categorical indication of angina
comorb_prior_ami Binary variable indicating if the patient has had an AMI procedure prior to hospitalization
comorb_prior_cabg Binary variable indicating if the patient has had an CABG procedure prior to hospitalization

Table 10.2.1: Baseline Characteristics of patient population
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Procedural Characteristics Description

duration_of_procedure Duration of PCI procedure
lesion_count Integer representing the count of lesions
no_stents Number of stents
preprocedure_height Height in centimetres
preprocedure_weight Weight in kilograms
preprocedure_bmi BMI calculated as weight

height2

stenosis_degree_before Degree of stenosis significance pre-procedure. Scale ranges from 0 to 100.
stenosis_degree_after Degree of stenosis significance post-procedure. Scale ranges from 0 to 100.
ventriculography_lvef
killip_class_preprocedure Kilip classification preprocedure
preprocedure_stemi_location Location of STEMI. Takes following values: Unknown, Interior, Anterior, Posterior, Grenblok
lesions_vascular_area_count Integer indicating count of affected areas.
lesion_culprit Categorical indication of the culprit lesion
lesion_type_of_vessel
lesion_lm_stenosis
lesion_timi_before Pre-procedural TIMI classification
lesion_timi_after Post-procedural TIMI classification
lesion_result_single_vessel
leson_result_overall
lesion_degree_of_revascularized
preprocedure_arrhythmia Binary variable indicating if the patient has had heart arrhythmia prior to hospitalization
preprocedure_arrhythmia_type Type of prior arrhymthia
preprocedure_arrhythmia_device Supporting device of prior arrhymthia
preprocedure_cardiogenic_shock
preprocedure_resusitated_after_ca
periprocedural_complications Binary variable indicating if there were periprocedural complications

Table 10.2.2: Procedural characteristics
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Bloodwork Characteristics Description

CHOL Cholestrol, measured in mmol/l
CK Creatin-kinase, measured in U/l
CKMB Creatin-kinase MB, measured in mikrogram/l
CREA creatinin, measured in mikromol/l
EGFR eGFR ml/min per 1.73m^2, measured in ml/min
HBA1C Hemoglobin A1C, measured in mmol/l
INR
K Kalium, measured in mmol/l
LDL Cholestrol LDL, measured in mmol/l
NA Natrium, measured in mmol/l
TNT Troponin T, measured in ng/l
TROPOI Troponin I, measured in x 10E-3/l

Table 10.2.3: Bloodwork characteristics

Medicine Description

aspirin_30 Aspirin prescribed 30 days before procedure
aspirin_365 Aspirin prescribed 365 days before procedure
ticagrelor_30 Ticagrelor prescribed 30 days before procedure
ticagrelor_365 Ticagrelor prescribed 365 days before procedure
prasugrel_30 Prasugrel prescribed 30 days before procedure
prasugrel_365 Prasugrel prescribed 365 days before procedure
clopidogrel_30 Clopidogrel prescribed 30 days before procedure
clopidogrel_365 Clopidogrel prescribed 365 days before procedure
beta-blocker_30 Beta-blocker prescribed 30 days before procedure
beta-blocker_365 Beta-blocker prescribed 365 days before procedure
a_30 Angiotensin-converting-enzyme inhibator or Angiotensin receptor blocker 30 days before procedure
a_365 Angiotensin-converting-enzyme inhibator or Angiotensin receptor blocker 365 days before procedure
statin_30 Statin prescribed 30 days before procedure
statin_365 Statin prescribed 365 days before procedure

Table 10.2.4: Medicine variables

Page 90 of 98



Copenhagen Business School Master Thesis 17 May 2021

Outcomes Description

atrial_fib_after Count of atrial fibrillation or flutter diagnoses within 5 years post-procedure.
bradycardia_after Count of bradycardia diagnoses within 5 years post-procedure.
cardiac_arrest_after Count of cardiac arrest diagnoses within 5 years post-procedure.
myocardial_infaction_after Count of myocardial infaction diagnoses within 5 years post-procedure.
stroke_after Count of stroke diagnoses within 5 years post-procedure.
unstable_angina_after Count of unstable angina diagnoses within 5 years post-procedure.
ven_tach_after Count of ventricular tachycardia or fibrillation diagnoses within 5 years post-procedure.
heart_failure_after Count of heart failure diagnoses within 5 years post-procedure.
major_bleeding_after Count of major bleeding diagnoses within 5 years post-procedure.
death_delta Indicates if the patient died within 1825 days of the procedure
DODDATO The date of death
dod_cv Indicating if the cause of death was cardiovascular

Table 10.2.5: Overview of possible outcomes

10.3 Appendix 3 - Full Cox regression summary

Variable HazardRatio CI.95 p-value

vf_before 1.20 [0.81;1.78] 0.37236
vf_peri 1.21 [0.52;2.82] 0.66082
vf_post 2.83 [0.86;9.31] 0.08726
vt_before 1.56 [0.53;4.54] 0.41708
vt_peri 0.00 [0.00;Inf] 0.98926
vt_post 1.05 [0.31;3.55] 0.94263
duration_of_procedure 1.01 [1.01;1.02] <0.001
comorb_smokingAktiv 1.25 [0.93;1.69] 0.13742
comorb_smokingAldrig 1.16 [0.87;1.53] 0.31287
comorb_fh_ihd 0.90 [0.68;1.18] 0.43828
comorb_stable_angina 0.86 [0.48;1.55] 0.62226
lesion_count 0.75 [0.58;0.96] 0.02217
no_stents1 0.74 [0.57;0.97] 0.02672
lesion_timi_before 0.97 [0.75;1.27] 0.82971
lesion_timi_after 0.80 [0.50;1.27] 0.34043
sex 1.32 [0.99;1.76] 0.05813
age 1.04 [1.03;1.05] <0.001
bmi_calc 1.03 [1.01;1.06] 0.01010
CCS_kategori 1.51 [0.58;3.92] 0.39970
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Table 10.3.1 continued from previous page
time_from_symptom_to_pci 1.00 [1.00;1.00] 0.46953
infarct_locationAnterior 1.44 [0.84;2.45] 0.18066
infarct_locationNon.anterior 0.91 [0.56;1.49] 0.71689
culprit_kategori 0.71 [0.44;1.17] 0.18258
pre_timi 0.91 [0.46;1.78] 0.77486
post_timi 1.35 [0.33;5.59] 0.67716
killip_kategori 2.39 [1.54;3.71] <0.001
intervention 1.05 [0.99;1.12] 0.10042
DM 1.18 [0.64;2.17] 0.60051
HC 0.78 [0.43;1.41] 0.40638
HT_diag 0.89 [0.63;1.25] 0.48883
chf 0.72 [0.26;1.96] 0.51825
stroke 1.64 [0.90;2.99] 0.10827
PVD 1.00 [0.53;1.87] 0.99744
CRF 0.88 [0.34;2.24] 0.78831
KOL 0.90 [0.54;1.50] 0.68636
bb 1.95 [1.34;2.85] <0.001
acearb 0.96 [0.70;1.32] 0.79650
statin 1.38 [1.00;1.90] 0.05091
anti_dm 0.52 [0.30;0.92] 0.02349
asa 1.00 [0.70;1.43] 0.98829
ak 2.18 [1.15;4.15] 0.01760
ADPi 0.00 [0.00;Inf] 0.99560
ccb 1.19 [0.83;1.70] 0.35129
antiadrenerg 0.49 [0.07;3.60] 0.48208
thiazid 1.36 [0.91;2.03] 0.13129
loop_diuretics 2.05 [1.21;3.45] 0.00734
spiron 0.74 [0.28;1.97] 0.54507
diuretics_kombi 1.08 [0.14;8.14] 0.93836
htn 0.79 [0.47;1.34] 0.38474
eGFR 0.58 [0.43;0.78] <0.001
log_crea 0.60 [0.18;1.98] 0.40615
tid_symptom_til_tnt_max 1.01 [1.00;1.02] 0.01139
p_tnt_max 1.00 [1.00;1.00] 0.09800
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Table 10.3.1 continued from previous page
AntalSignifikanteStenoser_KAG 1.12 [0.95;1.32] 0.16236
KoronarPatologi_NativeKar_udfyld 0.86 [0.68;1.09] 0.21958
revasc_grouping 1.41 [1.11;1.78] 0.00440
antalefterladtecto 0.63 [0.26;1.48] 0.28722
antalefterladtestenosertotal 0.89 [0.67;1.19] 0.43894
max_stenose 0.84 [0.72;0.99] 0.03349

Table 10.3.1: Full Cox regression summary

10.4 Appendix 4 - Interview with Youn-Hee, M.D.

The following is the transcription of a Zoom interview with Youn-Hee Lee, M.D. of the Univer-
sity of Copenhagen, lecturer in registry-based epistemological research. The interview is regarding
research methods and non-linearity in econometric medicine. The transcript is produced by auto-
mated software of the author’s contribution. Source code can be found here: https://github.com/
andreas-mar/audio-video-transcriber.

AM: . . . A bit of context; I study at CBS where we’ll actually do statistics. But this is districts
that we do is either time series based. So it would be a classical classification problems. So not
really survival analytics where where each subject can sort of leave the time period at any given
time so usually in the time series we have it would be stock so we have you know. The biased time
lengths for everything but now I’m working on a project that’s a bit more up your alley where
we’re doing survival analytics. So I like to mix machine learning models with survival analytics and
machine learning, here the issue is how do we implement for instance censoring?

YH Yes, I think that states fighting machine learning and so by would not exist. Yeah, so fi-
nally like a cross-section because usually what you could do would would be to create a neural
network or or random forest or something in any of the other million models there exists and then
you couldn’t interpret the model through for instance the lime the local surrogate values or some-
thing called the SHAP values but I’m not exactly sure that that exists per se in survival analytics
or medicine. Of course when sending to these doctors you or I at least need to be able to explain
why the model does what it does is basically just like you also wrote your email.

AM: So I’d love to hear your thoughts on how you could tackle an issue like that because what I
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really want to do is maybe go a bit beyond linear models like the Cox proportional hazards model
to see if you can implement some something that could cash in on non-linearity.

YH Okay. So you see you mentioned about the cross offender or so. Are you doing anything
cross sectional analysis at all or no? I think this would be a cross sectional analysis. Okay, so
can you explain about your data first? What’s your interest of exposure? And what’s your health
outcome? And what’s your purpose either prediction or finding risk factors, depending on your
goal your analysis will be different if you only do prediction but you know if you your ultimate
goal is just to predict numbers with. Numerous variables then you don’t need to explain why this
comes this because prediction model is pretty much based on the available data. However when
you find risk factors is a little bit different story because the risk of vectors are used to prevent
certain disease from any hazardous variables, but to because in general when you show your risk
factors that you need to explain the mechanisms of these associations. But if you do prediction
you don’t really need to explain the whole things. You just show them. This is the prediction for
certain diseases and this is the best way to do it and they wouldn’t argue with you why you use
this disease variables because anything increase your prediction then whatever it is should be fine.
And so I want to hear from you. What is your main goal in your thesis either prediction model or
risk factors? And also I want to hear from you. Is that what is your data is a register data, which
is a clinical data or is a hospital data or so. Do you have access to the the history of any Baseline
questionnaires? So what is your question? You have and so what is your outcome? So if you give
me a look at some brief introduction to your data, then our might have a better Vision.

AM: So yeah, so the data is largely register-based. So I’m working on the Denmark statistic
statistics portal server and I have ... the English translations are going to be to be a bit hard for
me here ..., but the the National Registry of patients appear in PNR and then the PNR as well in
our means it’s the one with whether or not people have immigrated and their social. Yeah, and I
also have access to the operations database. Okay database and be in the depths. And then the
diagnosis as well and then I have some clinical data to so previous comorbities and smoking, age,
height, weight and so on. Furthermore, many other factors. There are some 500 features so I can
probably can’t remember them all. I think I have have access to the relevant Registries and then I
have a bit of supporting clinical data.

YE: Okay good. So basically you have a the Baseline questionnaire is for your data and you
link this your cohort I would say the cohort is linked with the the national registers. So you com-
bine all of them so you can trace, whether they had a disease previously or you know, or they
developed any diseases afterwards. So that’s what you are what you have in your hand. So so your
what about your so what is the year of the register data that you are following up?
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AM: So all the I’m looking at the pci’s and the between the year of 2009 and 2015.

YH: So your Baseline questionnaires were collected in 2009.

AM: Yeah.

YH: So your Baseline is a 2009.

AM: Yeah, I’d say so at least at least I don’t think there’s two thousand and specifically I think
because there are not that many. I’m looking at the development of heart diseases following a
PCI operation. So I have all the PCI’s in the period 2009 to 2015 and then sort of their inherent
characteristics at the time of the PCI and surrounding the PCI.

YH: Okay, so you want to have the what kinds of risk factors when they had a PCI?
AM: Yeah, and then I will then I’d like for people they entering the baseline. So at the time of

PCI, I would like to find out who develops certain types of diseases following the PCI going forward.
Well, as long as I can go forward. So for instance who puts what risk factors influence patients that
develop ventricular tachycardia over time following a PCI. That would take would be one question.
Or who will do it as bradycardia or something like that.

YH: So your PCI is your main outcome then right? There’s a it’s PCI would be would be T
equals zero right time period 0 right, right?

AM: Yeah, and then the endpoints the endpoints are death which is split into two so cardio-
vascular deaths and other deaths and then a range of diseases. So like the ones to I just mentioned
but also a couple of others that I’ve mapped by the ICD-10 codes.

YH: With their respective dates. Okay. Yeah. Okay. Do you mind if I draw something just
yeah. Do you can you make me to share my screen?

AM: Yes.

YH: So so this is your study period here you have 2009 and this is your end of study period
2015 right and you have so this is I call Baseline here. So you have a data for clinical measure-
ments? Or individual’s characteristics? For example smoking height weight. And then did you say
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PCI?

YH: Because of this is something I’ll come is it right now? It’s when you have a stenosis in
your in one of the arteries of the heart. You can expanded via a small balloon. So it’s people who
who do not have a sufficient free for flow rate in the heart. They undergo this procedure. So it’s
a bit of that but in the longer run there might be some negative consequences of conducting this
PCI. So we’re looking at the negative constant K. So this is a kind of your Baseline population.

AM: Yes.

YH: The PCI is at time T equals zero. And then we’re looking at sort of windows the other
events happen. So we have everybody had a PCI here then you have one either died due to CBD or
any death and one might be censored here so didn’t die. So this is the kind of your data set right in
this case. This will be coded as 1 and this is 0 so your outcome. This would be death due to CBD
or did you say CBD cardiovascular? And what was that cardiovascular and on cardiovascular?
So you have a you studying two different things one is either they died due to cardiovascular or
something else. So anyway, so you code it as one if they die, so last class we have been if they don’t
die because of cardiovascular disease. It’s probably because we need to censor them because if you
die in a car crash, that’s right the unrelated to the study, right? So so this is a something that in
your study, right? Okay. So then now you have a the already clinical know the registered from this
register data you have whether the person had a say hypertension you can tell from some point.
Maybe you just measure the whether this person has a hypertension or not. And is this something
that you also you link the register data or yeah link to the register data, but I don’t have time
variant covariates everything is static across the entire time period so don’t know if that makes
that it a little bit easier. Okay, I see but all of PCI operations are performed at different dates. So
someone might be in 2011 on some might be right. Yeah. So for example, so someone must have a
PCI here. So you have a various people. Maybe someone started a prime here like this, right? And
so and where do you get this 500 variables is at the Baseline. That’s at the Baseline. So you have
Baseline data about 500 billion hours. So your goal is a prediction model or finding risk factors,
you know, ideally that wanted to both but I think in terms of this project, it’s very important that
that the models are interpretable so probably finding risk factors finding respect.

AM: This would be the primary aim.

YH: Okay. So when I mentioned about the hybrid method is that so the one that I did was
so this is a the one that I have done was I have a temperature data and we believe a lower tempera-
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ture increases hypertension and my purpose was why this temperature increased hypertension when
the temperature was low and I want you to find some DNA methylation. I’m not sure whether
you have a heard about this one or not, but. . . This is a expression of your DNA. The genetic
information is a fixed since you were born but this expression is different by your body status or
there’s so many factors changing your expression itself. So this the DNA methylation is a biomarker
for the expression of your DNA and there are in DNA is also available. Few thousand or a few
million, but I had a data about 25,000 DNA methylation markers so to do so, I would try with all
of the 25,000 from the beginning because I want to show what is the mechanism here. So when I
did this study I first search the folder any DNA methylation linked with hypertension. So instead
of a trying day or just 25,000 I started from any DNA methylation associated with hypertension.
Then I listed the up say like a thousand genetic markers. Then I searched for anything any DNA
material. How did you select those thousand? That’s very good question and item I did a lit-
erature review because there are like I think I found it from nature. There are few characters
who published The Meta kind of meta analysis that they published any showing that any Gene
information related to hypertension. So I filtered the first then from the literature review then I
linked with the temperature if it is markers are associated with temperature. Then I linked you
know, maybe I would say I started from 10,000 from here then if I out of this 10,000 I found the
like a 200 markers. There are also related to temperature then from this 200 markers. I would do
I did the why did do machine learning as you two have done but I just play with this 200. Occurs
to explain this to this relationship. Okay. So here I will just come I call this is a hybrid way you
try with any DNA methylation associated with it either hypertension or any drain methylation
associated with the high temperature. Then that’s more like a data-driven strategy, but I didn’t
do that because as I mentioned even the you found like very, but if I cannot explain why I disdain
imagination explain this to us, you know the association then if I cannot explain then I cannot use
that variable. So I started with anything related to hypertension. So in your study, let’s go back
to your studying. So your study is you have a say 500 coverage. You have a 500 coverage and then
you want to link with your Cardiovascular deaths then instead of studying 500 over them. I would
suggest to find anything related to the cardiovascular either literature review or I think a literature
review is the easiest one. So if you have some evidence, then it’s really easy for you and your
room you feel more confident when you do your machine learning. Because whatever in this black
box then adjust the junk. They are anything say ABC to these ABCs are known in the previous
studies, which is associated with CBD then out of this CBD out of you know, maybe you start
with the 500. 500 and out of 500 you selected ABC then in your prediction model maybe a and C
is also only explain your outcome. Then nobody would argue with you saying why this a is and C
is a significant contributor here because you have already found a and see from the literature review.
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YH: It’s also data-driven, but I would not recommend it because you you can fish anything. Maybe
you can find something to in gums associated with this DVD. So if you find something like chewing
gums, then you need to find the mechanisms or why chewing gum is also associated with the cvd
if they the train gum is selected in this your black box. So then you have a more problems.

YH: N-nothing. If you haven’t done anything, then they wouldn’t ask you why but if you have
found something like a chewing gums and then it’s your job to explain why chewing gum is an
important risk factor.

AM: So sure that makes sense. But it somehow possible to get numeric outputs for the impor-
tance of each feature when using nonlinear models. So again, let’s say a survival random Forest.
Do you know of anything there?

YH: So you’re see maybe if I understand correctly. So for example, if you have a variable called a
and this a is associated with your why in nonlinear. Then your question was can you also explain
a little more about your concern regarding nonlinear relationship?

AM: Yeah. So what’s usually the problem in machine learning or let’s say a random Forest is
that relations can be conditional. So a is only positive B is within a certain value range and C is
equal something else. If not, then a is may be negative. So disease, it’s quite conditional every-
thing. So what I was wondering is if you could get some sort of Consolidated output that shows the
importance of a feature in models that are black box models. Because in it would do that is not
naturally associated with yeah, exactly. So so in for instance a Cox regression, you can very easily
get get the the hazard ratio, which is very nice because then you can see what’s the effect of this
variable or how important in is this variable? Whereas in that’s a random Forest just to reiterate
you don’t you don’t get which features are the most important which means that the only get the
predictions what I’m very interested in is somehow liver during the increased learning capacity of
machine learning models, but with some sort of interpretability framework as well.

YH: No, to be honest, I don’t I don’t know how you can deal with this nonlinear things in the
machine learning. Okay, because as far as I understand it, they only tells you how important it
is, but I don’t know how they’re going to deal with this non-linearity. The one way is maybe you
can if you know the their threshold here. Can you split the data with these two information? For
example, the in a could be 8 - 8 - 1 and H 2. So instead of putting the variable as a you may need
to think about how to split the data and then put these two variables in this black box. So if this
is not important and this is important then only a - to will show up in your
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