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Resumé
Fokuspunktet i denne opgave er på anvendelsen af “Deep Reinforcement Learning” til at løse
det klassiske porteføljeoptimeringsproblem. Der undersøges to konkrete løsningsmetoder, De-
terministic Policy Gradient (DPG) og Deep Deterministic Policy Gradient (DDPG), som an-
vendes på store aktieportføljer bestående af amerikanske aktier fra Dow Jones indekset. Gen-
nem empiriske undersøgelser dokumenteres, hvorvidt disse metoder formår at generere konkur-
rencedygtige afkast.

I denne opgave fremlægges de anvendte teorier for portefølje management og reinforcement
learning som to uafhængige afsnit. Fra porteføljeteorien motiveres nødvendigheden af at be-
tragte et flerperiode optimeringsproblem relativt til et énperiodeproblem, specielt under an-
tagelse af transaktionsomkostninger. Fra reinforcement learning teorien motiveres brugen af
policy-based metoder som et løsningsværktøj til flerperiode problemer. Her anvendes kon-
ceptet om en agent, som en selvstændig og autonom beslutningstager, der kan vurdere og
vælge optimale handlinger, selv under forsinkede rewards og med begrænset feedback. Disse
to teorier sammenkobles ved at modellere agenten som en porteføljemanager i et handelsmiljø,
hvor agenten lærer en dynamisk rebalanceringsstrategi gennem et neuralt netværk. Ved at
anvende reinforcement learning opnås der en mere fuldautomatisk rebalanceringsalgoritme, fri
fra menneskeskabte købs/salgs signaler.

De udførte eksperimenter viser at både DPG og DDPG metoder er i stand til at lære in-sample
tests, men har svært ved at generalisere i out-of-sample tests. Begge modeller kan til dels
matche benchmarkmodellerne, men formår ikke at generere et tilfredsstillende merafkast out-
of-sample. Yderligere undersøgelse har vist at disse modeller begge er særligt sensitive overfor
parametertuning, initialisering samt strukturen i det neurale netværk. Igen af modellerne fanger
effekten af transaktionsomkostninger tilstrækkeligt. En fremtidig undersøgelse vil være at ændre
netværksstrukturen til bedre at kunne identificere underliggende korrelationsstrukturer mellem
aktiver samt en mere dybdegående parameterundersøgelse.
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Chapter 1

Introduction

Allocating wealth across multiple assets in a portfolio and continuously rebalancing these allo-
cations in response to market changes is a difficult task, especially when considering a long-term
investment period. As a result, new strategies are constantly being developed to assist with
the complex task of portfolio management. Because of recent technological advances, many of
the more recently proposed strategies rely on quantitative investing, which is based on using
statistics and computer science methods to develop trading agents that can exploit systematic
inefficiencies in financial markets. These strategies rely on analysing massive amounts of data,
which was previously impossible. One of the primary benefits of quantitative investing is the
ability to automate trading strategies, also known as algorithmic trading, as well as its scala-
bility to large portfolios.

Most of the recent algorithmic portfolio management strategies rely on machine learning to pre-
dict future asset prices and then trade based on these prediction. As a result, these approaches
are not fully automatic because they rely on hard coded buy/sell signals, resulting in human
bias. These trading rules may also need to be adjusted on a regular basis if market dynam-
ics change. New research proposes the use of reinforcement learning for solving the portfolio
management problem. The use of reinforcement learning in asset management has grown in
popularity as a result of recent promising results from its application in gaming, sparking the
idea of modelling an investor as a player attempting to maximise some score function such as
the cumulative reward over an investment horizon. Using reinforcement learning, it is possible
to train an agent capable of trading entirely on its own without any explicit instructions, re-
sulting in a more fully automated model. The paper of Jiang et al. [30] showcases the potential
of a reinforcement learning strategy designed for portfolio management and provides a novel
implementation. However, their approach has only been tested on the cryptocurrency market
using small portfolios and general evidence on the performance of reinforcement learning in
other portfolio management settings is lacking.
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Based on recent discoveries and promising results in the field of reinforcement learning, we argue
that, at least theoretically, reinforcement learning can be a viable solution to the multi-period
portfolio management problem. To add to the empirical evidence of using such an approach
for portfolio management we implement two reinforcement models inspired by the framework
of Jiang, et al., and evaluate their performance on large equity portfolios. This brings us to the
research question of this thesis.

Is it possible to devise a competitive multi-period portfolio management strategy for large
equity portfolios using deep reinforcement learning?

1.1 Research Scope and Limitations

The main research objective is to assess and validate the performance of using deep reinforce-
ment learning for handling the portfolio management problem in equity markets. To accomplish
this, theoretical concepts related to portfolio management and reinforcement learning will be
established first, followed by the development of a specialised reinforcement learning framework
applicable to the portfolio management problem. This thesis will be limited to a single rein-
forcement learning approach, namely the policy based approach where the performances of an
Approximate Deterministic Policy Gradient and a Deep Deterministic Policy Gradient model
will be evaluated. To evaluate their performance, backtesting experiments will be performed
based on the stock components of the American Dow Jones Industrial Average index (Dow) and
validated against the performance of the index along with standard portfolio benchmark mod-
els. The data examined includes the daily high and closing prices from the period of February
2008 to February 2020.

In the framework defining the portfolio management problem, an investment objective which
only considers maximisation of the total realised return is used, taking commission rates into
consideration. Including transaction cost in the portfolio management problem more accurately
represents the actual realised return in a real life trading scenario. Only using cumulative return
as the learning objective neglects risk management which is often an equally important part of
portfolio management. Not having to control for risk reduces the complexity of the problem
which in turn increases the likelihood of learning an optimal and generalisable trading strategy.
To grasp how risky a generated strategy is, risk adjusted performance measures will also be
included in model evaluation.
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Chapter 2

Portfolio Management

Perhaps one of the most difficult tasks that any investor faces, from retail investor to profes-
sional asset manager, is how to assemble a portfolio of assets in accordance with the investor’s
overall investment objective. Portfolio management, or asset allocation is the task concerned
with constructing an optimal portfolio. The goal of the portfolio manager is to find an alloca-
tion of funds across a set of tradeable securities according to some investment objective over a
time horizon. This objective is typically defined as maximising the portfolio return, but it can
also be extended to include some element of risk that should be minimised. The strategy for
achieving this, as well as the specific definition of the investment objective, differs depending
on the task and manager.

Portfolio management is traditionally divided into two sub-classes: passive and active portfolio
management. A passive manager believes that the market is efficient and that the Efficient
Market Hypothesis1 is true, making it impossible to outperform the market on a consistent
basis. As a result, a passive manager seeks to simply follow the market by investing in index
funds or exchange-traded funds (ETFs). The active manager, on the other hand, believes the
market is inefficient due to human irrationality and other biases, and the price of a security
does therefore not always reflect its true value. If the market is indeed inefficient, an informed
investor should with relative ease be able to consistently outperform the market. As a result,
the goal of active management is to carefully design specialised investment strategies in an
attempt to outperform the market.
In this paper the market is assumed efficiently-inefficient2 which means that the market

is neither fully efficient nor is it fully inefficient, instead it is somewhere in-between. Prices
are pushed away from their fundamental values by a combination of demand pressures and
institutional frictions, while competition among money managers closes the same gap. As a
result, there is just enough of a deviation from fundamental values for informed and skilled
managers to profit. This concept of deviations from fundamentals serves as the foundation
for any algorithmic portfolio management strategy, and it drives the development of more
competitive methods to stay ahead of the competition.

1The Efficient Market Hypothesis states that in an efficient market, the price of each security reflects all relevant
information.

2Pedersen, p. 3-4 [18]
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2.1 A Framework for Portfolio Management

In this section we define a framework for solving the portfolio management problem, inspired
by the framework proposed by Jiang et al.3 Transaction costs are handled a little differently
and the investment objective is allowed to vary.

2.1.1 Assumptions

To formalise the portfolio management problem, we make the following assumptions:

• There are t = 0, 1, 2, ...T time-steps, and active asset allocation is possible at all but
time-step T .

• The set of tradeable securities consists of a single risk-free asset and N risky assets.

• Dividends are factored into the asset prices. If an asset pays dividends, its price remains
unchanged, thus dividend payouts are accounted for in the asset price.

• Transaction costs are time invariant, identical for selling and purchasing, and scale linearly
in the size of the transaction.

• All assets can be bought and sold in fractional amounts.

• Short selling is prohibited.

A risk-free asset is one that carries little to no risk. In practice, it is typically assumed to
be a short-term government bond, such as a 30 or 90-day Treasury Bill. The risk-free asset’s
return is deterministic, which means it is known in advance at each time-step. As a result, the
return on the risk-free asset is completely uncorrelated with the return on the risky asset. The
risk-free asset can be bought and sold without incurring any transaction costs.
Short selling is prohibited in this framework because asset shorting in practice is often subject

to margin requirements, funding liquidity risk, and it may not even be possible to short the
asset.4 Allowing for short selling would require an implementation which accurately represents
that of shorting in real world trading, which is a difficult task on its own and considered out of
scope in this thesis.

3Jiang et al. (2017), Section 2. [30]
4Pedersen, p.77-82 [18]
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2.1.2 General Setup and Notation

To distinguish between assets we will in the following section make use of an indexing variable
i ∈ {rf, 1, 2, ..., N}, where i = rf will be used to refer to the risk-free asset and i = j ∈ {1, 2, .., N}
to the j ’th risky asset. The price of the i ’th asset at time-step t is denoted p(i)t and is assumed
to always be non-negative, p(i)t ≥ 0 ∀i, t. The net return, or simply return, is denoted R(i)

t and
is defined as the profit rate from time-step t− 1 to t.

R
(i)
t =

p
(i)
t − p

(i)
t−1

p
(i)
t−1

=
p
(i)
t

p
(i)
t−1

− 1 t ≥ 1 (2.1)

Similarly, the gross return, or relative price change is from time-step t− 1 to time-step t is

1 +R
(i)
t =

p
(i)
t

p
(i)
t−1

t ≥ 1 (2.2)

We define the relative price change vector, yt ∈ RN+1, as the vector containing all relative price
changes of the N + 1 assets.

yt =

(
p
(rf)
t

p
(rf)
t−1

,
p
(1)
t

p
(1)
t−1

,
p
(2)
t

p
(2)
t−1

, . . . ,
p
(N)
t

p
(N)
t−1

)ᵀ

t ≥ 1 (2.3)

The proportion of total funds allocated to each asset at time-step t before rebalancing of the
portfolio is captured by the portfolio weight vector, w̃t ∈ RN+1.

w̃t =
(
w̃

(rf)
t , w̃

(1)
t , w̃

(2)
t , . . . , w̃

(N)
t

)ᵀ
(2.4)

Similarly, we define the portfolio weight vector after rebalancing of the portfolio, wt ∈ RN+1.

wt =
(
w

(rf)
t , w

(1)
t , w

(2)
t , . . . , w

(N)
t

)ᵀ
(2.5)

Initially, before any active investment decisions it is assumed that all funds are allocated in the
risk-free asset.

w̃0 = (1, 0, 0, . . . , 0)ᵀ (2.6)

Because each weight represents a fraction of the total funds invested in an asset, and because
it is assumed that only these N + 1 assets exist, the weight vector must always sum to one.
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Furthermore, because short-selling is prohibited, no asset weight can be negative.

N∑
i=0

w̃
(i)
t =

N∑
i=0

w
(i)
t = 1 ∀t, w̃

(i)
t , w

(i)
t ≥ 0 ∀i, t (2.7)

As prices fluctuate over time, so does the relative wealth distributed to each asset, and thus
the portfolio weight vector. The vector yt+1 � wt ∈ RN+1, where � means element-wise
multiplication, captures the relative value of each position at time-step t+ 1 before rebalancing
in terms of the total value of the portfolio at time-step t. Furthermore, the relative change in
total funds from time-step t to t+ 1 is given by yᵀ

t+1wt. Therefore, the weight vector wt evolve
to w̃t+1 from time-step t to t+ 1, without any rebalancing taking place, in the following way:

wt → w̃t+1 =
yt+1 �wt

yᵀ
t+1wt

(2.8)

This new portfolio weight vector w̃t+1 can then be rebalanced to produce wt+1 by purchasing
and selling assets according to the portfolio management strategy. In almost all markets,
rebalancing incurs transaction costs. These costs can vary depending on the market, the size
of the transaction, whether assets are being purchased or sold, and the overall timing of the
transaction. However, in this paper transaction costs are solely measured based on the size of
the change. This is captured by the shrinkage factor, ct, which is the fraction of the total funds
remaining at time-step t after transaction costs.

ct = 1− C
N∑
i=1

|w̃(i)
t − w

(i)
t | (2.9)

Where C ≥ 0 is some constant commission rate. This means that the gross return of the
portfolio, based on the asset allocation at time-step t − 1, is given by the shrinkage factor
multiplied by the weighted sum of the gross returns earned on each asset in the portfolio.

1 +R
(pf)
t = ct−1y

ᵀ
twt−1 (2.10)

Therefore, by denoting the value of the portfolio at time-step t before rebalancing as p(pf)
t , it

must be true that p(pf)
t = ppf

t−1ct−1y
ᵀ
twt−1. Assuming there exists some initial portfolio value,

p
(pf)
0 , this recursive relationship can be used to obtain an expression for the final portfolio value
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at time-step T .

p
(pf)
T = p

(pf)
0

T∏
t=1

ct−1y
ᵀ
twt−1 (2.11)

Without loss of generality, the initial value of the portfolio prior to any trading is assumed to
be equal to one. To further simplify things, log-returns are considered instead of actual returns
since log-returns are time-additive, which means that the total log-return can be written as a
sum over the 1-period log-returns.

p
(pf)
T = exp

(
T∑
t=1

log(ct−1y
ᵀ
twt−1)

)
= exp

(
T∑
t=1

r
(pf)
t

)
(2.12)

Where r(pf)
t = log(ct−1y

ᵀ
twt−1) is the log-return of the portfolio. The realised portfolio return

as a result of the allocation made at time-step t− 1 can first be observed at time-step t, when
the new prices, and thus the relative price-change vector yt, are observed. As a result, portfolio
returns are always observed with a 1-period lag.

To summarise, the sequence of events at each time-step t = 0, 1, 2, ..., T is as follows:

1. The manager observes the prices p(i)t ,∀i and the current asset allocation after price fluc-
tuations w̃t.

2. The manager then immediately decides on the new allocation wt and rebalance the port-
folio.

3. At the following time-step t + 1, the manager observes the portfolio (log-)return as a
result of the previous time t allocation.

The value of the portfolio at time-step T before transactions costs for that period, is therefore
a direct result of the sequence of weight vectors {wt}t=0,1,..,T−1, the sequence of relative price-
change vectors {yt}t=1,2..,T and the sequence of shrinkage factors {ct}t=0,1,..,T−1.

2.1.3 Risk and Diversification

In portfolio management, risk refers to the uncertainty in the portfolio return, which is di-
rectly related to the uncertainty in price movement in the individual assets that the portfolio
consists of. Risk can be measured in a variety of ways, but the most common approach is to
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use the standard deviation of the portfolio net returns, in which case the risk of a portfolio
is referred to as its volatility. The reason why risk is important is that most investors are
risk averse to some extent, meaning that risk is viewed negatively. As a result, if two portfo-
lios achieve the same returns then any risk-averse investor will prefer the portfolio that does
it with the lowest risk. Risk, or volatility, is thus often used in defining the quality of a portfolio.

An important result related to portfolio management, made famous by the economist and No-
bel price winner Harry Markowitz,5 is that if the risk of a portfolio is measured by its volatility,
then by investing in multiple assets, it is often possible to reduce the associated risk by includ-
ing assets that are uncorrelated or negatively correlated. This is known as the diversification
effect. In many cases, strategically diversifying a portfolio across multiple assets can reduce
risk without compromising the expected return. One of the major advantages of using a quan-
titative approach for asset allocating over a more traditional fund management approach, such
as discretionary equity investing,6 is that multiple cross correlations can be taken into account
with relative ease to construct a diversified portfolio.

“To reduce risk it is necessary to avoid a portfolio whose securities are all highly
correlated with each other. One hundred securities whose returns rise and fall in
near unison afford little protection than the uncertain return of a single security.”

— Harry Markowitz

2.1.4 The Investment Objective

The investment objective is formalised by assuming that it is governed by some function I that
maps the sequences of w,y and c to a numerical value.

I(w,y, c)→ R (2.13)

This function should be designed in such a way that a high numerical value corresponds to a
more favourable sequence of events. The simplest way to define the investment objective is to
define it as the value of the portfolio as in (2.12). However, in order to make the optimisation
problem more linear, it is frequently expressed simply in terms of the sum of log-returns without

5Markowitz [1]
6Discretionary equity investing is a class of investment strategies in which assets are carefully selected based
on numerous in-depth analyses. These analyses can include fundamental value analysis, management quality
assessments, growth assessments, and other factors. [18]
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taking the natural exponential function. Because the natural exponential function is strictly
monotonic, this alternative representation achieves the same goal, but it is easier to deal with
as it is linear in the log-returns. Another option might be to consider a risk-weighted version
of either of the two previously mentioned formulations of the investment objective, to account
for investors being risk-averse. For example, the investment objective could be expressed as the
sum of the portfolio log-returns divided by some weighing of the volatility of these log-returns.
In any case, the goal in terms of the objective function I is to find a strategy that maximises
the expected numerical value that will be obtained over the investment horizon, by defining a
strategy on how to allocate funds at each time-step.

2.2 Single- and Multi-Period Portfolio Management

2.2.1 Single-Period Representation

In a single-period portfolio management approach, the problem is defined as finding the portfolio
allocation wt that maximises the single-period investment objective. If we define It as the
investment objective with investment horizon t then the single-period investment objective
from time-step t to time-step t+1 is defined as the change ∆It = It+1−It if I is additive and as
∆It = It+1

It
if I is multiplicative over time. Depending on the choice of I, this problem will often

have one or more optimal solutions. The most commonly used framework for solving the single-
period portfolio management problem is the Modern Portfolio Theory (MPT)7 framework, also
referred to as mean-variance analysis. In MPT the single-period investment objective is defined
as a risk weighted return, measured as the portfolio return minus a weighing of the variance
of the portfolio return. Using the notation from the previous section, this means that the
single-period investment objective can be written in the following form:

∆It = E
[
R

(pf)
t+1

]
− q × Var

[
R

(pf)
t+1

]
= ctE

[
yᵀ
t+1

]
wt − 1− q × c2tw

ᵀ
tVar

[
yt+1

]
wt

(2.14)

Where q ∈ [0,∞) is a risk tolerance parameter and Var
[
yt+1

]
is a covariance matrix. For

each weighting q, this maximisation problem has at least one optimal solution w∗t that achieves
the highest risk weighted return. The set of optimal portfolios for all q creates an upper
bound on the expected return, referred to as the efficient frontier, and any rational investor

7Markowitz [1]
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will prefer a portfolio on the efficient frontier. Figure 2.1 depicts how the efficient frontier,
highlighted by the solid line, might look like without a risk-free asset. With the addition

Figure 2.1: Efficient Frontier with four stocks; AAPL, AMZN, GOOGL, FB

of a risk-free asset it would be possible to obtain any portfolio on or under the line from the
optimal solution

(
ctE[yᵀ

t+1]w
∗
t − 1, q × c2tw∗t ᵀVar

[
yt+1

]
w∗t ]
)
to the point (0, R

(rf)
t+1). The optimal

solution in this case is referred to as the tangency portfolio because it will be the point on the
line tangent to the efficient frontier. The inclusion of a risk-free asset would thus extend the
efficient frontier from the optimal solution to the point (0, R

(rf)
t+1), as all portfolios on this line

would obtain the same risk weighted return as the optimal solution. In practice, E[yᵀ
t+1] and

Var
[
yt+1

]
are of course unknown and would therefore have to be estimated using historical data.

These estimates are often prone to estimation error, especially for small portfolios with long
holding periods. Furthermore, returns may be non-stationary, necessitating more sophisticated
estimation methods as opposed to simple historical sample estimates.
This estimation problem is one of the major weaknesses with the MPT framework. How-

ever, assuming that good estimates can be obtained, single-period portfolio management can
be solved using the MPT framework. In most cases this is done numerically using a generic
non-linear optimisation routine.

2.2.2 Multi-Period Representation

The portfolio management problem in a multi-period setting is defined as determining the
sequence of portfolio allocations {wt}t=0,1,...,T−1 that maximises the multi-period investment
objective I. With transaction costs the portfolio allocation at time-step t not only affects the
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return obtained at the following time-step, but it also affects the return obtained at the time-
step after that. This is because the portfolio weights w̃t, which must be rebalanced from at
time-step t, is a direct result of the portfolio weight vector wt−1. These transactions costs faced
at time-step t affects the choice of allocation of that time-step, which in turn then again affects
the return obtained in the following two time-steps and so on. Therefore, when transaction
costs are considered, there is a temporal dependence in the allocations. This temporal depen-
dence is strong between successive allocations, but it relatively quickly fades if the commission
rate C is small. In many ways, the multi-period representation more closely resembles the
real-world portfolio management problem than the single-period representation. Transaction
costs are simply a fact of life in real-world trading. As a result, if the goal is to bridge the gap
between theory and reality, the multi-period representation of the asset portfolio management
problem is preferred.

A natural question to ask is whether the sequence of single-period optimal allocations
{w∗t}t=0,1,...,T−1 also defines the optimal sequence of allocation in the multi-period setting. To
answer this question, consider the following toy example. Assume that the investment ob-
jective is to maximise the total return, that there are two periods of active asset allocation,
and that there is only a single risky asset in addition to the risk-free asset. The risk-free as-
set is assumed to earn no return (gross return of 1) and the risky asset is assumed to earn
a gross return of 1.05 in the first period and 0.95 in the second period. In this example it
can easily be shown that the two single-period optimal allocations will be w∗0 = (0, 1)ᵀ and
w∗1 = (1, 0)ᵀ if C ≤ 1.05−1

1.05
= 0.0476. The total return on the portfolio would in this case be

equal to (1−C)2× 1.05× 1 where (1−C)2 comes from the fact that this strategy necessitates
rebalancing the portfolio twice. This strategy is beat by simply doing nothing if

(1− C)2 × 1.05 ≤ 1⇒ C ≥ 1−
√

1

1.05
= 0.0241 (2.15)

Therefore, if the commission rate is in the range of C ∈ (0.0241, 0.0476) then using the single-
period optimal allocations will result in a sub-optimal multi-period strategy. This is because
the single-period approach neglects to take future transaction costs into account at each
time-step. In many cases, the long-term optimal allocation will not be one that is single-period
optimal, but it will be an allocation that requires less rebalancing in the future. This is very
important in multi-period portfolio management as transaction costs quickly can deplete profits.

In conclusion, the multi-period representation of the portfolio management problem more
closely resembles reality than the single-period representation. This is because the single-
period representation only accounts for transaction costs in the current period and ignores the
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temporal dependence in the allocations. The single-period representation, on the other hand,
is easier to solve, whereas the multi-period optimisation problem quickly becomes very difficult
to solve optimally.

2.3 Portfolio Evaluation

2.3.1 Performance Measures

To evaluate the performance of any portfolio management strategy, it is necessary to have a
clear and precise definition of what good performance entails. Because each strategy and the
circumstances under which it is implemented can vary greatly, focusing on only one measure
of performance is both impractical and unreasonable. A high risk strategy, for example, would
not be preferred if large losses could result in immediate bankruptcy, whereas in other cases,
riskiness may be less important and the focus may instead be on, say, the expected return. As
a result, we therefore consider several performance measures that reflect different aspects of
performance. There is no precise definition of what constitutes a performance measure, but
it must be measurable and provide objective evidence of the quality of a trading strategy in
order to be useful in evaluating it.

Total Realised Return
The total realised return (TRR), which is simply the total return realised as a result following a
strategy, is probably the most natural performance measure to consider. Given that the initial
value of any portfolio is always assumed to be one, the total realised return is simply the value
of the portfolio at the end of the investment horizon.

TRR = p
(pf)
T = exp

(
T∑
t=1

rt

)
(2.16)

TRR is almost always closely related to the investment objective and is comparable across
different trading strategies regardless of initial investment size. Using TRR, any two trading
strategies that produce the same returns also have the same performance score.

Sharpe Ratio and Information Ratio
Another commonly used performance measure is the Sharpe Ratio (SR)8, which is a risk-reward

8Pedersen, p.29 [18]
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ratio defined as the excepted net excess return of the portfolio divided by its standard deviation.

SR =
E[R

(pf)
t −R(rf)

t ]

σ[R
(pf)
t −R(rf)

t ]
(2.17)

Because the SR measures “reward” per unit of risk it is sometimes referred to as the risk-
adjusted return. The SR captures the fact that taking on more risk, which usually results in
higher expected returns, does not always represent a better strategy for risk-averse investors.
A twice-leveraged strategy has twice the expected return of an unleveraged version of the
same strategy (assuming no costs associated with borrowing), but it also has twice the risk.
Because both strategies are identical, they should arguable also be considered equal in terms
of performance. This is exactly the case when the SR is used as the performance measure.
The increase in the expected return is offset by the increase in the risk, implying that simply
leveraging a strategy does not make it a better strategy. Returns are measured relative to the
risk-free rate of return, which serves as a benchmark, but in theory any other benchmark could
be used instead. This is the case with the information ratio (IR)9.

IR =
E[R

(pf)
t −R(b)

t ]

σ[R
(pf)
t −R(b)

t ]
(2.18)

Here R(b)
t is the return of some benchmark, which could for example be a stock index. The SR in

(2.17) and the IR in (2.18) both depend on the frequency of which the returns are measured. For
example, if returns are measured monthly they will both be higher in general than if returns are
measured daily, assuming that returns are positive on average. It is therefore common practice
to annualise the SR and the IR to make it comparable across trading strategies measured over
different time horizons. If the returns are measured over n periods in a year, then the annualised
SR or IR is obtained by multiplying by the square root of n. In the case of daily returns, the
monthly SR or IR is multiplied by the square root of the number of trading days in a year,
which is typically 252 days, to annualise it.

SRAnnual = SR×
√
n, IRAnnual = IR×

√
n (2.19)

This way of annualising implies that returns are i.i.d., which is often not the case. It could also
be argued that using excess log-returns rather than simple excess returns makes more sense. In
practice, however, the annualised SR and IR in equation (2.19) are most often what are reported.

9Pedersen, p.30 [18]
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Maximum Drawdown
Another important performance measure is the maximum drawdown (MDD), which is the
cumulative loss since losses started.10 To define the drawdown, we first define the high water
mark (HWM), which is the highest portfolio value attained so far.

HWMt = max
s≤t

p(pf)
s (2.20)

Based on the HWM, the percentage maximum drawdown is defined as follows:

MDDT = max
0≤t≤T

DDt = max
0≤t≤T

[
HWMt − p(pf)

t

HWMt

]
(2.21)

Large drawdowns represent times of distress which can be both costly and risky. If a strategy
is financed with debt the perceived credit quality may deteriorate during periods of significant
drawdown, resulting in additional collateral requirements and costs. Furthermore, if a strategy
is financed by investor funds, large drawdowns may also result in investor redemption. When
these additional potential problems and costs are combined with the direct loss, it can create
a very difficult situation in which the manager may be forced to close positions prematurely at
a loss. A high MDD is an indication of a risky strategy, and it can thus be considered an in-
verse performance measure or a risk measure. An example of drawdown is depicted in figure 2.2.

Alpha and Beta
Another prevalent method for evaluating a trading strategy is to regress the strategy’s excess
returns on the market excess returns.11 Although multiple factors can be included in the
regression, a simple univariate linear regression model is frequently used.

R
(pf)
t −R(rf)

t = α + β
(
R

(Market)
t −R(rf)

t

)
+ εt (2.22)

The slope coefficient β (beta) measures the strategy’s tendency to follow the market. If β > 0

the excess return of the strategy is positively correlated with the market excess return, if β < 0

the opposite is true, and if β = 0 then the excess return is uncorrelated with the market and
the strategy is said to be market neutral. The idiosyncratic risk, reflected by the residuals εt, is
assumed to be independent of market movements and to have a zero mean. The idiosyncratic
risk can be mitigated by diversifying the portfolio, but the systematic risk indicated by the beta

10Pedersen, p. 35 [18]
11For example, if a portfolio is made up of stocks from the DOW index, the market returns will be those of
the DOW market portfolio. A market portfolio is one that includes all assets in the market, with each asset
weighted in proportion to its total market presence, as measured by market capitalisation.
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Figure 2.2: Illustration of the Maximum Drawdown, Drawdown and High
Water Mark of a simulated strategy.

cannot be diversified away. As a result, active managers often consider having a beta closer
to zero to be preferable, and they are often willing to pay a premium to hedge the beta risk.
The intercept α (alpha) measures the expected excess return after adjusting for the market
exposure. Because the market return can easily and cheaply be obtained through ETFs and
index funds, it is α that investors pay managers for.
To summarise, if two strategies have the same alpha, the one with a beta closer to zero is

preferred, and if they have the same beta, the one with the highest alpha is preferred.

2.3.2 Benchmarks

Performance measures are only truly meaningful in a relative sense. To fully determine
whether a strategy is good, it must be compared to other alternatives. As a result, in this
section we will look at some standard benchmarks in portfolio management.

The Market
The market is the most basic benchmark. As previously stated, market return is defined as
the return of the market portfolio, which is captured by the stock market index in most large
stock markets. However, the stock market index does not always accurately reflect the market
portfolio. It may only represent a subset of the stock market, and assets may be weighted
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differently such as equally or by price, rather than by market capitalisation, as is the case with
the market portfolio. However, because the stock market index is more accessible, it frequently
serves as the benchmark instead of the market portfolio.

UBAH and UCRP
The Uniform Buy and Hold (UBAH) strategy is a simple buy-and-hold strategy.12 UBAH is
implemented by initially distributing all funds uniformly across all assets and then holding
this portfolio without rebalancing for the duration of the investment horizon. As a result, the
only transaction costs are the initial costs of purchasing the uniformly weighted portfolio. Due
to price fluctuations, the UBAH portfolio is initially only uniformly balanced. The Uniform
Constant Rebalanced Portfolio (UCRP)13 strategy is a simple extension of the UBAH strategy
in which the portfolio is rebalanced at each time-step to produce a portfolio that is uniformly
balanced at all time-steps. As a result, UCRP may face transaction costs at any time-step.

Algorithm 1: UBAH and UCRP

Input: A set of N risky assets and 1 risk-free asset with prices {p(pf)
t , p

(1)
t , p

(2)
t , ..., p

(N)
t }

for t = 0, 1, 2, ..., T

Initialise: weight vectors wUBAH = (1, 0, 0, ...)ᵀ,wUCRP = (1, 0, 0, ...)ᵀ

Rebalance wUBAH =
(
0, 1

N
, 1
N
, ...
)ᵀ

for t = 0 to T − 1 do
Rebalance wUCRP =

(
0, 1

N
, 1
N
, ...
)ᵀ

y =

(
p
(rf)
t

p
(rf)
t−1

,
p
(1)
t

p
(1)
t−1

,
p
(2)
t

p
(2)
t−1

, . . . ,
p
(N)
t

p
(N)
t−1

)ᵀ

wUBAH = y�wUBAH

yᵀ·wUBAH

wUCRP = y�wUCRP

yᵀ·wUCRP

end

Follow-The-Leader
Define the “leader” at each point in time as the asset with the largest historical return, then
one strategy could be to allocate the total funds at each point in time to whatever stock is the
current leader. This strategy is known as follow-the-leader (FTL). If the leader changes, the
portfolio must be rebalanced completely. As a result, in markets with high transaction costs,
FTL suffers greatly if the leader changes frequently. FTL is only defined for t ≥ 1 as the leader
can first be selected when the first return can be observed.

12Li and Hoi (2014) [12]
13Cover, (1991) [4]
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Algorithm 2: Follow-The-Leader

Input: A set of N risky assets and 1 risk-free asset with prices {p(pf)
t , p

(1)
t , p

(2)
t , ..., p

(N)
t }

for t = 0, 1, 2, ..., T

Initialise: Current_Leader = 0 , weight vector w = (1, 0, 0, . . .)ᵀ

for t = 1 to T − 1 do

Set Leader = arg max

(
p
(rf)
t

p
(rf)
t−1

,
p
(1)
t

p
(1)
t−1

,
p
(2)
t

p
(2)
t−1

, . . . ,
p
(N)
t

p
(N)
t−1

)ᵀ

if Leader 6= Current_Leader then
Rebalance w = 0
Rebalance w[Leader] = 1
Set Current_Leader = Leader

end
end

2.3.3 Backtesting

A backtest refers to simulating a trading strategy using historical data. Backtests are useful
because they provide evidence for or against the effectiveness of a trading strategy. If a trading
strategy has performed well in the past, this can be interpreted as an indication of its ability
to perform well in the future. It is of course not possible to go back in time and place actual
trading orders, so therefore any trade done in a backtest is a paper trade, which means that it
is purely hypothetical and therefore without any risk of losing actual money. We simply take
the prices for granted. This also means that it is not possible to influence the prices, as it is
in real-world trading, where placing large orders with high concentrations may result in price
changes. This is one of the limitations of backtests.
An idea could be to try and correct for this by letting paper trades influence the historical

prices, but changing the price of an asset can, and probably should, affect how prices evolve
in the future. Changing the price at time-step t of any asset would therefore necessitate some
kind of rule for how this affects all prices at all subsequent time-steps. How to construct such
a rule in a way that it accurately reflects real trading is unclear and will almost certainly cause
more problems than it solves. If the volume of the traded asset is very high, trading will have
little to no effect on its price, making this less of an issue. Another issue with backtests is that
in real-world trading, it is not possible to buy and sell stocks directly; instead, one must go
through a broker, who must find another party willing to take the opposite side of the trade.
As a result, every transaction has a time lag during which prices may fluctuate. This could
mean that we end up paying (receiving) more or less for each asset purchased (sold). Again,
creating an artificial mechanism to capture this is simply infeasible. If the assets are highly
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liquid, finding a counterparty to take the trade is easier, making this less of a problem. Based
on these two previously mentioned difficulties, we therefore make the following two assumptions
in all backtests.

i) Zero market impact: The capital invested in each trade is assumed to be insignificant,
such that the prices at which each trade is executed remain unchanged.

ii) Zero slippage: All tradeable assets are assumed to be highly liquid, ensuring that trades
can be executed immediately at the current price when an order is placed.

With these two assumptions, the idea of simulating a trading strategy using historical data
may appear straightforward, but there are a number of potential pitfalls to be aware of when
performing a backtest. The majority of these pitfalls are due to biases, some of which are
unavoidable but most of which can be managed if the backtest is carefully constructed. In
statistics, bias is defined as the difference between the mean and the true underlying quantity
which is being measured.

B[θ̂] = E[θ]− θ (2.23)

In trading, the quantity being measured is related to the strategy’s performance, for example,
it could be one of the performance measures from section 2.3.1. In this context, bias therefore
occurs when the estimated performance based on the backtest differs from the true performance
based on future data. Backtesting-based performance estimates frequently overestimate true
performance, resulting in false confidence in the trading strategy. To lessen the severity of this,
all avoidable biases should be eliminated to the greatest extent possible. First, we will go over
the most common biases that arise when performing a backtest, and then how to deal with these.

Look-ahead bias
Look-ahead bias refers to the bias introduced when decisions in the past are based on
information that would not have been available at that point in time. By incorporating
price information that is not yet available, any trader gains an unfair advantage over the
competition, resulting in bias. In this case, it is obvious that this would result in bias, and it
is also easily avoidable. However, it can be a little more difficult than that. For example, a
common mistake is to use financial statements before they would have been released. This is
because financial statements are usually not released immediately after the period they cover,
but rather after a delay. Therefore, it is easy to make the unintentional mistake of simply
thinking yearly financial statement can immediately be used at the end of the year.
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Model-selection bias
Model-selection bias happens when choosing one model over another based on empirical
estimates calculated using the same data. It is common to evaluate multiple strategies
using the same sample to see how they stack up against each other in order to find the best
performing strategy. The problem, however, is that performance estimates are measured with
uncertainty, so by increasing the number of estimates the likelihood of an estimate being far
off its true mean also increases. As a result, whenever a strategy is selected based on empirical
performance estimates, that estimate becomes a biased estimate of the true performance.
Another way that model-selection bias can happen is if a strategy is defined by a parametric
model. If the model is complex enough then it can always be tweaked to perfectly fit the
sample. It is therefore possible to overfit to the point where performance on the sample is
exceptional, but at the expense of generalisation. Any performance estimate based on the
same sample is therefore biased.

Change-in-dynamics bias
Change-in-dynamics bias is due to financial markets constantly changing over time. As a
result, the underlying market mechanisms in a backtest are not always accurately representing
current market dynamics, resulting in bias. There are many potential reasons for why the
dynamics of financial markets change over time. Negative deposit rates in Europe, for example,
have led to several banks requiring customers to pay a negative rate on their deposit account.
This has resulted in many customers relocating their savings to the stock market, and the
change in the ratio of how much money is from retail and institutional investors affects the
market’s underlying dynamics. Retail investors frequently lack the time and resources to
conduct in-depth analysis and are thus more likely to simply follow trends and invest in
well-known companies. Another example is algorithmic trading which nowadays is a large
part of most financial markets. Because the presence of algorithmic trading has affected the
dynamics of most markets, it also created an unavoidable bias, which can be quite significant
if a backtest is constructed far in the past.

Model-evolution bias
Most new models are the result of modifying an already well-established model that has
previously been proven to work. However, the resultant model after simply changing an old
model is not entirely “new” as it inherits some of the properties of the old model. Therefore,
if evaluated on the same data as the old model the performance estimates of the new model
will be biased. This kind of bias is referred to as a model-evolution bias. In a field like
reinforcement learning, where models are constantly being developed by extending on the
work of other researchers, this type of bias can easily contaminate all results if the same data
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is always used.

Managing Biases
Look-ahead bias can be avoided by not relying on information that is not available at the
time. The main tool for dealing with model-selection bias is out-of-sample testing, which refers
to doing all model-selection on one sample, and then evaluating the final model on another
independent sample. This is in contrast to in-sample testing, in which the estimate is based on
the same sample as model selection. Change-in-dynamics bias and model-evaluation bias can
also be somewhat dealt with by using multiple backtests over different time periods. In general,
doing multiple backtests are often a good idea. Both because it helps alleviate the temporal
impact there can be on a performance estimate, but also because performance estimates are
variable meaning that more examples provide more concrete evidence for or against a strategy.
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Chapter 3

Reinforcement Learning

Based on the nature of the available feedback, machine learning1 approaches are traditionally
classified into three types of learning problems, namely supervised learning, unsupervised
learning, and reinforcement learning.

Supervised learning is generally concerned with the task of learning a mathematical model
that, based on a dataset of example input-output pairs, is consistent in mapping any input to
its correct output. Specific to supervised learning is the assumption that data is sampled i.i.d
from some unknown but fixed distribution independently of the model which is being learned.
The learning process is subject to supervised feedback, which means that the true label is
revealed only after the model has produced its prediction in order to determine whether the
prediction was correct.

Unsupervised learning, on the other hand, does not assume the existence of labelled data
from which to learn from, and the model receives no feedback to evaluate its performance.
Unsupervised learning is used to uncover hidden data structures, such as data clusters or
data associations. Because an unsupervised model is not restricted to predetermined labels,
processing new data will either affect existing correlation structures or result in the emergence
of new ones.

Reinforcement learning is concerned with learning through interaction how to optimally
map a situation to an action in order to maximise a numerical reward signal. The term
reinforcement learning is used interchangeably when referring to the learning problem, the
methods used to solve it and the field of study focused on these types of problems and
solutions. What distinguishes reinforcement learning from the other two learning methods is
the assumption of evaluative feedback, which is a more limited form of feedback compared
to supervised feedback. Although supervised learning is the most common and well-studied
of the three learning problems, reinforcement learning in particular has received a lot of
recent attention. This is in large part due to the many recent breakthroughs, one of which is

1The field of science concerned with the question of how to construct computer programs that automatically
improve with experience - definition by Tom Mitchell from his book ‘Machine Learning’
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the successful implementation of the Alpha-Go2 computer program that used reinforcement
learning to impressively defeat the 18-time world champion Lee Sedol in a five-game match of
Go.3 Reinforcement learning has also been applied successfully in other fields such as robotics,
where it can be used to solve a variety of control problems,4 and autonomous driving, where it
has been proposed as a solution for learning lane keeping assist.5

The main inspiration for this chapter is from the book “Reinforcement Learning An Introduc-
tion” by Richard S. Sutton and Andrew G. Barto which will be referenced as “S&B” [34] and
the lectures of David Silver [21]. Importantly, there is a clash in notation between the notation
traditionally used in portfolio management and the notation used in reinforcement learning.
For example, Rt is traditionally used to represent rewards in reinforcement learning, and these
are not to be confused with the net returns in the portfolio management sense. Additionally,
the return in reinforcement learning refers to a function, often a sum, of the rewards. To avoid
any confusion, when referring to portfolio management returns we will always denote them
with a superscript and in most cases this will be the portfolio log-return r(pf)

t . The “return” will
otherwise be in a reinforcement learning sense.

3.1 Fundamental Concepts

The learning framework of reinforcement learning is heavily inspired by biology and our
understanding of decision making in humans and other animals. The essence of reinforcement
learning is concerned with the problem of goal-directed learning through interaction. In
general, the learner is referred to as the agent and the universe in which the agent lives and
interact with as the environment. The concept of an agent does not necessarily have to refer
to physically confined objects or beings like a human or a robot, it can also refer to e.g., a
virtual machine trading stocks, a smart thermostat tasked with maintaining a prespecified
temperature, or even a computer playing chess. In any case the agent behaves autonomously
and navigates the environment free of exogenous interference.

Just as with the agent, it is important to get the level of abstraction right when it comes to
the environment. The environment can refer to something that is physically observable, but
it can also refer to something that is intangible and unobservable. The agent is not assumed

2Developed by Google’s DeepMind team. Silver et al., (2016) [29]
3A Chinese board game with an estimated 2.1 · 10170 number of board positions. John, Gunnar, (2007) [8]
4Kormushev et al., (2013) [11]
5Sallab et al., (2016) [28]
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to have any prior knowledge of its environment, but we require that the agent can sense the
current state of it to some extent. This is a necessary requirement if there are to be any
aspirations for actual learning, as without it, the agent would essentially be fumbling in the
dark. The state of the environment can also be something physically observable, such as the
board position in a chess game, but it can also refer to a high-level sensation such as subjective
feeling like joy or anger. In general, the only requirement is that the state of the environment
is measurable in some way. The state should include all relevant information available to the
agent and need not be limited to a single information. For example, in competitive chess the
players are given a limited amount of time to plan their moves. As a result, in order to fully
represent all relevant information about the environment, the state should include not only
the current board position but also the remaining time.

Another very important concept in reinforcement learning is feedback. The assumption is that
by interacting with the environment, the agent receives feedback, and it is the processing of
this feedback in a meaningful manner that allows the agent to learn. Based on the feedback,
the general idea is that by experimenting with different actions and evaluating the feedback
these actions generate, the agent learns to navigate its environment and distinguish between
good and bad actions. In order for this to be possible, feedback needs to be representative of
the goal of the learning problem. However, the feedback received by the agent in reinforcement
learning is often assumed to be of a very limited form, which significantly complicates the task
at hand. More specifically, it is assumed that the feedback in general is:

• Evaluative. The agent is only given an assessment of the effectiveness of an action through
the reward signals that it observes. No information of the effectiveness of alternative
actions is provided. This is in contrast to supervised feedback where the learner is provided
with information about optimal decisions, often via a labelled dataset.

• Sequential. Feedback may be delayed. Actions taken in one state can have long-term
consequences, influencing the sequence of subsequent states and actions, and thus the
total reward accumulated by the agent. This is opposed to one-shot feedback where all
feedback is provided directly after an action is taken.

• Sampled. The learner is not exposed to all possible scenarios, but only a subset thereof.
The learner can therefore not assess all scenarios but only the subset that it has seen. This
is opposed to exhaustive feedback where the learner is exposed to all possible situations.

These are all weaker forms of feedback than their counterparts, which means that evaluative
feedback, for example, can be considered a subset of supervised feedback. The assumption of
limited feedback often makes the reinforcement learning problem considerably harder than that
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of supervised learning. However, the set of methods that can be learned from weak sources of
feedback are generally more applicable.6

Consider the chess-playing agent once more for a concrete example of what is meant by
feedback. The goal of the learning problem in chess is simple: the agent must learn how to
play the game in order to win. Because feedback should reflect the goal, winning should be
associated with positive feedback, while losing should be associated with negative feedback.
This, however, also illustrates some of the difficulties that comes with evaluative feedback and
in particular with delayed feedback. In chess, the difference between a winning and losing
position can be as little as one move. Even if the agent loses, all but the last move could have
been excellent, and the agent could simply have blundered an easily avoidable checkmate.
This type of feedback is very difficult to learn from and involves reward shaping, which refers
to the concept of providing supplemental rewards to make a problem easier to learn, and credit
assignment, which refers to the difficult task of distributing credit for success or failure among
the many decision involved in producing it, but these are not concepts that we will further
explore and instead refer to S&B [34] for more.

The agent, the environment, and the feedback are all intertwined concepts of reinforcement
learning, as one is used in defining the other. The agent senses the current state of the
environment, takes an action which affects the environment and the environment in turn
provides the agent with information about the resultant state and feedback based on the chosen
action. Formally, the environment must consist of a set of states known as the state space, a
set of actions available to the agent known as the action space, a set of rules describing how
actions changes the states of the environment and finally, a set of rules describing how feedback
is provided to the agent. Rules should not be interpreted in a judicial sense, but rather as some
underlying mechanism that governs how transitions work and how feedback is provided. This
is a very informal definition of the environment, but conceptually, this is all the environment
is. The environment is not necessarily unknown to the agent, but it is incompletely controllable.

The concept of an environment is intuitive in some cases, but in others, the researcher must
actively take a part in defining it. For example, the environment in the case of a chess-playing
agent is naturally defined by the chessboard. However, if we consider a stock-trading agent,
one natural way of thinking about the environment is as the financial markets, but whether or
not short-selling stocks is prohibited is a consideration that the researcher must decide on.

An explicit model of the environment is sometimes defined so that, given the current state,
it is possible to predict the outcome of a specific action. This can be useful in planning as it

6Littman, (2015) [16]
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allows the agent to look into the future and predict the consequences of actions before they
are taken. In the case where a model is assumed to exist the methods used are called model-
based methods. It is, however, in most cases not strictly necessary to have an explicit model of
the environment. The methods that solve reinforcement learning problems without an explicit
model are referred to as model-free methods.

3.2 The MDP Framework

The Markov Decision Process (MDP) framework is regarded as the foundation of reinforcement
learning because it provides a very natural representation of the agent-environment-feedback
cycle, and most goal-oriented learning problems can be stated using the MDP framework
or an extension of it. In this section, the finite formulation of the MDP framework is
studied, which means that the state and action spaces are assumed both to be finite and of
feasible size. As will be demonstrated, it is possible to obtain exact solutions to reinforce-
ment learning problems in this setting by employing so-called tabular methods. The finite
MDP framework may not always be adequate for all learning problems, but the next sec-
tion will discuss how to extend the finite MDP framework to deal with more complex variations.

The general notation and concepts used in this section is based on Chapter 3 in S&B [34]
and the slides from Lecture 2 by David Silver [21]. The solution methods proposed follow the
suggestions covered in Chapter 4-6 in S&B.

3.2.1 Markov Processes

The environment is an important concept in all reinforcement learning problems and, as pre-
viously stated, it can refer to a variety of things with varying levels of conceptual complexity.
However, all environments consist of states and a mechanism describing how transitions be-
tween states happen. In the most basic case where the environment is fully observable, the use
of a Markov process is a simple idea for formally describing the environment and capturing the
dynamics of states and transitions. A Markov process is a stochastic process with the defining
Markov property, which informally states that,

“The future is independent of the past given the present.”

This means that the likelihood of a successor state is determined solely by the current state,
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with no regard for history. As a result, the Markov property is also referred to as the memory-
less property of a stochastic process. Formally, we say that a state St exhibits the Markov
property, or that the state is Markov/Markovian, if and only if, the conditional probability of
the next state depends only on the previous state.

P[St+1|S1, . . . , St] = P[St+1|St] (3.1)

As a result, the current state is assumed to fully reflect all prior information pertinent to
predicting the next state. Importantly, St is in this sense a stochastic variable that is associated
with an element from the state space. For any Markov process with a finite state space S =

{s1, . . . , sK} the state transition probability defines the transition probability between a state
s ∈ S and its successor state s′ ∈ S

Pss′ = P[St+1 = s′|St = s] (3.2)

Similarly the state transition matrix, or simply the transition matrix, defines the transition
probabilities from all states s to all potential successor states s′

P =


Ps1s1 . . . Ps1sN
... . . . ...

PsKs1 . . . PsKsK

 (3.3)

The state transition matrix is a K × K matrix, where K is equal to the cardinality of the
state space, with state transition probabilities Pss′ as entries. The rows of the transition
matrix represent the current state and the columns the possible successor states, such that the
probability of transitioning from state si to state sj is equal to the probability stated in row i

column j of the state transition matrix. Because each entry in the transition matrix represent
a probability, they must all be non-negative real valued numbers between zero and one.

0 ≤ Pss′ ≤ 1, ∀s, s′ ∈ S (3.4)

Also, since each row represents all possible transitions from one state, we require that each row
sums to one.

∑
s′∈S

Pss′ = 1, ∀s ∈ S (3.5)

Transitions from one state to another happen at discrete time-steps t = 1, 2, ..., but importantly
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these time-steps need not refer to actual time. In chess, for example, the time-steps refer to the
time at which moves are made, and the actual time between each time-step would thus vary as
some moves take more time to plan out. Depending on the application, the time between each
time-step can be seconds or hours in actual time, and it does not have to be of a fixed length.

Any stochastic process with a finite state space S that also satisfies the Markov property and
whose transition dynamics are governed by a transition matrix P , is by definition a Markov
process. As a result, the Markov process represents a very broad class of stochastic processes.
Any Markov process can be defined as a 2-tuple (S,P), where

• S denotes the state space, which is a finite set of states.

• P denotes the state transition matrix, Pss′ = P[St+1 = s′|St = s] for all states s, s′.

One example of a diagram representing a simple three state Markov process with state space S =

(s1, s2, s3) can be seen in figure 3.1. The transition possibilities from each state are represented
by arrows in this simple diagram, and the corresponding state transition probabilities are
represented by the numbers indicating the probability of the process changing from one state
to another. For example, the probability of transitioning to state s2 conditional on currently
being in state s1 is equal to 0.9. The state s3 represents a terminal state, or an absorbing
state, since once the process reaches this state, it will remain in it indefinitely. Although a
terminal state is not required for a Markov process, it is commonly used as a mathematical
tool to represent that a stochastic process has terminated. Returning to our chess example, if
we use a Markov process to represent the current state of the board position, we would need a
terminal state to indicate if the game has ended.

s1 s2

s3

0.1

0.9

0.7

0.3

1

Figure 3.1: A Markov process with a terminal state.
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3.2.2 Markov Reward Processes

Although the simple Markov process is useful, it is not an adequate representation of the
reinforcement learning problem. One reason for this, is that with the Markov process there is
no concept of a goal. For this reason, we now consider an extension to the Markov process
known as the Markov reward process (MRP), which is a Markov process with added rewards
associated with state transitions. Formally, a Markov reward process is defined as a Markov
process with a reward function R and a discount factor γ ∈ [0, 1], such that any Markov
reward process is fully defined by the 4-tuple (S,P ,R, γ). The reward function is defined in
the following way

Rs = E[Rt+1|St = s], (3.6)

where Rt is referred to as the immediate reward, which is the scalar signal received from
the environment at time t. The reward function is thus the expected immediate reward at
time-step t + 1 conditional on the process currently being in state s. In essence, the reward
function assigns a single number to each state that reflects the immediate reward associated
with the next transition from that state, while accounting for the stochastic nature of state
transitions. The addition of a discount factor allows different weighing of rewards over time,
which can be very useful in continuing processes, which we discuss later. An example of a
MRP can be seen in figure 3.2. The rewards are indicated in red and are obtained upon exiting

s1

R = +1

s2

R = +1

s3

R = 0

0.1

0.9

0.7

0.3

1

Figure 3.2: A Markov Reward Process with a terminal state.

a state. As a result, the reward of a state can equivalently be thought of as the gain associated
with transitioning to that state, which is then first received in the following time-step. In
the example, the immediate reward of transitioning from s1 is equal to one, regardless of the
successor state. However, the immediate reward of the following time-step conditional on
currently being in state s1 is stochastic, as it is either equal to 1 if the transition happens to be
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to state s2 and zero if the transition is to s3. To reflect this stochasticity the reward function
can be used, which evaluated at state s1 is equal to 0.9, which is exactly the probability of
transitioning to state s2, which eventually will lead to a reward of 1 when the state is exited.
In order to ensure that the total accumulated reward is finite, a reward of zero is usually
assumed in the terminating state.

The return, Gt, is defined as some specific function of the reward sequence, R1, R2, . . . If the
MRP is used to reflect an episodic task, which is a task that naturally breaks into independent
episodes, such as chess where an episode would refer to one specific game, then in this case
the return is simply the sum of all accumulated rewards from time-step t until the end of the
episode.

Gt = Rt+1 +Rt+2 +Rt+3 + ...+RT =
T∑

k=t+1

Rk (3.7)

Where T denotes the last time-step of the episode, which is sometimes also referred to as the
stopping time of the stochastic process. It should be noted that T is a random variable, as the
length of an episode can vary. In the episodic case, each episode begins in some starting state,
which can be deterministically chosen or sampled at random from a specified distribution
of starting states, and ends in some terminal state. In the case of episodic tasks one would
naturally have to distinguish between episodes by introducing and episodic index i and denote
e.g., the states by St,i. However, since it is rarely needed to refer to specific episodes, the
episodic index is dropped to simplify the notation.7

The alternative to an episodic task is a continuing task. A continuing task is one that has
no natural starting state and no terminal state, which means that the process can go on
indefinitely. Continuing tasks are often more difficult to deal with, as they cannot be divided
into independent episodes. Because there is no stopping time, i.e., T =∞, the return defined in
equation (3.7) does not usually exist in the case of a continuing task, as the sum would simply
diverge to either plus or minus infinity. In this case a discount factor γ is used to establish a
slightly different formulation of the return to ensure that return do not diverge. We define the
return in the continuing setting in the following way:

Gt = Rt+1 + γRt+2 + γ2Rt+3 + ... =
∞∑

k=t+1

γk−t−1Rk (3.8)

7As proposed by S&B [34]

31



To obtain a meaningful representation that is guaranteed to exist, the discount factor is
restricted to a real-valued number between zero and one, excluding both zero and one. The
discount factor determines how much future rewards are weighted in comparison to more
immediate rewards. When the discount factor is close to zero the return can be considered a
short-sighted measure, as future rewards are largely disregarded. When the discount factor is
close to one, the return becomes a far-sighted measure, as all rewards, even those far into the
future, are taking into consideration. From a mathematical and computational perspective
discounting is convenient tool to ensure that the return still exists even in case of a cyclical
process that goes on indefinitely. In model-based reinforcement learning the use of discounting
also has a more intuitive explanation, as it can be thought of as an adjustment due to
uncertainty of the model environment specification. It is rarely possible to obtain a perfect
model of the environment, and the predictions made by this model about what rewards might
be received may be associated with greater uncertainty the further into the future they are.
As a result, it is only natural to have less confidence in the model as we look further into the
future which can be represented by discounting, reducing the need for a perfect model.

The return formulation for the episodic and continuing tasks (equation (3.7) and (3.8)) are very
similar, hence a natural idea would be to introduce a unified notation of the return to handle
both cases simultaneously.8 As mentioned, when representing an episodic task with a Markov
reward process, the process necessarily must include a terminal state used to indicate when it
ends. Now instead of stopping the process once it reaches the terminal state, we could instead
do as illustrated in figure 3.2 and let the process loop indefinitely in the terminal state with
a reward of zero gained at each time-step. This is a mathematical trick for representing the
terminal state, allowing for a continuing representation of an episodic task while ensuring that
the return remains finite. Using this trick, the return formulation in (3.7) is exactly equal to
that of equation (3.8) with a discount factor equal to one. As a result, we may obtain a unified
return formulation that addresses both scenarios, by defining the return as

Gt =
T∑

k=t+1

γk−t−1Rk, (3.9)

and allowing both cases T = ∞ and γ = 1, but not at the same time. For continuing tasks
we would have T = ∞ and γ ∈ (0, 1) and for episodic tasks T would be finite, reflecting the
length of an episode, and γ would be equal to one. The time-steps after time-step T are thus
omitted in the episodic case because these time-steps result in zero reward in any case.

8S&B p. 57 [34]
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Another important concept made possible by the addition of rewards is the concept of state-
values. The value of a state is defined as the expected return conditional on being in that state.
Importantly, because we assumed that each state is Markov, the value of a state is the same
regardless of how it was reached. Therefore, we can represent the value of all states by the use
of a state-value function, which is a function, denoted by v(s), that maps any state s ∈ S to
its corresponding state-value

v(s) = E[Gt|St = s], (3.10)

where Gt is the return defined in equation (3.9). Using the recursive nature of returns, it is
possible to obtain a recursive formulation of the state-value function by decomposing it into
two parts, namely, the immediate reward and the discounted value of the next state.

v(s) = E[Gt|St = s]

= E[Rt+1 + γGt+1|St = s]

= E[Rt+1 + γv(St+1)|St = s] (3.11)

The last equation follows from the law of iterated expectations; E[Gt+1|St] =

E[E[Gt+1|St+1]|St] = E[v(St+1)|St]. This idea of decomposing the state-value function was
introduced by Richard E. Bellman9 and equation (3.11) is similarly called the Bellman equa-
tion. The state-value function can be seen as averaging over the one-step look ahead successor
state-values and weighting each possible successor state value by its probability of occurring.
Also, because the expected value of a sum of random variables is equal to the sum of their ex-
pectations, we can use the definition of the reward function and the notation of state transition
probabilities to write equation (3.11) in the following way:

v(s) = Rs + γ
∑
s′∈S

Pss′v(s′) (3.12)

The Bellman equation for a Markov reward process is a linear equation that can be solved
directly by solving the set of equations.

v = R+ γPv ⇒ v = (IK − γP)−1R (3.13)

where IK is the order K identity matrix which consists of ones along the diagonal and zeros
elsewhere. This involves calculating the inverse of a K ×K matrix which is not computational

9Bellman, (1957) [9]
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feasible for large MRPs. In practice, problems are often very large and direct calculations of
the matrix inverse of the transition probability is often not possible due to memory capacity
and processing speed limitations. In this case iterative methods must be used instead.

It is still unclear how the addition of rewards, and thus the concepts of returns and state-
values, can be useful in representing the reinforcement learning problem, but as we will see in
the following section, the basic idea will be to directly relate the learning goal to the return
and to use state-values to distinguish between good and bad states.

3.2.3 Markov Decision Processes

The Markov reward process brought us one step closer to a framework that can be used to
represent reinforcement learning problems, but one crucial concept is still missing which is the
concept of learning. So far, there have been no way of interacting with the environment, and
thus no way of improving. Therefore, in addition to the rewards introduced in the preceding
section, another layer of complexity is now added to the Markov process by introducing
interaction into the framework via decisions, facilitating the concept of learning. The resultant
Markov process with rewards and decision added is known as aMarkov decision process (MDP).

Each state in a MDP may be associated with one or more decisions, or actions as they will be
referred to as, that affect how the process behaves in that state. The actions that are available
may depend on the current state of the environment, but it is assumed that all actions are
sampled from some finite state-space A. In chess, for example, the available actions depends
on the current position and the remaining pieces. Furthermore, selecting one action over another
results in a different position. For example, one action might be to move a pawn, while another
might be to move the queen, but in either case, the resulting state would be different. It is not
a requirement that different actions result in different states, but it is often the case. figure
3.3 depicts a simple example of what a MDP can look like. In this example there are two
actions available in both state s1 and s2, and depending on the chosen action, the transition
probabilities change. If the action taken in either state is a1, then the transition probabilities
may be represented by those of the solid lines, whereas if the action taken is a2, the transition
probabilities may be those of the dashed lines.
The addition of decisions necessitates the extension of the state transition probability argument
and, as a result, also of the state transition matrix since transition probabilities now depend
on what action is selected.

Pass′ = P[St+1 = s′|St = s, At = a] (3.14)
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Figure 3.3: A Markov Decision Process with a terminal state.

Where At is used to denote the action that the agent chooses at time-step t. Further, this also
implies that the reward function, which is dependent on the transition probabilities, must be
modified.

Ra
s = E[Rt+1|St = s, At = a] (3.15)

A MDP can therefore be summarised by the assumption of the Markov property (3.1) and the
5-tuple (S,A,P ,R, γ), where

• S is a finite set of states.

• A is a finite set of actions.

• P is a state transition matrix, Pass′ = P[St+1 = s′|St = s, At = a].

• R is a reward function, Ra
s = E[Rt+1|St = s, At = a].

• γ ∈ [0, 1] is a discount factor.

Actions are often not deterministic, but rather sampled according to some distribution function
which is known as the policy. Formally, the policy is defined as the conditional distribution of
actions given states, which mathematically means that a policy, πt, at time-step t is a mapping
of states to action probabilities.

πt : S ×A → [0, 1] (3.16)

Notation wise, we write πt(a|s) for the probability of At = a conditional on St = s, which
in words means the probability of choosing exactly action a conditional on currently being in
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state s at time-step t. This notation of course permits deterministic actions, in that case the
probability of the action would just be equal to one, or equivalently, the policy would simply be a
mapping of states directly to actions. If the policy is fixed, then the sequence of states S0, S1, ...

is just a Markov process (S,Pπ) and the state and reward sequence S0, R1, S1, R2, ... would
simply be a Markov reward process (S,Pπ,Rπ, γ), where the state transition probabilities and
the reward function are defined in the following way.

Pπss′ =
∑
a∈A

π(a|s)Pass′ Rπ
s =

∑
a∈A

π(a|s)Ra
s (3.17)

The introduction of actions and policies into the framework can be viewed as the introduction
of the agent, as they define how interaction with the environment can take place. Policies fully
define the behaviour of the agent. But every agent must also have a goal or a learning objective.
As previously stated, the idea is to use returns to represent the learning goal, but due to the
stochastic nature of transitions and thus the return, the expected return is used instead. The
idea of using the expected return to represent the learning objective is known as the reward
hypothesis10 which states that,

“The learning goal can be well thought of as the maximisation of the expected value
of the cumulative sum of a received scalar signal i.e., the return.”

— Richard S. Sutton

The reward hypothesis naturally leads to a unified formulation of the learning objective when
using the unified formulation of the return. This formulation we refer to as the discounting-
formulation, in which the goal is the expected return of equation (3.9). This is the objective
that should be maximised, regardless of whether the task is episodic or continuous. Because
the return depends on the trajectory, which is the sequence of states, actions and immediate
rewards S0, A0, R1, S1, A1, R2, ...., the expectation is necessarily stated with respect to the policy
πt, as the policy together with the state transition matrix defines the probability of a trajectory.
Notation wise, the concept of a goal allows us to drop the time-index of the policy, because

any policy worth considering should be time-independent due to the Markov property of the
states. That is, if a policy is optimal at time-step t then it must also be optimal at time-step
t + 1 as well, implying that the distribution defined by the policy is stationary. The goal
of the learning problem is thus to maximise the expected return by finding an optimal policy π∗.

With this representation of the goal, it is implicitly assumed that feedback can be properly
represented by numerical reward signals (rewards). This representation of the feedback is of

10As proposed by Richard S. Sutton, p.53 S&B [34]
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course restrictive, however by using rewards as feedback, it is possible to directly relate the
feedback received by the agent to the goal, resulting in a very convenient representation of
the learning objective. This also implies that when defining the rewards, we should allow
positive/good feedback to correspond to a positive, potentially large, reward and negative/bad
feedback to correspond to a small, or even negative, reward. For example, winning a game of
chess reflects positive feedback, which could naturally be expressed as a reward of +1, whereas
losing a game of chess reflects negative feedback, which could be expressed as a reward of −1.
The formulation of the goal encapsulates the concepts of positive and negative feedback, and
it also takes into account that feedback might be delayed as it considers the entire sequence of
rewards, not just the immediate reward. It is assumed that the rewards are bounded and that
the reward computation is embedded in the environment, preventing the agent from changing
it arbitrarily. Because the rewards reflect the objective, they are also the primary basis for
updating the agent’s policy.

The design of a meaningful reward function is thus an important part of reinforcement learning,
because the learning is heavily influenced by how well the rewards represent the actual goal of
the specific problem. This results in the difficult task of reward construction since the learning
is highly affected by how well the rewards relate to the specific problem. Clear and precise
reward construction will result in faster learning convergence and a lower risk of getting stuck
in a local minima. Likewise, miss specification of rewards or unintended reward assignment
will likely reduce convergence speed and in the worst case the agent will learn sub-optimal
behaviour. Generally, we do not tell the agent how to achieve the goal, only what we want to
achieve. The whole idea is to allow for the agent to come up with creative and possibly unseen
solutions to the problem, but this is also one of the pitfalls of reinforcement learning as the
agent may find ways of maximising its return using unintended and unwanted behaviour.
There is no one-way-fits-all solution of how to model rewards and how to choose the right

reward function because this is specific to the learning problem. A very popular example
of a faulty reward function leading to unintended behaviour was rewarding the agent for
accumulating speed bonuses in the boat-racing game ’CoastRunners 7’.11 In this game, the
player’s progress around the course is not directly rewarded, but the player earns a higher
score by hitting targets along the way. Using the score to represent the informal goal of
finishing first is thus a natural idea to consider. However, as it turned out, the agent could
easily obtain a high score without even finishing the race by focusing solely on hitting these
targets. As a result of this reward function specification, the agent did not learn to finish the
race first, which was the intended goal, but rather it learnt an optimal path for circling the
track and knocking over the targets. This example illustrates the dangers of misspecifying the

11Faulty Reward Functions in the Wild, https://openai.com/blog/faulty-reward-functions/
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reward function which is a fundamental challenge in all reinforcement learning.

Another feature is that rewards reflect evaluative feedback since the agent only receives rewards
based on the states that are visited which is conditioned on the actions that the agent takes.
The agent must therefore learn which actions result in the most rewards by trying out different
actions. This concept is known as the exploration-exploitation trade-off. On one hand, the
agent should explore untried actions to see if they result in a better policy, and on the other,
the agent should exploit the policy that it currently believes to be optimal as this is the current
best estimate based on experience of how to maximise the expected return. Exploration versus
exploitation is a critical concept in most reinforcement learning problems, and balancing
exploration and exploitation is a difficult problem with no universal solution. The optimal ap-
proach depends on the specific problem. The trade-off is also one of the reasons why stochastic
policies make a lot of sense, because they naturally allow for the exploration of different actions.

Just as with the MRP we will in the MDP setting also like to have some notion of how good
or bad certain states are in the terms of the goal. The state-value function for the MDP is
defined as the expected return conditional on the agent currently being in state s and choosing
its actions by following the policy π.

vπ(s) = Eπ[Gt|St = s] = Eπ

[
T∑

k=t+1

γk−t−1Rk

∣∣∣St = s

]
, ∀s ∈ S (3.18)

In addition to the state-value function an action-value function, also referred to as the Q-
function, is introduced. The action-value function, denoted qπ(s, a), is defined as the expected
return if the current state is s, the agent takes action a, and then follows the policy π afterwards.

qπ(s, a) = Eπ[Gt|St = s, At = a] = Eπ

[
T∑

k=t+1

γk−t−1Rk

∣∣∣St = s, At = a

]
(3.19)

Both the state-value function and the action-value function are very closely related to the
learning objective, namely the return, and can thus be used to guide the agent’s decisions as
well as to assess the effectiveness of a policy. The Bellman equation can be defined in the
MDP setting for both the state-value function and the action-value function, just as it was
defined for the state-value function in the MRP setting. Again, using the general recursive
relationship between the state values as established in (3.11), the Bellman equation for the
state-value function can be obtained once more, but this time it is defined with respect to the
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policy π.

vπ(s) = Eπ[Gt|St = s]

= Eπ[Rt+1 + γvπ(St+1)|St = s] (using (3.18))

=
∑
a

π(a|s)
(
Ra
s + γ

∑
s′

Pass′vπ(s′)
)
, ∀s ∈ S (3.20)

And similarly, it is also possible to write the Bellman equation for the action-value function,
by using the same recursive behaviour.

qπ(s, a) = Eπ[Rt+1+ + γqπ(St+1, At+1)|St = s, At = a] (3.21)

= Ra
s + γ

∑
s′

Pass′
∑
a′

π(a′|s′)qπ(s′, a′) (3.22)

The Bellman equation, referring to both of the recursive definitions of the value functions, is
widely used within reinforcement learning as several algorithms rely on it to iteratively update
both the state-value function and the action-value function.

Based on the goal of the learning problem, which is to find a policy that maximises the ex-
pected return, we now also introduce the concept of an optimal state-value function and an
optimal action-value function. These are defined in terms of the policy which maximises the
corresponding value function.

v?(s) = max
π

vπ(s), ∀s ∈ S (3.23)

q?(s, a) = max
π

qπ(s, a), ∀s ∈ S,∀a ∈ A (3.24)

The optimal state-value function only describes the maximum return that can be obtained in
the MDP based on the current state, but it does not describe how to obtain this return. The
optimal action-value function also describes the maximum return that can be obtained, but
this is then conditional on the action that is taken in the current state. If q?(s, a) is known
then the learning problem is in a sense solved as it defines the optimal policy because if q?(s, a)

is known, one could simply evaluate each action in each state using q?(s, a) and then choose
the action with the highest action-value in each state.
To properly define the optimal policy, a partial ordering of policies is required. The state-

value function can be used to achieve this partial ordering, and we say that a policy π is at
least as good as another policy π′ if the state-value function evaluates to higher or equal values
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in all possible states.

π ≥ π′ if vπ(s) ≥ vπ′(s), ∀s (3.25)

There does not have to be a single optimal policy; in fact, there may be a set of optimal policies
that achieve the same state and action value. The idea of optimal policies is formalised in the
following theorem.12

Theorem 3.2.1 (Optimal policy) For all Markov Decision Processes there exists at least
one optimal policy π? that is better than or equal to all other policies: π? ≥ π,∀π. All optimal
policies have the same optimal state-value function vπ?(s) = v?(s) and the same optimal action-
value function qπ?(s, a) = q?(s, a)

As in equation (3.20) we similarly define the Bellman optimality equation for the optimal state-
value function.

v?(s) = max
a
q?(s, a) (3.26)

= max
a

E[Rt+1 + γv?(St+1)|St = s, At = a] (3.27)

= max
a

(
Ra
s + γ

∑
s′

Pass′v?(s′)
)

(3.28)

Where the second equality is a result of the optimal policy theorem that enables writing q? in
terms of v?. For the state-action pair (s, a) the right hand side of (3.26) is equal to taking the
action that maximises the expected immediate return and discounted optimal successor state,
because that is exactly what also maximises q?(s, a). Similarly, we also define the Bellman
optimality equation for the action-value function.

q?(s, a) = E[Rt+1 + γmax
a′

q?(St+1, a
′)|St = s, At = a] (3.29)

= Ra
s + γ

∑
s′

Pass′ max
a′

q?(s
′, a′) (3.30)

The main difference between the Bellman equation and the Bellman optimality equation,
is that in the Bellman equation the different state values are average over whereas in the
Bellman optimality equation we rely on the max operator instead. Because any policy in
which actions are always chosen in accordance with v? is an optimal policy, the agent only
needs to look one step ahead to the successor states to choose the action that is optimal in the
long run, assuming v? is known. If q? is known then the agent does not even have to examine

12Silver, Lecture 2 p.40 [21]
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the successor states since the long-run optimal action is embedded within q?(s, a). Therefore,
the optimal policy in a state is the action that maximises q?(s, a). However, due to this max
operation, the Bellman optimality equations are no longer linear and there is no closed form
solution for the equations, and iterative methods must instead be sued to solve the equations.

To summarise this section, we assume that in reinforcement learning the agent and the envi-
ronment interact at discrete time-steps t = 0, 1, 2, ... and at each time-step the agent observes
the current state of the environment, produces an action, receives a reward and transitions to
the next state. The order of events is very important here. The agent must choose an action
before observing the reward, and therefore the reward cannot be used to determine what action
to take. The agent must rely on the experience it has obtained, together with the information
that it receives from the environment about the current state to base its decisions on. This
process is known as the agent-environment-interface which is illustrated in figure 3.4, and this
process can be represented using a MDP, where the behaviour of the agent is fully defined by
the policy, the feedback by the numerical reward signals, and the environment by the process
itself.

Figure 3.4: Agent-environment-interface - S&B p. 48 [34]
.

The MDP framework gives an explicit definition of the objective of the learning problem, in
terms of the return, and with the use of value functions a means of evaluating actions and
policies.

3.2.4 Solution Methods

This section covers the main principles of three different groups of solution methods, namely
Dynamic Programming, Monte-Carlo and Temporal Difference Learning. The primary dis-
tinction between these methods is in how they estimate vπ(s) given a policy π, referred to as
the prediction problem. In addition, we also describe methods for finding optimal policies, a
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problem referred to as the optimal control problem, which are based on an iterative scheme for
improvement of the policy known as Generalized Policy Iteration (GPI).
In theory, optimal policies can be calculated directly by solving the Bellman equation, but

this is rarely an attractive approach in practice. First of all, this approach is inefficient when
dealing with large problems because it necessitates searching through all possible outcomes
and corresponding rewards, which is often computationally impractical or impossible. Second,
solving the equations necessitates complete knowledge of the dynamics of the environment
as well as the Markov Property being fully satisfied, both of which are assumption that are
frequently not met. Even with a complete and accurate model of the environment, it is still
often not possible to compute an optimal policy by solving the Bellman optimality equation
directly due to a lack of computational memory. Therefore, approximate solution methods are
often used in practice instead.

If there is complete knowledge of the environment, which means that the dynamics of the
environment are fully known, then a simple idea could be to expand the right hand side of
(3.28) to a desired depth, or precision, and then use some heuristic search algorithm like
the A* search algorithm13 to approximate the optimal state-value function in this way. This
simple approach can be practical in some cases, but the assumption of complete knowledge is
as mentioned often violated practice.14

Dynamic Programming Methods
Another approach to solving the learning problem, which perhaps is also the most classic
approach, is to use Dynamic programming (DP) methods. These methods are distinct from
other solution methods in that they rely directly on estimation of the state-value function using
the Bellman equation. Because the Bellman equation is expressed in terms of expectations,
as in equation (3.28), this necessitate a model of the environment and DP methods are
therefore model-based. Because the Bellman equations are well defined in both the episodic
and continuing cases, the DP methods can be applied in either case. The DP methods
utilise bootstrapping, which is roughly defined as updating estimates on the basis of other
estimates of the same kind. The benefit is that DP methods can be used to estimate the value
of a state using the value of the successor state without requiring a full sweep of the environment.

To solve the prediction problem DP methods rely on the Bellman equation (3.20) as an update

13Hart et al., (1968) [3]
14S&B, p. 66 [34]
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rule to iteratively approximate vπ by a sequence of estimates V0, V1, V2, ...

Vk+1 =
∑
a

π(a|s)(Ra
s + γ

∑
s′

Pass′Vk(s′)) ∀s ∈ S (3.31)

This update rule ensures that the sequence Vk converges to vπ as k →∞. This iterative scheme
is known as iterative policy evaluation15.
To address the control side of the problem, we first define what improvement in terms of

the policy entails. This is known as the Policy Improvement Theorem which defines a way of
evaluating changes in the policy for a single state. We state the theorem for the special case of
deterministic policies due to its simplicity, but it generalises to the stochastic case. The simple
deterministic version sufficiently captures the general idea while being easier to follow.

Theorem 3.2.2 Policy Improvement Theorem16. Let π and π′ be a pair of identical determin-
istic policies except for one state π′(s) = a 6= π(s) such that, qπ(s, π′(s)) ≥ vπ(s) ∀s ∈ S, then
the policy π′ is at least as good as π in terms of expected return for all states, vπ′(s) ≥ vπ(s).

The Policy Improvement Theorem states that a change in policy for some state s can be
measured based on the state-value function. The complete proof of the policy improvement
theorem is given by Sutton and Barto17.

Based on Policy Evaluation and the Policy Improvement Theorem it is possible to asses policy
changes at all states. This leads to a natural strategy of how to improve the policy: simply
choose the actions at each state that maximise the short-term action-value, as this, by the pol-
icy improvement theorem, guarantees overall improvement in the policy. The policy defined by
taking the action that maximises the action-value in all states is known as a greedy policy, and
the overall strategy of improving policies by behaving greedily with respect to the action-value
function as policy improvement. Because policy improvement is based on policy evaluation of
the unimproved policy, it stands to reason that the improved policy should also be evaluated
to look for additional possible improvements. As a result, an iterative scheme of switching be-
tween policy evaluation and policy improvement emerges, which is known as Generalised Policy
Iteration or GPI.18 Evaluation and improvement compete in the sense that changing a policy
to be greedy with regard to the action-value function, often causes the state-value function to
be incorrect according to the newly changed policy, requiring it to be recalculated. Similarly,
making the state-value function consistent with the new policy it will most likely change the

15S&B, p. 74 [34]
16S&B, p. 78 [34]
17S&B, p. 78 [34]
18S&B, section 4.6 [34]
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policy to be non-greedy again. Because iterations between evaluation and improvement does
not completely offset the approximations, the processes will converge in the long run. An op-
timal state-value function, and hence an optimal policy, is achieved when both are consistent
with each-other.

Figure 3.5: GPI scheme and convergence - Image from Weng, L. [35] and S&B p.87 [34]

GPI is a general approach used not only in DP but in many reinforcement learning methods.
When using DP methods, however, convergence on an optimal policy is guaranteed. This is
not always the case with other approaches, where GPI may instead converge on local optima.
In any case, convergence occurs in the limit, and as a result, GPI is often terminated early
when a desired precision is met.

Monte-Carlo Methods.
Generally, the environment dynamics are often not well defined beforehand and has to be
discovered during learning. In such cases DP methods are not suitable and instead one can
use Monte-Carlo (MC) methods, which is a model-free solution approach using the experience
the agent gathers through state visitations. The idea behind MC-methods is to sample a full
trajectory from a starting state S0 until termination and record the states visited, actions taken,
and the return gained by the agent. The return received from following the policy π from some
given state s is an unbiased sample from the true state-value function vπ(s). By continuing to
sample trajectories following π then, due to the law of large numbers, the average return will
converge to the true state-value vπ(s) as the number of times that each state is visited goes
to infinity. If we also keep track of the actions, then these return averages conditional on the
actions will in a similar way converge to the true action-values qπ(s, a).
Because MC-estimates do not update their value estimates based on the value estimate for

the next state they do not bootstrap. It is also worth noting that MC-method are only well
defined for episodic tasks, as it requires complete simulations which is contradicted in the case
of continuing problems.
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Similar to the DP control problem it is common to use the GPI scheme for the MC control
problem as well, where evaluation and improvement is alternated between on an episode-by-
episode basis. This, however, raises the question of exploration versus exploitation since we
wish to act greedily according to the best policy, but still wish for the agent to explore other
actions which can potentially lead to better policies. With DP methods there was no need
for exploration since the environment was assumed to be fully defined, whereas MC methods
require a way of exploring new policies.

In general, all reinforcement learning methods are divided into two categories: off-policy meth-
ods and on-policy methods. On-policy methods are defined by learning and improving on the
policy which is currently being followed, whereas off-policy methods are defined as learning
and improving on a target policy π while following some other policy behaviour policy β. If the
learning algorithm is on-policy, then simply taking greedy actions results in limited exploration.
In this case, it would therefore often make sense to introduce additional exploration by having
the agent commit to sometimes select random actions.
An alternative to the on-policy MC approach is to do off-policy learning. Most off-policy

methods, including off-policy MC, use some variant of importance sampling that uses likelihood
ratios to estimate expected values under a target policy by sampling from a behaviour policy.
We generally differentiate between two types of importance sampling which are ordinary
importance sampling and weighted importance sampling. The former provides an unbiased
estimate but can potentially have infinite variance, whereas the latter gives a biased estimate
but is in return guaranteed to have finite variance.19

Temporal Difference Methods
A third class of methods that can be used for solving the prediction problem are the Temporal
Difference (TD) methods. With TD methods, we combine the strengths of the two former
approaches. TD methods learn by bootstrapping and they do not require a full model of the
environment, making them model-free. TD methods are similar to MC methods but with TD
methods it is not necessary to wait for the end of an episode to start learning. They can instead
be used to learn during an episode based on limited experience by using mini-batch updating,
in which an update is made after processing a complete batch of observations.
The ability to learn from mini-batches and do incremental updates without having to wait

for the end of an episode makes TD methods suitable for online learning which we will discuss
further in section 3.3.2. Because of this, TD methods are much more memory and computational
efficient compared to DP and MC methods. One final property of the TD methods is, like MC
methods, they can be both off-policy and on-policy. The most simple TD method updates the

19S&B, Chapter 5.5 [34]
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state-value function as

V (St)← V (St) + α
[
Rt+1 + γV (St+1)︸ ︷︷ ︸

TD(0)-target

− V (St)
]

This is a one step TD method called the TD(0) method. The TD target in TD(0) is based on
a single time-step, but it is also possible to use bootstrapping over multiple time-steps using
eligibility traces. This generalisation of TD(0) is known as TD(λ).20 TD methods can also be
used to estimate the action-value function and a popular on-policy TD approach, again based
on the GPI schema, is known as the “Sarsa” algorithm21

Q(St, At)← Q(St, At) + α
[
Rt+1 + γQ(St+1, At+1)︸ ︷︷ ︸

TD-target (Sarsa)

− q(St, At)
]

Where α is the learning rate, which determines the size of the update step. The off-policy
counterpart is the famous “Q-learning” algorithm which is based the following update rule22

Q(St, At)← Q(St, At) + α
[
Rt+1 + γmax

a
Q(St+1, a)︸ ︷︷ ︸

TD-target (Q-learning)

−Q(St, At)
]

The general idea behind TD learning is to update the action-value function in the direction
suggested by the current best estimate of the true target action-value function. As the ap-
proximate action-value function Q(s, a) must be initialised for all states and actions, which has
no bearing on the true action-value function, the TD targets will be slightly biased, especially
initially.

3.2.5 Extensions To The MDP Framework

The finite MDP framework described in this chapter has limitations when dealing with very
large or complex problems. Nevertheless, the MDP framework is still widely used because it
is very flexible and can for the most parts easily be extended to cover more complex scenarios
such as large or even continuous state and action spaces. In these cases, the MDP framework
can be scaled to deal with the issues. Most of the time, this is accomplished through the use
of function approximation, which will be discussed further in the following section.

20S&B, Chapter 12 [34]
21S&B, p.129 [34]
22S&B, p.131 [34]
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3.3 Approximate Solution Methods

Tabular methods are only effective when the MDP is small, and they guarantee convergence in
that case, but most real-world problems have large or even continuous state or action spaces.
If either is the case, then tabular methods are simply infeasible due to both computational
inefficiency and memory constraints. As a result, we often have to abandon the pursuit for the
exact optimal solution in favour of using approximate solution methods. In this section, we will
look at some tools and concepts that can be used to solve problems with arbitrarily large state
and action spaces. Fortunately, most of the tabular methods presented in the previous chapter
can still be used with minor modifications, but most guarantees of convergence are often lost.

3.3.1 Function Approximation

Function approximation is a well-studied concept from supervised learning. The idea is to
assume there exists some true target function, that maps any input to its correct output,
and then try and approximate this target function by learning a mapping that, based on a
dataset comprised of inputs and outputs, is consistent in mapping these inputs to their correct
outputs. We refer to this approximate mapping as a function approximation and assume that
it is governed by some mathematical function. The function approximation learning goal is to
learn not only a function that is consistent with a given dataset, but also one that generalises
to new, unseen data. In this section, we focus only on parametric function approximation,
which means that the function used to approximate the target function has a set of adjustable
parameters, denoted θ ∈ Rd. However, in theory, function approximation can also be done
with non-parametric functions such as decision trees or K-nearest Neighbours.

The thought behind using function approximation in reinforcement learning is that, in order
to deal with large state and action spaces, the agent must be able to generalise from previous
encounters to similar but unknown future encounters. Formally, it is assumed that there exists
a true target state-value function, which correctly maps states to state-values, a true target
action-value function, which correctly maps state-action pairs to their correct action-value, and
a true target policy, which correctly maps state-action pairs to the probability distribution
resulting in the highest expected return. The goal is then to find parametric functions that
approximate these target functions.

Vθ(s) ≈ vπ(s), Qθ(s, a) ≈ qπ(s, a), πθ(a|s) ≈ π(a|s) (3.32)
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It is important to note that different mathematical models can be used for each function
approximation, and that θ does not have to be the same in each case. In prediction problems
the goal is to learn an approximate state-value function, whereas in optimal control problems,
approximating either the action-value function or the policy is sufficient. However, as will
be shown in the following section, by using function approximation to represent both the
policy and the action-value function at the same time can result in some extremely powerful
algorithms.

In supervised learning, the general assumption is that the learner is given a training set
S consisting of n inputs and outputs, with each input-output pair sampled i.i.d according
to some unknown but fixed distribution function.23 These assumptions provide an ideal
environment for learning a function approximation. In reinforcement learning there is no
preconstructed labelled dataset from which to learn; instead the agent must create its own
by exploring the environment. This results in several problems which are unconventional for
supervised learning, such as non-stationarity, bootstrapping, and delayed targets. Data cannot
be assumed to be i.i.d because successive time-steps are frequently correlated, the policy has a
direct impact on the sampled data, value functions can be non-stationary, and rewards can be
delayed. As a result, the assumption that data is sampled i.i.d from some fixed distribution
function is frequently violated in the reinforcement learning setting. Nonetheless, function
approximation can still be very useful in reinforcement learning, and several extensions have
been made to solve some of the before-mentioned problems. We do, however, have to be extra
careful when choosing the type of function to be used as it should allow for a training method
suitable for non-i.i.d, non-stationary data.

Several other factors must be considered when determining which function to use as a
function approximator. The function should be complex enough to capture the important
underlying mechanics of the target function, but increased complexity comes at the expense of
less theoretical understanding. Also, complex functions are often more difficult to correctly
learn. The choice of function approximator depends on the goal and each choice has its own
advantages and disadvantages. The two most popular classes of function approximators are
linear and non-linear differentiable function approximators. Both of these classes allow for
learning in a limited feedback environment.

With linear function approximation first a set of feature vectors are constructed using e.g.,
coarse coding,24 The target function is then approximated by learning a linear combination

23We refer to Yevgeny Seldin’s (DIKU) lecture notes [36]
24More information on coarse-coding and other alternative approaches to feature construction can be found in
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based on these features. This may imply aggregation of states (and actions) as feature vectors
can be identical for similar states. Additionally, it may result in the loss of Markov property.
The advantages of using a linear function approximation include the fact that linear functions
are well understood theoretically and that analytical solutions for determining the optimal
weights given a dataset almost always exist. For example, if the goal is to minimise the
mean squared error, determining the optimal weights is a linear least squares problem with a
well-known analytical solution. The disadvantage of linear function approximation is that it
requires the construction of meaningful features, which can be a difficult task in and of itself.
Linear function approximation is also limited in the sense that it cannot be used to represent
very complex and non-linear mappings.

With non-linear differentiable function approximation a non-linear and differentiable parametric
function is used as the function approximator. This has the advantage of allowing for more
complex mappings and, because the function is differentiable, the function approximation can
be learned by using a gradient-based learning approach, such as gradient descent. The benefits
of a gradient-based learning is that you can simply throw in a raw signal and still expect to
improve on the current function approximation. It is not necessary to first construct a set of
features when using non-linear function approximation, which can be a difficult task in and of
itself. The main disadvantage is, however, that non-linear functions are typically much more
difficult to learn than linear functions. Furthermore, the theoretical understanding may be
limited, and the optimisation problem can rarely be solved analytically.
From the non-linear differentiable class of function approximators, neural networks have

recently become a very popular choice because they can handle complex non-linear mappings
and can be trained in a computationally efficient way using parallelisation. However, neural
networks are not that well understood theoretically, and learning the network’s parameters can
be difficult, especially in a reinforcement learning setting where feedback is limited. Neural
networks also frequently rely on the selection of multiple hyper-parameters, each of which can
be detrimental to the network’s performance. As a result, using neural networks as function
approximators is difficult and necessitates the use of stabilising techniques, such as experience
replay. The concept of experience replay and the fundamental properties of neural networks
will be described in the following two sections.

In general, the function approximation learning objective is stated in terms of some perfor-
mance measure. We will throughout use L(θ) to represent losses that should be minimised
and J (θ) to represent a positive performance measure that should be maximised. The loss
L(θ) will often be the mean-squared error between the function approximation and some true

Chapter 9.5. in S&B [34]
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target function, whereas J (θ) will be directly related to the original learning objective of the
reinforcement learning problem, namely the return. When approximating a value function, the
former is always the case, and the objective will be L(θ) which should be minimised, whereas
when approximating a policy, the latter is always the case, and the objective function will be
J (θ) which should be maximised.

3.3.2 Gradient Descent and Experience Replay

Gradient-based learning algorithms, and particularly gradient descent, are probably the most
commonly used class of learning algorithms for learning function approximation. These
methods are all defined by learning through the use of the gradient of some differentiable
objective function. The idea is that for any parametric function L(θ) or J (θ), the gradient
with respect to the parameters θ defines the direction of change in the parameters that result
in the objective function value changing the most. If the goal is to maximise J (θ), then the
parameters should be changed in the direction of the gradient, which is known as gradient
ascent, and if the goal is to minimise L(θ), then the parameters should be changed in the
direction of the negative gradient, which is known as gradient descent. Since maximising J (θ)

is equivalent to minimising −J (θ) gradient ascent and gradient descent are one and the same.
It is therefore sufficient to cover only one of the cases and we will focus on gradient descent
stated in terms of L(θ).

The simplest version of gradient descent is known as steepest gradient descent, in which the
update size is constant, but often a momentum term is added to speed up convergence and
reduce the risk of getting stuck in a local minimum. The general expression for gradient descent
with momentum is shown here

θ ← θ − α∇L(θ) + η∆θ (3.33)

where α > 0 is the learning rate, η ≥ 0 is a momentum parameter and ∇L(θ) =[
∂L(θ)
∂θ1

. . . ∂L(θ)
∂θd

]ᵀ
is the gradient of the objective function with respect to the parameters θ.

In (3.33), ∇L(θ) denotes the true gradient at time-step t, but in practice the true gradient
is often not available and is therefore replaced by some estimate ∇L(θ). Gradient descent is
classified into three variants: batch gradient descent, stochastic gradient descent, and mini-batch
gradient descent.25 Because all three variants are best explained in the supervised learning

25Ruder, Sebastian (2016)[27]
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setup, we will simply for the time being assume the existence of some dataset S consisting of
n inputs and outputs.

With batch gradient descent the entire batch, which is just another word for dataset, is used to
estimate the gradient in (3.33) for every update. This produces a stable and unbiased estimate
of the gradient, resulting in updates along a straight trajectory towards the (local) minimum.
If the objective function is convex, then this minimum will be the global minimum. One of the
major disadvantages of batch gradient descent is that it frequently results in many redundant
calculations. For example, if two observations are very similar, using both will yield in the
same gradient direction as using only one would. Batch gradient descent is computationally
expensive because each update uses the entire dataset, making it an unfeasible option when
the batch is very large.

Stochastic gradient descent, in contrast, performs the parameter update in (3.33) for each
example in the dataset. In other words, for each time-step of training, a single example
is sampled from S, sometimes stochastically, and the gradient is then estimated using this
example to perform the parameter update in (3.33). Because the gradient estimate is only
based on a single example at each time-step, stochastic gradient descent can be unstable due
to the high variance in the gradient estimate, which causes the estimate objective function
to fluctuate. However, since the estimate is still unbiased, stochastic gradient descent should
theoretically converge towards a minimum, but this requires gradually decreasing the learning
rate over time, as otherwise it would constantly overshoot the minimum. The main benefits of
stochastic gradient descent is that is avoids redundant calculations and can therefore in some
cases result in much faster convergence compared to batch gradient descent. Furthermore,
stochastic gradient descent can be easily applied online, which means while new data is
being collected. Furthermore, introducing noise into the learning process via a noisy gradient
estimate can frequently result in learning that generalises better to new unseen data.

The last variant is known as mini-batch gradient descent, in which the gradient estimate
is based on a smaller subset from the original sample, called a mini-batch. We denote the
number of examples in each mini-batch as B and refer to it as the batch-size. Mini-batch
gradient descent is an attempt to combine the best from batch gradient descent with the
best from stochastic gradient descent. Because the gradient is computed using a mini-batch
of size B where 1 < B < n, it is often more stable than the single stochastic gradient
descent estimate, and it is also less computationally expensive to compute compared to batch
gradient descent. Mini-batch learning can therefore be used to reduce the computational
burden and speed up the learning process significantly. Which variant of gradient descent
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that is the most effective depends on the problem and the data available. With each, there
is a trade-off between the accuracy of the gradient estimate, and thereby the stability of the
update, and the computational burden of computing it. In practice mini-batches are often
preferred over the other two, but stochastic gradient descent also has a wide range of appli-
cations, particularly in reinforcement learning, because it can very easily be implemented online.

One of the main benefits of taking a gradient-based learning approach to learning function ap-
proximation is that it allows for learning from raw signals. Now, in reinforcement learning there
is no preconstructed dataset and this means that there are essentially two different approaches
to learning a function approximator. It can either be done online using incremental-methods or
it can be done offline using batch-methods. Incremental methods use stochastic gradient descent
to update the weights at each time step as new data is gathered. For example, if the goal is to
estimate the action-value function, the objective function could be defined as the mean squared
error with respect to the true action-value function

L(θ) = Eπ[(qπ(s, a)−Qθ(s, a))2], (3.34)

which is to be minimised. In this case, the gradient descent update of (3.33), without the
momentum term, becomes

θ ← θ − 2αEπ[(qπ(s, a)−Qθ(s, a))∇Qθ(s, a)], (3.35)

The problem with this update is that it is defined as an expectation containing the true target
function, which is unknown to us. If it assumed that states are gathered by letting the agent
interact with the environment while following the policy π, then the update step (3.35) can be
estimated by replacing the true target function with some estimate. This estimate should be
available online, and a natural idea is therefore to use bootstrapping. One example is to use
the TD target from the Q-learning algorithm

qπ(St, At) ≈ Rt+1 + γmax
a
Qθ(St+1, a) (3.36)

In this case, the update of (3.35) can thus be computed by plugging in the action-value function
estimate into equation (3.35)

θ ← θ − 2α
(
Rt+1 + γmax

a
Qθ(St+1, a)−Qθ(St, At)

)
∇Qθ(St, At) (3.37)

This update can easily be evaluated by storing the experiences
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(St−1, At−1, Rt + γmaxaQθ(St, a)) at each time-step. Because the TD target is not an
unbiased estimate of the true action-value function, each update step will be slightly biased.
This is in part due to the TD target simply being biased, but also because only the effect of
changing the parameters on the function approximation is taken into account, while the effect
on the TD target is ignored. It is possible to correct for the bias caused by not accounting
for the effect on the TD target, but empirically this appears to result in instabilities, so it
is preferable to treat it as a constant in the update step.26. As a result, the gradient is not
the true gradient, and the incremental methods that rely on bootstrapping are therefore also
sometimes called semi-gradient methods.27 Instead of using the TD target as an estimate
of the action-value function it is also possible to take a MC approach and instead use the
sample return Gt. The sample return is an unbiased, albeit noisy, samples from the true
target action-value function. In this case the gradient would therefore be the true gradient in
expectation. The main disadvantage of using the sample return is that it is only available after
an episode has ended, which means that updates based on it can only be performed after an
episode has ended on not online. As a result, while the sample return is an unbiased estimate,
bootstrapping is frequently preferred because it accelerates learning. The MC approach also
only makes sense in episodic tasks, whereas using bootstrapping generalises easily to continuing
tasks. In any case, there are several potential flaws with incremental methods. First off,
because data is sampled in accordance with the policy, it can be highly correlated and as a
result the update steps can be highly correlated, destabilising the learning process. Another
important issue is that incremental methods are sample inefficient because each observation is
only used once and then discarded.

Batch-methods take a more supervised learning-inspired approach. The idea behind batch-
methods is to first create a dataset, by letting the agent explore the environment, and then
learn a function approximation based on this dataset. For example, if we return to the problem
of learning an action-value function approximation, this dataset, denoted D, could for each
time-step consist of the state, the taken action, and the corresponding action-value function
estimate.

D = {(S0, A0, q̂π(S0, A0)), (S1, A1, q̂π(S1, A1)), (S2, A2, q̂π(S2, A2)), ...} (3.38)

As updates are done offline in any case, a natural choice for the action-value function estimate
is the MC return, but once again it is also possible to use bootstrapping. Minimising the mean
squared error in this case corresponds to learning the parameters θ that minimises the following

26David Silver [22]
27Chapter 9.3 S&B [34]
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quantity:

L(θ) = ED
[
(qπ(s, a)−Qθ(s, a))2

]
(3.39)

This optimisation problem can be solved by employing one of the three gradient descent
variants. Again the gradient must be estimated since the true target function is unknown.
For example, by randomly sampling pairs of states and state-value function estimates from
D and then applying the stochastic gradient descent update will eventually converge on the
least squares solution. The main benefit of batch-methods is that they can help stabilise the
learning process. There are several reasons for this. First off, the batch-method approach
allows for the use of mini-batch gradient descent, which often produces a more stable estimate
of the gradient compared to stochastic gradient descent. Secondly, by storing experience in D,
the temporal structure of the data can be broken down. The issue with batch-methods is that
if the data sampled in any way is dependent on function approximation, such as when function
approximation is used to represent the policy, then the batch-method approach is sampling
inefficient. That is, we could easily end up in a situation where we are learning an action-value
by only using experiences gathered by following a potentially poor representation of the policy.

Now, a natural idea is to try and combine the incremental-methods with batch-methods in
order to obtain an approach that can be used to learn online while still benefiting from the
batch-methods’ sample efficiency and stabilising properties. This can be achieved by util-
ising experience replay,28 which refers to the general concept of storing experiences in some
replay memory D and then replaying it back to the agent at a later point in time. Experi-
ence replay works by separating the gathering of new experiences from the actual learning. To
perform experience replay we sample experiences, Et = (St, At, Rt, St+1), at each time-step by
following some behavioural policy β. These experiences are then stored in a replay memory
D = {E1, ..., Et}. During learning, samples are drawn at random from the replay memory,
usually in mini-batches, and the sampled experiences are used to update the parameters of the
function approximation, typically using gradient descent.
The most common approach is to sample uniformly from D, but other alternative strategies

to improve replay sampling efficiency have been proposed.29 Because random sampled expe-
rience do not represent connected trajectories, and because experiences are gathered using a
behavioural policy β which may be different from the target policy, experience replay in general
requires the use of an off-policy learning algorithm. If the objective is to use experience replay

28First studied by Lin, (1992) [5]
29For example, Tom Schaul et al. (2015) proposed “Prioritized Experience Replay”, a method that can be used
to improve sampling efficiency by increasing the frequency with which important experiences are sampled [20]
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to learn a target policy πθ, then the behavioural policy should of course resemble the target
policy, such that the experiences contain valuable information that can be used in learning the
target policy. Also in order for experience replay to be useful, it is important that the laws
that govern the environment should not change rapidly over time, as past experiences in this
case may become irrelevant or even harmful.30

To really benefit from experience replay, experiences should be gathered over multiple
episodes as it can then be used to decorrelate trajectories and thus remove serial correla-
tion. Experience replay has been shown to significantly aid in the stabilisation of several
reinforcement learning algorithms. This, combined with the fact that experience replay is
online and sample efficient, such that information contained in each experience can be used
to their fullest, makes it a very appealing tool for learning function approximations. In fact,
if the intention is to use a highly complex function approximation, such as a neural network,
then experience replay is often a strict necessity, as learning frequently blows up otherwise.
To avoid exceeding memory constraints, D is capped at a certain size such that it can only
contain a finite number of experiences. When this limit is reached, the oldest experiences are
deleted from the replay memory as the new experiences are added. This can also help re-
move experiences that may have become irrelevant as a result of being sampled far back in time.

Deep Q-Network 31 (DQN), an extension of Deep Q-learning32, is a very famous example of
a reinforcement learning agent that uses experience replay in combination with Q-learning
to learn a neural network as an action-value function approximation. In addition to using
experience replay to stabilise learning, DQN also uses a target network to produce the TD
targets in the Q-learning update. The target network is only updated every k steps, and in this
way it is possible to reduce the correlation between the action-value function and the target by
treating the TD target as semi constant. DQN is just one of many recent reinforcement learning
agents that utilise experience replay. The algorithm without state preprocessing is shown below.

30Lin, (1992) [5]
31Mnih et. al, (2015) [17]
32Mnih, et al., (2013) [13]
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Algorithm 3: DQN
Result: Action-value parameter-vector θ
Initialise: action-value network Qθ(s, a) with weights θ randomly.
Initialise: target action-value network Qθ′(s, a) with weights θ′ ← θ .
Initialise: replay buffer D.
for episode = 1, 2, ...,M do

for t = 0, 1, 2, ..., T − 1 do
With probability ε select a random action At and with probability 1− ε select
the greedy action At = arg maxaQθ(St, a)

Execute action At and observe reward Rt and observe new state St+1

Store experience (St, At, Rt, St+1) in D
Sample a random mini-batch of B transitions (Si, Ai, Ri, Si+1) from D
Calculate the TD targets

yi = Ri + γmaxaQθ′ (Si+1, a))

Update action-value network weights θ by applying gradient descent in the loss:

L(θ) = 1
B

∑
i (yi −Qθ (Si, Ai))

2

Every k steps update target network θ′ ← θ
end

end
return θ

3.3.3 Neural Networks

Neural networks, sometimes also referred to as artificial neural networks, are fundamental to
most machine learning. Like the reinforcement learning problem framework, neural networks
are inspired by concepts from biology, specifically the biological neural networks that constitute
animal brains. In computational neural science neural networks are fundamental to modelling
biological information processing to gain insights about biological information processing33 and
in machine learning they represent a class of learning algorithms inspired by neural information
processing used in solving various technical problems, often more successfully than most other
methods. For example, neural networks have successfully been used to solve various tasks in
data analysis, image recognition and optimal control problems.

33Deep Neural Networks in Computational Neuroscience, Tim C Kietzmann et. al [33]
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Basic Concepts
The most fundamental concept to neural networks are artificial neurons which are mathemati-
cal models used to represent biological neurons. In the simplest case, the neuron receives as an
input signal a feature vector x ∈ Ru, computes the integration ai ∈ R and returns as output
signal the firing zi ∈ R by applying an activation f to the integration. The parameter bi ∈ R
is known as the bias and the vector wi ∈ Ru as the weight vector of the neuron. The activation
h is a mathematical function which is applied to the integration right before the neuron fires.
This activation function can be linear, such as the identity f(x) = x, or it can be non-linear,
such as a sigmoid function f(x) = 1

1+e−x , but in general the activation function should be
differentiable. A simple illustration of a single neuron with bias can be seen in figure 3.6.
Neural networks are networks in which the nodes are made up of artificial neurons, typically

Figure 3.6: Aritifical neuron with bias

aggregated into layers. The first layer in the network is called the input layer, the last layer
is the output layer and every layer in-between are known as hidden layers, such that signals
flow through the network from the input layer through the hidden layers to the output layer.
Any neural network architecture with multiple hidden layers is referred to as a deep neural
network, and when deep networks are used in reinforcement learning, it is commonly termed
deep reinforcement learning. Utilising neural networks in combination with reinforcement
learning is a natural idea as both concepts draw their inspiration from biology. When using
neural networks to approximate policies, the idea is that the reward signals received by the
agent should somehow strengthen the policy connections that lead to those rewards.

We generally distinguish between the neurons in the input layer and the rest of the neurons. If
a neuron is part of the input layer the output signal of the neuron is simply equal to the input
signal, whereas in the hidden and output layer, the neurons are artificial neurons as described
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previously. Each edge is referred to as a connection and these connections are all associated
with a weight that represents the strength of the connection between the two neurons that make
up the edge. A weight of zero indicates that there is no connection between the two neurons,
whereas a large positive or negative weight indicates a strong connection. Connections provide
the output of one neuron as input to another neuron. In theory, every neuron in a layer can
have its own unique activation function, but in practice it is common to apply the same acti-
vation function to every firing from the same layer, as this allows for a computationally more
efficient representation. When visualising a neural network, the input layer is often drawn as
the left-most layer and the output layer as the right-most layer, such that an input signal flows
from the left to the right.

Figure 3.7: Simple Feed-Forward Neural Network

Neural networks represent a class of learning algorithms and the goal of these learning algo-
rithms is to learn an optimal hypothesis hθ from the hypothesis space H, which is a function
from the sample space X to the label space Y , that, given an input signal X ∈ X with a
corresponding label y ∈ Y and the set of parameters θ, minimises the expected loss

L(θ) = E [`(hθ(X),y)] (3.40)

Where ` is a loss function, which is a function that maps a specific prediction hθ(X) and its
label y onto a real number that represents the distance between the prediction and the label,
or the “cost” associated with the prediction. The lower the loss the relatively higher we rank
the prediction. The loss-function could for example in a regression task be the mean squared
error, which is also commonly used as the objective in linear regression tasks. In general it is
required that the loss function is differentiable with respect to the parameters θ, as this allows
for a gradient based learning approach.
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In practice, we do not have complete knowledge of the sample and label space at our disposal,
so we must rely on sampled data to base our analysis on. Formally, we assume that we are
given a dataset of the type

S = {(X1,y1), ..., (Xn,yn)} (3.41)

If the labels are provided, then the learning problem is supervised, and if the labels themselves
are predictions of say, another model, then the task is semi-supervised. Based on this sample,
the best unbiased estimate available of the objective in (3.40) is the empirical loss

L(θ) =
1

n

n∑
i=1

`(hθ(X i),yi) (3.42)

Based on the sample, the goal is thus to minimise the empirical loss, but in a way such that
the model still generalises to new data. After all, the true objective is the expected loss, not
the empirical. The problem is, that in order to obtain a good hypothesis the empirical loss is
used as a success metric, which introduces bias in the estimate. Also, due to the often high
complexity of neural networks, over-fitting can be a serious issue. This means that it is often
easy to minimise the empirical loss to the extent that it increases the expected loss. The most
common approach to avoid over-fitting is to use a train-test split which is done by splitting
the dataset S randomly into two datasets, a training-set and a test-set. The model is then
trained on the training-set and evaluated on the test-set. If the test-set is not used in any way
during training, then this will be an unbiased estimate of the expected loss. Knowing when to
stop training is another difficult question. One approach is to use cross-validation based on
the training-set while training. A model can be trained on some parts of the training-set and
validated on another part of it. This gives an estimate, only slightly biased, of the expected
loss which can then be used to indicate when over-fitting may be occurring. The only truly
unbiased estimate of performance must however come from an entirely unseen data-set.

To minimise the expected loss, the network parameters are tuned by applying gradient descent
in the empirical loss. The parameters in θ ∈ Rd represents the parameters of the neural network
and are therefore the collection of weights and biases in the network. With this notation there is
in total d trainable parameters in the neural network. In any form, gradient descent requires a
way of computing the gradient, which in neural networks normally is done by backpropagation.
The basic idea behind backpropagation is to compute the gradient with respect to each trainable
parameter efficiently by using the chain-rule. This can be done by alternating forward and
backward passes through the network. A Forward pass means passing an input signal, X,
through the network. The backward pass is done by following that same input signal but in
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reverse order, while computing the gradient one layer at a time using the chain-rule by iterating
backward from the last layer to avoid redundant calculations of intermediate terms.
When training a neural network, it is often insufficient for the network to see the dataset

only once. In most cases, the neural network must see the entire dataset several times before
anything valuable can be learned. Each time the data-set has been seen is referred to as an
epoch. As a result, the number of epochs used in training represents the number of times the
neural network has seen the entire dataset.

Feed-Forward Neural Networks
The feed-forward architecture is the simplest but also the most commonly used neural network
architecture. Understanding feed-forward neural networks is important for understanding more
complex architectures, as these architectures are often based on the simple feed-forward archi-
tecture but with certain extensions. For a neural network to classify as being a feed-forward
network, the graph representing the network must be a directed acyclic graph. This means that
the input signal must flow from the input layer, through the hidden layers, and to the output
layer in one direction only. All the edges must have orientation and cycles in the connectivity
graph are not allowed. If we assign a number to each neuron, such that neuron i is closer to
the output layer compared to neuron j if and only if i > j, then these two properties that the
feed-forward architecture requires are essentially just that neuron j can only be connected to
neuron i if i > j. This guarantees that the edges have orientation and disallows loops and
backwards connections. Any directed acyclic graph can in principle be used to represent a
feed-forward network. An example of such a graph can be seen in figure 3.8.

Figure 3.8: Example of a directed acyclic graph

The feed-forward architecture’s broad definition allows for a wide range of designs. In practice,
however, there are frequently made some additional assumptions about the structure of the
layers in order to simplify things. For example, often only fully-connected or dense layers
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are considered, which are layers where every neuron making up the layer is connected to
every neuron in the next layer. Fully-connected layers are used because they allow for a very
compact mathematical notation for representing the flow through a single layer using linear
algebra, and because linear algebra operations have been extensively studied and optimised in
most programming languages, a compact mathematical representation based on linear algebra
is very computationally efficient.

To see this, we order the layers in a similar way as we did the neurons, such that layer i is
closer than layer j to the output if and only if i > j. For the input layer, the output signal is
simply equal to the input signal z1 = X, where z1 is the k dimensional vector containing the
output of the input layer. But, if it is assumed that the neural network is entirely made up of
fully-connected layers, then for every other layer j, the input to the layer will be the output
of the previous layer, xj = zj−1. Further, let W j ∈ Rm×k be the matrix of weights associated
with the connections to the j’th layer, which consists of m neurons, such that each row-vector
wᵀ
i in W j are the weights associated with the i ’th neuron, and let bj ∈ Rm be a vector of

biases. Then the output of the j ’th layer can be computed as

zj = fj(W jxj + bj) ∈ Rm (3.43)

Where the concept of applying an activation function to a vector refers to doing so element-
wise. Because this representation relies only on linear algebra and allows for parallelisation, it
is computationally very efficient. For example, one can easily compute B input signals each of
dimension k simultaneously by storing each signal as rows in a matrix Xj ∈ Rk×B and then
computing the quantity

zj = fj(W jXj + bj · 1ᵀ) ∈ Rm×B (3.44)

Where 1ᵀ is a row-vector of dimensionality B containing only ones. As a result, by using
a GPU to parallelise these computations, neural networks can be trained efficiently on very
large data-sets. This is implemented in most high-level API’s such as Keras34 in Python.
Importantly, the number of weights and biases does not change when B changes even though
the dimensionality of the output signal does.

This notation also generalises to the case where the input signal is a multidimensional array,
known as a tensor. For example, if each input signal is a matrix, which is a tensor of order

34https://keras.io/
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2, with shape (k1, k2) then we can represent the input to the layer, consisting of B input
signals, as a tensor of order 3 with shape (B, k1, k2). In this case the weights would necessarily
also have to be a tensor of order 3 but with shape (B, k2,m). The number of biases does
not change and will always be equal to the number of neurons in the layer, denoted by
m. Computing the output signal of a layer can also still be done efficiently, but it requires
tensor matrix-multiplication, which is a concept similar to regular matrix multiplication that
we will not go into further detail on. The output signal of the layer would be of shape (B, k1,m).

Convolutional Neural Networks
Another very popular architecture, that in recent times have revolutionised tasks such as
image analysis and computer-vision, are convolutional neural networks (CNNs). Convolu-
tional networks are also based on biological principles, specifically the processing of visual
information. In animals, visual information is processed in the visual cortex, which consists
of cortical neurons, and these cortical neurons are thought to respond only to stimuli in their
respective receptive fields. To cover the entire visual field, the receptive fields of different
neurons overlap partially. CNNs use convolutions to reflect this general concept. The idea is
to split the input signal into smaller regions, or patches, reflecting the different receptive fields,
and then connect each patch to an artificial neuron, representing a cortical neuron. These
neuron are then tasked with extracting the important information from their respective patch
by assigning importance to certain aspects of it, through the use of weights and a bias. These
locally extracted features from each neuron are combined to form a feature map, which is the
output signal of a single convolution.

Now a convolutional layer is a layer that applies many of such convolutions to an input signal,
resulting in multiple feature maps as the output signal. To make this computationally feasible
and efficient some simplifying assumptions are needed. First of all, the neurons used in creating
a single feature map all share parameters. This drastically reduces the number of trainable
parameters needed and enables a representation of all neurons used in creating a single feature
map by a filter or kernel, which essentially is a mathematical tool that maps a region from
the input signal to the feature map. This is referred to as parameter-sharing which essentially
means that the parameters making up each kernel are spatially shared, such that the location
of a feature in e.g., an image is insignificant. Kernels are thus defined by its size, which is also
the size of the patch assigned to a single neuron, which again reflects the size of a receptive
field, and the set of parameters used in the actual mapping. In general we do not directly
apply an activation function to this mapping. A single convolution can thus be represented by
a single kernel, and because a convolutional layer applies multiple convolutions, it is defined
by a number of such kernels, each with its own set of weights based on the size of the kernel
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and a bias parameter.

To further illustrate how convolutional layers work, we will now explain it in terms of image
analysis, which is the extraction of meaningful information from images. This is one of the
most common applications of convolutional layers, and because the concept of convolutions is
based on the processing of visual information, it is easier to explain when the input signal is
something visual, such as an image. Digital images are composed of picture elements known
as pixels which are numeric representations, typically ordered in a two dimensional array,
reflecting the brightness or intensity of the image. Black and white (greyscale) images only
have intensities ranging from the darkest grey (black) to brightest grey (white), whereas RGB
colour images have intensities ranging from the darkest to brightest of red, green and blue.
Images are therefore naturally represented by order three tensors, where the first dimension of
the tensor represents the pixel width, the second the pixel height and the last the number of
colour channels, which is equal to one for black and white images and three for RGB images.
A small region of the image can thus be represented by such a tensor containing the pixel

values of the specific part of the image. This region is then connected to a neuron, which
again is represented by a kernel, since parameters are shared, and the size of the region defines
the size of the kernel. For example, if a small region of the image is represented by a tensor
of shape (w, h, c), the kernel is necessarily also of shape (w, h, c) and would be defined by its
w × h× c+ 1 parameters, where the +1 is the bias parameter. If a convolutional layer applies
n of such convolutions, the total trainable parameters in the layer would thus be equal to
n× (w× h× c+ 1). In practice, w is often chosen to be smaller than the width of the image, h
to be smaller than the height of the image and c to be equal to the number of colour channels.
To cover the entire image, the kernel is moved over the image using a sliding window approach
on overlapping regions. For example, if the shape of the original image is (28, 28, 3) and a kernel
of size (5, 5, 3) is applied to it, then this would result in a feature map of shape (24, 24, 1) and
in the case of c being equal to the number of colour channels then this feature map is itself
essentially just a greyscale (black and white) image.
As mentioned, a convolutional layer does often not simpy apply a single convolution but for

example m convolutions in parallel, and in this example the output signal of the convolutional
layer would thus be of shape shape (24, 24,m), which again essentially are m stacked greyscale
images. Importantly, this way of analysing the input signal preserves the spatial structure,
which we know to be important in visual information. The step-size used when sliding
the kernel across the image is referred to as as the stride and the number of kernels which
determines the number of images that are stacked to produce the output of the layer is referred
to as the depth of the layer. As seen, sliding the kernel across the image results in images that
are smaller in width and height. This can, however, be avoided by using zero-padding, which
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Figure 3.9: Example of a convolution using a horizontal derivative kernel - Goodfellow et. al (2016) [24]

essentially means assuming pixels of value zero around the edges of the image such that the
kernel can be evaluated for all pixels.

Convolutions are linear in their input since each feature map are constructed by computing
linear combinations of regions of the input signal. To detect more complex features, typically a
non-linear activation function is applied to the entire output signal of the convolutional layer.
This is usually implemented as an entire layer, called an activation layer, such that the input
signal is that from the convolutional layer and the output signal is the non-linear activation
applied to each component of the input signal.

In short, the idea behind CNNs is to use convolutional layers to extract important informa-
tion from an input signal by assigning importance, through the use of weights and biases, to
certain aspects of the signal. Convolutional layers work by using kernels or filters, which are
mathematical functions used in mapping patches from the input signal to a feature map. Each
kernel is applied to the entire input signal through a sliding window approach, and for each
kernel a feature map is outputted from the layer. Convolutional layers preserve the spatial
structure in the input and are themselves equivariant to translation due to parameter sharing.
To detect more complex features, convolutional layers are usually followed by a non-linear ac-
tivation layer. CNNs are not limited to image analysis and can in theory be applied in any
task where the input signal has a spatial structure that is of importance. For example, in
time series analysis there may also be a spatial (temporal) structure in the data reflecting the
time at which certain features were observed which might make sense to preserve. Also, one of
the major advantages of using CNNs is that they benefit enormously from parallel computing,
which is one of the primary reasons for their recent success. Furthermore, because CNNs rely
on parameter sharing, they can often be trained efficiently using backpropagation, even when
the architecture is deep.
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3.4 Policy-Based Methods

In a value-based approach to optimal control a policy is deduced by following e.g. a greedy
strategy with respect to the estimated action-value function. This entails first estimating
the action-value function, and because the end goal is to obtain the policy, it can therefore
be considered an indirect approach. Policy-based methods are methods that directly learn
a parametrised policy and are therefore a more direct learning approach to optimal control.
Rather than inferring the policy from an estimate of the action-value function, the policy can
be explicitly represented by its own function approximation, independent of any value function.
This representation of the policy allows for directly estimating the action probabilities thought
to result in the highest action-value, without having to explicitly estimate what those action-
values are. The parameters of the policy are denoted as θ ∈ Rd where d is the dimensionality
of the parameter-vector.

πθ(a|s) : S ×A → [0, 1] (3.45)

The policy can be parametrised in any way, for example by using a neural-network as function
approximator, but we do in general require that the policy is differentiable with respect to its
parameters θ such that the gradient ∇πθ(a|s) exists and is finite for all s ∈ S and a ∈ A.

Policy-based methods have several other advantages other than being a more direct approach.
These methods are not constrained to categorical action spaces and they generalise easily to
continuous action spaces. In some cases the value function can also simply be too complex to
learn and in those cases modelling the policy directly may be more tractable.
Among the policy-based methods the most well studied and probably also most commonly

used approach is Policy Gradient (PG). Policy gradient is also the foundation for newer
and more complex methods such as Actor-Critic methods and Deterministic Policy Gradient
(DPG). In this section, we will again limit our scope to model-free approaches, focusing
on policy gradient and deterministic policy gradient, as well as some of their applications.
Throughout this section the MDP setup from section 3.2 is assumed.

3.4.1 Policy Gradient

Policy gradient methods are a very popular class of reinforcement learning algorithms for dealing
with continuous action spaces, but they are not limited to this case only. The idea is to
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learn the policy parameters θ by computing the gradient of the policy with respect to some
scalar performance measure J (θ), which represents the goal of the function approximation
learning problem and is thus referred to as the objective function. As we have limited ourselves
to a parametric representation of the policy that is differentiable with respect to the policy
parameter-vector θ, a natural idea of how to maximise J (θ) is to apply gradient ascent in
J (θ), and any method that does this is by definition a PG method.

θ ← θ + α∇J (θ) (3.46)

This, of course, requires that we specify exactly what the scalar performance measure J (θ)

is. The basic idea is to relate it directly to the overall learning objective of maximising the
expected return, J (θ) = vπθ(s) = Eπθ [Gt|St = s], where the return is defined as in section
3.2. Any policy is thus ranked by the expected discounted sum of rewards. Without loss of
generality we limit ourselves to the case where the agent starts in a designated starting state
S0. This formulation of the learning objective is referred to as the starting-state formulation.

J (θ) = Eπθ

[
T∑
t=1

γt−1Rt|S0

]
(3.47)

As discussed, this formulation can be applied to both episodic and continuing tasks, where in
the episodic case T is equal to the length of the episode and γ = 1. Now, using the scalar
performance measure defined as J (θ) the function approximation learning objective J (θ) is
directly related to the overall learning goal, which is the expected return. All there is left in
the updating scheme of (3.46) is a way of estimating the gradient in (3.47).

The finite-differences method
A simple approach to estimating the gradient of any parametric function is to use the finite-
differences method. The idea is to numerically approximate the gradient by perturbing θ by a
small constant ε in each of its j ∈ [1, d] dimensions. To do so, let uj be a unit vector with a
value of one in the j’th component and zero elsewhere. The j’th component in the gradient is
then approximately equal to

∂J (θ)

∂θj
≈ J (θ + εuj)− J (θ)

ε
(3.48)

This is a very simple approach that works both with deterministic and stochastic policies and
also does not require that the policy is differentiable with respect to the parameter-vector.
It is, however, often inefficient, very sensitive to noise in the system and computationally
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expensive as it requires d+ 1 evaluations of the function J (θ). For high-dimensional problems
it is therefore not a feasible approach but the simplicity of the approach still makes the finite
differences approach a viable option in some cases.

Analytical approach (Policy Gradient Theorem)
In this section we present an analytical approach to computing the gradient of the performance
measure which is based on the Policy Gradient Theorem. Ideally, we would like to have a simple
analytical expression for the gradient in (3.46). However, it is not clear how the gradient of the
starting-state formulation (3.47) can be calculated analytically, as this representation involve
expectations about future rewards, which are a stochastic and depend on the entire trajectory
that is realised. When the parameter-vector θ is changed, it directly affects the policy which
defines how the agent selects its actions and thereby also the states that the agent will visit,
ultimately affecting the reward that the agent ends up receiving. As a result, one would
expect that computing any kind of analytical expression of the gradient would necessitate an
explicit expression of the distribution of the state-space such that the derivative, ∂µπθ (s)

∂θ
, could

be computed for all time-steps t = 0, 1, 2..., which we frequently is not available. However,
because the policy’s parametrisation is known, a relatively simple method of computing the
gradient can be devised. This result is known as the Policy Gradient Theorem35 and a proof
of this theorem is provided in the Appendix (A.1.1).

Theorem 3.4.1 (Policy Gradient Theorem) For any Markov decision process, using the
start-state formulation of the objective function, the gradient of J (θ) is defined as

∇J (θ) =
∑
s

µπθ(s)
∑
a

∇πθ(a|s)qπθ(s, a) (3.49)

In the starting-state formulation µπθ(s) is defined as the discounted weighting of states
encountered from the starting state and onward while following the policy, µπθ(s) =∑T

t=0 γ
tPπθ [St = s|S0]. This definition of µπθ(s) reflects how the return is defined under the

discounting-formulation. It simply defines the likelihood of reaching state s at any point in
time, which we would expect to result in the same return due to the Markov property, while
taking discounting into consideration. Thereby, µπθ(s) is essentially the sum of “discounting-
neutral” probabilities of reaching state s. By using that the policy is assumed differentiable
with respect to the parameter-vector θ then, by using the log-derivative trick, the derivative of

35Sutton et al., (1999) [7]
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the policy can be rewritten as

∇πθ(a|s) = πθ(a|s)
∇πθ(a|s)
πθ(a|s)

= πθ(a|s)∇log πθ(a|s) (3.50)

Which, in combination with the PG Theorem, gives a relatively simple analytical expression
for the gradient of J (θ) conditional on the current policy πθ

∇J (θ) = Eπθ [∇log πθ(a|s)qπθ(s, a)] (3.51)

The term ∇log πθ(a|s) is known as the score function as it indicates how the log-likelihood of
an action changes as the parameter-vector θ changes. The score function thus tells us how to
adjust the policy in a specific direction to get more or less of certain actions. It also informs us
of the steepness of the log-likelihood function evaluated at a specific point, which reflects how
much of a difference a change in the parameter-vector in a specific direction will have on the
log-likelihood of a certain action. As a result, ∇ log πθ(a|s) indicates a direction in which the
parameters can be changes as to get more or less of an action, and qπθ indicates whether that
action is good or bad. To maximise the scalar performance J(θ), the parameter-vector should
thus be changed in the direction indicated by the score function multiplied by the action-value
function.

The PG Theorem (3.4.1) is in expectation with respect to the on-policy state distribution µπθ
under the policy πθ, whereas (3.51) states the exact same result but in expectation to the
trajectories that result from the agent following the policy πθ. In essence the PG Theorem as is
sated in the original paper is in terms of the underlying dynamic of the true MDP, whereas the
latter formulation (3.51) is a completely model-free formulation that rephrases the exact same
estimation problem directly in terms of the sample paths that is generated by following the
policy πθ. The latter formulation can thus be estimated by simulating paths under the policy.
Indirectly the PG Theorem implies equal weighting of the actions whereas in (3.51) relies on

importance-sample weighing of the action that are chosen by the agent. This fact can easily
be seen by inverting equation (3.50). By using the starting-state formulation of the learning
objective, it is possible to compute the true gradient of the performance measure with respect
to the parameter-vector without any terms of the form ∂µπθ (s)

∂θk
. This is a very powerful result

as it provides a way of estimating the gradient by sampling simulating under the policy. For
example, by sampling s according to the on-policy state distribution then

∑
a∇πθ(a|s)qπθ(s, a)

is an unbiased estimate of the gradient or equivalently, by sampling actions and states by
following the policy, then ∇log πθ(a|s)qπθ(s, a) is also an unbiased estimate of the gradient.
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The PG Theorem is on-policy, but it is also possible to derive a very similar result in the
off-policy setting in which trajectories are sampled by following a distinct behaviour policy β.
The following theorem is the off-policy counterpart, known as the off-policy Policy Gradient
Theorem36.

Theorem 3.4.2 (Off-policy Policy Gradient Theorem) For any Markov decision pro-
cess, using the start-state formulations, the off-policy gradient of J (θ) is defined as

∇J (θ) ≈ Eβ
[
πθ(a|s)
β(a|s)

∇log πθ(a|s)qπθ(s, a)

]
(3.52)

The off-policy PG is derived by assuming that actions are sampled by following a behaviour
policy a ∼ β(a|s). In this case we would have that

∇J (θ) = ∇Es∼µβ

[∑
a

qπθ(s, a)πθ(a|s)

]

= Es∼µβ

[∑
a

(qπθ(s, a)∇πθ(a|s) + πθ(a|s)∇qπθ(s, a)

]

≈ Es∼µβ

[∑
a

qπθ(s, a)∇πθ(a|s)

]

= Es∼µβ

[∑
a

β(a|s)πθ(a|s)
β(a|s)

qπθ(s, a)
∇πθ(a|s)
πθ(a|s)

]

= Eβ
[
πθ(a|s)
β(a|s)

∇log πθ(a|s)qπθ(s, a)

]

(3.53)

It is important here to notice that in deriving the off-policy PG, the term πθ(a|s)∇qπθ(s, a) is
ignored. This is done because it is very difficult to calculate and is of little importance, but
as a result the off-policy gradient is only an approximation of the true gradient. Fortunately,
Thomas Degris et al., [10] shows that even though the gradient is not the true gradient, it
still guarantees policy improvement and, eventually, achievement of the true local minimum.
The last equality is based on the log-derivative trick and importance sampling, where the
ratio πθ(a|s)

β(a|s) is known as the importance weight. The off-policy PG makes off-policy learning
possible since the target policy πθ can be learned while sampling states and actions under
some behavioural policy β. One of the benefits of the off-policy version of the policy gradient
is that it enables experience replay.

36Degris et al., (2012) [10]
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The Monte-Carlo Policy Gradient / REINFORCE
The estimate of the gradient in equation (3.51) requires an estimate of the action-value function,
qπθ(s, a). This can be done in multiple ways, but one simple approach is to use a Monte-Carlo
estimate such as the sample return Gt for each qπθ(St, At), since it is an unbiased estimate,
qπθ(St, At) = Eπθ [Gt|St, At]. Doing so, leads to the episodic REINFORCE37 algorithm which
is based on the approximate policy gradient.

∇J (θ) = Eπθ [∇log πθ(a|s)qπθ(s, a)] ≈ ∇log πθ(St, At)Gt (3.54)

The algorithm simply combines this approximation of the gradient with the gradient ascent
scheme in (3.46). As REINFORCE uses the sample return it is an on-policy algorithm.

Algorithm 4: REINFORCE
Result: Policy parameter-vector θ
Initialise θ arbitrarily;
for each episode {S0, A0, R1, ..., ST−1, AT−1, RT} ∼ πθ do

for t = 0 to T − 1 do
θ ← θ + α∇log πθ(St, At)Gt

end
end
return θ

Actor-Critic methods
The simple Monte-Carlo estimate used in REINFORCE often suffers from being a high variance
estimate. This is in part due to the sampling inefficiency of the estimate. In actor-critic
methods, in addition to learning a policy through function approximation, the action-value
function is simultaneously learned through the use of function approximation rather than
simply estimating it using sample returns. The critic refers to the action-value function
approximation Qω(s, a) ≈ qπθ(s, a), where ω denotes the parameters of the value-function
approximation, and the actor to the policy function approximation πθ ≈ π. The performance
measure of the critic is defined as the mean squared error between the true action-value
function conditional on policy approximation

L(θ) = Eπθ [(qπθ(s, a)−Qω(s, a))2], (3.55)

The performance measure of the actor is chosen to be that of the starting-state formulation

37Williams, (1992) [6]

70



of J (θ) as in equation (3.47), such that the parameters of the policy θ can be updated by
using the direction given by either the policy gradient, in the on-policy case, or the off-policy
policy gradient in the off-policy setting. In the on-policy case the update would use the policy
gradient of equation (3.51).

∇J (θ) = Eπθ [∇log πθ(a|s)qπθ(s, a)] ≈ Eπθ [∇log πθ(a|s)Qω(s, a)] (3.56)

If Qω(s, a) is an unbiased estimate of qπθ(s, a) and if states and actions are sampled following
πθ, then the sample policy gradient ∇J(θ) = ∇ log πθ(At, St)Qω(St, At) will in expectation
be proportional to the true gradient ∇J (θ). The names actor and critic refers to the two
dynamic parts of the approximate policy gradient. The actor chooses actions based on the
current policy and the critic evaluates these actions and provides feedback, or critique, to
the actor on whether it chose a good or bad action, indicated by the estimated action-value
Qω(s, a). The actor can then use this feedback to adjust its parameters, resulting in more of
the good actions with high action-values and fewer of the bad actions. As the actor learns
its parameters from the critic’s feedback and the score function, the critic learns its own
parameters by evaluating its own loss function. The actor-critic cycle can be seen as a natural
extension of the agent-environment. This is illustrated in figure (3.10).

Figure 3.10: Actor-Critic Interface

The parameters of the actor are always learned using policy gradient, but the parameters of
the critic can be learned by using any value-based method. For example, by using Q-learning
one may obtain the vanilla Q Actor-Critic algorithm.
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Algorithm 5: vanilla Q Actor-Critic
Result: Policy parameter-vector θ and action-value function parameter-vector ω
Input: Learning rates αθ and αω
Initialise: S, θ, ω arbitrarily
Choose A ∼ πθ
for each step do

Observe R, S ′

Choose A′ ∼ πθ(S
′, A′)

δ = R + γQω(S ′, A′)−Qω(S,A)

θ ← θ + αθ∇log πθ(S,A)Qω(S,A)

ω ← ω + αωδ∇Qω(S,A)

A← A′

S ← S ′

end
return θ, ω

3.4.2 Deterministic Policy Gradient

One major disadvantage of PG is that it is sample-inefficient, and thus necessitate a large
amount of data. This sample-inefficiency can be mitigated to some extent by using importance
sampling, which allows for experience replay. However, because each experience essentially
comes from a different distribution as the policy is continuously updated, correctly implement-
ing experience replay through importance sampling can be extremely difficult. Deterministic
policy gradient attempts to improve sampling efficiency by instead considering a deterministic
policy, thereby removing some stochasticity. Luckily the PG framework of the previous section
can be extended to deterministic policies and, as in the stochastic case, it is also possible
to obtain a model-free expression that makes it possible to estimate the policy gradient via
simulation.

In the stochastic PG approach the policy was represented by a parametric probability
distribution πθ(a|s) : S × A → [0, 1] whereas in the DPG case we consider a deterministic
policy πθ(s) : S → A which again is parametrised by θ. The gradient ascent algorithm can in
theory follow any direction, but the direction chosen has a significant impact on the speed of
convergence. The idea behind DPG is to use a deterministic policy and instead apply gradient
ascent in the direction that maximises the action-value function in the hope of obtaining a
more efficient policy gradient estimate. The following theorem states how the deterministic
policy gradient can be calculated.
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Theorem 3.4.3 (Deterministic Policy Gradient Theorem) 38 Suppose that the Markov
decision process satisfies the conditions of Appendix (A.1.2) (that ∇θπθ(s) and ∇aqπθ(s, a) ex-
ist), the gradient of J (θ) for a deterministic policy using the start-state formulations is then,

∇θJ(θ) =

∫
S
µπθ(s)∇θπθ(s)∇aqπθ(s, a)|a=πθ(s)ds

= Es∼µπθ
[
∇θπθ(s)∇aqπθ(s, a)|a=πθ(s)

] (3.57)

Here the starting-state definition µπ(s) is defined as in the PG Theorem (3.4.1). It is also
possible to have a stochastic starting-state, so this is the deterministic starting-state version
of the deterministic policy gradient theorem that is stated here. The deterministic policy
gradient, as stated in (3.57), is completely model-free and on-policy. A proof of the DPG
Theorem is provided in Appendix A.1.3.

Theorem (3.4.3) is defined for continuous state and action spaces, whereas Theorem (3.4.1) is
defined for discrete state and action spaces. As a result, integrals take the place of summation
in the deterministic policy gradient. The PG theorem can also be derived in the continuous
case. Furthermore, because actions are deterministic, there is no need to account for action
probabilities. Any stochastic policy π{θ,σ}(a|s) can be parameterised using a deterministic
policy πθ(s) and a dispersion parameter σ, with the stochastic policy being exactly equal to
the deterministic policy when σ = 0. Therefore, it is possible to simply use the deterministic
policy gradient (3.57) in place of the stochastic policy gradient (3.51) in all policy gradient
methods. A problem with deterministic policies is that we lose the natural exploration
that occurs with stochastic policies. One possible solution to this is to add noise to the
system to encourage exploration. Another method for ensuring adequate exploration is to
use an off-policy learning approach in which exploration is done by following some stochastic
behaviour policy that differs from the deterministic target policy. In the off-policy case, i.e.
using an Actor-Critic method, we would normally rely on importance sampling to enable ex-
ploration through a behaviour policy; however, because the policy is deterministic in this case,
taking the integral over actions is redundant. As a result, we can avoid importance sampling
in the actor, and if we use Q-learning for the critic, we can avoid importance sampling entirely.39

Similarly to the off-policy PG it is also possible to derive an expression for off-policy DPG.
The proof is very similar to the stochastic policy. Again, for the off-policy DPG, as with the
off-policy PG, the term that includes ∇θqπθ(s, a) is dropped and the gradient is therefore only

38Silver et al., (2014), [14]
39Silver, et al., (2014) [14] and Weng, (2018) [35]
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an approximate.

Theorem 3.4.4 (Off-policy Deterministic Policy Gradient Theorem) 40 For any
Markov decision process the off-policy deterministic gradient of J (θ) is,

∇θJ (θ) ≈ Es∼µβ
[
∇θπθ(s)∇aqπθ(s, a)|a=πθ(s)

]
(3.58)

The off-policy DPG operates on the same principles as the regular DPG, but it allows for
off-policy exploration and thus experience replay.

Deep Deterministic Policy Gradient
One of the most powerful algorithms to emerge from the off-policy DPG Theorem is the
Deep Deterministic Policy Gradient (DDPG) algorithm.41 DDPG is a model-free off-policy
actor-critic continuous control algorithm inspired by deep Q-networks (DQN). It employs
the fundamental ideas from DQN to learn the critic parameters and the off-policy DPG
Theorem to learn the actor parameters.. This means that the target policy being learned
must be deterministic. As a result, to introduce enough exploration into the system to
learn the action-value function, a noise process N is used to build a behavioural policy
β(s) = πθ(s) +N from which actions are drawn. In the original DDPG article by Lillicrap et
al., N is an Ornstein–Uhlenbeck process42 but subsequent research has indicated that there
are no advantages to using such a complex correlated noise process and that similar results can
be obtained by using simple uncorrelated white noise.43 To stabilise learning DDPG utilises
experience replay, mini-batch learning and both a target critic network and a target actor
network. Instead of performing hard target network parameter updates, as DQN does, DDPG
performs soft updates by gradually blending in the new updated parameters with the target
parameters by a constant amount, 0 < τ � 1, at each time-step. The rate τ is known as
the mixing parameter and is usually chosen be close to zero. The DDPG algorithm is shown
below. It is not specified how the update of the actor and critic parameters is done, but the
most common approach is to use gradient descent for the critic and gradient ascent for the actor.

40Silver, et al., (2014) [14]
41Lillicrap et al., (2015) [26]
42The Ornstein-Uhlenbeck process xt is a Gauss–Markov process defined as the solution to the stochastic dif-
ferential equation dx = ξ(µ − xt)dt + σdWt where µ, ξ > 0, σ > 0 are constants and Wt is a Wiener process
[40]

43Fujimoto, et al., (2018) [32] and Barth-Maron, et al., (2018) [31]
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Algorithm 6: DDPG
Result: Policy parameter-vector θ and action-value function parameter-vector ω
Initialise: critic network Qω(s, a) and actor πθ(s) with weights ω and θ randomly.
Initialise: target network Qω′(s, a) and πθ′(s) with weights ω′ ← ω, θ′ ← θ .
Initialise: replay buffer D.
for episode = 1, 2, ...,M do

Initialise: exploration noise process N .
for t = 0, 1, 2, ..., T − 1 do

Select action At = πθ(St) +Nt
Execute action At and observe reward Rt and observe new state St+1

Store experience (St, At, Rt, St+1) in D
Sample a random mini-batch of B transitions (Si, Ai, Ri, Si+1) from D
Calculate the TD targets

yi = Ri + γQω′ (Si+1, πθ′(Si+1))

Update critic weights ω by minimising the critic loss:

L = 1
B

∑
i (yi −Qω (Si, Ai))

2

Update actor weights θ by using the sampled policy gradient:

∇θJ (θ) ≈ 1
B

∑
i∇aQω(s, a)|s=Si,a=πθ(Si)∇θπθ(s)|s=Si

Update the target networks:

θ′ ← τθ + (1− τ)θ′

ω′ ← τω + (1− τ)ω′

end
end
return θ, ω
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Chapter 4

Portfolio Management as a Reinforcement
Learning Problem

As stated in section 2.1.1, the portfolio management problem requires a portfolio manager to
allocate funds across N + 1 assets at each time-step in such a way that it maximises some long-
term investment goal. Because of the transaction costs incurred when rebalancing a portfolio,
it was demonstrated that the optimal allocation at each time-step is not always the single-
period optimal allocation due to the temporal dependence in the allocations. As a result, when
deciding on an allocation at each time-step, the portfolio manager should not simply focus
on maximising the return obtained in the next period, but should instead focus on the long-
term investment goal. Because portfolio log-returns are observed with a delay, and because
allocations are time-dependent, the nature of the available feedback is delayed and limited.
Any technique capable of solving the portfolio management problem optimally must therefore
be able to deal with the fact that the full effect of one allocation is not immediately observable
and must be able to learn from limited sources of feedback. As a result, using reinforcement
learning to solve the portfolio management problem is a natural idea to consider.
In this chapter, we combine the theories from the previous two chapters to define a

framework for the portfolio management problem in terms of reinforcement learning.

4.1 Framework

The portfolio management problem can be represented by a Markov decision process. The
environment is the trading universe in which all trading takes place. This includes the assets
and their prices, the trading rules, such as when trading is permitted, the brokers who sets the
commission rate, other investors and all other relevant information. The agent is the portfolio
manager tasked with allocating funds at each time-step, and as a result, the actions of the
agent are the asset allocations. The state of the environment is the information available to
the agent at each time-step on which the agent can base its decisions. A state should therefore
include the current asset allocation before rebalancing w̃t, but it should also include all other
relevant information, as states in the reinforcement learning framework in general are assumed
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Markov. If the market is assumed fully efficient, then the current price of an asset should
reflect all relevant information about that asset and the state would thus be the current prices
in combination with w̃t. We do not believe this is the case. Instead, we assume, by taking
into account not only current prices, but also prices from the H previous time-steps, that all
relevant information is included. As a result, a price tensor X t at time-step t is assumed to
capture all relevant information about prices for all tradeable asset from the last H time-steps.
The state is therefore defined by,

St = (w̃t,X t) (4.1)

The precise definition and construction of the price tensor depends on the setting and will
thus be discussed further in section 5.1.4. Because the actions of the agent are the asset
allocations, the portfolio management strategy is determined by the policy, which completely
defines the agent’s behaviour. Stochastic policies allow for exploration and can be optimal in
some scenarios, but deriving actions from stochastic policies makes little to no sense in portfolio
management. Any portfolio manager would choose the allocation in which they have the most
confidence rather than at random. As a result, the target policy being learned is assumed to
be deterministic.

At = π (St) = wt (4.2)

The feedback received by the agent is in the form of the portfolio log-returns.

r
(pf)
t = ln (ct−1y

ᵀ
twt−1) (4.3)

Based solely on log-returns it is impossible to determine whether an action was optimal, as
each allocation can have long-term consequences on the investment objective. In addition,
the agent only observes the log-return as a result of the allocation chosen, and this log-return
is delayed. As a result, feedback is evaluative, sequential and sampled. The formulation of
the reinforcement learning return Gt depends on whether the portfolio management task is
considered to be episodic or continuing. This is in turn determined by whether we consider
the investment horizon T to be finite or infinite. To avoid paying real money if the strategy
is not profitable, almost all portfolio management strategies are learned using a backtest, and
backtests naturally break into episodes. It is therefore more natural to consider the portfolio
management problem to be episodic, as this is the setting in which training will take place. We
therefore define the return using the episodic formulation without discounting as T , which will
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represent the length of a backtest, to be finite.

Gt =
T∑

k=t+1

Rk (4.4)

The return, which defines the reinforcement learning objective, should correspond to the goal
of the portfolio management problem, so that maximising the return is equivalent to finding
a more optimal solution to the portfolio management problem. Therefore, the return should
be directly related to the investment objective I. To obtain a representation of the investment
objective that can be written in a similar fashion as the episodic return, the sum of portfolio
log-returns is used as the investment objective.

I =
T∑
t=1

r
(pf)
t (4.5)

Which means that the learning objective function can be written as

Gt =
T∑

k=t+1

Rk =
T∑

k=t+1

r
(pf)
k , (4.6)

with the immediate rewards defined as the portfolio log-returns, Rk = r
(pf)
k . This representation

of the learning objective is time-additive which is a useful property when used to represent a
reinforcement learning objective function.

In addition to defining the return, there are some other considerations to make regarding how
to approach the portfolio management problem with reinforcement learning. One of these is
whether to take a model-based or a model-free approach. As mentioned, taking a model-based
approach involves attempting to learn an explicit model of the environment whereas taking a
model-free approach involves attempting to learn the model implicitly. Assuming that the N
risky assets are stocks, learning an explicit model entails learning the transition probabilities
from any current set of stock prices to their next time-step prices. This is most likely an
impossible task, and developing a model that contributes to solving the problem rather than
acting as noise in the system, would require a significant amount of effort. Therefore, taking a
model-free approach is arguably more natural in portfolio management.

The portfolio management problem is an optimal control problem, which means that the goal
is to learn a policy from which actions and thus asset allocations can be derived. Since the
state and action spaces are both continuous, exact solution methods are out of the question.
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Instead the goal must be to search for an approximate solution through the use of function
approximation. This can be done in two ways. One approach is to learn an approximate
action-value function and derive policies from it using a greedy strategy. This, however, is
problematic in continuous action spaces due to the large number of possible actions that can
be chosen, necessitating global maximisation at every step.1 Therefore, it is preferable to use
the policy-based learning approach to directly learn a policy. This entails learning a parametric
function πθ(s) to represent the policy. The portfolio management problem, as stated in section
2.1.1, has a deterministic starting state S0 = (w̃0, X0) where X0 is the price tensor at time-step
0, and w̃0 is the initial portfolio weight vector before rebalancing w̃0 = (1, 0, 0, . . . , 0)ᵀ. This
means that the learning objective, defined as the expected return

J (θ) = Eπθ [G0|S0] = Eπθ

[
T∑
k=1

r
(pf)
k

∣∣∣∣∣X0, w̃0

]
, (4.7)

under the policy πθ is exactly equivalent to the starting-state representation of the learning
objective J (θ) defined in equation (3.47), but with zero discounting. Given that J (θ) is the
starting-state representation of the learning objective, the gradient of J (θ) with respect to the
parameters θ is given by the Deterministic Policy Gradient (DPG) Theorem.

∇θJ (θ) = Es∼µπθ
[
∇θπθ(s)∇aqπθ(s, a)|a=πθ(s)

]
(4.8)

Again, because the state and action spaces are continuous, obtaining the exact action-value
function qπθ(s, a) for the policy πθ is out of the question. Instead, it is possible to obtain an
unbiased estimate of this gradient using an on-policy actor critic approach. The problem here is
that on-policy learning does not allow for experience replay, which has been show to be crucial
in training complex non-linear function approximators such as neural networks. Instead, the
off-policy DPG can be used, in which actions are sampled by following some other, possibly
stochastic, behaviour policy β, resulting in an approximate deterministic policy gradient.

∇θJ (θ) ≈ Es∼µβ
[
∇θπθ(s)∇aqπθ(s, a)|a=πθ(s)

]
(4.9)

This update makes an off-policy actor-critic approach, such as DDPG, possible and allows for
experience replay to be used. In order to extract meaningful features from price data, which has
a very low signal-to-noise ratio, any function approximation must be highly complex and non-
linear. Therefore, using neural networks as function approximators in portfolio management is
a natural idea. Neural networks allow for very complex mappings, and can be trained using

1David Silver et al., argues that this is the case in [39]
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gradient descent, even in a limited feedback environment. However, in reinforcement learning,
training neural networks can be very unstable. As a result, weight sharing is most likely the
best option because it increases stability, and CNNs arguably makes the most sense as the
choice of function approximation in portfolio management.

4.1.1 DDPG in Portfolio Management

In the original DDPG algorithm, exploration is introduced by using a behaviour policy defined
by the target policy and an Ornstein-Uhlenbeck (OU) noise process Nt which is added to each
action At. This is not possible in portfolio management, because adding OU-noise directly
to portfolio weights can cause them to become negative. To address this issue, we instead
sample i.i.d Gaussian noise with mean zero and standard deviation σ and then square this
noise element-wise to make it strictly positive. The squared noise, denoted ε(i)t , is then added
directly to each portfolio weight to force exploration. The important aspect for DDPG in
portfolio management is that only strictly positive noise i added to the action, not which
specific distribution to use. In this case Gaussian noise is simply one suggested distribution.
Because ε(i)t is strictly positive, the portfolio weights with noise added sum to more than one.
It is therefore necessary to normalise each weight so that they sum to one again.

A
(i)
t ←

A
(i)
t + ε

(i)
t

1 +
∑N

i=0 ε
(i)
t

(4.10)

Even though ε(i)t is strictly positive, normalising each weight creates the possibility of exploration
in both directions. This will happen if the noise of the i’th asset satisfies,

ε
(i)
t >

A
(i)
t

1− A(i)
t

∑
j 6=i

ε
(j)
t (4.11)

This means that if A(i)
t is large, i.e. a large portion of the total funds is allocated to the i’th

asset, then by adding noise the agent is more likely to explore an action with a smaller allocation
to that asset. This bias can be somewhat dealt with by introducing separate means for each ε(i)t
and then dynamically adjusting these means to make (4.11) hold with equality in expectation,
however we do not explore such options.
This is arguably one of the drawbacks of adding noise directly to actions in portfolio man-

agement, as extreme allocations will rarely be explored, but the downside can be limited by
keeping the standard deviation of the noise small. However, this is less of an issue in portfolio
management since extreme allocations are arguably never the goal as they come with signifi-
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cant risk. Thus, from a risk-averse standpoint, it makes sense to focus on learning less extreme
allocations. As mentioned in the DDPG theory in section 3.4.2, in order to stabilise DDPG
learning both experience replay and mini-batch learning is used. The batch-size B controls
the number of samples used in each update. As price data is often quite noisy B should be
relatively large in portfolio management in order to achieve a more stable training.

4.1.2 Approximate DPG

An alternative to using the actor-critic framework is to use the sample return as an approxi-
mation of the action-value function, similarly to what was done in REINFORCE. In this way,
the gradient of J (θ) can be approximated directly

∇θJ (θ) = ∇θEπθ [G0|S0] ≈ ∇θG0 (4.12)

This approach is on-policy because it requires connected trajectories to calculate the return
and therefore does not allow for experience replay, but it avoids estimating Qπθ(s, a) which can
be very difficult in portfolio management, by using the sample return. The sample return is
however very noisy and with it, online updates are not possible. Also, this approach is much
more sample inefficient than DDPG for example. The benefit is that the sample return Gt is
well defined and easy to calculate by simply sampling an episode following the policy πθ and
keeping track of the sequence of weight vectors {wt}t=0,1,..,T−1, price-change vectors {yt}t=1,2..,T

and shrinkage factors {ct}t=0,1,..,T−1. With these three sequences the return is simply

Gt =
T∑

k=t+1

r
(pf)
k =

T∑
k=t+1

log(ck−1y
ᵀ
kAk−1) (4.13)

And the approximate policy gradient is thus

∇θJ(θ) ≈ ∇θ

(
T∑

k=t+1

log(ck−1y
ᵀ
kAk−1)

)
(4.14)

Because of the temporal dependence in the log-returns, this gradient is computationally
expensive to calculate when T is large. To obtain a gradient estimate that is independent of
the time length T the gradient estimate is divided by T . The gradient estimate is therefore
approximately proportional to the true gradient, but it is easier to deal with the constant of
proportionality directly in the learning rate α, than having a gradient estimate that varies in
magnitude depending on what T is.
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Algorithm 7: Approximate DPG
Result: Policy parameter-vector θ
Initialise: policy πθ(s) with weights θ randomly.
for episode = 1, 2, ...,M do

Initialise: empty replay buffer D.
for t = 0, 1, 2, ..., T − 1 do

Select action At = πθ(St)

Execute action At and observe reward Rt and observe new state St+1

Store experience (St,At, Rt,St+1) in D
end
Update policy parameters based on the approximate DPG

∇θJ (θ) ≈ 1
T
∇θ

(∑T
k=t+1Rk

)
end
return θ
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Chapter 5

Empirical studies

In this chapter, we look at how well deep reinforcement learning agents perform at portfolio
management by running multiple empirical tests on real-world data. More specifically we
will be evaluating two reinforcement learning agents: a DDPG agent based on algorithm 6,
with noise as described in section 4.1 and with uniform sampling from the replay buffer, and
an approximate DPG agent based on algorithm 7. The analysis will be based on multiple
backtests in a multi-period setting, and in contrast to most other papers on reinforcement
learning in portfolio management, the portfolios will be large and include 27 risky assets. The
performance of both agents will be compared to the benchmarks presented in section 2.3.1.
Both models have been implemented in Python1 using Tensorflow-2 2.

5.1 Data

The performance of any trading agent is heavily reliant on the quality of the data from which
it learns. As a result, before engaging in any trading, we conduct preliminary checks for outlier
behaviour and other irrationalities that could be caused by e.g. data entry errors. Due to the
choice of data source, faulty data did not pose a problem in this project.

5.1.1 Data Source

All experiments in this paper rely on publicly available data from Yahoo!Finance3, which is a
financial database that contains financial news and data on most exchange traded securities.
The database contains information on various asset features and full access to daily data for
the entire history of the asset. All stock data on Yahoo!Finance is adjusted to account for stock
splits, by scaling the historical prices by the split ratio, making the data consistent throughout
time. It is also adjusted for dividends to avoid sudden bumps in prices making it an ideal
data source for this project. In Python, data from Yahoo!Finance can be accessed through the

1https://www.python.org/
2https://www.tensorflow.org/
3https://finance.yahoo.com/ - owned by Verizon Communication Inc.
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yfinance library.4 This includes the daily closing and high prices for the specified set of stocks
over the time period specified, containing 252 data points per price feature per year. To ensure
that all stocks considered can be traded at the same time, only stocks listed on exchanges with
identical opening hours are considered.

5.1.2 Asset Selection and Market Assumptions

To best imitate real-world trading we do some preliminary asset selections for both the risky
asset and the risk-free asset based on market assumptions i) zero market impact and ii) zero
slippage from section 2.3.3. Because the backtest experiments are based on historical data, the
trades are paper trades and thus have no effect on the prices. As a result, all selected assets
should roughly satisfy the two market assumptions, to make the backtest experiments more
accurately reflect actual trading. Furthermore, it is assumed that trading is possible at the
end of each trading day, just as the day’s closing prices are observed. Of course, this is not
entirely realistic, but if the assets are highly liquid, trading could take place minutes before
closing, so as long as the assets are highly liquid, this assumption is not that far off the mark.

Risky Assets
During all backtests, any stock with a daily average volume of less than 1.000.000 traded
shares at the start of the test period is excluded. The reason for this is that stocks with high
trading volumes are generally more liquid, and thus both market assumptions are closer to
being satisfied for stocks with high trading volumes. Assets that have a high average volume
are considered to be more liquid, which in turn reduces the effect of price slippage in real time
trading. Similarly high trading volumes reduces the market price impact caused by active
trading. The average volume constraint is thus imposed in order for backtest trading to more
closely resemble actual trading. To avoid look-ahead bias, low volume assets are removed
based on the initial volume of each asset reported at the point in time immediately before
the back test period begins. One downside of using Yahoo!Finance is that if a asset has been
delisted it is not be possible to obtain historical data on the asset. As a result, delisted assets
cannot be considered, even if they were traded on the stock market at the time of the backtest.

Risk-free Asset
Similarly to the preliminary risky asset selection, the risk-free asset must also be selected before
each backtest. As the goal of this paper is to implement daily trading, the risk-free asset is
chosen to be cash in the currency of the quoted risky assets. If the risky assets are US stocks

4https://pypi.org/project/yfinance/
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then the risk-free asset is chosen as the US-dollar. This will be the case in all backtests that
we will present later. The reason for choosing cash as the risk-free asset is to avoid imposing
liquidity constraints on the agent by having cash tied up in e.g. a US Treasury Bill. It is further
assumed that the agent is not rewarded any interest of holding cash and that cash does not
depreciated due to inflation. The net return received by holding cash is thus always equal to
zero and the relative price change is always equal to one. Therefore, the relative price change
vector yt of equation (2.3) becomes

yt =

(
1,
p
(1)
t

p
(1)
t−1

,
p
(2)
t

p
(2)
t−1

, . . . ,
p
(N)
t

p
(N)
t−1

)ᵀ

t ≥ 1 (5.1)

5.1.3 Data Cleaning

The data downloaded from Yahoo!Finance only includes stock price features from actual trading
days, that is, days when the exchanges were open. In the event of missing values, flat prices
are forward filled to fill in the gaps. This has the effect that if a stock no longer trades, the
asset becomes a cash asset, and the allocation held in the asset is thus implicitly converted to
cash. During data examination of 60 different stocks listed on several US exchanges covering a
period from 2008 to 2020 we only discovered a single day of missing values due to data errors.5

By including other price features such as high and low prices in addition to the close price,
the trading agent can gain insight into intraday price movements. A closer examination of the
stock price features, however, revealed that the low price feature contained numerous outliers,
such as sudden increases of more than 30 percent. As a result, in order to ensure that the data
is of high quality before feeding it to the agent, only the high and close features are considered
in all backtests, as these features did not exhibit similar outlier behaviour. Low prices could
in theory be included by smoothing out these outliers, but in live trading this would not be
possible.

5.1.4 Data Structure

Following data cleaning and asset selection, the data will be fed to a reinforcement learning
agent which is then tasked with learning to make autonomous asset allocation decisions. To
include all relevant information of the current state of the environment, the price data that
the agent will be fed is not single time-period prices but instead a dimension 3 price tensor X t

containing historical prices of multiple time-steps. The shape of the price tensor is (H,N, F )

5A not a number or NaN type were detected for Labour Day 2017 where the exchanges were closed in any case
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where H, referred to as the window size, is the number of successive historical periods included
from time-step t and back, N is the number of risky assets and F is the number of price features.
Since only close and high price features are considered F is equal to two, but in theory many
more features could be included. To increase stability in training all prices in each price tensor
are normalised based on the last closing price in that window. This keeps the price tensors to
similar ranges for all time-steps which is crucial for the agent to learn from historical prices.
The exact definition of the price tensor X t is that it is the combination of the normalised
closing-price feature matrix and the normalised high feature matrix

X t =
[
P t

∣∣P (hi)
t

]
(5.2)

where the normalised price feature matrices are defined as

P t =
[
pt−H+1 � pt

∣∣pt−H+2 � pt
∣∣ . . . ∣∣1] (5.3)

P
(hi)
t =

[
p
(hi)
t−H+1 � pt

∣∣p(hi)
t−H+2 � pt

∣∣ . . . ∣∣p(hi)
t � pt

]
(5.4)

where� represents element wise division and the price vectors pt and p
(hi)
t are vectors containing

the time t closing and high price of each asset in the window.

pt = (1, p1,t, p2,t, . . . , pN,t) , p
(hi)
t =

(
1, p

(hi)
1,t , p

(hi)
2,t , . . . , p

(hi)
N,t

)
(5.5)

An illustration of the price tensor with two features can be seen in figure 5.1.

Figure 5.1: Price Tensor Illustration

Because the price tensor is defined using historical prices from the past H time-steps, X t is in
theory only defined for t ≥ H−1. To avoid issues in the notation and purely for implementation
purposes t = H − 1 will be interpreted as the initial time-step t = 0.
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5.2 Network

Both approaches that we evaluate in this paper rely on function approximation. To accomplish
this, we use CNNs to take advantage of their stabilising properties while allowing for complex
mappings that can be learned using a gradient-based learning approach.

5.2.1 The Actor

The exact parametric function πθ used to represent the policy will in our experiments be a
CNN. One of the main reasons for this is that CNNs implement weight sharing, which increases
stability in training. Using neural networks as function approximation is notoriously difficult in
reinforcement learning due to the nature of the feedback. In addition, financial time series are
often noisy which further complicates learning. The exact architecture that we use is the CNN
implementation of the Identical Independent Evaluators (IIE) topology proposed by Jiang et
al. [30]. This architecture is unique in that it separates the flow of signals from each stock
while network parameters are shared across all streams. Not until the output layer do signals
from different stocks interact. This should supposedly improve performance significantly when
using a CNN in portfolio management, as it reduces the number of parameters in the network
significantly, and forces the CNN to learn more general patterns rather than asset specific
patterns. In theory, this should make the network scaleable in the number of assets and make
portfolio management with large portfolios possible. Flows are kept separate by using kernels
that operate only on the feature and time dimensions, and are limited to a single asset at a
time. The first layer of the network is a convolutional layer that gets the price tensor X t

as input signal and then applies two distinct filters, each with a kernel of size (3, 1) and a
stride of one. This reduces the input signal from shape (H,N, F ) to two feature maps of shape
(H − (3− 1), N). The feature mappings are produced by convolving along the time dimension
and input channels, for each asset individually, thus preserving the spatial structure in the data
and creating N individual flows. The feature mappings are used to extract the most important
characteristics of the close and high price for the kernel window. Since this layer creates two
feature maps the output of the layer is of shape (H − (3− 1), N, 2). Because convolution layers
are linear in their input, a non-linear activation function f(u) is applied to the output of the
layers to model non-linearities. The activation function used between convolution layers is the
rectified linear function, ReLU for short, defined as

f(u) = max(0, u), (5.6)
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which is applied element-wise. The Relu activation is a popular choice in neural networks as it
helps avoid vanishing gradients. The resulting output is then passed into a second convolution
layer which applies 20 distinct filters, each with a kernel of size (H − (3 − 1), 1). This convo-
lution layer applies a single convolution across the entire window length and both channels for
each asset, thus creating 20 feature mappings each of size (1, N). The output signal is then
element-wise passed through a ReLU function. To make the network capable of accounting
for transaction costs, the previous portfolio weight vector before rebalancing w̃t is inputted
to the network and concatenated along the last dimension, representing another feature map,
resulting in an output signal after concatenation of shape (1, N, 20 + 1). From these 20 + 1

feature maps a single kernel of shape (1, 1) is then applied to output a single signal of shape
(N, 1) representing some relative score based on the evaluated quality of each asset. A cash bias
is then appended to vector, representing the cash allocation weight, and finally the (N + 1, 1)

signal is passed through a softmax activation function to ensure that the weights sum to one.
The softmax function is defined as

f(ui) =
eui∑N
j=0 e

uj
for i = 0, . . . , N (5.7)

where ui is the i’th input to the activation function. The output from the softmax, which
represent a discrete probabilistic distribution over the N + 1 assets, is then used as the next
portfolio weightwt. The network architecture is illustrated in figure 5.2. The implemented actor
network has total of 538 trainable parameters and a detailed overview of the implementation
is provided in Appendix A.2.1.

Figure 5.2: CNN policy network structure. First two convolutions are trans-
posed compared to our model description. Image from Jiang et al. [30]
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5.2.2 The Critic

To represent the critic network Qω the same CNN architecture as used to represent the actor
is used. However, because the critic should be able to estimate the expected return conditional
on taking a specific action, another input channel is added so that the action can be inputted
and evaluated. Instead of inputting the relative evaluations produced by the last convolutional
layer to a softmax layer, as was the case with the actor, these evaluations are instead multiplied
element-wise by the action vector. These score-weighted allocations are then passed through a
fully connected layer with three neurons and afterwards the hyperbolic tangent (Tanh) activa-
tion function is used

f(u) =
eu − e−u

eu + e−u
, (5.8)

which squeezes the output to the range (−1, 1) to reflect returns. To avoid the gradient of the
layer becoming zero, the weights leading into the Tanh activation function are all initialised
uniformly in the range (−0.03, 0.03). From the Tanh activation function the output signal is
passed to another fully connected layer with a single output neuron and identity activation
function, which represents the estimated action-value. This architecture relies on the same
basic ideas as the critic architecture and should also be scalable in the number of assets. The
implemented critic network has total of 625 trainable parameters and a detailed overview of
the implementation is provided in Appendix A.2.2.

5.2.3 Generalisation Techniques

Since both the actor network and the critic network are CNNs with quite a lot of trainable
parameters, in weight and biases, overfitting can easily become an issue. In an attempt to
improve the agents ability to learn behaviour from the training data that generalises to new
unseen data, generalisation techniques can be applied to reduce overfitting.

The most important generalisation technique in almost all machine learning is early stopping.
Simply put, early stopping refers to stopping the training early before the neural network
learns to overfit the training data. With time series data, this is done by evaluating the
performance of the network on an independent validation dataset that comes later in time
compared to the data that is used to train the neural network. Using validation data inside
the range of the training data would result in a biased estimate of the networks performance
out-of-sample. With complex neural networks what should happen is that initially the
performance improves both on the training and the validation data as the model starts to
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learn, but then at some point in time, the performance on the validation data will start
to decrease while the performance on the training data continuous to improve. This is an
indication of overfitting, and the idea behind early stopping is then to stop training when the
validation performance start to plateau before it decreases. The overfitting process and early
stopping will look something like in figure 5.3.

Figure 5.3: Illustration of overfitting and early stopping - deeplearning4j.org

In addition to early stopping there are several other regularisation techniques that can be
used in order to prevent overfitting. The first thing to consider is reducing the complexity of
the network. This makes it more difficult for the network to overfit, but the network should
naturally not be reduced in complexity to the extent that it cannot even fit the training data
well. Another regularisation technique that has been proven to work well in many neural
network architecture is dropout.6 Dropout works by randomly turning some of the neurons
and their connections in the neural network off during training each time a signal is passed
through the network. This should in theory result in the neural network learning behaviour
that is not reliant on single neurons. Although dropout is commonly applied in many deep
learning architectures to help prevent overfitting, it is not well suited to convolutional layers
in its simplest form.

Another regularisation technique used is weight-regularisation, which refers to penalising large
weights and biases in the network. Much like dropout weight-regularisation is based around
the idea that the network should not be reliant on single connections to define its behaviour. If
a single weight leading into a neuron becomes very large relative to the other weights then the
output of that neuron will to a very large extent be determined by that weight. As a result,
the neuron would learn to rely solely on a single component of the input signal, namely the

6Nitish Srivastava, et al., (2014) [15]
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component with the large weight. To avoid this type of behaviour weight-regularisation can be
added to a layer to add a penalty that depends on the magnitude of the weights. The two most
common types of weight-regularisation is L1 and L2 regularisation.7 L1 regularisation is based
around penalising weights based on the their magnitude

Penalty = λ̄
∑
i=1

|θi| (5.9)

whereas L2 regularisation is based around penalising weights based on the square of their
magnitude

Penalty = λ̄
∑
i=1

θ2i (5.10)

The constant λ̄ determines the severity of the penalty and is referred to as the regularisation
factor. Different regularisation can be applied to different layers, as well as to the weights and
biases in each layer independently.

5.3 Backtest Setup

5.3.1 Assets

For all backtests 27 stocks from the Dow Jones Industrial Average (Dow)8 index are used. The
Dow index is made up of 30 large companies that are listed on US stock exchanges. As a result,
all of these stocks are extremely liquid and trade in large volumes. The specific stocks that are
used in each backtests are the constituents of the index as of February 19, 20089.

7https://machinelearningmastery.com/weight-regularization-to-reduce-overfitting-of-deep-learning-models/
8https://en.wikipedia.org/wiki/Dow_Jones_Industrial_Average
9https://en.wikipedia.org/wiki/Historical_components_of_the_Dow_Jones_Industrial_Average
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Figure 5.4: Stocks used in the backtests

Because some of the stocks in the index at that time have later been delisted or separated into
multiple companies, price data exists only on 27 of the 30 stocks. These unavailable stocks are
’united technologies corporation’, ’Hewlett-Packard Company’ and ’Kraft Foods Inc.’.

5.3.2 Training-Validation-Test

For all backtests, the data is initially divided into three separate datasets: a training set, a
validation set, and a test set. Because the data are financial time series, the training set must
come before the validation set, which must then come before the test set. The reason behind
the three-fold split is that it makes hyper-parameter tuning possible without introducing bias
in the final performance estimates. First the training set is used in training the model and the
model is then continuously throughout training evaluated on the validation set. This is done for
various different combinations of hyper-parameters, such as different learning rates and weight-
regularisation, to find an optimal set of parameters that perform the best on the validation set.
Additionally an optimal stopping time is found for each agent using the validation set. Due
to model-selection bias, this performance estimate is biased because multiple combinations
of hyper-parameters have been evaluated. To obtain an unbiased estimate of each trading
agent’s performance, they are re-trained on both the training and validation sets, using the
hyper-parameter settings found from validation, and then they are evaluated on the test set.
At no point in time is the test set used in either hyper-parameter selection or training, and
the performance estimates based on the test set are thus unbiased, or as close to unbiased as
possible. After determining all hyper-parameters and an optimal stopping time, the agents are
trained on both train and validation data before being evaluated on test data. The partitioning
of the train, validation and test sets of a date range in examination is given in below table 5.1.
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Table 5.1: Train-validation-test split

Train Validation Test

80% 10% 10%

5.3.3 Default Parameters

Unless otherwise specified in the specific backtest, the default parameters used throughout are
the following:

Table 5.2: Default Hyper-parameters

Parameter DPG DDPG Description

C 0.25% 0.25% Commission rate
H 14 14 Window size: number of trading days in included in the price tensor
N 27 27 Number of risky stocks
F 2 2 Number of price features in the price tensor
γ 1 1 Discount factor
λ̄ 1e−5 1e−7 L2-regularisation coefficient
αθ 3e−4 1e−4 Learning rate of the policy network/actor
αω - 1e−3 Learning rate of the critic
B - 256 Batch size
τ - 0.001 Soft update rate

In all of the backtests both agents will be trained using the ADAM optimiser10 with the listed
default momentum and decay parameters. An illustration of how optimal number of epochs
are determined by using early stopping is depicted in below figure, which is based on a DPG
agent trained and validated on the ranges of that of backtest 1 in section 5.4.1. From this plot,
a clear plateau of the validation performance is seen in the range of 150-250 epochs and peaks
at approximately 200 epochs which would be considered the optimal amount of training to do.

10https://keras.io/api/optimizers/adam/
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Figure 5.5: Train and validation return per epoch.

5.4 Results

During initial studies the performance of both trading agents was found to be highly dependent
on how the network parameters are initialised. If they are initialised in a very poor solution,
the agents never recover and no learning occurs, regardless of the learning rate. When used
to trade large portfolios, this appears to be a significant weakness of the EIIE topology. To
avoid these issues, various weights and biases initialisation techniques were tried, including
HeUniform, HeNormal, Glorot-Uniform, and VarianceScaling, which was what the original
authors Jiang, et al., [30] used in their implementations of the EIIE CNN11. Furthermore, all
layers were tried implemented with and without biases to see if this was the cause, and the
networks were tried with leakyRelu12 as the activation in order to always allow a small signal
to flow through in case the problem was caused by dead neurons. We also tried clipping the
gradients’ norms to avoid exploding gradients, but this also had little to no effect. Nothing
seemed to solve the instability caused by the random initialisation of the weights and biases,
so in order to demonstrate some actual learning, all agents were trained using a fixed seed,
where the parameters were initialised in a way which resulted in learning during the validation
period. Importantly, this seed was chosen solely on the validation period, so although this is
far from ideal it should not result in additional bias in the final results.

11https://www.tensorflow.org/api_docs/python/tf/keras/initializers
12https://keras.io/api/layers/activation_layers/leaky_relu/
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5.4.1 Backtest 1

The purpose of the first backtest is to illustrate the effects that transaction costs have on
performance. Therefore, two backtests over identical time-periods are performed, one of which
with a commission rate of zero and the other with the default commission rate of C = 0.25%.
Transaction costs make frequent and large rebalancing costly, and they introduce temporal
dependence in allocations. This makes solving the portfolio management problem much more
difficult than it would otherwise be.

Table 5.3: Date range

Train data Validation data Test data

2008-02-19 to 2016-02-17 2016-02-18 to 2017-02-18 2017-02-19 to 2018-02-19

Without Transaction Costs
In this test both agents and benchmarks are evaluated without there being any transaction
costs, C = 0. Based on performance on the train and validation sets, the DPG agent was
found to have an optimal training time of 400 epochs, whereas the DDPG agent required only
208 epochs of training. Figure 5.9 shows that both agents learn to obtain impressive in-sample
returns.

Figure 5.6
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This demonstrates that both agents are capable of learning to trade correctly based on the data
they see, and that if trained for too long, they will overfit the in-sample data. When it comes
to the out-of-sample portion of the test, their performance is far from impressive. Both DPG
and DDPG outperform the market and deliver decent returns at the start of the period, but
all of that is then lost in a very short time period later.

Figure 5.7

The performance of the different models on the entire test range is reported in below table.
Based solely on the various performance measures, the DDPG and DPG agents score the lowest
on almost all measures, with the exception of the DPG’s Maximum Drawdown, which manages
to be slightly lower than the rest.

Table 5.4: Performance measures

Model TRR Annualised SR Annualised IR MDD alpha beta

DDPG 107.869 0.469 -1.375 13.374% -5.5e-4 0.991
DPG 110.993% 0.868 -1.066 10.249% -4e-04 0.941
DOW30 122,307% 2.023 - 10.355% 0 1
FTL 132.097% 1.78 0.688 12.551% 2.9e-04 1.05
UBAH 116.532% 1.545 -1.663 10.801% -1.6e-04 0.962
URCP 114.323% 1.369 -2.126 10.852% -2.2e-04 0.946
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If one were to address the performance of the DPG and DDPG agents on the entire test range
they would not seem adequate. However, as shown in figure 5.8 which zooms in on the first
160 days of the test period, both agents do perform well compared to the benchmarks in that
time horizon. As reported in table 5.5, the DDPG agent manages to gain the second highest
return, only slightly beaten by FTL. Both the agents also obtain higher returns relative to the
Dow30 market in this time horizon. Despite the fact that the agents generate high returns
during this time period, their SR and IR are not particularly impressive, indicating that these
returns were obtained in a volatile manner. None of the strategies deliver any alpha and their
beta values are significantly larger than those of the benchmarks.

Figure 5.8

Table 5.5: Performance measures first 160 days of test-set

Model TRR Annualised SR Annualised IR MDD alpha beta

DDPG 114.919% 1.393 0.611 5.168% -3.7e-05 1.604
DPG 111.684% 1.764 0.457 3.202% -2.1e-05 1.222
DOW30 109.902% 2.248 - 3.367% 0 1
FTL 116.78% 1.861 0.805 8.96% 5.5e-04 0.755
UBAH 109.458% 2.186 -0.272 2.776% 2e-05 0.922
URCP 108.212% 1.737 -0.889 3.991% -1e-04 1.012
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The poor performance measured across the entire test range is primarily due to a drop in
portfolio value experienced by both agents at around the 175th time-step of the test period.
At this time-step, the magnitude of the drop in portfolio value for the two agents exceeds
that of the rest of the benchmark significantly. A closer look at the asset allocations reveals
that this behaviour is caused by both models holding similar large positions in a few selected
stocks whose value suddenly drops. The portfolio weights for each of the three stocks with the
highest allocation at the time of the crash are depicted in the figure below. This figure shows
that the DDPG agent has more than 80 percent of the total funds invested in the two stocks
’AA’ (Alcoa Corp) and ’GE’ (General Electric Company), whereas the DPG agent also has
significant, but slightly lower, allocations to these two stocks as well. Further analysis shows
that these two stocks have performed very well in-sample, and for the most part also up to
the crash. This helps to explain why the agents are so adamant about these two stocks. It
also reveals a potential major flaw with the agents: they do not appear to be very capable of
dealing with fundamental changes in the dynamics of individual stocks. If a stock performs
well in the in-sample portion of the data set, the agents seem likely to be overconfident in its
future performance. This is, of course, a very natural occurrence in statistical modelling, and
if a conclusion must be drawn, perhaps it is that the agents should only be used for a short
period of time before being retrained on the new data. Another alternative could be to try
and implement an online learning scheme, which at least for the DDPG agent should be possible.

Figure 5.9
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In conclusion, it is clear from this backtest that neither agent manage to generalise well
out-of-sample. However, in the first half of the test period both agents were able to beat the
market. Both agents had a high allocations in what seemed to be promising stocks in the
in-sample range, but they were then unable to learn to adjust their positions in time when
these stocks started to perform poorly. This effect could be attributed to the relatively large
test-range, as there may be fundamental changes in the dynamics of some of the stocks when
considering a long time horizon.

With Transaction Costs
In this test, both models were evaluated using the default transaction cost assumptions, i.e.
C = 0.25%. With transaction cost the models can still easily overfit in-sample, but to avoid
this early stopping was again used. The DPG model required 170 training epochs and the
DDPG model only 40 training epochs before their performance on the validation set began to
decline.

Figure 5.10

In figure 5.11, which depicts the return of all evaluated models on the entire test period,
both the DPG and DDPG agent seem to perform nearly identical to the uniform-constant-
rebalance-portfolio (UCRP) strategy. They simply cannot devise a specialised strategy, and
transaction costs appear to result in the agents always maintaining a near uniform portfolio,
which is far from optimal in this test-range.
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Figure 5.11

Table 5.6: Performance measures

Model TRR Annualised SR Annualised IR MDD alpha beta

DDPG 113.715% 1.316 -2.295 10.873% -2.4e-4 0.946
DPG 113.611% 1.318 -2.338 10.786% -2.6e-4 0.938
DOW30 122,307% 2.023 - 10.355% 0 1
FTL 132.097% 1.78 0.688 12.551% 3e-04 1.05
UBAH 116.4% 1.534 -1.705 10.801% -1.7e-04 0.962
URCP 113.847% 1.327 -2.257 10.872% -2.4e-04 0.946

The performance of all evaluated models is summarised in table 5.6. The resemblance to the
UCRP strategy is very clear from this table, as both DDPG and DPG score nearly identical
to the UCRP on all measures. The DPG agent seems performs slightly worse than all other
evaluated models. By studying the allocations of the DPG agent in the test period it seems
to simply be trading close to uniformly across all periods, but with random noise. This is
also why it appears to be so closely related to UCRP. From the plot of asset allocations
in the case of no transaction costs both agents seem to rely heavily on large and frequent
rebalancing. When transaction costs are considered, this type of behaviour is far from
optimal, which may explain why the agents never seem to learn to deviate from a uniform
portfolio. The DPG agent also seems to keep around 3% in cash at all time, which in a
bullish market is not optimal. By plotting the actor loss, measured as the mean estimated
action-value per action in a mini-batch, and the critic loss, measured as the mean squared
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error between the predicted action-values and the TD targets, it is also apparent that even
though the actor seems to steadily be learning to reduce its error, the problem appears
to be too difficult for the critic to learn it. This all comes back to the issue of estimating
the action-value function in portfolio management, which may be an impossible task to manage.

Figure 5.12

In short: Both agents seem unable to learn when transaction costs are included. They both
do learn in-sample and manage to outperform the benchmarks in-sample, but this behaviour
does not seem to generalise. The agents seem to simply adapt an UCRP like strategy and
choose near uniform allocations throughout time. Learning appears to be too difficult when
transaction costs are factored in.

5.4.2 Backtest 2

The data range of this backtest differs from that of backtest 1. The purpose of this test is to
have a second evaluation of the performance of the two agents, relative to the benchmarks, to
see the effect on the performance when deployed in another market with different dynamics
and see how these tests stack up against each other. In this backtest the default commission
rate is again assumed. The DPG agent was trained for 495 epochs and the DDPG was trained
for 120 epochs.
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Table 5.7: Date range

Train data Validation data Test data

2010-02-17 to 2018-02-14 2018-02-15 to 2019-02-14 2019-02-15 to 2020-02-15

In below figure 5.13 the same behaviour as in backtest 1 with transaction costs is observed in
which both the DPG and DDPG agents adapts an UCRP like strategy.

Figure 5.13

In the test-range plot below the return of the DDPG agent exactly matches that of the UCRP,
whereas the DPG, though very similar to the UCRP, slight deviates towards the end. This
again cause the concern that the agents only learn a uniform strategy when transaction costs
are introduces, where the DPG is albeit a slightly more noise version of the UCRP strategy.
Because both agents were seeded with different seeds, this uniform behaviour appears to be
learned and is not solely due to initialisation.
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Figure 5.14

The performance measures presented in table 5.8 again compares to that of the UCRP strategy,
scoring some of the lowest realised returns and Sharpe Ratios.

Table 5.8: Performance measures

Model TRR Annualised SR Annualised IR MDD alpha beta

DDPG 108.337% 0.739 -1.596 8.315 -2.1e-4 0.936
DPG 108.332% 0.739 -1.582 8.328 -2.2e-4 0.935
DOW30 115.561% 1.282 - 6.908% 0 1
FTL 118.635% 0.97 0.234 17.938% 2.1e-4 0.899
UBAH 109.684% 0.884 -1.791 7.528% -1.5e-04 0.913
URCP 107.813% 0.696 -1.709 8.421% -2.3e-4 0.939

5.4.3 Backtest Summary

The addition of transaction costs increases the complexity of the portfolio management problem
to the point where the agent can only learn to hold a uniform portfolio. Comparing the results of
the performed backtest, both agents were able to device competitive strategies when transaction
costs were excluded. However, with the inclusion of transaction cost the agents only manged
to hold a uniform portfolio. A general finding is that with or without transaction costs, the
agents did not generalise very well on the full test range. Evaluating the models in two different
market dynamics also did not yield any positive behaviour.
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Chapter 6

Conclusion

The research question of this paper is whether deep reinforcement learning techniques is as a
viable method for solving the multi-period portfolio management task for large stock portfolios.
To make our empirical studies more accurately represent that of real trading, transaction
costs are included in the backtests. We evaluated the performance of two proposed deep
reinforcement agents, Approximate Deterministic Policy Gradient and Deep Deterministic
Policy Gradient, on a large portfolio consisting of stocks from the Dow Jones index. To get a
more representative performance estimate, both models were evaluated using different metrics
and compared to a selection of benchmark models. We conclude that neither of the two
proposed methods provides a reliable strategy for large stock portfolios based on the results of
the backtests. The models are unstable in training and heavily reliant on initialisation. Both
methods are capable of learning in-sample but do not manage to generalise well out-of-sample.

Reinforcement learning, in theory, has the potential to solve complex problems with limited
feedback, such as the portfolio management problem, by extending the classic MDP framework
using function approximation. Our results, however, show that applying deep reinforcement
learning on large portfolios is far from simple, requiring significant tuning of both hyper-
parameters and network architectures. Even with mini-batch gradient descent, experience
replay, target networks and weight sharing the learning was unstable and unpredictable. The
reinforcement learning agents also appear to be unable to learn how to account for transaction
costs and perform poorly when the market experiences downward shifts. The uniform sampling
of experiences from the replay memory may be one reason why the DDPG agent performs
poorly when the market crashes. Because large negative price movements are rare, the agent
encounters them far less frequently than normal upward price movements. Making a consistent
profit is directly related to limiting one’s downside when the market is falling, and properly
handling bearish periods is frequently what distinguishes a good strategy from a bad strategy.

One possible solution could be to use prioritised experience replay, which could be used to
weight larger market movements higher when sampling from the experience memory, causing
the agent to encounter them more frequently. Another very big issue with reinforcement
learning in portfolio management is how to guarantee generalisation. The agents tend to
overfit quickly even with the mentioned regularisation techniques applied, which should in
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theory help prevent overfitting. The Convolutional Neural Network architecture proposed by
Jiang et al., [30] based on the EIIE topology, which separates the flow of signals for each stock
from each other, seem to cause unstable behaviour and other architectures should probably be
explored. Depending on the initialisation of the network parameters, the agents would often
either overfit very quickly or not learn at all.

One advantage of modelling an agent is that a more autonomous trading algorithm can be
achieved. This limits some of the human bias implementation bias related to buying/selling
assets, since an agent learns a behaviour on its own. However, potential implementation biases
are still highly present, for example when determining the reward function which greatly affects
the learning objective and thus the recorded performance.
Although our results are not very impressive, we believe that reinforcement learning still has

great potential within the field of portfolio management. However, in order for this approach
to be truly successful a more extensive implementation research is necessary. A risk-adjusted
objective formulation could be considered in an attempt to limit the large declines of port-
folio value when markets shift. Also, changing the network structure in an attempt to more
accurately detect correlation structures between assets might be beneficial.
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A.1 Proofs

The proofs provided in this appendix are identical those presented in their original papers
respectively. The notation has, however, been changed to match the notation used in the rest
of this paper.

A.1.1 Policy Gradient Theorem (Starting-state Formulation)

This proof is provided in the supplementary material of Silver et al. [14] and is stated directly
as (using the notation of this paper):

∂Vπ(s)

∂θ
=

∂

∂θ

∑
a

π(a|s)Qπ(s, a) ∀s ∈ S

=
∑
a

[
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∂θ

Qπ(s, a) + π(a|s) ∂
∂θ
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]

=
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∂θ
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(.1)

after several steps of unrolling (.1), where Pr (s→ x, k, π) is the probability of going from state
s to state x in k steps under policy π. It is then immediate that
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A.1.2 Regularity Conditions

Pass′ ,∇aPass′ , πθ(s),∇θπθ(s),Ra
s ,∇aRa

s , are continuous in all parameters and variables s, a, s′

and x.

A.1.3 Deterministic Policy Gradient Theorem

This proof is provided in the supplementary material of Silver et al. [14], but with the notation
changed to match the rest of this paper. The regularity conditions of (A.1.2) are assumed to
imply and additionally a an initial state distribution with density p1(s) is assumed to exist
and to be continuous in s. Also, the density at state s′ after transitioning for t time steps
from state s is denoted by p(s → s′, t, π) and the improper discounted state distribution by
ρπ(s’):=

∫
S
∑∞

t=1 γ
t−1p1(s)p(s→ s′, t, π)ds.

The proof directly states: The regularity conditions imply that Vπθ(s) and ∇θVµθ(s) are contin-
uous functions of θ and s and the compactness of S further implies that for any θ, ||∇θVµθ(s)||,
||∇aQµθ(s, a)|a=µθ(s)|| and ||∇θµθ(s)|| are bounded functions of s. These conditions will be
neccesary to echange derivatives and integrals, and the order of integration whener necessary
in the following proof. We have,
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′)ds′

(.3)

Where in (.3) we used the Leibniz integral rule to exchange order of derivative and integration,
requiring the regularity conditions, specifically continuity of Pass′ , µθ(s), Vµθ(s) their derivatives
w.r.t. θ. And now iterating this formula we have,
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Where in 2 we have used Fubini’s theorem to exchange the order of integration, requiring the
regularity conditions so that ||∇θVµθ(s)|| is bounded. Now taking the expectation over S1 we
have,

∇θJ (µθ) = ∇θ

∫
S
p1(s)Vµθ(s)ds

=

∫
S
p1(s)∇θVµθ(s)ds

=

∫
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′ds
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(.5)

where in (.5) we used the Leibniz integral rule to exchange derivative and integral, requiring
the regularity conditions, specifically so that p1(s) and Vµθ(s) and derivatives w.r.t. θ are
continuous. In the final line we again used Fubini’s theorem to exchange the order of integration,
requiring the boundedness of the integrand as implied by the regularity conditions. QED
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A.2 Actor, Critic Network Implementation

In this appendix and overview of the network structed used for both the actor and the critic is
provided.

A.2.1 Actor Network

Figure 1: Summary of the actor network including parameters
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Figure 2: Overview of actor network
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A.2.2 Critic Network

Figure 3: Summary of the critic network including parameters
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Figure 4: Overview of actor network

113



Book Sources

[9] Richard Ernest Bellman. Dynamic Programming. Princeton Univeristy Press, 2010.
isbn: 9780691146683.

[18] Lasse Heje Pedersen. Efficiently Inefficient: How Smart Money Invests and Market
Prices Are Determined. Princeton University Press, 2015. isbn: 9780691196091. url:
http://www.jstor.org/stable/j.ctt1287knh.

[19] David Ruppert and David S. Matteson. Statistics and Data Analysis for Financial
Engineering. with R examples. Springer, New York, NY, 2015. isbn: 978-1-4939-2613-
8.

[24] Ian Goodfellow, Yoshua Bengio, and Aaron Courville. Deep Learning. http://www.
deeplearningbook.org. MIT Press, 2016.

[34] Richard S. Sutton and Andrew G. Barto. Reinforcement Learning An Introduction.
Second edition. Adaptive Computation and Machine Learning. The MIT Press, 2018.
isbn: 9780262039246.

114

http://www.jstor.org/stable/j.ctt1287knh
http://www.deeplearningbook.org
http://www.deeplearningbook.org


Article Sources

[1] Harry Markowitz. “Portfolio Selection”. In: The Journal of Finance 7.1 (1952), pp. 77–
91. issn: 00221082, 15406261. url: http://www.jstor.org/stable/2975974.

[2] William F. Sharpe. “Capital Asset Prices: A Theory of Market Equilibrium under Con-
ditions of Risk”. In: The Journal of Finance 19.3 (1964), pp. 425–442. issn: 00221082,
15406261. url: http://www.jstor.org/stable/2977928.

[3] P. E. Hart, N. J. Nilsson, and B. Raphael. “A Formal Basis for the Heuristic Deter-
mination of Minimum Cost Paths”. In: IEEE Transactions on Systems Science and
Cybernetics 4.2 (1968), pp. 100–107. doi: 10.1109/TSSC.1968.300136.

[4] Thomas M. Cover. “Universal Portfolios”. In: Mathematical Finance 1.1 (1991), pp. 1–
29. doi: https://doi.org/10.1111/j.1467-9965.1991.tb00002.x.

[5] Long-Ji Lin. “Self-Improving Reactive Agents Based on Reinforcement Learning, Plan-
ning and Teaching”. In: Mach. Learn. 8.3–4 (May 1992), pp. 293–321. issn: 0885-6125.
doi: 10.1007/BF00992699. url: https://doi.org/10.1007/BF00992699.

[6] R. J. Williams. “Simple statistical gradient-following algorithms for connectionist re-
inforcement learning”. In: Machine Learning 8 (1992), pp. 229–256.

[11] Petar Kormushev, Sylvain Calinon, and Darwin G. Caldwell. “Reinforcement Learn-
ing in Robotics: Applications and Real-World Challenges”. In: Robotics 2.3 (2013),
pp. 122–148. issn: 2218-6581. doi: 10.3390/robotics2030122. url: https://www.
mdpi.com/2218-6581/2/3/122.

[15] Nitish Srivastava et al. “Dropout: A Simple Way to Prevent Neural Networks from
Overfitting”. In: Journal of Machine Learning Research 15.56 (2014), pp. 1929–1958.
url: http://jmlr.org/papers/v15/srivastava14a.html.

[16] L. Michael Littman. “Reinforcement learning improves behaviour from evaluative feed-
back”. In: Nature (2015), pp. 445–451.

[17] Volodymyr Mnih et al. “Human-level control through deep reinforcement learning”.
In: Nature 518.7540 (Feb. 2015), pp. 529–533. issn: 00280836. url: http://dx.doi.
org/10.1038/nature14236.

[27] Sebastian Ruder. “An overview of gradient descent optimization algorithms”. In:
arXiv e-prints, arXiv:1609.04747 (Sept. 2016), arXiv:1609.04747. arXiv: 1609.04747
[cs.LG].

[28] Ahmad El Sallab et al. “End-to-End Deep Reinforcement Learning for Lane Keeping
Assist”. In: (2016). arXiv: 1612.04340 [stat.ML].

115

http://www.jstor.org/stable/2975974
http://www.jstor.org/stable/2977928
https://doi.org/10.1109/TSSC.1968.300136
https://doi.org/https://doi.org/10.1111/j.1467-9965.1991.tb00002.x
https://doi.org/10.1007/BF00992699
https://doi.org/10.1007/BF00992699
https://doi.org/10.3390/robotics2030122
https://www.mdpi.com/2218-6581/2/3/122
https://www.mdpi.com/2218-6581/2/3/122
http://jmlr.org/papers/v15/srivastava14a.html
http://dx.doi.org/10.1038/nature14236
http://dx.doi.org/10.1038/nature14236
https://arxiv.org/abs/1609.04747
https://arxiv.org/abs/1609.04747
https://arxiv.org/abs/1612.04340


[29] David Silver et al. “Mastering the Game of Go with Deep Neural Networks and Tree
Search”. In: Nature 529.7587 (Jan. 2016), pp. 484–489. doi: 10.1038/nature16961.

[31] Gabriel Barth-Maron et al. “Distributed Distributional Deterministic Policy Gradi-
ents”. In: CoRR abs/1804.08617 (2018). arXiv: 1804.08617. url: http://arxiv.
org/abs/1804.08617.

[33] Tim C Kietzmann, Patrick McClure, and Nikolaus Kriegeskorte. “Deep Neural Net-
works in Computational Neuroscience”. In: (2018). doi: https://doi.org/10.1101/
133504.

[35] Lilian Weng. “A (Long) Peek into Reinforcement Learning”. In: lilianweng.github.io/lil-
log (2018). url: https://lilianweng.github.io/lil-log/2018/02/19/a-long-
peek-into-reinforcement-learning.html#key-concepts.

116

https://doi.org/10.1038/nature16961
https://arxiv.org/abs/1804.08617
http://arxiv.org/abs/1804.08617
http://arxiv.org/abs/1804.08617
https://doi.org/https://doi.org/10.1101/133504
https://doi.org/https://doi.org/10.1101/133504
https://lilianweng.github.io/lil-log/2018/02/19/a-long-peek-into-reinforcement-learning.html#key-concepts
https://lilianweng.github.io/lil-log/2018/02/19/a-long-peek-into-reinforcement-learning.html#key-concepts


Other Sources

[7] Richard S. Sutton et al. “Policy Gradient Methods for Reinforcement Learning with
Function Approximation”. In: Proceedings of the 12th International Conference on
Neural Information Processing Systems. NIPS’99. Denver, CO: MIT Press, 1999,
pp. 1057–1063.

[8] John Tromp and Gunnar Farnebäck. “Combinatorics of Go”. In: Computers and
Games. Ed. by H. Jaap van den Herik, Paolo Ciancarini, and H. H. L. M. (Jeroen)
Donkers. Berlin, Heidelberg: Springer Berlin Heidelberg, 2007, pp. 84–99. isbn: 978-
3-540-75538-8.

[10] Thomas Degris, Martha White, and Richard S. Sutton. “Off-Policy Actor-Critic”. In:
Proceedings of the 29th International Coference on International Conference on Ma-
chine Learning. ICML’12. Edinburgh, Scotland: Omnipress, 2012, pp. 179–186. isbn:
9781450312851.

[12] Bin Li and Steven C. H. Hoi. Online Portfolio Selection: A Survey. 2013. arXiv: 1212.
2129 [q-fin.CP].

[13] Volodymyr Mnih et al. Playing Atari with Deep Reinforcement Learning. 2013. arXiv:
1312.5602 [cs.LG].

[14] David Silver et al. “Deterministic Policy Gradient Algorithms”. In: ICML. Beijing,
China, June 2014. url: https://hal.inria.fr/hal-00938992.

[20] Tom Schaul et al. Prioritized Experience Replay. cite arxiv:1511.05952Comment: Pub-
lished at ICLR 2016. 2015. url: http://arxiv.org/abs/1511.05952.

[21] David Silver. Lectures on Reinforcement Learning. url: https://www.davidsilver.

uk/teaching/. 2015.

[22] David Silver. RL Course by David Silver - Lecture 6: Value Function Approximation.
2015. url: https://youtu.be/UoPei5o4fps.

[23] Alexander Amini. MIT 6.S191 (2020): Convolutional Neural Networks. 2016. url:
https://youtu.be/iaSUYvmCekI.

[25] Timothy P. Lillicrap et al. “Continuous control with deep reinforcement learning.” In:
ICLR (Poster). 2016. url: http://arxiv.org/abs/1509.02971.

[26] Timothy P. Lillicrap et al. “Continuous control with deep reinforcement learning.”
In: ICLR. Ed. by Yoshua Bengio and Yann LeCun. 2016. url: http://dblp.uni-
trier.de/db/conf/iclr/iclr2016.html#LillicrapHPHETS15.

117

https://arxiv.org/abs/1212.2129
https://arxiv.org/abs/1212.2129
https://arxiv.org/abs/1312.5602
https://hal.inria.fr/hal-00938992
http://arxiv.org/abs/1511.05952
https://www.davidsilver.uk/teaching/
https://www.davidsilver.uk/teaching/
https://youtu.be/UoPei5o4fps
https://youtu.be/iaSUYvmCekI
http://arxiv.org/abs/1509.02971
http://dblp.uni-trier.de/db/conf/iclr/iclr2016.html#LillicrapHPHETS15
http://dblp.uni-trier.de/db/conf/iclr/iclr2016.html#LillicrapHPHETS15


[30] Zhengyao Jiang, Dixing Xu, and Jinjun Liang. A Deep Reinforcement Learning Frame-
work for the Financial Portfolio Management Problem. Paper. 2017. url: https:
//arxiv.org/pdf/1706.10059.pdf.

[32] Scott Fujimoto, Herke van Hoof, and David Meger. “Addressing Function Approx-
imation Error in Actor-Critic Methods”. In: Proceedings of the 35th International
Conference on Machine Learning. Ed. by Jennifer Dy and Andreas Krause. Vol. 80.
Proceedings of Machine Learning Research. PMLR, Oct. 2018, pp. 1587–1596. url:
http://proceedings.mlr.press/v80/fujimoto18a.html.

[36] Yevgeny Seldin.Machine Learning Lecture Notes. 2019. url: https://sites.google.
com/diku.edu/machine-learning-courses/atml.

[37] Alexander Amini.MIT 6.S191 (2020): Reinforcement Learning. url: https://youtu.
be/nZfaHIxDD5w.

[38] Lex Fridman. MIT 6.S091: Introduction to Deep Reinforcement Learning (Deep RL).
url: https://youtu.be/zR11FLZ-O9M.

[39] David Silver. RL Course by David Silver - Lecture 7: Policy Gradient Methods. url:
https://youtu.be/KHZVXao4qXs.

[40] Wikipedia. Ornstein-Uhlenbeck process. url: https://en.wikipedia.org/wiki/
Ornstein-Uhlenbeck_process.

118

https://arxiv.org/pdf/1706.10059.pdf
https://arxiv.org/pdf/1706.10059.pdf
http://proceedings.mlr.press/v80/fujimoto18a.html
https://sites.google.com/diku.edu/machine-learning-courses/atml
https://sites.google.com/diku.edu/machine-learning-courses/atml
https://youtu.be/nZfaHIxDD5w
https://youtu.be/nZfaHIxDD5w
https://youtu.be/zR11FLZ-O9M
https://youtu.be/KHZVXao4qXs
https://en.wikipedia.org/wiki/Ornstein-Uhlenbeck_process
https://en.wikipedia.org/wiki/Ornstein-Uhlenbeck_process

	Introduction
	Research Scope and Limitations

	Portfolio Management
	A Framework for Portfolio Management
	Assumptions
	General Setup and Notation
	Risk and Diversification
	The Investment Objective

	Single- and Multi-Period Portfolio Management
	Single-Period Representation
	Multi-Period Representation

	Portfolio Evaluation
	Performance Measures
	Benchmarks
	Backtesting


	Reinforcement Learning
	Fundamental Concepts
	The MDP Framework
	Markov Processes
	Markov Reward Processes
	Markov Decision Processes
	Solution Methods
	Extensions To The MDP Framework

	Approximate Solution Methods
	Function Approximation
	Gradient Descent and Experience Replay
	Neural Networks

	Policy-Based Methods
	Policy Gradient
	Deterministic Policy Gradient


	Portfolio Management as a Reinforcement Learning Problem
	Framework
	DDPG in Portfolio Management
	Approximate DPG


	Empirical studies
	Data
	Data Source
	Asset Selection and Market Assumptions
	Data Cleaning
	Data Structure

	Network
	The Actor
	The Critic
	Generalisation Techniques

	Backtest Setup
	Assets
	Training-Validation-Test
	Default Parameters

	Results
	Backtest 1
	Backtest 2
	Backtest Summary


	Conclusion
	Proofs
	Policy Gradient Theorem (Starting-state Formulation)
	Regularity Conditions
	Deterministic Policy Gradient Theorem

	Actor, Critic Network Implementation
	Actor Network
	Critic Network



