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Abstract 

This paper investigates the degree of information efficiency in the sports betting market on 

men’s professional tennis based on a sample of quoted odds on 45,813 matches played across 

18 years. More specifically, it will analyze whether it is possible to obtain abnormal profits 

based on inefficiencies from prior studies. 

Initially, the paper presents an overview of three biases identified in the previous literature. The 

first is the favorite-longshot bias which implies systematically betting on favorites yield higher 

profits than betting on longshots. The second is arbitrage opportunities where bettors can take 

advantage of quotes from multiple bookmakers on the same match to place bets that yield an 

almost risk-free profit. The third is the theory on quasi-arbitrage opportunities where differ-

ences in bookmakers’ quoted odds are used to quantify the disagreement between bookmakers 

and identify a group of more profitable bets. In theory, bets on outcomes with higher levels of 

disagreement should yield higher profits than bets with less disagreement. 

Thereafter, the empirical analysis determines whether it is possible to formulate simple betting 

strategies that are able to generate abnormal profits based on the biases presented earlier. The 

analysis finds that the favorite-longshot bias is present in the sample and that it can be utilized 

to obtain a statistically significant abnormal profit. Furthermore, several instances of opportu-

nities for arbitrage profits are found, but it fails to identify a profitable group of bets based on 

the theory on quasi-arbitrages.  

The ability to formulate betting strategies that are able to generate abnormal profits solely based 

on historical prices and profits are then concluded to be a clear violation of the conditions nec-

essary for a market to be classified as weak-form efficient. 
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1. Terminology 

Abnormal profits: Profits that are significantly higher than the expected profits. See also section 

5.1. 

Arbitrage profits: When bettors take advantage of differences in odds between bookmakers to 

bet on every outcome of an event and earn a risk-free profit. See also section 4.2. 

Average implied probability: The mean of all bookmakers’ implied probabilities. Often consid-

ered as the best estimator of the true probability for the outcome. 

Balanced book: Bookmakers having attracted a balanced distribution of bets on all outcomes 

such that they lock in a profit regardless of the outcome of the event. See also section 3.3. 

Betting exchange: Structure where bettors can back or lay bets with each other as counterparts. 

See also section 3.2.3. 

Bookmaker margin: Amount by which the sum of implied probabilities for all outcomes on a 

match exceed 100%. 

Fixed-odds betting: Structure where bookmakers quote odds that bettors can bet on. See also 

section 3.2.2. 

Implied probability: The probability of the outcome happening implied by the bookmaker’s 

quoted odds on the outcome. 

Parimutuel betting: Structure where all bettors’ stakes are pooled and shared among winning 

bettors. See also section 3.2.1. 

True probability: The actual probability of the outcome happening which is unknown. 

Quasi-arbitrage (or quarb): When bettors take advantage of disagreement between bookmakers 

to identify profitable outlying odds. See also section 4.3. 

Weak-form efficiency: The least restrictive degree of information efficiency where only histor-

ical prices and returns need to be reflected in current prices. See also section 3.4. 
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2. Introduction 

The evaluation of probabilities on uncertain events and the related field of sports betting has 

been an area of interest for academia since the late 1940s. However, it is only much more re-

cently that the emergence of online bookmakers has made the industry readily available for a 

wider audience who are now easily able to find and compare quotes from a wide range of com-

peting bookmakers. Simultaneously, the effort needed to collect and synthesize data on a wide 

range of sports, matches and outcomes has fallen considerably meaning that the academic focus 

has shifted from mainly investigating parimutuel betting markets on horse racing to now con-

sidering several other sports and betting market structures. 

Sports betting is of particular academic interest because it can be analyzed analogously to fi-

nancial markets in terms of information efficiency. In its basic form, a bet on an outcome of a 

sports match is similar to an Arrow-Debreu security in the sense that it produces a positive 

payout in one state and zero in the other. The bookmakers’ quotes can hence be used to estimate 

the implied probability of an uncertain future cash flow analogously to how stock prices reflect 

information regarding uncertain future cash flows from an ownership stake in a company. 

The theory on the characteristics of efficient markets in terms of information was originally 

developed by Eugene F. Fama in the 1970s. One of the central concepts of efficiency is that 

prices in a market must at all times fully reflect all information that is available. The extent of 

the information considered decides the degree of informational efficiency. A market is said to 

be strong-form efficient if prices reflect all information including that only known to a limited 

number of participants, while semi-strong-form efficiency requires prices to reflect all infor-

mation that is obviously publicly available. This study will however focus its attention on weak-

form efficiency which requires prices to reflect all information contained within historical 

prices. Concepts that have originally been formulated using financial markets can be applied to 

betting markets in a similar fashion but with betting odds replacing asset prices (Direr, 2011). 

In the context of betting markets, weak-form efficiency implies that no abnormal profits are 

achievable using strategies that use historical prices to select a subset of outcomes to bet on.  

There are a number of advantages when analyzing betting markets compared to financial mar-

kets. Firstly, participants experience a feedback loop with quick and repeated information due 

to the large number of possible outcomes to bet on and the typically high number of bets that 
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need to be placed as part of the strategies that aim to exploit inefficiencies. This loop enables a 

more intense learning process than what is observed among investors in financial markets. Sec-

ondly, bets have a known and finite resolution time where payoffs and profits are obtained by 

any interested market participant compared to financial markets where both the timing and siz-

ing of cash flows are uncertain up until very close to the resolution time (e.g. for an equity 

investment future dividends are unknown until close to payout and share prices change every 

day). This feature makes it easier to compute expected returns for betting markets (Thaler & 

Ziemba, 1988). Thirdly, payoffs in betting markets are uncorrelated to returns from traditional 

financial markets meaning that betting markets do not carry any systematic risk. Therefore, the 

only source of risk in betting payoffs is solely idiosyncratic which means the analysis is cleaner 

and not distorted by systematic risk factors (Moskowitz, 2015). These advantages contribute to 

betting markets having a higher chance of being efficient than financial markets. 

My analysis will focus specifically on the online betting markets for men’s singles tennis 

matches from 2001 to 2018. The rationale behind this delimitation is two-fold. Firstly, prior 

research has focused mainly on horse racing, American sports and European football and tennis 

has been somewhat overlooked in academia relative to the sport’s global level of awareness and 

attention. Secondly, the data availability is far greater within singles compared to doubles 

matches but also for men’s compared to women’s matches. Including doubles and women’s 

matches will not expand the sample but rather shrink it because of the large number of men’s 

singles matches that would have been excluded because data is only available on the highest 

levels of play and for certain years outside the delimitation. 

The following empirical analysis presented in this paper will hence seek to contribute novel 

findings to the relatively limited amount of bibliography on information efficiency in tennis 

betting markets by investigating the association between quoted odds and profits. 

 

2.1 Research Question 

In an efficient betting market, any group or subset of bets must yield a profit equal to the ex-

pected profit. This implies that no abnormal profits must be achievable by selecting a pool of 

bets based solely on historic odds and profits (Williams, 2005). Consequently, the most com-

mon approach in the literature on information efficiency is to find and investigate patterns and 
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biases in historical odds that can be exploited to earn statistically significant abnormal profits. 

This paper will utilize a similar approach and will seek to answer the following overarching 

research question: 

Can information contained within historical odds and profits be exploited to generate         

abnormal profits and determine the degree of information efficiency in betting markets? 

Additionally, the paper will be guided by the following three sub questions which will help 

drive the progress on answering the above question: 

- Can the absolute level of quoted odds be exploited to generate abnormal profits? 

- Can the difference in quoted odds between bookmakers be exploited to generate abnor-

mal profits through opportunities for arbitrage? 

- Can the disagreement between bookmakers be exploited to select a subset of bets that 

generate abnormal profits? 

 

2.2 Structure and Scope 

This paper is structured with two main areas of focus which are split into two chapters each. 

Firstly, the paper will focus on introducing betting markets by investigating different notations 

and structures of betting markets as well as dive into how bookmakers form their quoted odds 

and similarities to financial markets. Secondly, the various biases identified and investigated in 

the previous literature will be presented. These two chapters will in conjunction serve as the 

theoretical basis for the last two chapters where the empirical investigation and results will be 

presented. The first chapter will focus on introducing the dataset consisting of 45,813 tennis 

matches played from 2001 to 2018 by presenting descriptive statistics for the whole dataset and 

detail properties of the quoted odds and match results. Thereafter, the second chapter will pre-

sent the empirical investigation of the biases identified earlier using the dataset presented be-

fore. 
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3.  Essentials of Betting Markets 

Before attempting to analyze the efficiency in the tennis betting market it is a necessity to be 

aware of the essential workings and structures behind it. As such, this chapter will lay the 

groundwork necessary for the empirical evidence that will be presented in the following sec-

tions. It will do so by explaining the three main ways of formatting odds and follow up by 

explaining the three most common market structures used to establish those odds. Finally, how 

bookmakers form their odds and similarities between betting markets and financial markets will 

be examined. 

 

3.1 Presenting Probabilities 

Instead of quoting bettors the percentage probability of a certain outcome occurring, bettors are 

typically presented with different formats of odds, which specify the cash flows to bettors if 

that outcome occurs. However, there is no universal format used by bookmakers across the 

globe and this section will focus on presenting the European, American and English odds for-

mats. 

 

3.1.1 American Formats 

American odds are presented as either positive or negative figures, where a positive figure 

shows the profit obtained from a 100 unit bet and negative figures show how large a bet is 

needed to obtain a profit of 100. By construction, positive figures are used for outcomes with a 

less than or equal to 50% implied probability of happening and negative figures are used for 

outcomes with a more than 50% implied probability of happening (Cortis, 2015). Examples of 

American formatting of odds with 25% and 75% implied probabilities are: 

25%: +100 ∗
1−0.25

0.25
= +300, e.g. a bet of 100 units pays out 400 units for a profit of 300 units. 

75%: −100 ∗
0.75

1− 0.75
=  −300, e.g. a bet of 300 units pays out 400 units for a profit of 100 units. 
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3.1.2 English Formats 

English odds are presented as fractions, where the nominator shows the profit from a successful 

bet and the denominator shows the wager required for such a profit. Both values are integers 

and as such the formatting can also be referred to as the ratio of profit to wager and can be 

calculated as the implied probability of an unsuccessful bet to the implied probability of a suc-

cessful bet (Cortis, 2015). Examples of English formatting of odds with 25% and 75% implied 

probabilities are: 

25%: 
1−0.25

0.25
=

0.75

0.25
=

3

1
, e.g. a bet of 1 unit pays out 4 units for a profit of 3 units. 

75%: 
1−0.75

0.75
=

0.25

0.75
=

1

3
, e.g. a bet of 1 unit pays out 1.33 units for a profit of 0.33 units. 

 

3.1.3 European Formats 

European odds are presented as decimal numbers and are fittingly also called decimal odds. 

The decimal number represents the pay out from a successful bet of 1 unit and it is calculated 

as the inverse of the implied probability (Cortis, 2015). Examples of European formatting of 

odds with 25% and 75% implied probabilities are: 

25%: 
1

0.25
= 4.00, e.g. a bet of 1 unit pays out 4 units for a profit of 3 units. 

75%: 
1

0.75
= 1.33, e.g. a bet of 1 unit pays out 1.33 units for a profit of 0.33 units. 

It is important to note that all three formats presented in this section are calculated based on the 

implied probabilities and are merely different ways of presenting the profits or pay outs for 

events with identical implied probabilities. As such they are substitutable, but this paper will 

use European formatting when presenting odds due to their ease of use when calculating pay-

outs but also when converting odds to implied probabilities. 
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3.2 Structures of Betting Markets 

Ottaviani & Sørensen (2005) investigate two ways of structuring betting markets which are 

parimutuel markets and fixed-odds markets. This section will cover those two and also the rel-

atively newer structure known as betting exchanges. 

 

3.2.1 Parimutuel Markets 

In a parimutuel market the bookmaker will offer every bettor the opportunity to bet on every 

outcome of an event and will pool the funds collected from bettors into one pool. From that 

pool the bookmaker will deduct its track take. The name track take has its origins from horse 

racing and it covers the bookmakers operating costs and any taxes or fees as well as the book-

makers profit margin. After the outcome of the event is known, the remaining pool of funds are 

paid out to the bettors who have placed their bet on the winning outcome. One of the important 

characteristics to note and differences from fixed-odds betting is that the return from betting on 

an outcome is not known before after the event. The profit from betting on an outcome is linked 

both to the number of bettors on that outcome, but also to bets on all other outcomes other than 

that. However, bookmakers will often provide indicative odds based on the bets placed up until 

that time. 

In order to simplify the process a quick example is provided here. Consider the case of a tennis 

match where there are two players to bet on and assume that player 1 is the clear favorite, hence 

player 1 will attract the highest number of bets. Assume that the bets are placed as follows: 

 

Player 1: Eight bettors betting an equal amount of 1 unit each for a total of 8 units 

Player 2: Two bettors betting an equal amount of 1 unit each for a total of 2 units 

 

Assume also that the track take is 5%, which means the funds to be divided among winning 

bettors are 9.5 units. The following will be the returns to each individual bettor: 
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If player 1 wins: 9.5 units / 8 bettors = 1.1875 units payout for a profit of 0.1875 units 

If player 2 wins: 9.5 units / 2 bettors = 4.75 units payout for a profit of 3.75 units 

 

The other key difference between parimutuel betting and fixed-odds betting is that the book-

maker takes no risk and simply acts as a facilitator between bettors and accumulator of funds. 

The notion of risk taking will be explored further later in this chapter. 

 

3.2.2 Fixed-Odds Markets 

As was mentioned earlier, the key difference between the fixed-odds structure and the parimu-

tuel structure is that bettors are able to measure and calculate the expected return of a bet when 

the bet is actually placed instead of only after. This is made possible by bookmakers that quote 

fixed odds to bettors and are willing to take the risk should the bettor like to place a bet on the 

quote. Once a bet is placed, the bookmaker cannot alter or modify the odds on that particular 

bettor’s bet, meaning that the payout and profit for that bet is known when placed. However, 

the bookmaker may change the fixed odds quoted to the next bettor. This could for instance 

happen if new information that significantly affects the probabilities of one player winning is 

published (Ottaviani & Sørensen, 2005). 

This paper will only consider the fixed-odds structure. There are several arguments for only 

looking at this structure. Firstly, Williams (2005) finds that the competition between fixed -odds 

bookmakers is more intense, which compresses the profit margins to bookmakers and in turn 

increases the pay outs and profits for bettors. Secondly, Woodland & Woodland (1994) argues 

that fixed-odds markets are simpler to analyze because the only unknown is the true probability 

of winning the bet. Not having to depend on other bettors’ behavior and rationale makes it 

simpler to conduct tests for efficiency. Thirdly, parimutuel market structures are most com-

monly used to organize betting at race tracks for horse or dog racing and in lotteries, whereas 

tennis betting is most commonly organized in a fixed-odds structure. 
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3.2.3 Betting Exchanges 

The last structure that will be covered in this section is betting exchanges which are relatively 

newer than the parimutuel or fixed-odds structures. The betting exchanges main purpose is to 

act as a facilitator between bettors who want to bet on an outcome of a future event at a certain 

price (odds) with bettors who want to offer that price on that outcome. The person wanting to 

bet is called the backer and the process is similar to placing a bet with a fixed -odds bookmaker. 

The person offering the bet is called the layer and the exchange essentially allows the bettor to 

act as a bookmaker. The exchange operator typically charges a commission, but the margin 

between best odds offered and best odds sought on popular events is often narrow meaning that 

it can compete with a fixed-odds bookmaker’s margin (Williams, 2005). 

The betting exchanges can also be compared to exchanges for financial products because they 

allow bettors to go both long and short on a bet. Additionally, the margin between backed and 

laid odds are comparable to the bid-ask spread in financial markets, where popular stocks (or 

matches) attract more investors (bettors) which in turn yields a narrower spread (margin) and 

vice versa (Williams & Smith, 2008). 

However, the betting exchanges are still a relatively new and evolving structure. In a measure 

of liquidity (i.e. the amounts bettors are willing to back or lay) Smith & Williams (2008) find 

that only the most popular football matches reach a market depth that is comparable to the 

liquidity offered by fixed-odds bookmakers. Since this paper aims to analyze a wide range of  

tennis matches from varying levels of play it will utilize odds from several fixed -odds book-

makers as opposed to odds from betting exchanges. 

 

3.3 Formation of Fixed-Odds 

When bookmakers decide how to determine their odds for every outcome of a future event there 

are several factors that are important to consider. Remember, that the implied probability of a 

particular outcome is simply the inverse of the European odds for that outcome. Fingleton & 

Waldron (1997) reason that in a frictionless market characterized by risk-neutral bookmakers, 

no taxes or costs and no bettors with inside information, the sum of implied probabilities for 

every outcome should be one. Cortis (2015) offers a mathematical proof in favor of that notion 

where bettors are able to lock in risk free profits arising from arbitrage opportunities if the 
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implied probabilities add up to less than one. The arbitrage opportunity is easily observed by a 

simple example. Assume that both players in a tennis match have an equal implied probability 

of winning the match of 49%. In such a scenario the European odds for both players would be 

1 / 0.49 ≈ 2.04 and the arbitrage opportunity would be to bet an equal amount on both players 

to win a 4% risk-free profit. This opportunity is also present for differing implied probabilities 

on each outcome as long as the sum of the implied probabilities for all outcomes is less than 

one. The bettor would however need to vary the stake placed on each outcome to lock in the 

risk-free profit. 

However, the frictionless market is stylized and as Fingleton & Waldron also point  out we 

witness that the implied probabilities of all outcomes for an event in reality sum up to more 

than one. Fingleton & Waldron mention four explanations for this phenomenon. Firstly, book-

makers have operating costs as well as taxes and fees that need to be paid. Secondly, bookmak-

ers might collude or find other ways to avoid perfect competition and increase monopoly rent. 

Thirdly, bookmakers can be risk-averse and thus want to integrate a premium for taking risk in 

their odds, which would also push the sum of implied probabilities higher. Lastly, bookmakers 

can try to insure themselves against bettors with insider info by consciously setting the implied  

probabilities higher than other competing bookmakers. 

The last argument is related to an earlier finding by Shin (1991).  Shin sets up a model where 

certain betters have insider info that is not available to bookmakers. The argument is that book-

makers will need to adjust odds away from the true winning probabilities in order to try and 

limit their losses arising from the informed bettors’ actions. Cortis (2015) finds a similar result  

and argues that bookmakers risk negative expected profits on events where implied probabili-

ties on one or more of the outcomes are lower than the true probability of those outcomes. Cortis 

also finds two central constraints that bookmakers must follow to avoid such a situation. Firstly, 

the implied probability on individual outcomes must be equal to or greater than the true proba-

bility of that outcome occurring. Secondly, the sum of the implied probabilities of all outcomes 

of an event must add up to at least one. 

Cain, Law & Peel (2003) define the amount of the sum of the implied probabilities that is greater 

than 100% as the bookmaker’s margin. Consider a tennis match between two equally matched 

players. In such a scenario, bookmakers will typically quote odds ranging from 1.80 to 1.95 on 

both players. If the bookmaker quotes odds 1.90 on both players, the implied probability of 
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each player winning is 100 / 1.90 ≈ 52.6% and the sum of the implied probabilities is approxi-

mately 105.2%. For this match the bookmaker’s margin is 5.2%. Given this margin, Cortis 

(2015) shows that the expected profit for the bookmaker is calculated from k / (1 + k) where k 

is the bookmaker’s margin. In the above example the bookmaker’s expected profit would be 

0.052 / (1 + 0.052) ≈ 4.9%. 

Levitt (2004) extends this formula and shows that bookmakers can obtain a risk-free profit of 

exactly k / (1 + k) if they manage to balance the stakes from bettors on each individual outcome 

in proportion to the implied probabilities of each outcome. This behavior from bookmakers is 

often referred to as balancing the book (Fingleton & Waldron (1997); Levitt (2004)). In practice 

bookmakers will try to obtain a balanced book by modifying their initial quoted odds such that 

outcomes that have attracted relatively higher (lower) stakes than its implied probability sug-

gests would see its odds lowered (increased). The lower (higher) odds should attract less (more) 

stakes from future bettors and result in a balanced book. 

Contrasting the above model where bookmakers balance their books, Kuypers (2000) shows a 

less stylized model where individual bettors are allowed to have subjective opinions on the 

probabilities of each outcome of an event. Bettors will then compare their individual probabil-

ities with the bookmakers’ implied probabilities and bet on outcomes where their individual 

probability is higher than the implied probability. This less stylized model also allows for some 

bettors to have a preference for certain players or teams, which Williams (2005) have found 

evidence for among New Yorkers betting on New York based teams and bettors “hedging” 

potential disappointing outcomes by betting against their favorite team. However, Forrest & 

McHale (2005) argue that this effect is more seldomly observed in individual sports like tennis 

as opposed to team sports. Kuypers’ model shows that bookmakers acting in such a less stylized 

model can maximize profits by leaving the book unbalanced if they are aware of these non-

rational preferences. Levitt (2004) also identifies this opportunity for bookmakers to adjust odds 

and leave the book unbalanced if bettors are non-rational and claims that bookmakers can in-

crease the gross profit margin by up to 30%. Shin (1991) supports another argument for leaving 

the book unbalanced, namely that it can be used as a reaction to bettors with inside information.  

Fingleton & Waldron (1997) present another argument for leaving the book unbalanced. They 

find that the bookmakers’ margins increase in the number of outcomes of an event. This is due 

to bookmakers skewing the odds on underdogs that have very little chance of winning with the 
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aim of protecting themselves against bettors with insider info. But by skewing the odds they 

are more likely to have an unbalanced book. However, this argument has very little relevance 

in tennis betting markets as there are a fixed number of two outcomes for every match as ties 

are broken. 

 

3.4 Similarities to Financial Markets 

One of the key arguments in Fama’s paper on efficiency in financial markets from 1970 is that 

stock markets are markets of information and an ideal market is one where prices provide ac-

curate signals for allocation of resources. That is, an efficient market is one where all publicly 

available information is reflected in current market prices. Jensen (1978) builds on Fama’s work 

and considers a market to be efficient if it is impossible to make abnormal profits by trading 

within a defined set of information. Tests for the degree of information efficiency are split into 

three different kinds depending on what set of information they consider. The three kinds of 

efficiency and their corresponding tests are: 

1. Tests for weak-form efficiency, which only use historical prices or returns, 

2. Tests for semi-strong efficiency, which only use all obviously public information, 

3. Tests for strong efficiency, which use all information, including that held only by a limited 

number of people. 

Kuypers (2000) suggests that the different forms of market efficiency identified by Fama can 

also be applied and analyzed in the context of betting markets. If betting markets are weak-form 

efficient that would imply that no bettors or bookmakers would be able to achieve abnormal 

profits by only looking at the information obtained from historical odds or returns. Similarly, 

the betting markets are semi-strong efficient if abnormal profits cannot be achieved by also 

considering the obviously public information. This public information could be the tennis world 

rankings or a tennis player’s historical performance on different surfaces of play. Lastly, betting 

markets would satisfy the definition of strong efficiency if no person with for example insider 

information would be able to achieve abnormal profits. 

Levitt (2004) presents three additional similarities between financial and betting markets. 

Firstly, investors in both markets are characterized by having differing levels of information 
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and subsequently heterogenous beliefs about the attractiveness of a security based on its price. 

Additionally, as uncertainty is resolved over time, bettors and investors will try to profit from 

trading in both markets. Secondly, as with trading in financial derivatives (for instance stock 

options or index futures), sports betting is a zero-sum game in which every loss by a bettor is a 

gain for the bookmaker and vice versa. Lastly, Levitt argues that large amounts of money are 

at stake in both markets. 

At first glance it may look like a reach to compare a bet on a sports event to financial securities, 

but Shin (1991) reasons that a bet on a certain outcome in theory works like an Arrow-Debreu 

security. That is because it offers a positive payout and profit in one unique state and zero in all 

others and its price is well-defined by the bookmakers’ odds. Additionally, Shin defers that the 

market is incomplete, since odds are usually quoted on all outcomes of a certain event, which 

satisfies the condition that all basic securities must be tradeable. Continuing this strand of 

thought, bookmakers posting their quoted odds to bettors can be thought of and compared to 

market makers posting bids and asks in financial markets enabling investors to trade. 

Despite the similarities mentioned above, there are several benefits when trying to test the effi-

ciency of betting markets compared to tests for efficiency in financial markets. Thaler & 

Ziemba (1988) highlight that a bet will always have a certain termination point in time where 

the outcome and returns become certain for all participants in the market. Furthermore, the time 

between entering the bet and the resolution is typically relatively closer in time than in financial 

markets as the difference might be only a few hours or even minutes. This feature has several 

advantages; firstly, Thaler & Ziemba point out that problems with estimating future cash flows 

(e.g. dividends or stock prices) and the process of discounting such cash flows are eliminated. 

Shin (1991) supports this argument by comparing bets to binary derivatives (remember the no-

tion of Arrow-Debreu securities), whereas most financial instruments, in theory, can result in 

infinitely many different payouts and profits. Lastly, Thaler & Ziemba also argue that this quick 

and repeated process of immediate feedback is better at facilitating learning which in turn 

should result in a more effective market. Moskowitz (2015) point out an additional benefit when 

analyzing betting markets. The author finds no correlation to returns in financial markets, which 

means that there is no systematic risk to returns in betting markets. As such the returns in betting 

markets are only determined by idiosyncratic risk meaning analyses on efficiency are cleaner 

and less prone to errors caused by systematic risk factors. 
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However, Levitt (2004) points out an obvious and clear difference in the organization of the 

markets. In financial markets, price changes are frequent and the established price is the one 

that is the equilibrium between supply and demand. Furthermore, the function of market makers 

is to match buyers with sellers. In betting markets, bookmakers quote a price and afterwards 

price changes are often small and relatively infrequent compared to financial markets. Levitt 

argues that this difference can be explained by bookmakers being better at estimating the true 

probabilities of a match which is comparable to a limited group of people having insider infor-

mation in financial markets. However, Levitt also points out, that the complexity and flow of 

inside information in financial markets makes it impossible for one group to play the same role 

as bookmakers there. Levitt argues that this is observed in the failure of fund managers to con-

sistently beat their performance indices over a longer period of time as opposed to bookmakers 

who systematically leave the books unbalanced to increase gross profit margins. 
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4. Literature Review 

In a relatively recent paper by Feddersen (2017), the existing literature on market efficiency in 

sports betting markets is broadly classified by the three different approaches utilized. The first 

class of studies is those that employ simple rules to formulate betting strategies based only on 

historical odds. If such a strategy is able to yield abnormal profits it would indicate that the 

market does not satisfy the conditions required to be weak-form efficient. Notable studies tak-

ing this approach are Deschamps & Gergaud (2007), Vlastakis, Dotsis & Markellos (2009) and 

Direr (2011). The second class are papers that try to predict match outcomes either indirectly 

by modelling the scores or goals of both participants or directly via discrete choice regressions. 

The predictions are then turned into betting strategies in order to test the efficiency of the mar-

ket. The main thing to note on these studies is that they include publicly available information 

in their data set such as world or league rankings, geographical distance, recent form, etc. As 

such these studies do not seek to test for weak-form efficiency, but rather semi-strong effi-

ciency. Examples of indirect studies are Dixon & Coles (1997), Rue & Salvesen (2000) and 

Koopman & Lit (2015) and examples of direct studies are Koning (2000), Kuypers (2000), 

Forrest & Simmons (2000) and Goddard & Asimakopoulos (2004). Lastly, the third class of 

studies are those seeking to estimate the market efficiency based on whether betting odds are 

an unbiased estimator of the outcomes such as Pope & Peel (1989), Koning (2012) and Nyberg 

(2014).  

The investigation to be carried out in this paper will mainly focus on the existence of weak-

form efficiency based only on historical odds and therefore seeks to contribute to the f irst class 

of literature. The analysis will aim to find systematic inefficiencies and subsequently test if 

those inefficiencies are significant enough such that it is possible to make abnormal profits. 

Early investigations of efficiency in betting markets focused mainly on parimutuel betting mar-

kets on horse races. Griffith (1949), McGlothlin (1956), Snyder (1978) and Figlewski (1979) 

were among the first to deal with the matter. Later work has expanded the scope and scale to 

other betting structures such as fixed-odds markets on American team sports. Woodland & 

Woodland (1994) focus on the baseball league MLB, Gray & Gray (1997) investigate the foot-

ball league NFL and Woodland & Woodland (2001) in a later paper looks at the relatively 

newer hockey league NHL. The majority of research during the 21st century has mainly 
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maintained a focus on team sports and especially European football both in the United Kingdom 

and rest of Europe has seen increased interest. 

While individual sports like for instance tennis have recently been the subject of increased fo-

cus, the studies on them still represent only a fraction of the overall research on market effi-

ciency in betting. Cain, Law and Peel (2003) made an early attempt to estimate efficiency across 

multiple sports including tennis, but failed to find any pattern within tennis, mainly due to the 

low sample size of only 91 matches from one tournament. The first known study with a larger 

sample size was conducted by Forrest & McHale (2005) who operated with a sample size of 

5,892 matches and this study has been followed up by Lahvicka (2014) who looked at 44,871 

matches. More recently attention has been turned towards betting exchanges where Abinzano, 

Muga & Santamaria (2016, 2019) have investigated the effect of a bookmaker’s presence. 

The following sections will shed light on the biases and imperfections which have been high-

lighted in the academic literature. These are the favorite-longshot bias, the presence of arbitrage 

opportunities as well as quasi-arbitrage opportunities. 

 

4.1 Favorite-Longshot Bias 

The favorite-longshot bias (often shortened to FLB) is by a large margin the most mentioned 

and investigated inefficiency in the sports betting markets. It is described as the phenomenon 

that betting systematically on favorites yields a higher return as opposed to betting on longshots. 

Favorites are defined as the outcomes with lower odds or higher implied probabilities and vice 

versa for longshots. Williams (2005) explains the inefficiency as the bettor’s tendency to form 

subjective probabilities for lower odds which understate the true probabilities and vice versa 

for higher odds. In other words, bettors overestimate the probability of improbable results and 

underestimate the probability of probable results. The existence of such a bias violates the con-

ditions needed for a market to be weak-form efficient, because it is possible to define a simple 

betting strategy that yields an abnormal profit only based on historical odds. 
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4.1.1 Evidence of the Favorite-Longshot Bias 

The favorite-longshot bias has been a topic of interest for researchers ever since the betting 

markets first began to gain academic attention. Early mentions of such a bias can be traced all 

the way back to laboratory studies by Preston & Baratta (1948) and Yaari (1965). Both studies 

are able to show that members in their studies have an indifference point when measuring the 

probability of an event. For odds below this point, the studies find that subjective probabilities 

are too large and vice versa for odds above this point. The conclusions in these studies are 

therefore similar to the argument presented by Williams (2005) above regarding over- and un-

derestimation of probabilities. 

In addition to laboratory environments, researchers have also been able to find the bias outside 

of such a setting. Griffith (1949) is the earliest known work as he investigates a parimutuel 

betting market across 1,386 horse races in the United States in 1947. The results show that 

betting on horses with lower odds yield a higher return than betting on horses with higher odds, 

which is consistent with the definition of the presence of a favorite-longshot bias in the market. 

McGlothlin (1956) find a similar pattern over a sample of 9,248 horse races in the United States 

from 1947-1953 where betting on horses with odds below 3.001 yield a positive return, betting 

on horses with odds between 3.00 – 8.00 yield zero return and horses with odds higher than 

8.00 yield a negative profit. The bias can also be observed in Hoerl & Fallin’s (1974) study of 

probabilities across all 1,825 horse races run at two tracks in 1970. They ranked the horses in 

each race according to their track odds and then compared the average subjective probability 

(formed by the bettors in a parimutuel market) with the observed win rate for each ranking. The 

comparison shows an identical pattern, namely that bettors underestimated the probability of a 

favorite winning and overestimated the probability of a longshot winning. 

As the above section might suggest, early work was mainly focused on the parimutuel horse 

race betting markets and the presence of a favorite-longshot bias has been proven in a number 

of different countries. Ali (1977), Snyder (1978), Figlewski (1979) and Asch, Malkiel & Quandt 

(1982) are all in support of Griffith, McGlothlin and Hoerl & Fallin’s evidence of the presence 

 

 

1 While these odds may seem high compared to odds on a tennis match, remember that horse races typically had 

9 or 10 contestants compared to the 2 possible outcomes for a tennis match. 
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of the favorite-longshot bias in the United States, while Dowie (1976) and Henery (1985) find 

evidence of the bias in data from the United Kingdom and Tuckwell (1983) and Bird & McCrae 

(1987)2 find evidence from Australia although the latter study is among bookmakers in a fixed-

odds structure. However, it is also possible to find studies that are not able to prove to FLB in 

certain markets. Swidler & Shaw (1995) investigate races run on a second tier race track in the 

US and find no evidence of the bias. Similarly, Busche & Hall (1988) are not able to prove it 

based on races run at race tracks in Hong Kong and a later study by one of the original authors, 

Busche (2008), confirms this finding for race tracks in Hong Kong and also Japan. 

Not only has the favorite-longshot bias been found in many different countries, but later re-

search has also focused on expanding the evidence to other sports that are mainly dominated 

by fixed-odds betting structures. Cain, Law & Peel (2003) include data from 8 different sports 

and find evidence of the bias in boxing, cricket, greyhound racing, horse racing, snooker and 

tennis. However, the data set only included 50 boxing matches, 131 cricket matches and 91 

tennis matches and as such the results for those sports are not very stable. In the earlier men-

tioned study by Gray & Gray (1997) on the NFL they detect the FLB in a sample of more than 

4,200 games. Direr (2011) also find evidence for the bias in a study of 21 different European 

football leagues. There is one interesting exception though. Woodland & Woodland (1994) find 

no evidence of the favorite-longshot bias in the MLB and are instead able to prove what they 

refer to as the reverse favorite-longshot bias. Their data suggests that betting on longshots yields 

a higher return than betting on favorites. In 2003, they extend their data set with 10 years of 

additional games and confirm the existence of the reverse FLB. Additionally, Cain, Law & 

Peel’s (2003) study of multiple sports also suggested there may be a reverse FLB in baseball 

across a sample of more than 24,000 matches. 

Turning the attention to tennis specifically, the first thing to note is that only relatively recently 

has the betting market for tennis received attention. Forrest & McHale (2005) were only aware 

of Cain, Law & Peel’s small-scale study from a few years prior. They sought to expand on their 

results by analyzing 5,888 matches from 2001 to 2004. The results presented strong evidence 

 

 

2 Although the authors fail to formulate a profitable strategy, they show that bets on favorites lose less than bets 

on longshots. For comparison, a $1 bet on a random horse in every race in their data set yields a total return of -

35%, whereas bets on favorites yield no less than -16% and bets on longshots yield no more than -36%. 
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of the presence of the favorite-longshot bias in tennis betting markets. Betting on the favorite 

in each match yielded a return of 2.1% that was strongly statistically significant. In comparison, 

bets on the underdogs returned -12.9%. Interestingly, the results also show that returns are en-

hanced when restricting the sample to high profile Grand Slam matches. In another study by 

Lahvicka (2014), the author analyzes almost 45,000 matches and finds that the favorite-long-

shot bias in tennis matches is most pronounced in matches between lower ranked players, in 

later round matches and, consistently with Forrest & McHale, in high-profile tournaments. 

More recently Abinzano, Muga & Santamaria (2016, 2019) have found the FLB to also be 

evident in odds formed in a betting exchange structure. 

 

4.1.2 Rationales for the Favorite-Longshot Bias 

In connection with the evidence for the existence of a favorite-longshot bias presented above, 

this section will present previous research on the rationales and explanations behind the pres-

ence of the bias. 

Griffith (1949) provided an early explanation for the bias after having found it in parimutuel 

horse betting markets. His proposal is that the psychological aspects of betting causes the bias. 

He argues that bettors overestimate the probability of underdogs winning and vice versa for 

favorites. Preston & Baratta (1948) also came to this conclusion in an early laboratory environ-

ment study. Even though Griffith’s study was conducted in a parimutuel betting market, the 

argument is easily transferable to a fixed-odds structure. In order to keep a balanced book, a 

bookmaker will lower odds on longshots and increase odds on favorites in response to bettors 

betting relatively more on longshots. 

Weitzman (1965) presents another explanation. He argues that bettors have a preference for 

risk in their utility curve. This causes bettors to rather want to rarely win a large prize than often 

win a little prize. In a betting context, this translates to rather wanting to bet on longshots for 

their infrequent but high payouts than betting on favorites which give a more frequent but 

smaller payout. Consequently, bookmakers are allowed to post lower odds for longshots. 

Among many, Ali (1979) and Asch, Malkiel & Quandt (1981) are in support of Weitzman’s 

findings. 
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Snyder (1978) puts forward an identical argument, as he believes bettors are maximizing their 

utility rather than their profit from betting and as such may gain an extraordinary amount of 

utility from winning a bet on a longshot with a high payout. The consequences are similar to 

the first two arguments, namely that bookmakers can offer lower odds on longshots and still 

get the required bets to keep a balanced book. 

Shin (1991) flips the argument by shifting focus from bettors to bookmakers. Instead of the 

previous arguments where the existence of the bias is due to biased bettors, he argues that the 

bias arises from bookmakers acting rationally. Shin illustrates his argument by setting up a 

model with an uninformed and profit maximizing bookmaker facing a heterogeneous group of 

bettors whereof some are uninformed and some are insiders that know the outcome of an event. 

The uninformed group of bettors has a heterogeneous and uniformly distributed opinion on the 

outcome of the event. Their role in the model is to make it profitable for the bookmaker to quote 

odds since the bookmaker would incur a guaranteed loss facing only the insiders. Shin shows 

that the bookmaker quotes odds based on what he calls the square root rule, which is the ratio 

of implied probabilities must equal the square root of the true probabilities or 
𝜋1

𝜋2
= √

𝑝1

𝑝2
. A quick 

example illustrates the process. Consider an event with two different possible outcomes where 

the true probabilities are 80% and 20% respectively (meaning the right side of the equation is 

equal to 2). If the bookmaker wants to offer an implied probability of 80% to bettors on favorites 

it needs to be combined with a 40% implied probability on the longshot to satisfy the rule. This 

means an event where the true probabilities indicate odds 1.25 on the favorite and 5.00 on the 

longshot will need to be quoted at 1.25 and 2.50 respectively. However, as Shin (1992) points 

out in a later paper, bookmakers do not maximize profits solely by slashing odds on longshots. 

Instead, consider that the revenue to the bookmaker falls linearly as odds on an outcome are 

decreased due to the uninformed group’s uniformly distributed opinions. Simultaneously, the 

loss if an outcome is realized depends, again, on the revenue and quoted odds. The result is that 

cost to the bookmaker is failing at a rate of 
1

𝜋𝑖
2  as odds are decreased. The expression is large 

for small levels of implied probabilities, meaning that the bookmaker will abstain from setting 

high odds even for outcomes that may seem impossible. That is because the savings from setting 

a lower odds on the longshot far outweigh the costs of setting a higher odds on the favorite. The 

final takeaway is that the bookmaker will quote lower odds on longshots and higher odds on 

favorites to protect himself from the insiders. 
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Hurley & McDonough (1995) present an argument similar to Shin’s. The authors operate with 

a similar group of bettors consisting of both uninformed bettors and insiders. In their model the 

uninformed bet a similar amount on each outcome since they cannot evaluate favorites and 

longshots. The insiders will however bet on the favorite as long as the true probability is higher 

than the implied probability. Such behavior will yield a positive profit until the implied proba-

bility is lower than the true probability. The authors argue that insiders’ information and trans-

action costs (think the bookmaker’s margin and resources needed to become an insider) mean 

that the implied probability of the odds will diverge systematically from the true probability. 

This means that for a given set of true probabilities the odds are too high for the favorite and 

too low for the longshot which is the necessary condition for a favorite-longshot bias.  

A brief summary of the sections on the favorite-longshot bias above is that it is present in a 

large majority of the empirical literature on efficiency in betting markets. There are a few no-

table exceptions though including American baseball markets and horse races in Hong Kong 

and Japan. The evidence from tennis betting is relatively sparse but also finds the bias to be 

present. Early rationales for the existence of the bias mainly focused on bettor’s inability to 

overestimate probabilities of longshots hitting and their preferences for risky bets while more 

contemporary studied has shifted focus towards bookmakers wanting to hedge their exposures 

to bettors with inside information. Since there is no commonly agreed upon rationale for the 

bias it is likely to be a combination of multiple explanations that cause this inefficiency. 

 

4.2 Arbitrage Opportunities Between Multiple Bookmakers 

The second bias that has historically been examined is the existence of arbitrage opportunities 

across multiple markets or bookmakers. However, it is a bias that has been subject of signifi-

cantly fewer studies than the favorite-longshot bias. Vlastakis, Dotsis & Markellos (2009) gives 

three reasons; firstly, betting markets have historically seen a high level of cross-country seg-

mentation. For instance, there may only have been a single bookmaker present at a racetrack or 

one bookmaker had a monopoly on providing bets in a country. Secondly, competition between 

bookmakers has historically been low within the same sports in the sense that bookmakers 

would specialize in a fewer number of sports. Lastly, data availability has made the analysis 

difficult and that is particularly true for the period before online bookmakers started operating. 
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In the previous chapter it was discussed how bookmakers will always set their odds such that 

the sum of implied probabilities for an event add up to more than one and that the amount by 

which the sum exceeds one is the bookmaker’s margin. Therefore, bettors cannot realize an 

arbitrage profit by betting with a single bookmaker. Vlastakis, Dotsis & Markellos recognize 

this fact and defines arbitrage profits as benefits achieved by reversing the margin in the bettors’ 

favor. In practice, this is achieved by betting at the highest odds for each outcome in a market 

where odds differ across multiple bookmakers. The authors refer to this practice as an under-

round book. If it is possible to bet at an under-round book the bettors will generate a risk-free 

profit equal to 
𝑘

1−𝑘
 where k is the under-roundedness of the book which is defined as the absolute 

difference between the sum of every outcome’s implied probability and one. The following 

sections will, similar to the sections on the FLB, explore existing research on arbitrage oppor-

tunities and possible rationales for the presence of these opportunities. 

 

4.2.1 Evidence of Arbitrage Opportunities 

One of the earlier studies to focus on arbitrage opportunities was conducted by Hausch & 

Ziemba (1990). The authors study cross-track differences in odds at several U.S. horse racing 

tracks. At those tracks, bookmakers would offer parimutuel markets on both races run at that 

particular track but also on races run at other tracks. They find significant variations in odds 

and are able to develop an arbitrage model that generates positive profits. Edelman & O’Brian 

(2005) confirm their findings in their own investigation of races run on Australian horse tracks. 

There is however one risk factor that may explain why returns from such an arbitrage oppor-

tunity is able to command a return premium. As was discussed earlier, the final odds from a 

parimutuel betting pool is not known before the betting pool closes and therefore not known 

when the bettor places the bets. This means that there is a risk that payouts change after the bet 

has been placed and this could explain the positive returns achieved in the studies. 

In another relatively early study, Pope & Peel (1989) investigate the presence of arbitrage op-

portunities in a fixed-odds market with odds from four bookmakers on English football matches 

during 1981 and 1982. They first regress the odds from each bookmaker onto the others and 

find a systematic difference between each bookmaker’s odds. Thereafter, they find several 
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matches where the odds allow bettors to achieve risk-free profits and for the most profitable 

matches, they find a return of 12%. 

In the study mentioned in the beginning of this section, Vlastakis, Dotsis & Markellos (2009) 

identify that arbitrage bets are possible in around 0.5% out of more than 12,000 football matches 

from several leagues. They report a maximum return of 200% on a single match, while the 

average risk-free return is 21%. Interestingly, they also find that arbitrage opportunities are 

more likely when either two teams of similar level or when a big favorite plays an underdog. 

Although most studies are able to identify positive arbitrage returns, Dixon & Pope’s (2004) 

study is only in support of the fact that bookmakers’ odds differ systematically. They investigate 

English football matches from between 1993 to 1996 and find that the differences are not large 

enough to make arbitrage profits, but that bettors can still reduce their expected loss by placing 

bets with different bookmakers. Therefore, they conclude that bettors can achieve an abnormal 

profit given that the common definition of the expected profit is equal to the average bookmaker 

margin. 

 

4.2.2 Rationales for the Presence of Arbitrage Opportunities 

There are multiple rationales for why and how arbitrage opportunities occur in betting markets. 

Vlastakis, Dotsis & Markellos (2009) highlight that a bookmaker may fully consciously quote 

odds that can be used for arbitrage across multiple bookmakers since it does not necessarily 

result in a loss for the individual bookmaker. This is because the individual bookmaker’s profit 

is a function of the risk on its own books rather than the risk on the accumulated book across 

multiple bookmakers. The authors also present a couple of examples where the individual book-

maker’s book may be skewed so that it makes sense to quote odds that can be used in an arbi-

trage bet. Firstly, they argue that setting odds that can be part of an arbitrage strategy drives 

traffic to the bookmaker’s website which in turn increases the number of bets consequently 

resulting in higher profits. Kuypers (2000) supports this argument as he points out that it may 

be more profitable to set odds that can be part of an arbitrage strategy as long as the bookmaker 

minds the risk on his own books. Secondly, they reason that some bookmakers have a large 

customer base supporting the same teams or players causing the bookmaker to see large one-

way flows on that team or player. Lastly, they claim that some bookmakers have better 
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knowledge, information and experience quoting some sports or leagues than others. This situa-

tion could arise in tennis matches among lower ranked players in tournaments with less prestige. 

The bookmaker may therefore quote odds that are different to other bookmakers’ odds and 

arbitrage opportunities may arise. 

Another aspect that is worthwhile to consider is why these arbitrage opportunities are not im-

mediately closed and taken advantage of by bettors. In an investigation of parimutuel betting 

on horse races, Sobel & Raines (2003) find that arbitrage opportunities often exist at smaller 

and less popular race tracks. They claim that arbitrage bettors find these events uninteresting as 

the potential profit is too low. That is because these bettors significantly change the odds when 

wagering large amounts in a betting pool with a low amount of money wagered. The arbitrage 

opportunity is therefore not very economically profitable when an arbitrage bettor significantly 

influences the odds/payouts. In an earlier study, Swidler & Shaw (1995) argue that the potential 

profit from arbitrage opportunities of horse races is not enough to pay for entry to the track, 

parking and a minimum hourly wage. Interestingly, most of these costs disappear when placing 

bets via an online bookmaker, but the point is that expected profits are relatively small and not 

enough to attract professionals. Sobel & Ryan (2008) stretches this argument to a more general 

definition of transaction costs which include spending time on find ing arbitrage opportunities 

and subsequently placing the bets. Given that the discovery includes large amounts of data and 

analysis they conclude that the expected profits from arbitrage opportunities are not high 

enough to make it worthwhile to find them. 

A brief summary of the sections on arbitrage opportunities above is that multiple studies have 

shown that bettors can obtain abnormal profits by placing bets across multiple bookmakers. 

The rationales for the presence of these opportunities is that it may be in the interest of book-

makers to quote odds that can be used in part of an arbitrage strategy in order for the individual 

bookmaker to maximize its profits. However, the limited scalability and potential for economics 

profits often make it uneconomic for bettors to identify and act on arbitrage opportunities. 

 

4.3 The Quarb Strategy 

The quarb strategy is developed by Williams (2000, 2001, 2005) and relies on a more advanced 

identification of arbitrage opportunities that emphases disagreement between bookmakers 
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rather than outright differences big enough to wager on all outcomes. The term quarb is a short 

version of what Williams calls quasi-arbitrage opportunities. Williams focuses his studies on 

the spread betting markets on football in the UK. The spread markets are a little different to 

match outcome betting. Instead, the bookmaker posts a spread consisting of a lower line and a 

higher line. Bettors may sell the bet at the lower line and buy the bet at the higher line. If the 

outcome of the event is less than the lower line then bettors who have sold the bet will profit 

and vice versa. The difference between the lower and higher line is the bookmaker’s margin.  

These spreads are often used for bets where the subject of the bet is the number of occurrences 

of a specific event. This could for instance be the amount of games in a tennis match (a match 

is won by scoring either 2 or 3 sets and a set is won by scoring 6 or 7 games), the amount of 

points in a basketball match or in Williams’ study the amount of booking points3 in English 

football matches. 

Williams defines two different quarbs. A simple quarb is one where the low line of one book-

maker aligns with the high line of another bookmaker. Bettors are therefore able to sell and buy 

an identical line on an event causing them to realize a sure profit of zero. The more interesting 

version is what Williams coins a full quarb. This is when either the low or high line of a single 

bookmaker lies outside the average mid-point of the spreads from all bookmakers. A quick 

example easily explains the situation; assume that five bookmakers in a market offers the line 

22-26 games in a tennis match while a sixth bookmaker offers 26-30. The mean mid-point of 

all bookmakers’ spreads would be (24 + 24 + 24 + 24 + 24 + 28) / 6 = 24.67 and lower line of 

the sixth bookmaker is higher than the mean mid-point in the market. In such a situation the 

better would sell the lower line of 26 with the sixth bookmaker. The proposition that Williams 

bases his strategy on is that with no other information available to the bettor, the best estimate 

of the expected value of the subject of the bet is the mean mid-point of all bookmakers’ spreads. 

Therefore, positive returns should be expected when selling higher than the mean mid -point 

and buying lower than the mean mid-point. 

Paton & Williams (2005) have found several interesting properties of these full quarbs. Firstly, 

they have tested whether it is the mean mid-point of all bookmakers or the rogue bookmaker’s 

 

 

3 In Williams’ study, a yellow card is worth 10 points and a red card is worth 25 points . 
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mid-point that provides the best estimate. In a study of 447 football matches they find that the 

mean mid-point of all bookmakers provides a better forecast of the actual outcome of the 

amount of booking points. Additionally, they are able to create a positive trading strategy yield-

ing consistently positive returns both in and out of sample. The strategy is also robust for a 

variety of checks to control for prices possibly not publicized and for downside risks in both 

buy and sell transactions. 

Deschamps & Gergaud (2007) builds on Williams’ and Williams & Paton’s work to find a 

strategy that is very closely related to the quarb strategy. In order to analyze the market for 

match outcomes they modify the model to cater for fixed-odds instead of spreads while still 

considering that the mean market price is a better estimator than the outlying bookmaker. They 

do so by first calculating the mean market odds based on all bookmakers’ quotes. Thereafter, 

they measure the amount of disagreement between these bookmakers by estimating the variance 

in quoted odds. That way they are able to identify how much the quoted odds from each book-

maker differs from the market average odds and the strategy is thus to place bets at the highest 

odds available when the variance in the bookmakers’ odds is largest. 

The results from their study indicate that there is a positive relationship between the variance 

in bookmakers’ odds and the expected profits. This suggests that bets on outcomes where this 

is relatively less disagreement among bookmakers produce lower profit whereas bets on out-

comes where there is relatively more disagreement among bookmakers produce higher profit. 

That would indicate that it is possibly to create a strategy that yields abnormal profits only based 

on historical prices, which would violate the conditions necessary for a weak-form efficient 

market. However, one must keep in mind that the returns are not strictly positive across all 

values of variance. 
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5. Properties of the Dataset 

The beginning of this chapter marks the point where this paper will shift focus away from the 

essential information on betting markets and current state of academic literature on market ef-

ficiency. Instead, the upcoming chapters will utilize the collected dataset in order to empirically 

test the efficiency of the betting market for men’s singles tennis matches. The degree of effi-

ciency will be tested by utilizing the biases found in previous literature to form betting strategies 

that may be able to yield abnormal profits. Before diving into the empirical investigation, the 

following chapter will present and describe the collected dataset that will be the basis for further 

investigation in the later chapter. 

 

5.1 Basic Properties of the Dataset 

The downloaded dataset before any treatment or exclusions contains 49,335 men’s singles ten-

nis matches played from 1st of January 2001 until 18th of November 2018 (there is usually a 

break in the tennis season between November and early January). The dataset spans all matches 

played on the ATP World Tour in the period and includes every tournament from the ATP Tour 

250 (lowest rank of tournaments within the World Tour) to the four Grand Slam tournaments. 

The source of the dataset is www.tennis-data.co.uk where it is downloadable for free. Data is 

available for 2019 and the matches played before the Covid-19 pandemic in 2020, but it only 

includes odds from a single bookmaker each year which makes it unsuitable for testing the 

quarb strategy. Given that matches from those two years only represent a small fraction of the 

total amount of data available, the exclusion of those years is therefore deemed to not have a 

significant influence on the results obtained in the coming chapters. 

The dataset includes the following data that is static for all matches played during a single 

tournament; tournament name, location and series as well as whether the match is played in-

doors or outdoors and the type of playing surface (hardcourt, clay, grass or carpet). The follow-

ing data which is not static for matches within a single tournament is included; winning and 

losing players’ names, winning and losing players’ world ranking going into the tournament, 

the round of play, best of X sets (Grand Slam matches and finals in certain tournaments use 

best of 5, otherwise 3) as well as the match outcome represented by the scores for each set, 

winner and losers’ amount of sets and a column representing whether the match was completed 



Information Efficiency in Tennis Betting Markets  K. Johansen 

32 

 

or if a player retired before or during the match. Finally, the dataset includes odds from several 

bookmakers which are the most recent before play starts as reported by the individual book-

makers or from the website www.oddsportal.com.  

There are some details worth noting in the dataset. Firstly, the years 2002, 2003, 2008, 2013, 

2014 and 2018 will include matches played within the prior calendar year. That is because the 

early rounds in the first tournaments those years started in the end of December in the year 

prior. However, the tournaments belong to their respective year’s World Tour and the majority 

of matches at the tournaments were played in the corresponding calendar year. Since only a few 

matches in those years are affected by this it is not deemed to have had any significant impact  

on the results. Secondly, some bookmakers will not bother to quote a price on the favorite in 

matches where the longshot odds are extremely high. In such cases a price of 1.00 has been 

manually inserted which signifies that the bookmaker is not willing to offer any profit for those 

bets. This will not affect the prices at which the strategies in the coming chapter will place bets 

as it will place them at the best available price and each match has at least one bookmaker 

quoting a two-way price. It will impact the average odds on the favorite negatively which in-

creases the disagreement between bookmakers with a 1.00 price and  bookmakers with an actual 

price. However, the raw dataset contains several 1.00 prices and as such these inserted prices 

are considered to complete the dataset rather than alter or change any of the prices. 

A lack of bookmaker quotes leads to the exclusion of 1,724 matches from the dataset as these 

matches only have two or less bookmakers quoting odds. This follows Cain, Law & Peel’s 

(2000) approach and guarantees that it is possible to test for arbitrage and quasi-arbitrage op-

portunities in every observation. Additionally, it also ensures that only matches with at least 

some level of public interest are included. Table 1 below shows the distribution of matches by 

the number of bookmaker quotes for every year. These exclusions only represent 3.5% of the 

raw dataset, which is not deemed to have a significant influence on the overall conclusions. 

However, a large part of the excluded matches is from 2001 to 2003 and analyses whose subject 

is those individual years may therefore be skewed. Possible explanations could be that techno-

logical advances have made it easier to collect large amounts of data, that the growth of online 

bookmakers has increased the number of matches that are both of the public’s interest to bet on 

and profitable for bookmakers to quote odds on and that the industry was still expanding since 

online sports betting has only existed since 1996. Another noteworthy observation is that the 

number of matches played per year falls by 12.3% from 2001 to 2014. The explanation is that 



Information Efficiency in Tennis Betting Markets  K. Johansen 

33 

 

the World Tour calendar (outside of the prestigious Grand Slams) is constantly shifting and 

adapting to economic conditions, tournament organizers’ wishes and players’ preferences. 

Table 1: Number of Matches by Number of Bookmaker Quotes per Year 

Year 0 1 2 3 4 5 Sum 1 Sum 2 % incl.  

2001 429 11 124 566 1,833 0 2,963 2,399 81.0% 

2002 185 33 69 846 1,179 542 2,854 2,567 89.9% 

2003 59 20 123 501 1,868 290 2,861 2,659 92.9% 

2004 71 34 47 102 371 2,252 2,877 2,725 94.7% 

2005 22 44 42 70 185 2,546 2,909 2,801 96.3% 

2006 44 36 44 55 170 2,560 2,909 2,785 95.7% 

2007 39 12 29 74 170 2,482 2,806 2,726 97.1% 

2008 28 8 14 24 114 2,519 2,707 2,657 98.2% 

2009 20 8 4 10 94 2,595 2,731 2,699 98.8% 

2010 16 5 6 6 72 2,574 2,679 2,652 99.0% 

2011 10 6 2 7 34 2,616 2,675 2,657 99.3% 

2012 3 4 2 7 88 2,503 2,607 2,598 99.7% 

2013 3 7 4 2 46 2,569 2,631 2,617 99.5% 

2014 2 3 5 8 106 2,476 2,600 2,590 99.6% 

2015 5 1 2 6 2,616 0 2,630 2,622 99.7% 

2016 3 0 3 14 2,606 0 2,626 2,620 99.8% 

2017 5 3 5 261 2,359 0 2,633 2,620 99.5% 

2018 7 8 5 465 2,152 0 2,637 2,617 99.2% 

Sum 3 951 243 530 3,024 16,063 28,524 49,335 47,611 96.5% 

Sum 1 = number of matches by year; Sum 2 = number of matches with 3+ bookmaker quotes by year; Sum 3 = 

number of matches by number of bookmaker quotes; % incl. = percentage of raw dataset included in sample. 

Additionally, 1,798 matches will be excluded because one of the players either did not start the 

match (228 matches), retired during the match (1,569 matches) or was disqualified during the 

match (1 match). The methodology used by bookmakers to decide bets on matches with retire-

ments varies from bookmaker to bookmaker. For example, Unibet will honor bets on the win-

ning player and not return stakes on the retiring player if at least one set of the match has been 

completed. However, the most common approach is to cancel all bets on both the winning and 

retiring player thus returning all stakes to bettors and hence the matches will be excluded. This 

leaves a dataset consisting of 45,813 matches which will be used for further analysis. 

The bookmakers that have contributed odds to the dataset are Bet365, Bet&Win, Centrebet, 

Expekt, Gamebookers, Interwetten, Ladbrokes, Pinnacle Sports, Sportingbet, Stan James and 

Unibet. Despite having 11 possible bookmakers, the highest number of bookmakers quoting a 

single match is five as seen above in Table 1. The reason for that is partly because not every 

bookmaker has been operating during the entire period from 2001 to 2018. In table 2 below, 

the numbers of matches quoted by the individual bookmakers every year is shown. 
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Table 2: Number of Matches Quoted by Bookmaker per Year 

    Bookmaker         

Year N B365 B&W CB EX GB IW 

2001 2,333 - - 2,262 - 2,312 2,319 

2002 2,468 1,125 - 2,371 - 2,399 2,468 

2003 2,552 2,489 994 1,877 - - 2,545 

2004 2,644 2,499 - 2,533 2,535 - 2,498 

2005 2,715 2,655 - 2,611 2,632 - 2,673 

2006 2,682 2,639 - 2,615 2,621 - - 

2007 2,623 2,599 - 2,528 2,519 - - 

2008 2,545 2,541 - - 2,473 - - 

2009 2,585 2,584 - - 2,556 - - 

2010 2,542 2,541 - - 2,519 - - 

2011 2,550 2,546 - - 2,541 - - 

2012 2,492 2,491 - - 2,416 - - 

2013 2,508 2,508 - - 2,496 - - 

2014 2,478 2,470 - - 2,477 - - 

2015 2,520 2,520 - - 2,519 - - 

2016 2,522 2,522 - - 2,522 - - 

2017 2,518 2,518 - - 2,517 - - 

2018 2,536 2,536 - - 2,534 - - 

Sum 1 45,813 41,783 994 16,797 37,877 4,711 12,503 

 

  Bookmaker         

Year LB PS SB SJ UB Sum 2 

2001 - - 1,887 - - 8,780 

2002 - - 1,218 - - 9,581 

2003 - - 2,103 - - 10,008 

2004 - 2,591 - - - 12,656 

2005 - 2,689 - - - 13,260 

2006 - 2,667 - - 2,603 13,145 

2007 - 2,614 - - 2,552 12,812 

2008 2,511 2,536 - - 2,511 12,572 

2009 2,568 - - 2,539 2,572 12,819 

2010 2,537 2,538 - 2,496 - 12,631 

2011 2,541 2,548 - 2,527 - 12,703 

2012 2,488 2,487 - 2,481 - 12,363 

2013 2,495 2,505 - 2,489 - 12,493 

2014 2,468 2,466 - 2,386 - 12,267 

2015 2,515 2,520 - - - 10,074 

2016 2,512 2,519 - - - 10,075 

2017 2,273 2,513 - - - 9,821 

2018 2,089 2,534 - - - 9,693 

Sum 1 26,997 35,727 5,208 14,918 10,238 207,753 

N = number of matches by year; B365 = Bet365; B&W = Bet&Win; CB = Centrebet; EX = Expekt; GB = Game-

bookers; IW = Interwetten; LB = Ladbrokes; PS = Pinnacle Sports; SB = Sportingbet; SJ = Stan James; UB = 

Unibet; Sum 1 = number of matches by bookmaker; Sum 2 = number of quotes by year. 

The important things to note in Table 2 is as follows; firstly, for every year of play, there is a 

relatively stable number of different bookmakers quoting despite the varying names. In 2001 
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and from 2015 to 2018 there are 4 different providers of quotes while there are 5 providers in 

the period between. Secondly, when looking at the N-column 2 simultaneously, it is evident 

that almost all bookmakers that were active in a year have provided quotes on almost every 

match within that year. For example, Bet365 quoted 99.1% of all matches from 2003 to 2018, 

Expekt quoted 98.5% of all matches from 2004 to 2018 and Pinnacle Sports quoted 99.6% of 

all matches in their active periods from 2004 to 2008 and 2010 to 2018. In total, the dataset 

contains 207,753 two-way quotes on the 45,813 matches. 

As was seen in Forrest & McHale’s (2005) study, the favorite-longshot bias was more pro-

nounced within the Grand Slam tournaments. This dataset combines data from various levels 

of play both in terms of tournament prestige and player world rankings and thus avoids such 

selection biases. Additionally, the dataset is around 9 times larger than the one used in their 

study and in terms of outright sample size it is only rivalled by Lahvicka’s (2014) study, which 

spans just below 45,000 matches. However, this dataset contains odds from multiple bookmak-

ers whereas Lahvicka only uses one set of quotes per match to prove the favorite-longshot bias. 

Direr (2011) uses a similarly large dataset on football matches and notes that the large sample 

size is advantageous since it is possible to evaluate the returns to strategies that bet infrequently. 

In addition, he argues that the robustness of the results is better since the tests for efficiency can 

be conducted separately for different seasons or levels of play. 

 

5.2 Properties of the Bookmakers’ Quoted Odds 

The following sections will present statistics describing the distribution and variation of book-

maker odds and match outcomes. One of the focus areas is the bookmaker margin which will 

be used to define abnormal profits in the coming chapter and this section should be seen as the 

foundation for the subsequent analyses. One thing that is special in tennis betting is that there 

is no standardized way of ordering the two players in a match like in for example football, 

where there is a home and away team. Instead, this paper will use the player’s ranks on the 

world rankings going into the tournament to order them such that every match has a higher 

ranked player going up against a lower ranked player similar to how football has a home team 

playing an away team. Note, that this does not necessarily mean that the higher ranked player 

is the bookmakers’ favorite. 
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Table 3 below displays the number of matches, the average implied probability of the higher 

ranked and lower ranked players winning and the standard deviations of average implied prob-

abilities across all 18 years of play. The average implied probability is calculated as the average 

of the arithmetic mean of all quoted implied probabilities by the bookmakers for a given match. 

A higher implied probability equals a lower odds and vice versa.  

Table 3: Average and Standard Deviation of Average Implied Probabilities by Year 

Year N 
Avg. Impl. 

HRank 

Avg. Impl. 

LRank 

St. Dev. Impl. 

HRank 

St. Dev. Impl. 

LRank 

Bookmkr. 

Margin 

2001 2,333 67.97% 42.64% 12.54% 12.62% 10.6% 

2002 2,468 67.65% 41.98% 13.01% 13.17% 9.6% 

2003 2,552 69.44% 39.93% 14.16% 14.45% 9.4% 

2004 2,644 66.81% 40.25% 15.08% 15.32% 7.1% 

2005 2,715 68.62% 37.87% 16.64% 16.90% 6.5% 

2006 2,682 69.03% 36.42% 16.48% 16.70% 5.4% 

2007 2,623 69.03% 36.27% 17.50% 17.68% 5.3% 

2008 2,545 69.65% 35.77% 16.11% 16.37% 5.4% 

2009 2,585 70.05% 36.50% 17.68% 17.86% 6.6% 

2010 2,542 69.54% 36.34% 16.72% 16.92% 5.9% 

2011 2,550 69.56% 36.34% 17.44% 17.75% 5.9% 

2012 2,492 70.39% 35.34% 17.94% 18.36% 5.7% 

2013 2,508 69.90% 35.71% 17.50% 17.84% 5.6% 

2014 2,478 69.54% 35.94% 17.10% 17.36% 5.5% 

2015 2,520 69.79% 35.66% 17.14% 17.49% 5.4% 

2016 2,522 70.05% 35.66% 17.00% 17.33% 5.7% 

2017 2,518 69.33% 36.22% 16.13% 16.38% 5.6% 

2018 2,536 66.78% 38.39% 15.75% 15.98% 5.2% 

2001-18 45,813 69.06% 37.38% 16.34% 16.71% 6.4% 

N = number of matches; HRank = higher ranked player; LRank = lower ranked player; Avg. Impl. = average 

implied probability; St. Dev. Impl. = standard deviation of implied probabilities; Bookmkr. Margin = bookmaker 

margin. 

The table shows that for all years on record the higher ranked player is expected to win approx-

imately 66%-71% of the matches. Hence, bookmakers expect the higher ranked player to do 

better than the lower ranked player. This advantage has been fairly consistent across all years 

of play and only in the very beginning of the sample and end of the sample were the implied 

probabilities significantly below the average. The average implied probability across all years 

is 69.06% corresponding to a fixed-odds of 1 / 0.6909 = 1.45. The average implied probability 

across all years for the lower ranked player is 37.38% corresponding to a fixed -odds of 1 / 

0.3738 = 2.68.  

The rightmost column shows the average bookmaker margin for each year which is calculated 

as the sum of the average implied probabilities minus one as discussed in chapter 2. The margin 
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has decreased considerably during the period. During the early years of the period it is as high 

as 10% on average, while it falls and stabilizes around 5-6% in the later years. These observa-

tions support the argument that the online sports gambling industry was still at an early stage 

during the first years of the period. The bookmaker margin across the entire period is 6.4% and 

will be analyzed more granularly on an individual bookmaker basis. 

Figure 1: Average Individual Bookmaker Margin by Year 

 

Bet365; B&W = Bet&Win; CB = Centrebet; EX = Expekt; GB = Gamebookers; IW = Interwetten; LB = Lad-

brokes; PS = Pinnacle Sports; SB = Sportingbet; SJ = Stan James; UB = Unibet 

Figure 1 displays the individual bookmaker’s average bookmaker margin by their active years. 

It can be observed that the margins are decreasing over time. The cause of this is two-pronged. 

Firstly, the industry was still developing in the early years and secondly, increased competition 

seems to have crowded out bookmakers with margins and replaced them with bookmakers with 

relatively lower margins. It is worth noting, that outside of Interwetten, Bet&Win, Gamebook-

ers and Pinnacle Sports who are outliers, the other bookmakers’ margins are clustered around 

6-8% in the early years which gradually falls to 5-7% in the later years. Pinnacle Sports is the 

clear market leader in terms of offering superior margins to bettors, which is due to their busi-

ness model. Instead of spending large amounts on marketing and client acquisition like other 

bookmakers, they focus on a volume-based approach where low margins are the main selling 

point. This suggests that Pinnacle Sports has found a successful niche strategy while the intense 
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competition among the bookmakers in the narrow range has forced their margins down over 

time. 

Another interesting notion to investigate is whether the bookmaker margin changes based on 

the level of play. There are five levels of tournaments on the ATP World Tour and the individual 

tournaments are classified according to prize money and ranking points awarded. The five lev-

els from least to most prestigious are; ATP Tour 250 (known as the ATP International Series 

until 2008), ATP Tour 500 (known as the ATP International Gold Series until 2008), ATP Tour 

Masters 1000 (known as the ATP Masters Series until 2008), ATP Finals (known as the ATP 

Masters Cup until 2008) and lastly the four Grand Slam tournaments (Australian Open, French 

Open, Wimbledon and US Open).  

Figure 2: Average Bookmaker Margin by Level of Play 

 

Figure 2 above shows the average bookmaker margin on all matches within the five levels of 

tournaments. It is evident, that the margin is higher for less prestigious tournaments. One ex-

planation, that was also explored in the section on how bookmakers form their odds, is that 

informed bettors are more likely to have inside information on matches from less prestigious 

tournaments and that bookmakers are trying to protect themselves from insiders by skewing the 

odds. Another more general explanation is that bookmakers face larger uncertainty regarding 

both the skill levels and recent form of lower-ranked players which are more likely to compete 

in the less prestigious tournaments. A similar tendency in the margins is also found in other 
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studies such as Goddard & Asimakopoulos (2004) who find higher margins in lower levels of 

European football leagues. 

It also noteworthy that the ATP Finals are quoted with a lower bookmaker margin than the 

more prestigious Grand Slams. The rationale is that the Finals only cover one tournament every 

single year which functions as the season finale where only the 8 highest ranked players on the 

world rankings are invited. As such, there are far fewer matches between strong favorites and 

longshots and the likelihood of insiders is relatively limited due to the intense knowledge of 

every player within the tournament. The Grand Slams in comparison typically involve more 

than 100 players in a single tournament and the lowest ranked players may be well outside the 

top-1000 on the world rankings. Given those differences, it is natural that the bookmaker mar-

gin is lower on the Finals tournament than on the Grand Slams. Additionally, the sample size 

is relatively limited compared to the other levels of tournaments since there is only one tourna-

ment with a limited number of matches every year. For comparison there is 259 Finals matches 

and 8,584 Grand Slam matches across the 18 seasons the dataset spans. 

 

5.3 Properties of the Match Results 

In the last section before the empirical analyses starts statistics on the match results will be 

presented. The statistics will mainly be focused around the distribution of match results in con-

nection with the statistics on quoted odds from earlier in this chapter. 

Table 4: Distribution of Match Outcomes by Rank and Year 

  2001 2002 2003 2004 2005 2006 2007 2008 2009 

N 2333 2468 2552 2644 2715 2682 2623 2545 2585 

HRank Win% 63.0% 62.6% 65.0% 64.0% 66.4% 66.4% 65.3% 67.0% 68.0% 

LRank Win% 37.0% 37.4% 35.0% 36.0% 33.6% 33.6% 34.7% 33.0% 32.0% 

                    

  2010 2011 2012 2013 2014 2015 2016 2017 2018 

N 2542 2550 2492 2508 2478 2520 2522 2518 2536 

HRank Win% 66.5% 67.8% 67.8% 66.1% 68.6% 68.8% 67.7% 65.4% 63.6% 

LRank Win% 33.5% 32.2% 32.2% 33.9% 31.4% 31.2% 32.3% 34.6% 36.4% 

N = number of matches; HRank = higher ranked player going into the tournament; LRank = lower ranked player 

going into the tournament; Win% = percentage of matches won. 

Table 4 shows the distribution of match outcomes by rank going into the tournament and year. 

The most frequent result is, as predicted by the world rankings, that the higher ranked player 
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wins the match. Across the entire sample that happens in 66.1% of matches. However, it is not 

a guarantee as the lower ranked player wins 33.9% of matches across the entire sample. 

There are two interesting properties in the distribution. Firstly, the higher ranked player tends 

to win less often in the beginning of the sample (2001 – 2004) and end of the sample (2017-

2018) than in the period between. This pattern is similar to the one observed in the average 

implied probabilities where the implied probability of the higher ranked player winning was 

significantly lower than the average across the entire sample in 2001, 2002 and 2018. Secondly, 

when reading Table 4 and Table 3 simultaneously, one may observe that there is no year or 

outcome where the average implied probability is lower than the actual probability. This obser-

vation implies that no simple betting strategy such as always betting on the lower or higher 

ranked will be successful and generate a positive expected profit regardless of which of the 18 

years the strategy is employed. That would suggest that the conditions necessary to have a 

weak-form efficient market are satisfied. 
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6. Empirical Evidence 

Jensen (1978) defines a market as efficient when prices in the market reflect information such 

that the marginal benefit of exploiting information is equal to or less than the marginal cost of 

gaining that information. Tests for weak-form market efficiency can, according to Fama (1970), 

be carried out by investigating whether a strategy relying only on historical prices or returns is 

able to achieve abnormal profits. In a betting market context that would imply testing strategies 

that rely on historical odds and profits derived from such odds in order to generate potential 

abnormal profits. Therefore, if the tennis betting market is indeed weak-form efficient, it would 

be necessary to prove that the biases discussed in Chapter 3 are not present in the sense that it 

must not be possible for bettors to achieve sustained abnormal profits over a longer period. 

However, the benchmark that the strategies will be measured against must first be established. 

Therefore, the first section of this chapter will focus on specifying the concept of abnormal 

profits. Thereafter, the biases established earlier in the paper will be tested for in the dataset 

described in the previous section. Firstly, the existence of a favorite-longshot bias will be es-

tablished. Secondly, the focus will be on opportunities for arbitrage bets and lastly, the quasi-

arbitrage strategy which focuses on differences in bookmakers’ odds will be employed. 

The tests of each bias will include three sections. Initially, the methodology used will be dis-

cussed. Then, the results obtained via that methodology are presented and lastly those results 

are compared and reflected upon in relation to existing literature. The purpose of outlining the 

sections like that is to give a comprehensive overview of the existence of each bias which ena-

bles answering the research questions presented in the introduction. 

 

6.1 Measuring Abnormal Profits 

While the requirement and implication of achieving abnormal profits has been discussed heav-

ily throughout this paper, the measurement and definition of abnormal profits has so far been 

ignored. This section will therefore focus on what magnitude of returns are needed in order to 

confirm or deny the existence of the previously explored biases. 

Williams (2005) functions as the starting point by stating a general and basic formula for the 

definition of abnormal profits: 
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𝐴𝑃𝑖 = 𝑃𝑖 − 𝐸[𝑃𝑖] 

where 𝐴𝑃𝑖 denotes abnormal profits of bet 𝑖, 𝑃𝑖 denotes the realized profit of bet 𝑖 and 𝐸[𝑃𝑖] is 

the expected profit of bet 𝑖. The general formula shows that the abnormal profit is defined as 

the difference between the realized profits and the expected profits. The realized profits will be 

known once the strategies aiming to exploit the biases have been formalized and executed and 

the unknown entity in the formula is therefore the expected profits. 

In his study, Kuypers (2000) defines the normal profits from betting to be equal to the book-

maker margin since bettors on average are expected to realize a loss the size of the margin. That 

is because the margin functions as a systematic and consistent reduction of the profits paid out 

and hence the expected profits from the bettors’ perspectives are negative. However, he forgets 

to define how the bookmaker margin is supposed to be measured and at least three different 

approaches can be thought of and rationalized. Those three methods are: 

- The average margin across all pairs of recorded odds (i.e. every bookmaker quote on 

every match), 

- The average margin across all pairs of odds from a single bookmaker, preferably the 

one with the lowest margin, 

- Or the average margin across all pairs of best odds for every outcome of every match. 

The first definition provides a bookmaker margin of 6.44% as seen in Table 3 in the previous 

chapter. However, this definition is flawed since bettors can achieve abnormal profits by simply 

shopping around between bookmakers and find the bookmaker with the lowest margins on av-

erage to place all his bets with. This would only imply one-time switching costs and is therefore 

feasible for the majority of bettors. In my opinion that does not necessarily imply that the market 

is not weak-form efficient, but rather that bookmakers’ have different target markets and busi-

ness models. As such, this definition is not useful for defining the expected profits and will be 

disregarded. 

Since no single bookmaker has lasted the entire sample period, the second definition involves 

using Sportingbet’s margin in 2001, Centrebet’s in 2002 and 2003, Pinnacle Sports’ from 2004 

to 2008, Expekt’s in 2009 and finally Pinnacle’s from 2010 to 2018. Those are the lowest single 

bookmaker margins each year. The arithmetic average of all those margins is 3.34% meaning 

it is more restrictive in accepting profits from strategies as abnormal. However, it also suffers 
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from the fact that any given year there will be some matches where any of those bookmakers 

do not quote the best odds and bettors can therefore also achieve abnormal profits simply by 

shopping around under this definition. Bettors will however need to maintain relationships with 

all bookmakers in comparison to the first definition where only access to the cheapest book-

maker is needed.  

Therefore, this paper will use the third and final definition which defines the expected profits 

as the average bookmaker margin found by taking the best odds on every outcome for every 

match across the entire sample period. This is also the most restrictive definition since it will 

not allow bettors to earn abnormal profits simply by shopping around between multiple book-

makers. 

The formal calculation of the expected profits will follow here. It is found by summing the 

implied probabilities derived from the highest odds available on each outcome (remember there 

is two outcomes per match in tennis) for every match and then subtracting one. That yields the 

lowest possible bookmaker margin for every match and the formula is: 

𝑚𝑛 = ∑ (
1

max 𝑝𝑖𝑛

) − 1

2

𝑖=1

 

where 𝑚𝑛 is the bookmaker margin for match 𝑛 and max 𝑝𝑖𝑛 is the highest odds on outcome 𝑖 

for match 𝑛. Lastly, the average bookmaker margin is computed as follows: 

�̅� =
1

𝑁
∑ 𝑚𝑛

𝑁

𝑛=1

= 0.018046 = 1.8046% 

where �̅� is the average bookmaker margin across all matches and 𝑁 is the number of matches 

in the sample. The average bookmaker margin in the sample is therefore 1.8046%. 

The result shows that a bettor shopping around among multiple bookmakers and always placing 

bets at the best odds will on average realize an expected profit of -1.8046% (rounded to -1.80%). 

This value is reasonable in the sense that it is lower than the average of every year’s lowest 

margin, but it is also strictly larger than zero. If it had been lower than zero, then arbitrage 

opportunities would be present in the majority of matches. When analyzing profits from betting 

strategies in the coming section the benchmark by which abnormal returns will be measured is  

thus a loss of 1.80%. 
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6.2 The Favorite-Longshot Bias 

The favorite-longshot bias is the most prominent and commonly subject in tests for betting 

market efficiency. A positive bias is when bets on favorites tend to generate larger and occa-

sionally abnormal profits than bets on longshots. If the betting market is to be weak-form effi-

cient then no such simple strategy relying solely on historical prices should be able to generate 

anything else than the average expected profit of the strategy’s bets. As such, the presence of a 

favorite-longshot bias would be a clear rejection of the hypothesis of a weak-form efficient 

market. 

 

6.2.1 Methodology 

The methodology used to test for a favorite-longshot bias in the dataset will be presented in this 

section. This paper will do so by computing the realized profits from betting on all match out-

comes with a fixed-odds under a certain threshold. The realized profits at various thresholds 

will then be compared to each other. This is similar to the methodology used by Vlastakis, 

Dotsis & Markellos (2009) and Direr (2011) in their studies of European football matches. In 

order to maximize the usefulness of my dataset, odds on every individual match outcome will 

be treated as a separate data point and all outcomes from every season and level of play will be 

pooled into one. Since the dataset contains 45,813 matches with two possible outcomes each, 

the total possible outcomes to bet on are 2 * 45,813 = 91,626. For each outcome the average 

and highest bookmaker quotes are computed and the dataset is then sorted by the average book-

maker quote in ascending order (i.e. largest favorites first). 

After the dataset is sorted, the profit from betting exactly 1 unit  on an outcome is computed for 

each outcome. This is done via the following formula: 

𝑃𝑖𝑛 = max 𝑝𝑖𝑛 ∗ 𝛿𝑖𝑛 − 1 

Where max 𝑝𝑖𝑛 is the highest odds on outcome 𝑖 for match 𝑛 and 𝛿𝑖𝑛 is a dummy indicating 1 

if outcome 𝑖 for match 𝑛 was realized and 0 otherwise. Similarly, the profit from betting on all 

outcomes with average odds below or equal to a certain threshold is calculated as follows: 

𝑃𝐼𝑁|𝑋 = (
1

𝐼
∑(

𝐼

𝑖=1

𝑃𝑖𝑛 ∗ 𝛥𝑋)) 
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Where 𝑃𝐼𝑁|𝑋 is the profit in percent from betting on all outcomes 𝐼 for all matches 𝑁 given 

average odds below or equal a threshold 𝑋 and 𝛥𝑋 is a dummy indicating 1 if the average odds 

of the outcome is below or equal to a given threshold 𝑋 and 0 otherwise. These formulas enable 

the calculation of profits from various thresholds, which can then be compared in order to de-

termine the existence of a potential favorite-longshot bias. 

It is worth noting and discussing that the outcomes are sorted by average, but profits are calcu-

lated using the best available odds for each outcome. This is because bettors will take in all 

available information from the market and define the threshold’s value based on odds from all 

bookmakers. However, if the bettor already knows every bookmaker’s quotes, then a rational 

individual would be placing the actual bets at the best quote available rather than with a book-

maker with a quote close to the average. This mirrors the argument presented by Direr (2011) 

where he notes that the profit-maximizing bettor will not pick which bookmaker to place bets 

with at random, but instead search out and pick the best quote available. Additionally, the 

benchmark that these profits will be compared against is the average bookmaker margin calcu-

lated using the best available odds for each outcome and as such it is consistent to also evaluate 

profits using best available odds. 

 

6.2.2 Findings 

In Figure 3 below, the realized profits in percent from betting on all outcomes with odds below 

or equal to a threshold along with the upper and lower 95% confidence intervals are presented 

as a function of said threshold. The lowest considered threshold value is 1.01 and the highest 

threshold value is equal to the highest average odds in the dataset of 60.00. Additionally, the 

figure includes a line representing the value of the expected profits from betting, which, as was 

explored earlier, is equal to the average bookmaker margin calculated using best available odds 

for each outcome. As long as the value of the realized profits is higher than the expected value 

it implies that bettors are able to achieve abnormal profits from a simple strategy of betting on 

all outcomes with odds below or equal to the threshold. 
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Figure 3: Realized Profits in Percent as a Function of the Threshold X 

 

Notes: Black Curve = Realized Profits, Grey Curves = Lower and Upper 95% Confidence Interval for Realized 

Profits, Blue Line = Expected Profits. 

Two noteworthy points of interest that are worth discussing can be inferred from Figure 3. 

Firstly, there is a clear tendency for profits to decrease as the value of the threshold increases. 

As the threshold increases, the fraction of bets on longshots relative to bets on favorites in-

creases. Secondly, the realized profits are higher than the expected profits for low values of the 

threshold. Figure 4 will focus on this by showing the realized profits for threshold values be-

tween 1.00 and 5.00. 
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Figure 4: Realized Profits in Percent as a Function of Threshold X < 5.00 

 

Notes: Black Curve = Realized Profits, Grey Curves = Lower and Upper 95% Confidence Interval for Realized 

Profits, Blue Line = Expected Profits. 

In Figure 4 it can be seen that the realized profits are positive for threshold values between 1.03 

and 1.72. Setting the threshold value to 1.03 yields a profit of 0.10% with bets on 1,049 of the 

91,626 possible match outcomes. As expected, the win percentage is high for bets on these very 

favored players with only 25 of the bets failing equaling a hit-rate of 1,024 / 1,049 = 97.6%. 

The maximum realized profit is achieved by setting the threshold at 1.33 which yields a 1.16% 

profit across bets on 17,918 match outcomes during the 18 years. The number of winning bets 

is 15,081 equaling a hit-rate of 84.2%. The lower hit-rate is however more than compensated 

by a higher average odds on the winning bets when compared to the strategy with a threshold 

value of 1.03 as seen above. 

The confidence interval reveals that the profits are positive with 95% confidence for threshold 

values from 1.29 to 1.51. Additionally, the confidence intervals reveal that the strategy is able 

to achieve statistically significant abnormal profits for threshold values between 1.01 and 2.99 

when compared to the expected loss of 1.80%.  
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1.74. Furthermore, a loss is statistically significant for all threshold values over 2.58 and the 
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loss is statistically significant abnormal for threshold values over 4.43. This is clear evidence 

in favor of a favorite-longshot bias in the bookmaker quotes recorded in the dataset. 

 

6.2.3 Robustness 

The optimal threshold of 1.33 which yields the highest realized profits is found using data from 

all 18 seasons. However, the results need to be confirmed and validated through various tests 

for the robustness if it. One may imagine that the profits from following the threshold may 

swing greatly across the 18 seasons such that the strategy relies on being extremely effective 

during only some seasons. An example could be a strategy that is successful in the early years, 

but has been arbitraged away by bettors in the later years or the profits could be a result of a 

relatively newer phenomenon that did not work in the early years. No matter what may be the 

case, it is important to investigate the development in these returns in order to prove that the 

results found in the previous section are robust. Table 5 below shows the profits obtained by 

placing bets on all the outcomes with average odds below the threshold every year. 

Table 5: Win Frequency and Realized Profit at Optimal Threshold by Year 

  I W % P 

2001 704 581 82.5% 3.04% 

2002 737 604 82.0% 1.95% 

2003 933 774 83.0% 1.34% 

2004 853 720 84.4% 3.58% 

2005 1,061 897 84.5% 2.25% 

2006 1,032 867 84.0% 0.62% 

2007 1,084 919 84.8% 1.62% 

2008 1,027 860 83.7% 0.96% 

2009 1,143 979 85.7% 1.29% 

2010 1,047 878 83.9% 0.76% 

2011 1,078 915 84.9% 1.33% 

2012 1,112 946 85.1% 0.45% 

2013 1,064 909 85.4% 1.34% 

2014 1,057 889 84.1% 0.51% 

2015 1,050 911 86.8% 2.83% 

2016 1,103 926 84.0% 0.29% 

2017 1,020 844 82.7% -0.72% 

2018 813 662 81.4% -2.00% 

Sum 17,918 15,081     

Mean 995 838 84.0%   

Notes: I = number of bets; W = number of bets that won; % = frequency of wins; P = realized profit in percent.  
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As it can be seen the frequency of wins is stable throughout the sample period as all the observed 

win frequencies fall within a narrow range centered around the mean frequency across all years.  

There is also no clear indication that the strategy is particularly more or less profitable in some 

years than others since it has realized a remarkably consistent profit above the expected profit 

of -1.80% in 17 out of 18 years. However, it is concerning that the two only years where net 

losses were realized and the only year with an abnormal loss have occurred in the two most 

recent years of the sample period. This could be attributed to either the natural swings which 

were observed in the opposite direction in 2001, 2004 and 2015 or it could be that the strategy 

has been arbitraged away in recent years. It would be interesting to replicate the study with data 

from the most recent years in order to identify if it is simply two outliers in a row or a more 

structural shift in the market. 

Another shortfall in the methodology is that the threshold value of 1.33 is determined based on 

the historical odds across 18 years meaning that the bettor will only know what odds to bet on 

and avoid after the matches have been played. To check for the robustness of the results I there-

fore calculate in sample optimal thresholds for every year using the matches from 2001 and 

until the year in question. I then compute the rates of return for the out of sample section on the 

dataset using the optimal threshold found in the in-sample period. Table 6 below shows the 

optimal thresholds and realized profits for every year. 

The table is supposed to read, using the third row in the table as an example, as follows; the in-

sample period wherein the optimal threshold is determined lasts from t0 = 2001 and until t = 

2003. The optimal threshold X is 1.21 based on 1,118 match outcomes N during the in-sample 

period. The realized profit in-sample t0 -> t is 3.54% and the out of sample profit using the 

optimal threshold value found in-sample t+1 -> T is 0.37%. 
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Table 6: Out of Sample Profits based on In-Sample Optimal Thresholds 

First in Sample 

t0 

Last in Sample 

t 

Threshold  

X 

In Sample 

N 

Realized Profit 

t0 -> t 

Realized Profit 

t+1 -> T 

2001 2001 1.06 33 5.54% 0.04% 

2001 2002 1.21 609 3.95% 0.51% 

2001 2003 1.21 1,118 3.54% 0.37% 

2001 2004 1.03 33 3.40% -0.01% 

2001 2005 1.03 69 3.28% -0.12% 

2001 2006 1.03 114 2.92% -0.12% 

2001 2007 1.33 6,404 1.98% 0.78% 

2001 2008 1.02 122 1.99% -0.55% 

2001 2009 1.08 1,233 1.98% -0.49% 

2001 2010 1.08 1,435 1.88% -0.70% 

2001 2011 1.36 11,975 1.72% 0.19% 

2001 2012 1.34 12,293 1.63% 0.21% 

2001 2013 1.34 13,383 1.58% 0.06% 

2001 2014 1.37 16,066 1.53% -0.26% 

2001 2015 1.37 17,258 1.61% -1.30% 

2001 2016 1.34 16,693 1.47% -1.66% 

2001 2017 1.33 17,105 1.31% -2.00% 

2001 2018 1.33 17,918 1.16%  N/A 

Notes: t0 = initial in-sample year; t = final in-sample year; X = optimal in-sample threshold value; Realized Profit 

t0 -> t = realized profits in the in-sample period; Realized Profit t+1 -> T = realized profits in the out of sample 

period (N/A in last row since the in-sample period spans the entire dataset). 

The first thing to notice is that the optimal threshold swings between very heavy and heavy 

favorites in the sense that when only early years are included in sample the optimal threshold 

for most periods is sub-1.10, but it then stabilizes in the range 1.33 – 1.37 when the later years 

are included in the in sample period. However, the number of in sample matches used to deter-

mine these sub-1.10 thresholds is very low and this exemplifies the advantage of the sheer size 

of the dataset. What has happened in those years is that the hit-rates on these small samples of 

bets with average odds sub-1.10 have been very close to 100% creating what essentially looks 

like a risk-free profit. However, as the sample size of very favored outcomes expands, some 

will inevitably lose and that is why the threshold moves higher in the later stages. This is also 

evidenced by the negative to marginally positive out-of-sample profits for the sub-1.10 thresh-

olds (-0.70% - 0.04%). 

The second thing to note is that the out-of-sample profits are larger than the expected profit of 

-1.80% for all but one of the out-of-sample periods. The only exception is the second to last 

row where the out-of-sample profit is -2.00%. However, the out-of-sample period only contains 
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outcomes from the year 2018 and the result is therefore similar to the result derived in Table 4 

above. As was discussed above as well, it would be interesting to extend the dataset and see if 

there is a structural shift in the market where the favorite-longshot bias has been arbitraged 

away or if it is merely an outlier. However, the robustness of the results derived is very strong, 

since almost any in-sample optimal threshold will produce abnormal profits in the correspond-

ing out-of-sample period. 

 

6.2.4 Significance of Findings 

A strong favorite-longshot bias is found within the collected dataset of odds on men’s singles 

tennis matches. The previous sections have shown that statistically significant and consistent 

abnormal profits are achievable when systematically betting on match outcomes with low odds 

(favorites) whereas bets on match outcomes with high odds (longshots) generate an abnormal 

loss to the bettor. This observation is in line with the work of Lahvicka (2014) who investigated 

tennis matches specifically and several other studies who have tested and found the bias in 

several other sports (see section 3.1.1 for further details on previous literature on the bias). One 

difference between Lahvicka’s and this study is that this study produces an actionable strategy 

that yields a positive net profit. In contrast, Lahvicka regresses the implied probabilities on the 

true probabilities and therefore only shows the existence of the bias, but not how to exploit it 

or the potential benefits of doing so. 

The results provided above are also evidence against the hypothesis of betting markets being 

weak-form efficient. Sobel & Ryan (2008) define a weak-form efficient betting market as one 

where the profits derived from all bets, on average, should yield similar expected profits. Re-

phrased, higher than expected profits cannot be earned by selecting a specific set of bets based 

on their probabilities and historical matches. This definition is undoubtedly not satisfied in my 

dataset given that bets at lower odds yield consistent and statistically significant higher profits 

than bets at higher odds. Additionally, the profits derived from betting on favorites are signif i-

cantly higher than the expected profit and can therefore be defined as abnormal. This is a clear 

violation of the definitions of a weak-form efficient market. 
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6.3 Arbitrage Opportunities 

The following sections will investigate the presence of opportunities for arbitrage within the 

dataset. Such opportunities exist when bettors can aggregate odds from multiple bookmakers 

and place bets so that the implied probabilities that the bettor places bets at sums to less than 

100%. In a situation like that, the bettor will realize a risk-free arbitrage profit which according 

to Dixon & Pope (2004) should not be possible in an efficient market. This is because a simple 

strategy of shopping around between multiple bookmakers will not result in abnormal profits 

in a market that is weak-form efficient. 

 

6.3.1 Methodology 

The methodology will again take advantage of the entire dataset spanning more than 45,000 

matches from 18 years of play by analyzing the matches as one group regardless of tournament 

or year. From there, implied probabilities and the bookmaker margin on each match will be 

calculated and the methodology therefore follows the works by Dixon & Pope (2004) and Vlas-

takis, Dotsis & Markellos (2009). 

Risk-free profits are present whenever the sum of the implied probabilities given by the best 

bookmaker quote on each individual outcome is less than one. I calculate the implied probabil-

ity of the best quote on each outcome by taking the inverse of the fixed -odds quote. I then 

summarize the implied probabilities of the two possible outcomes of every match and compare 

against one. The mathematical equation that needs to hold true for an arbitrage opportunity to 

be present is: 

𝑠𝑛 = ∑
1

max 𝑝𝑖𝑛

< 1

2

𝑖=1

 

Where 𝑠𝑛 is the sum of the implied probabilities match 𝑛 and max 𝑝𝑖𝑛 is the highest odds on 

outcome 𝑖 for match 𝑛. If the equation holds true, a risk-free arbitrage profit in the size of 
1

𝑠𝑛
−

1 is achievable. However, the bettor needs to weigh the stakes on each outcome according to 

the implied probabilities of each outcome. The proportion of the stake 𝑤𝑖𝑛 to be placed on each 

outcome is defined as follows: 
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𝑤𝑖𝑛 =

1
max 𝑝𝑖𝑛

𝑠𝑛

 

In the following sections a total stake of 1 unit will be bet on each match and the resulting profit 

will therefore simplify to 
1

𝑠𝑛
− 1. 

Performing the above calculations for the entire dataset will allow me to both infer whether 

arbitrage opportunities are present and also what magnitude of profits can be expected for bet-

tors who want to exploit such opportunities. 

 

6.3.2 Findings 

Table 7 below shows the number and fraction of matches where arbitrage opportunities are 

present and the realized profits from an implied probability weighted one unit bet on each op-

portunity.  

Table 7: Fraction of Matches with Arbitrage Opportunities and Profits by Year 

Year N n Fraction 
Realized 

Profit 

2001 2,333 29 1.24% 2.48% 

2002 2,468 66 2.67% 2.29% 

2003 2,552 58 2.27% 2.47% 

2004 2,644 350 13.24% 1.69% 

2005 2,715 690 25.41% 1.70% 

2006 2,682 548 20.43% 1.37% 

2007 2,623 487 18.57% 2.08% 

2008 2,545 429 16.86% 1.38% 

2009 2,585 116 4.49% 2.81% 

2010 2,542 402 15.81% 1.54% 

2011 2,550 428 16.78% 1.51% 

2012 2,492 425 17.05% 2.15% 

2013 2,508 455 18.14% 1.45% 

2014 2,478 384 15.50% 1.47% 

2015 2,520 210 8.33% 1.24% 

2016 2,522 226 8.96% 1.45% 

2017 2,518 144 5.72% 1.21% 

2018 2,536 157 6.19% 1.55% 

Total 45,813 5,604 12.23% 1.65% 

Notes: N = number of matches in sample; n = number of matches with arbitrage opportunities; Fraction = percent-

age of matches in sample with arbitrage opportunities; Realized Profit = profits from a one unit bet on each arbi-

trage opportunity in percent. 
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There are three interesting observations to draw from this table. The first and most important is 

that arbitrage opportunities exist across all seasons and bettors are able to create a risk-free 

profit that is significantly higher than the expected profit of -1.80% in every year. Figure 5 

below will illustrate the second and third observations of interest. 

Figure 5: Fraction of Matches with Arbitrage Opportunities (L) and Profits (R) by Year 

 

Notes: Dark grey curve = percentage of matches in sample with arbitrage opportunities (left hand y-axis); light 

grey curve = profits from a one unit bet on each arbitrage opportunity in percent (right hand y -axis). 

As it can be seen the percentage of matches with arbitrage opportunities varies during the sam-

ple period. During the first 3 years only 1-3% of matches offer these opportunities whereas that 

rises to more than 13% in the following 5 years. Then, after a dip in 2009, the fraction is stable 

at those higher levels in the following 5 years before the last 4 years of the sample again offer 

relatively fewer opportunities. 

Lastly, the realized profits are relatively more stable in the 1.2-2.9% range across all years in 

the sample. However, the largest individual opportunities for arbitrage in the sample yield prof-

its as high as more than 25%. 

In order to understand why the percentage of matches with arbitrage opportunities fluctuates it 

is interesting to look at how often an individual bookmaker’s quote on an outcome was used in 

an arbitrage opportunity. Therefore, Figure 6 below shows the fraction of matches where a 

bookmaker’s quote was used to form an arbitrage bet. Remember, that two bets on each match 

are needed and hence the fractions will sum to 200%. 
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Figure 6: Percentage of Quotes used in Arbitrage Bets by Bookmaker and Year 

 

Notes: B365 = Bet365; B&W = Bet&Win; CB = Centrebet; EX = Expekt; GB = Gamebookers; IW = Interwetten; 

LB = Ladbrokes; PS = Pinnacle Sports; SB = Sportingbet; SJ = Stan James; UB = Unibet. 

To further explain, the percentage shows how often one bookmaker has provided the best quote 

on an outcome where another bookmaker has provided a quote on the alternative outcome that 

is good enough for there to be an arbitrage opportunity.  

One thing immediately stands out. Pinnacle Sports is most often the provider of one of the 

quotes used in the arbitrage bets than any other bookmaker. The high percentages around 90-

100% shows that in any arbitrage bet it is almost a guarantee that Pinnacle is offering the best 

quote on one of the outcomes while other bookmakers rotate providing the best quote on the 

alternative outcome. This would also explain why the fraction of matches with arbitrage oppor-

tunities dip in 2009 where Pinnacle was absent from the sample. Pinnacle is often one side of 

the bet due to their low margins that were also discussed in the last chapter.  

As discussed earlier, the early years in the sample were characterized by high bookmaker mar-

gins and fewer competitors which will naturally lead to less arbitrage opportunities as well. 

However, it is interesting that the dip in the last 4 years of the sample correspond with two 

events. Firstly, Stan James is bought out by Unibet in late 2015 and secondly, Unibet starts to 

provide quotes used in arbitrage opportunities far often from 2015 and forward. It is interesting 
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to monitor if consolidation in the industry will eventually lead to more effective market condi-

tions with less arbitrage opportunities for bettors to profit from. 

 

6.3.3 Significance of Findings 

My findings suggest that arbitrage opportunities are fairly frequent in my sample of men’s sin-

gles tennis matches and bettors exploiting such opportunities will realize a small but risk-free 

profit. Across all seasons these opportunities occur on average in 12.23% of the matches and 

the average profit is 1.65%. The average return is fairly consistent while the frequency of these 

opportunities varies from year to year. 

As far as I know, this is the first study investigating the existence of arbitrage opportunities in 

men’s singles tennis matches and therefore contributes a whole new angle to the existing liter-

ature on efficiency in tennis betting markets. Since there are no existing studies within tennis 

to compare the results against it will instead be done against studies with European football as 

their subject. Vlastakis, Dotsis & Markellos (2009) investigate European football matches from 

2002 to 2004. Interestingly, they find that arbitrage opportunities only exist for approximately 

0.5% of the matches in their sample. This correlates very well with the fluctuations in the fre-

quencies of arbitrage opportunities in my dataset where in the period from 2001 to 2003 arbi-

trages are only found in 2.1% of matches compared to 14.2% of matches in the last 15 years of 

the sample. This suggests that the online bookmaking industry was still at an early stage in the 

beginning of the century which is also evidenced by the high bookmaker margins quoted by the 

bookmakers active in that period (see Figure 1).  However, their profits from those opportunities 

are significantly higher as they calculate the average profit to be 21.8% and their best oppor-

tunity yields more than 200% compared to my average of 1.9% and maximum of 14.2% in the 

years from 2001 to 2004. The authors explain their extremely high observations by the fact that 

they include four online bookmakers and one offline bookmaker in their sample. Naturally, the 

online bookmakers are able to adjust their odds more frequently than the offline bookmaker and 

the authors’ opportunities usually include the offline bookmaker’s quote on either of the out-

comes. 

Another study by Pope & Peel (1989) examines odds from four offline bookmakers during the 

1981/82 English football season. They find that the bookmakers quote odds that differ enough 
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for there to be arbitrage opportunities, but they do not report any frequency of those occurring. 

They do report the highest possible profit from a single opportunity to be 12% which is in line 

with the maximum of 14.2% from the early years from 2001 to 2004 in my sample. As discussed 

earlier, the first years of my sample were characterized by higher average bookmaker margins 

and those years are most similar to studies focusing on traditional offline bookmakers where 

margins were also significantly higher than the online bookmakers of today. 

Lastly, Dixon & Pope (2004) investigate odds from three different bookmakers on English foot-

ball matches, but they are unable to find differences large enough to allow for arbitrage. 

My results therefore indicate a significantly higher frequency of arbitrage opportunities in the 

years from 2004 to 2018 compared to studies of European football matches during periods that 

are similar to the early period in my sample. The main factor allowing for these much higher 

frequencies is that the average bookmaker margin falls drastically during the sample period. In 

the early years from 2001 to 2003 the average bookmaker margin is 9.9% and the margin meas-

ured at the best odds for each outcome is 4.8% compared to 5.8% and 1.3% respectively in the 

last 15 years of the sample. Pope & Peel (1989) report average bookmaker margins around 

10%, Vlastakis, Dotsis & Markellos (2009) estimate the average bookmaker margin at more 

than 12% and Dixon & Pope (2004) similarly finds to be above 12%. These numbers are all 

very similar to the 9.9% that I estimate during the early years. Therefore, my observations of 

varying frequencies of arbitrage opportunities (Figure 5) and falling average bookmaker mar-

gins (Table 3 and Figure 1) suggest a negative relationship between the frequency of arbitrage 

opportunities and the average bookmaker margin. To my knowledge, this relationship has not 

been proven before. 

The existence of arbitrage opportunities challenges the assumptions needed for a market to be 

weak-form efficient according to Williams (2005) who argues that these persistent opportuni-

ties suggests that bettors do not behave rationally. In a weak-form efficient market a rationally 

acting bettor would exploit these arbitrages until they are no longer present. Another argument 

is presented by Franck, Verbeek & Nüesch (2013) who argue that in an efficient market the 

quoted odds by the bookmakers are the best predictors of the true probability of the outcome. 

For this to be true, every quoted odds from any bookmaker must imply roughly the same im-

plied probability (not strictly and only roughly since the bookmaker margin varies). This is 

however not true in my sample since arbitrage opportunities exist because of variances in the 
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implied probabilities between the bookmakers’ quoted odds. The authors also give three ration-

ales for why arbitrage opportunities are not entirely risk-free for bettors to take advantage of. 

Firstly, and also most significant, bettors face execution risk when trying to place an arbitrage 

bet. That is because two bets with two different bookmakers need to be placed without the 

quoted odds changing unfavorably on either of the outcomes of the tennis match. Should the 

odds change, the bettor might either have to lock in a secure loss or simply leave the first leg 

unhedged. Secondly, one of the bookmakers may cancel one leg of the arbitrage bets due to for 

instance fraud suspicions or technical problems. Lastly, bettors have counterpart risk in the 

sense that the bettor deposits money with the bookmakers when placing the bets and, although 

short if the bet is placed just before the event, there is a risk of one of the bookmakers defaulting 

during the period after the bet is placed but before the result is known and winnings paid out. 

In conclusion, the above analysis and results suggests that the tennis betting market does not 

satisfy the conditions for a weak-form efficient market since there are a number of arbitrage 

opportunities that can be used to generate positive and abnormal profits. 

 

6.4 The Quarb Strategy 

The coming sections will focus on a strategy using quasi-arbitrages, or so called quarbs, to 

generate abnormal betting profits. The aim of a quarb betting strategy is to leverage the disa-

greement between bookmakers to find bets where the implied probability of the best available 

odds on outcome is lower than the true probability of the outcome happening. This is done by 

analyzing the disagreement found in the differences between the bookmakers’ quotes on an 

outcome. The strategy was first presented by Paton & Williams (2005) and Williams (2005) 

himself who applied it to spread betting markets on European football (see also section 3.3 for 

a more detailed review on their studies). 

The theory is that betting at the best odds on outcomes where bookmakers are most in disagree-

ment will yield abnormal profits. Deschamps & Gergaud (2007) explain this by stating that the 

best estimator of the true probability of an outcome is found in the average odds quoted by the 

bookmakers. Therefore, if one bookmaker is offering an outlying quote it leads to increased 

disagreement and it is more likely that bookmaker that has quoted a price that is different from 

the true probability. If the price is off in the bettor’s favor, then it may yield abnormal profits. 
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On the other hand, if all bookmakers are quoting similar odds such that there is no disagreement 

then betting on those odds is expected to yield expected profits equal to the bookmaker margin. 

The authors recap their strategy by stating that it relies on the assumption that the average odds 

is a reliable indicator of the true probability of the outcome while the outlying quote is not. 

Hence, the forthcoming analysis in the coming sections will seek to investigate whether or not 

it is possible to utilize disagreements found in the bookmakers’ odds to create a betting strategy 

that is able to yield abnormal profits. 

 

6.4.1 Methodology 

The methodology used for analyzing the quarb strategy will rely on the work done by Paton & 

Williams (2005) and Deschamps & Gergaud (2007). The first step is to compute the distribution 

of the quoted odds for each outcome. To do so, the method used by Deschamps & Gergaud 

(2007) will be used. They calculate what they label the mean absolute deviation (shortened to 

MAD) of all the odds quoted on each outcome and it is calculated via the following formula: 

𝑀𝐴𝐷𝑖𝑛 =
1

𝐵
∑ |𝑝𝑏𝑖𝑛

𝐵

𝑏=1

− 𝑝̅𝑖𝑛| 

Where 𝑀𝐴𝐷𝑖𝑛 is the mean absolute deviation of odds on outcome 𝑖 for match 𝑛, 𝐵 is the count 

of bookmakers quoting odds on the match, 𝑝𝑏𝑖𝑛 is bookmaker 𝑏’s odds on outcome 𝑖 for match 

𝑛 and 𝑝̅𝑖𝑛 is the average odds on outcome 𝑖 for match 𝑛. By construction, this number will be 

higher the more spread out the distribution of odds is and vice versa if the distribution is tight. 

Because this number is computed separately for every outcome the total number of observations 

is 45,813 * 2 = 91,626 outcomes with corresponding 𝑀𝐴𝐷𝑖𝑛’s. 

While this measure is fine and insightful in itself it is flawed by the fact that the correlation 

between 𝑀𝐴𝐷𝑖𝑛 and 𝑝̅𝑖𝑛 is naturally very high. This is because a 5% deviation from the market 

mean in terms of implied probabilities causes a far higher absolute deviation from the average 

quote in absolute number for quotes on longshots. Consider the case where there is no book-

maker margins and the true probability for the favorite is 80% and for the longshot 20%. Now, 

the bookmakers are uninformed and do not know the true probability, but the best estimate we 

have is the average odds. Therefore, we have a Bookmaker A quoting 75% and 25% implied 
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probabilities respectively and Bookmaker B quoting 85% and 15% respectively and the corre-

sponding fixed odds are: 

Bookmaker A: 1 / 0.85 = 1.18 and 1 / 0.15 = 6.67 

Bookmaker B: 1 / 0.75 = 1.33 and 1 / 0.25 = 4.00 

The average quotes are 1.25 and 5.33 and the 𝑀𝐴𝐷𝑖𝑛 on the favorite is 0.08 whereas it is 1.33 

on the longshot despite the bookmakers’ distribution of odds being plus/minus 5% from the 

true probabilities. 

Therefore, the impact on the 𝑀𝐴𝐷𝑖𝑛 coming from the higher average odds needs to be removed. 

This is done similarly to Deschamps & Gergaud (2007) who regress the calculated 𝑀𝐴𝐷𝑖𝑛 on 

the average odds 𝑝̅𝑖𝑛 and the squared average odds 𝑝̅𝑖𝑛
2  for the outcome to remove any linear 

and quadratic effects stemming from a higher average odds. Mathematically the formula is: 

𝑀𝐴𝐷𝑖𝑛 = 𝛽0 + 𝛽1𝑝̅𝑖𝑛 + 𝛽2𝑝̅𝑖𝑛
2 + 휀𝑖𝑛 

Where the beta values are the regression coefficients and the error term 휀𝑖𝑛 is the level of disa-

greement between bookmakers as inferred by their quoted odds cleansed for any linear and 

quadratic effects of a higher average odds for outcome 𝑖 for match 𝑛. 

After the level of disagreement has been computed, a similar setup as the one used for testing 

for the favorite-longshot bias will be used. The first step was computing the profit from betting 

exactly 1 unit on an outcome which is computed for each outcome via the following formula: 

𝑃𝑖𝑛 = max 𝑝𝑖𝑛 ∗ 𝛿𝑖𝑛 − 1 

Where max 𝑝𝑖𝑛 is the highest odds on outcome 𝑖 for match 𝑛 and 𝛿𝑖𝑛 is a dummy indicating 1 

if outcome 𝑖 for match 𝑛 was realized and 0 otherwise. However, this time the focus will not 

be on finding an optimal threshold value. Instead the outcomes are sorted by the level of disa-

greement and for each outcome 𝑖, the profit from betting on that outcome and all other outcomes 

with a higher level of disagreement is computed. The profit from betting on all outcomes with 

levels of disagreement above or equal to a certain outcome 𝑖’s is calculated as follows: 

𝑃𝑖𝑁 = (
1

𝑖
∑ 𝑃𝑖𝑛

𝑖

𝑖=1

) 
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Where 𝑃𝑖𝑁 is the profit in percent from betting on all outcomes with a higher level of disagree-

ment than outcome 𝑖 for all matches 𝑁. 

The presented methodology will allow me to calculate the profits from placing bets on the 

matches with the most disagreement which in theory should give a higher return than placing 

bets at lower levels of disagreement. If such a skew is found and abnormal profits can be ob-

tained from it, then the bias is present in my sample. 

 

6.4.2 Findings 

Table 8 shows the regression output when running the regression where the calculated 𝑀𝐴𝐷𝑖𝑛’s 

are regressed on the average odds 𝑝̅𝑖𝑛 and the squared average odds 𝑝̅𝑖𝑛
2 . 

Table 8: Regression Results to Remove Linear and Quadratic Effects of the Average Odds 

  Dependent Variable 

  MAD_in 

    

Intercept -0.1265*** 

p_in 0.0745*** 

p^2_in 0.0103*** 

    

    

N 91,626 

R^2 0.8727 

Adjusted R^2 0.8727 

 

Notes: *p<0.1; **p<0.05; ***p<0.01; ordinary least squares (OLS) regression output corresponding to the equa-

tion outlined on previous page; significance based on t-statistics; MAD_in = mean absolute deviation; p_in = 

average odds; p^2_in = squared average odds. Based on entire sample of 91,626 outcomes of tennis matches. 

The results show that the average level of odds on an outcome has a significant linear and 

quadratic effect on the mean absolute deviation of that outcome. This is inferred through the 

highly significant intercept and beta values for the p_in and p^2_in as they are all significant 

even at the 1% confidence level. Additionally, the R^2 is high suggesting that the included 

variables capture a very large part of the variation in the dependent variable. As expected, a 

higher average odds contributes greatly to a wider distribution of the bookmakers’ quotes. 
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Consequently, the most interesting variable in the regression equation is the error term 휀𝑖𝑛 or 

so-called residuals since they show the level of disagreement between the bookmakers after 

controlling for linear and quadratic effects of the average odds. Figure 7 below shows a plot of 

the error terms after they have been sorted in descending order. The average value of the error 

terms is naturally zero, while the median is also approaching zero (0.0184) and the standard 

deviation of them is 0.2841. The errors are centered around zero with some large outliers in 

both the high and low ends of the disagreement spectrum. 

Figure 7: Residual Plot 

 

Given that the outcomes are now sorted in descending order according to their level of disa-

greement, the realized profits from placing bets on the match with most disagreement (𝑖=1) to 

observation 𝑖 can now be calculated. However, profits will not be calculated for any level of 

disagreement that includes less than 200 bets across the entire 18-year period. Therefore, the 

first profits will be calculated for the outcome with 200th most disagreement and those profits 

will be from placing bets on all outcomes from 𝑖=1 to the outcome with the 200th most disa-

greement. Similarly, the profits calculated for the 91,618th observation (which is the one with 

the least disagreement in the sample) will include bets on all outcomes in the sample. 

Figure 8 below shows the realized profits from observation 200 to 91618. Higher values on the 

x-axis are therefore equal to lower levels of disagreement. For example, a value of 24,200 on 

the x-axis and -4% on the y-axis should be read as the realized profits from placing bets on the 

24,200 outcomes with the highest levels of disagreement is -4%. Additionally, the figure shows 

the 95% confidence intervals associated with the observation. It can be observed that the inter-

val, as expected, narrows as more observations are included. 
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For the quarb strategy to work it needs profits from bets with high disagreement to generate 

abnormal profits. Therefore, it would be expected that the realized profits are higher for lower 

values on the x-axis. 

Figure 8: Realized Profits by Observations Sorted by Level of Disagreement 

 

Notes: Black Curve = Realized Profits, Grey Curves = Lower and Upper 95% Confidence Interval for Realized 

Profits, Blue Line = Expected Profits. 

Overall, the pattern of the profits seen in the graph is not very encouraging. Firstly, the realized 

profits at any level of disagreement is strictly lower than the expected profits of -1.80%. Sec-

ondly, betting on the outcomes in the tails is not very profitable since the curve rises the further 

we get from the high levels of disagreement and falls again when the outcomes with low levels 

of disagreement are included. Thirdly, note that the y-axis has been cut off at -25% in order to 

increase readability causing the black curve to not be visible for observations 200 to 1481. This 

means that betting on the 200, 201, 202, …, 1481 matches with the highest levels of disagree-

ment yields a realized loss of more than 25%. An investigation of the 1481 matches with the 

highest levels of disagreement reveals that it is primarily odds on longshots where the win rate 

is very low (110 / 1481 outcomes end up winning). This phenomenon is even more visible 

among the 200 matches with the highest levels of disagreement. The realized profit for those 

200 matches is -82% since only 1 of the 200 outcomes are winning bets. Therefore, the pattern 
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of realized profits could be another indication of the favorite-longshot bias playing a role in 

how bookmakers set their odds and it could be interesting to rerun the analysis only including 

odds on the higher ranked players going into the tournaments. 

The following regression in Table 9 is estimated and calculated similarly to the one in Table 8, 

but only including odds on the higher ranked players. 

Table 9: Regression Results to Remove Linear and Quadratic Effects of the Average Odds 

(Odds on Higher Ranked Players Only) 

  Dependent Variable 

  MAD_in 

    

Intercept -0.0162*** 

p_in 0.0106*** 

p^2_in 0.0156*** 

    

    

N 45,813 

R^2 0.6741 

Adjusted R^2 0.6741 

 

Notes: *p<0.1; **p<0.05; ***p<0.01; ordinary least squares (OLS) regression output corresponding to the equa-

tion outlined on previous page; significance based on t-statistics; MAD_in = mean absolute deviation; p_in = 

average odds; p^2_in = squared average odds. Based on entire sam ple of 91,626 outcomes of tennis matches. 

As expected, the results are very similar to the previous regression in Table 8 although the 

coefficients are smaller mainly due to the fact that many of the high average odds were excluded 

when all the odds on the lower ranked players were filtered out. This is also evident in Figure 

9 below where the residuals are plotted. Again, the distribution is very similar to earlier, with a 

few heavy outliers in both tails. 

Note however, that the absolute value of the residuals is far lower than when the longshots were 

included. This signals that the tails in the distribution of the residuals when all odds were in-

cluded were influenced heavily by the longshots. 
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Figure 9: Residual Plot (Odds on Higher Ranked Players Only) 

 

However, despite all these improvements to the strategy, the results seen below in Figure 10 

are still very disappointing. 

Figure 10: Realized Profits by Observations Sorted by Level of Disagreement (Odds on 

Higher Ranked Players Only) 

 

Notes: Black Curve = Realized Profits, Grey Curves = Lower and Upper 95% Confidence Interval for Realized 

Profits, Blue Line = Expected Profits. 
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There are two things to take note of in the graph. Firstly, while the loss is smaller than before, 

betting on the matches with the highest levels of disagreement still yields a realized profit that 

is very negative. Secondly, while the strategy is able to produce profits that are higher than the 

expected profit of -1.80%, it is never able to produce statistically significant abnormal profits 

since the value of the lower band of the 95% confidence interval is strictly lower than the ex-

pected profits. Both these observations are contradicting the theory behind the quarb strategy 

and from the graph it can even be inferred that the most profitable matches to bet on are those 

with average to lower than average levels of disagreement since the curve is rising until around 

observation number 28,200. Lastly, it is also noticeable in this sample that the outcomes with 

the lowest levels of disagreement are less profitable to bet on compared to the ones with average 

levels, although it is not as noticeable in this sample compared to the one analyzed earlier. 

 

6.4.3 Significance of Findings 

The results presented above show that the realized profits from betting on matches with higher 

levels of disagreement is generally lower than betting on matches with less disagreement among 

bookmakers. The only thing consistent with the theories presented by Paton & Williams (2005) 

& Williams (2005) is that it is less profitable to bet on matches with low levels of disagreement, 

but contrary to their theory it looks like it is the matches with average levels of disagreement 

that are most profitable instead of the outcomes with high levels of disagreement. 

As far as I am aware, the only other study seeking to find positive abnormal profits from a quarb 

strategy is by Deschamps & Gergaud (2007) who across almost 10,000 English football 

matches compute profits for each match outcome separately. They find a weak positive rela-

tionship between profits and the level of disagreement as expected based on the quarb strategy, 

but the relationship is most significant for home and away odds while it is very weak for odds 

on draws. Interestingly and similarly to my results above, they do not find a strategy that is able 

to yield positive profits and they therefore conclude that the relationship can only be used to 

limit losses. However, since bets at high levels of disagreement yield lower profits than bets at 

average or low levels of disagreement, this is not true for my sample. 

One notion that is particularly interesting to note is that the realized profits are, although not 

positive, much less negative when filtering out the outcomes on lower ranked players. This is 
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because the majority of outcomes with most disagreement is lower ranked players that are long-

shots characterized by very high quoted odds. However, and as was also found to be true in the 

section 5.2 on the favorite-longshot bias, the higher quoted odds do not to a large enough extent 

make up for the fact that these outcomes rarely occur. This bias is also seen in the realized profit 

curves since the tails which are mostly made up of bets on longshots have far less significant 

drawdowns in the sample where the bets on the longshots are excluded. 

To conclude on my results in relation to my research questions, I do not find the level of disa-

greement among bookmakers as implied by their quoted odds to be a basis for a betting strategy 

that is able to achieve abnormal profits no matter if I consider the full sample or filter out the 

outcomes on lower ranked players. If the results are considered in isolation, it can be said that 

the market is weak-form efficient since the strategy is not able to achieve abnormal profits. 

However, given that the favorite-longshot bias is the basis for a betting strategy that achieves 

abnormal profits solely off of historical prices and profits and the presence of arbitrage oppor-

tunities, it is more likely that the market is indeed not weak-form efficient, but that the disa-

greement between bookmakers is simply not a good predictor of whether an outcome is worth 

betting on or not. 
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7. Conclusion 

Can information contained within historical odds and profits be exploited to generate         

abnormal profits and determine the degree of information efficiency in betting markets? 

The research question presented above and the accompanying three sub question presented in 

the introduction have been the guiding lights by which the progress throughout this paper has 

been driven. In this final section, the concluding remarks on both the main question above and 

the three sub questions will be presented as well as a review of the limitations and prospects for 

further work on the topic. 

 

7.1 Main Findings 

To conclude on the main research question first, the empirical investigation carried out in this 

paper determines that it is possible to formulate simple strategies based solely on historical odds 

and profits that are able to generate abnormal profits. Abnormal profits are in this paper defined 

as any statistically significant profit at the 95% confidence level higher than the expected profits 

of -1.80% which is the average bookmaker margin across all matches in the sample when using 

the best quoted odds for each outcome (or said otherwise, the loss incurred by betting on the 

best odds for every outcome in the sample). The existence of such abnormal profits violates the 

conditions required to define a market as weak-form efficient which is the least stringent form 

of information efficiency. Exploiting two of the three biases identified in previous literature 

yields abnormal profits when applied on the dataset consisting of 45,813 men’s singles tennis 

matches across 18 years of play. 

Firstly, evidence of the presence of a favorite-longshot bias in the data is found since placing 

bets on favorites with lower odds yield statistically significant abnormal profits while bets on 

longshots with higher odds yield statistically significant abnormal losses. It is possible to sys-

tematically bet on the 17,918 outcomes with average quoted odds at or below 1.33 and achieve 

a profit of 1.16%. Furthermore, evidence of the bias can be found in 17 of the 18 individual 

years of play and the evidence is robust in the context of out of sample tests. These observations 

answer the first sub question since it relies on the absolute level of the quoted odds to formulate 

a successful strategy that generates abnormal profits. 
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Secondly, evidence of opportunities for arbitrage profits with limited risk is found in 12.23% 

of the matches in the sample and these opportunities can be exploited to generate an average 

arbitrage profit of 1.65%. This implies that differences in quoted odds between bookmakers can 

be exploited to generate abnormal profits which was the aim of the second sub question and is 

further evidence of a market that does not satisfy the conditions needed to be weak-form effi-

cient. Additionally, the investigation suggests that the presence of bookmakers with low aver-

age bookmaker margins contribute positively to the fraction of matches where opportunities for 

arbitrage are present in a given year. 

Thirdly, the paper investigated if it was possible to generate abnormal profits on the basis of 

disagreement between bookmakers through the quarb strategy. Contrary to the other two biases 

it was not possible to formulate a strategy that could take advantage of the quasi-arbitrages 

neither when considering the total sample or only the outcomes on the higher ranked players. 

The outcomes only on higher ranked players were considered in isolation because the longshots 

made up a large majority of the matches with the most disagreement in the full sample and the 

negative profits could therefore have been attributed to the effects stemming from the favorite-

longshot bias. Instead, in both cases outcomes with the highest levels of disagreement produced 

the by far most negative returns contradicting the previous literature on the topic which pre-

dicted those to be the most profitable. This observation supports the notion of an efficient mar-

ket. However, since the two other biases can be exploited to generate abnormal profits, it is 

more likely that the level of disagreement is not a good predictor of an outcome’s attractiveness 

rather than evidence of an efficient market.  

 

7.2 Limitations 

A noteworthy limitation is, that despite utilizing the theories on information efficiency origi-

nally developed and applied to financial markets, the results in this paper may not necessarily 

be applicable to financial markets. It is only as long as the bettors in betting markets are similar 

to investors in financial markets in terms of behavior and characteristics that the inferences can 

be transferred from one to the other. However, the participants in these markets have histori-

cally been different as the financial markets have a higher degree of involvement from profes-

sional investors compared to the high amount of hobbyist bettors. Another characteristic to 

consider is that the stakes and potential for profits are typically higher in financial markets and  
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it may therefore be the case that these biases are present in betting markets because no profes-

sional bettors have cared to arbitrage them away yet. 

 

7.3 Perspectives for Future Research 

Firstly, it will be interesting to see the effect that expanding this dataset to include both doubles 

and women’s matches may lead to. However, and as was mentioned earlier, the data availability 

is poorer relative to the sample gathered for this study although it is thought-provoking if it is 

possible to also find evidence of the biases identified in this paper. Additionally, it could be 

interesting to compare the inferences derived from the sample of tennis matches to samples 

from other individual sports with only two match outcomes such as darts or table tennis. 

Secondly, a comparison of the results obtained from a study like the above in a fixed -odds 

market structure with a sample of odds obtained from a betting exchange may yield interesting 

new perspectives. On a betting exchange, bettors are able to both back and lay bets meaning it 

functions more similarly to an exchange in financial markets where investors can both buy long 

and sell short assets. This setup may attract a set of more professional bettors with characteris-

tics and behavior closer to investors in financial markets. 

Lastly, it is of interest to the broader academic community interested in information efficiency 

to further investigate and compare the behavior and characteristics of the participants in the 

betting and financial markets. As mentioned in the section on limitations, further studies on this 

topic may lead to clearer conclusions on whether or not inferences from betting markets are 

transferable to financial markets. 
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