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Abstract 
 
The field of machine learning has been rapidly evolving. Relatively recently, a specific branch of 

machine learning with a focus on natural language processing allowed for further exploration of tex-

tual data. With topic modeling, one can cover a large body of text and determine the topic composi-

tion to draw specific insights about the content of a document. With this in mind, the main objective 

of this academic work is to find out whether the inclusion of topics derived from earnings conference 

calls can provide additional predictive power for models forecasting revenues and profitability 

changes. Two natural language processing techniques, LDA and NMF, are applied to derive topics 

potentially characterizing certain themes from the conference call transcripts. In conjunction with 

classification models, these topics are provided as additional independent variables in order to see 

whether they can boost the accuracy of frameworks predicting the upcoming changes in revenues 

and net income to sales ratio.  

 

Findings in this paper indicate that the inclusion of topics drawn from these conference calls leads 

to an improvement in prediction accuracy of the classification based models in most of the cases. 

When comparing the two topic modeling techniques, neither of them is able to provide superior re-

sults to the other, leading to similar improvements. This research also considers various scenarios 

which compare the complete transcript with its sub-sections, the management presentation and 

questions-and-answers part. Here, no distinctive differences are detected, rather showing that all of 

them can improve the tested models to a similar extent. Across the classification models, the Ran-

dom Forest yields by far the greatest accuracies for the prediction of both revenue and profit margin 

changes. Both Logistic Regression and Decision Tree models are consistently improved by the in-

clusion of topics, while the XGBoost is providing rather mixed results, usually with only moderate or 

no enhancement. Overall, the analysis proves that the utilization of topic modeling on conference 

calls in the Nordic setting can provide additional useful information when combined together with 

other financial figures to forecast the changes in revenues and profitability.  
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1. Introduction 
 

Ever since the idea to use computers as learning machines sparked into existence, the field was 

flooded with new ideas and use-cases of how to apply these methods and harness their usefulness. 

It did not take long until the financial sector started to utilize some of its techniques, ranging all the 

way from the creation and automation of trading based strategies to automated chatbots and fraud 

detection. All this, and much more, is just a small part of how machine learning can be utilized in the 

world of finance.  

 

Generally, one can split the machine learning methodologies based on how the “machines” are sup-

posed to learn from data. This split is often regarded as the “supervised” and “unsupervised” learn-

ing. For supervised models, labeled data must be provided, so the model can learn the associations 

between the data and apply them on the new, unseen observations. Classification models like the 

logistic regression or decision trees are a prime example of the supervised learning family. Unlike 

this, the unsupervised models are left “alone” to find patterns in the data. This part of machine learn-

ing is mainly represented by clustering and data transformation algorithms. Besides the obvious 

application of machine learning models on financial figures and other numerical data, the applicability 

has spread into the textual analysis as well. Alternative sources such as articles, presentations, an-

nual and interim reports along with conference calls can provide analysts and investors with poten-

tially valuable information that isn't present in the numerical data alone, and therefore, it is no wonder 

that research started to pay attention to these resources as well. Hence, academics and practitioners 

have begun to analyse the words used in these materials, distinguishing their sentiment, forming 

associations between them and considering other potential factors, such as overexcitement from the 

management during conference calls, to derive useful insights. 
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One branch in the area of textual analysis is represented by a methodology called topic modeling. 

These models aim to discover topics present in a collection of textual data by finding clusters of 

words that can together represent a certain theme. Once these groups are found, the algorithm can 

apply these connections to find a topic distribution in the text, given that the text consists of a number 

of different topics. These models allow analysts to relatively quickly analyze a huge amount of textual 

data and generate insights about the content covered in any document.  

 

With the possibilities that these methods pose, the focus of this paper is to determine whether the 

topical structure within the earnings conference calls held by large-cap companies in the Nordic 

region can provide additional predictive power to models focusing on revenues and profitability fore-

casting. This research aspires to explore the potential of alternative data sources for the estimation 

of financials and hence, has the prospects to become a new point of consideration for market re-

search and analysis, especially within Nordics. The structure of this paper is composed of six main 

parts, followed by Theory and Literature Review, where the relevant research within this field is an-

alyzed and basic theory and techniques used in this research are outlined. The third chapter is fo-

cused on the Methodology, therefore covering the main research purpose and questions to be an-

swered, together with the strategy and models used to carry out the research, data collection, clean-

ing procedures, and delimitations. The fourth part, Data Analysis, studies the data at hand with com-

mon statistical indicators, considers models with and without topic variables, and outlines the empir-

ical findings. This is followed by the Discussion section, which establishes the conclusions drawn 

from the empirical findings and elaborates on the possible uses and applications in the field. Ulti-

mately, the sixth and final section summarizes all the results and insights of this research. 
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2. Theory and Literature Review 

2.1 Machine learning 
 
One of the first ideas about using machines as thinking tools have been raised by Turing (1950). He 

introduces a game called the Turing test, which consists of three participants: human, human judge 

and computer. The human judge is deciding whether the other participant is human or not. If the 

judge cannot say with certainty who is who, the machine achieves a victory. Among the early pio-

neers in this area has been Samuel (1959), who has applied machine learning on the checkers 

game. He has built a machine capable of learning checkers within one day and which could actually 

defeat human players. Over time, machine learning has advanced and is widely used today. One 

can find it in many industries and fields, ranging from medicine to astronomy, with wide use in the 

financial industry as well. Nowadays, we can broadly define the term “Machine Learning” as a com-

puterized pattern detection from data (Shalev-Shwartz & Ben-David, 2014).  

 

In general, we can distinguish between 2 strains of machine learning, namely the supervised and 

the unsupervised one. The main difference stems from the way that the algorithm (machine) can 

learn from the inputs. While supervised learning includes labels in the input data, so the algorithm 

can learn to predict the output (label) on the unseen observations, unsupervised learning omits the 

labels altogether and lets the machine to learn and devise insights from the data.  

 

Supervised learning, as described above, is used when the task is to predict an output from the input 

data, given that the model is provided with labeled pairs, so it is able to learn the associations be-

tween these. Therefore, the data needs to include the target variable or label for the model to learn. 

Supervised machine learning can be further split into two main categories, and these are classifica-

tion and regression. (Müller & Guido, 2017) 
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Classification is used to predict the category to which a given observation is placed. As it is a part of 

the supervised learning family, these categories need to be determined beforehand (labels). Broadly, 

we can think of two types of classifications, binary and multiclass. As the name suggests, binary 

classification tries to differentiate between precisely two classes, while the multiclass classification 

contains more than two. If one tries to predict whether a firm defaults or not, this is an example of a 

binary classification task, as there are 2 classes to predict: default/not default. On the other hand, 

classifying the industry to which a given firm belongs (e.g. pharmaceuticals, industrial, technologi-

cal…) would be an example of the multiclass classification. Unlike classification, regression is used 

to predict continuous variables. Therefore, one example would be to predict the change in the profit 

margin of a company, as this is a value of a continuous nature. 

 

In the case of unsupervised learning, machines only receive unlabeled data and thus, do not have 

access to outputs they could use to train themselves on. Here, models mainly concentrate on finding 

patterns within inputs. This type of learning might be perceived as a one which utilizes probability 

features, meaning that although there is no feedback, it can assign a certain probability of occurrence 

to the new observations based on previously applied data. Unsupervised learning is mainly associ-

ated with clustering and data transformation. Clustering refers to a set of processes used to bundle 

the inputs into sub-groups which are supposed to have certain patterns or similarities. The method 

is not characterized as a standalone approach. In fact, it can be distinguished between many clus-

tering techniques. These approaches can be broadly labeled into three categories - hierarchical, 

Bayesian, and Partitional. (Clarke, Fokoue & Zhang, 2009)  

• Hierarchical clustering - as the name suggests, is creating clusters organized in a hierarchical 

way. The ranking is usually displayed in a tree and its branching is created by measuring the 

lengths between the members of the clusters in every phase of clustering.  
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• Bayesian clustering - a probabilistic method that computes for each category the likelihood 

of the provided input being assigned to it and then selects the category which has the greatest 

probability.  

• Partitional clustering - as opposed to hierarchical clustering, it begins with basic clusters 

which are continually reevaluated. Ultimately, the final model is obtained by reaching a cer-

tain target which has been predefined in the beginning.  

 

Data transformation algorithms aim to transform the original data to a state that might be more 

straightforward to use for both people and other algorithms. One prominent example of this is the 

dimensionality reduction, which is used to reduce the number of features in the data in a way that it 

does not leave out the main attributes of the data. Another example is the use of transformation 

algorithms to extract the elements or units of which the data consist. One representation of this is 

topic modeling, which aims to derive common topics from a set of textual data. (Müller & Guido, 2017) 

2.1.1 Classification algorithms 
 
Classification as a Machine Learning method is described more broadly in the section above. Here, 

the more specific algorithms that are going to be used in this thesis are described in more detail, 

namely the Logistic Regression, Decision Trees and ensembles of decision trees: Random Forests 

and XGBoost.  

 

Logistic Regression: 

 

Logistic Regression is among the most utilized machine learning models when it comes to modeling 

the link between a discrete dependent variable and a single/multiple independent variable(s). In its 

basic form, a standard logistic regression aims to model the relationship when the dependent varia-

ble is binary, and can, therefore, take values normally marked as 1 or 0. To model the probabilities 
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from the predicted values in a range from 0 to 1, the function utilized in the model, called sigmoid 

function with z being the given input for the function, is defined as follows: 

 

𝑃(𝑌 = 1|𝑥) 	= 	
1

1	 +	𝑒!" 

 

With the probability predictions now ranging between 0 and 1, a threshold for the final allocation to 

the discrete class needs to be chosen. As an example, an often chosen threshold of 0,5 would mean 

that all the predictions above and including 0,5 would belong to class 1, with the rest being allocated 

to class 0.  

 

When the dependent variable is not binary, but actually contains more than 2 classes, attention 

needs to be pointed to the multinomial (multiclass) logistic regression. This is indeed needed in the 

case of this thesis, as our aim is to classify the upcoming performance of the company bracketed 

into six classes. In order to explain the concept of the multinomial logistic regression, for simplicity, 

a case with three classes is used.  

 

Given three categories marked as 1, 2, and 3, two logit functions are required. Generally, this rela-

tionship will hold for any number of categories, where n-1 logit functions will be required for n classes, 

which means that in the case of our thesis, 5 logit functions are needed to model the probabilities, 

given six classes. One of the classes has to be used as a reference, which in this case will be 1, so 

the two created logit functions for the remaining two classes can be compared with it. Given n as the 

number of explanatory variables, we can write the two functions as follows: 

 

𝑓2(𝑥) 	= 	𝑙𝑛(𝑃(𝑌 = 2|𝑥)/𝑃(𝑌 = 1|𝑥)) 

𝑓3(𝑥) 	= 	𝑙𝑛(𝑃(𝑌 = 3|𝑥)/𝑃(𝑌 = 1|𝑥)) 
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Following this, we can write the conditional probabilities as: 

 

𝑃(𝑌 = 1|𝑥) 	= 	
1

1 + 𝑒#$(&) + 𝑒#((&) 

𝑃(𝑌 = 2|𝑥) 	= 	
𝑒#$(&)

1 + 𝑒#$(&) + 𝑒#((&) 

𝑃(𝑌 = 3|𝑥) 	= 	
𝑒#((&)

1 + 𝑒#$(&) + 𝑒#((&) 

 

Using this transformation, we can start using logistic regression in situations when the dependent 

variable has more than 2 outcomes.  

 

Research utilizing logistic regression for financial forecasting is rich. It tends to be mostly used for 

directionality predictions. Compared to more advanced machine learning algorithms, it often stands 

quite well with its results. As an example, the S&P 500 index has been put under scrutiny by Liu, 

Wang, Xiao and Liang (2016). Researchers used different machine learning techniques including 

logistic regression to predict the direction (up and down) of the index. They have identified that all 

the techniques have approximately 60% accuracy, which is greater than a random selection with 

50% probability. Saranya and Anandan (2019) considered the stock price movement of American 

companies. They have analyzed twenty-five news each day, assigned sentiment to the specific text 

and predicted stock price afterwards. Utilizing five different machine learning techniques encom-

passing regression as well, all accuracies resulted in the range from 72% to 81%, with logistic re-

gression yielding 76%.  

 

Decision trees: 

 

One of the widely used alternatives to logistic regression are decision trees. Tree-based models can 

be used for both classification and regression, depending on the nature of the dependent variable. 
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They also tend to be referred to as CART, standing for Classification and Regression Trees. What 

makes these models especially useful is the simplicity required to understand the output and its 

visualization. As this thesis focuses on a classification problem, the classification trees are of the 

main interest. These trees are used to model the probabilities of belonging to a given class. 

 

In general, decision trees are constructed of nodes, which can be further categorized into three main 

groups: root, internal and leaf nodes. The root node marks the start of the decision tree, which then 

branches into internal and leaf nodes. Leaf nodes are the ultimate or terminal nodes, which carry the 

final probability of belonging to a given class. Using a sequence of binary recursive decisions starting 

at the root node, with decisions depending on the explanatory variables, the tree grows until it 

reaches its leaf nodes.  

 

The way that the trees are created and the nodes are ordered depends on the choice of measuring 

criteria for the splitting. For classification trees, these tend to be either the information gain (entropy) 

or gini impurity criteria. These criteria are similar in nature and tend to provide similar splits and 

results (Ledolter, 2013 and Raileanu & Stoffel, 2004). Both of these are essentially impurity 

measures that aim to measure the homogeneity between groups. Given the chosen measure of 

impurity, the best split in the explanatory variable is determined as to minimize the selected impurity 

measure. If the model includes multiple explanatory variables, this process is repeated iteratively, 

always choosing the best variable at a given point to split the dataset.  

 

As in the case of Logistic Regression models, Decision Trees are also frequently utilized in financial 

research, mainly due to their simplicity and ease of use. The Australian stock market has been ex-

amined by Hargreaves and Hao (2013). Neural networks, decision trees and regression models have 

been used to predict the up & down movement of the stock prices. The significant independent 

variables were return on equity, return on assets, expected growth rate for the year, price and ana-

lyst’s outlook. In this case, the method utilizing decision trees turned out to be the one with the 
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greatest accuracy. Wu, Lin and Lin (2006) compared a trading strategy deploying decision trees with 

a so-called filter rule, which is characterized as a trading strategy using signals derived from latest 

changes in price to buy and sell securities. By considering stocks on the Taiwan and NASDAQ equity 

markets, it turned out that the decision tree strategy outperforms the momentum one. Multiple ma-

chine learning techniques were also assessed by Fisher, Krauss and Treichel (2018), including de-

cision trees, random forest and gradient-boosted trees. These algorithms were trying to match dif-

ferent time-series benchmarks, established by various processes of data generation. To enhance 

the simulations, the authors added some degrees of noise to some benchmarks. The research re-

vealed that more complex machine learning frameworks are able to deliver a high level of accuracy 

when predicting forecasted data. 

 

Stock-based sell, hold and buy recommendations have been also predicted by analyzing the text 

from forums. The decision tree technique has been used to carry out the trading decision. Three 

benchmark methods were established - completely random strategy characterized by an equal 

chance of buying or selling an index every day, buy-and-hold strategy and Dow Jones strategy eval-

uated by changes in DJIA index. The main strategy assesses the sentiment of words in StockTwits 

for Dow Jones index companies and hence, depicts negative, neutral and positive words in the text. 

As their trading strategy employing text-mining outperformed all the benchmarks, authors noted that 

the postings on StockTwits carry useful information which can be utilized for stock picking. (Nasseri, 

Tucker & Cesare 2015) 

 

Random Forest: 

 

One of the main disadvantages of a single decision tree is that it is prone to overfitting by growing 

too deep, to fit the training dataset very well. An ensemble of multiple trees can be used to avoid this 

issue and potentially provide improved results. Random Forest has been introduced by Breiman 

(2001). The idea behind this model is the utilization of many decision trees to predict the outcome. 
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It also reduces the generalization error characterized for one tree. This error shows how precise an 

algorithm is when it is applied on inputs it has not worked with before, i.e. testing data. Nevertheless, 

Breiman suggests that the correlation between individual trees and robustness of linkages are im-

portant factors when assessing the generalization error. 

 

In general, random forests possess two aspects which makes the technique quite compelling. As 

mentioned before, random forests can deal with the misclassification (out-of-bag) error as it uses 

random samples of testing data and hence, do not overfit. Overfitting would be present if the algo-

rithm would be able to fit the training data very well but would fail when it would consider data it has 

not seen before, because of not being able to capture the essential formation within data and hence, 

might train the data with noise in it. The second factor is the random variable picking. At each node, 

models consider random features across the nodes and assign the most appropriate division be-

tween them. The greatest advantage of this randomness is that all the trees in the forest become 

unique with different sets of variables. Moreover, it deals better with the correlation between inde-

pendent variables, as it distributes them across many trees, which decreases the forecasting error. 

(Clarke, Fokoue & Zhang, 2009)  

 

Krauss, Do and Huck (2017) have put under scrutiny the S&P 500 when they predicted the next 

day's returns. Authors were comparing 3 different models: neural network, gradient boosting and 

random forest. By analyzing the period from 1992 to 2015, a random forest-based model outper-

formed the other two methods by more than 20% in terms of annualized return. Bhardwaj and Ansari 

(2019) applied machine learning techniques to the returns of five global companies, using logistic 

regression and random forest as well. It has been found that on average, regression outperformed 

all the other models, with the random forest being the second most accurate model, underperforming 

regression by less than 4%. It is notable that random forest, however, has been more accurate than 

regression in three out of five instances. Hunt (2018) predicted the growth in earnings per share 
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using logistic-regressions and random forest as well. Random forest turned out to be a more accu-

rate method, outperforming regressions by more than 4%.  

 

XGBoost: 

 

While random forests build the ensemble of trees independently of each other, using randomness 

as a means of avoiding the weaknesses of a single decision tree, gradient boosting works as a self-

improving model. The trees are built in succession, improving on the errors made by the previous 

trees. XGBoost stands for Extreme Gradient boosting and it is another machine learning methodol-

ogy which at its core utilizes decision trees and tries to enhance them. It is based on the gradient 

boosting method. This technique is regarded as a very efficient one due to its ability of a fast com-

puting process and capacity to be quickly changed and adjusted. (Chen & Guestrin, 2016) 

 

Comparison between random forests and XGBoost method to predict the trajectory of stock value 

for 10 companies has been carried out by Basak, Kar, Saha, Khaidem and Dey (2019). Authors 

reported several statistical indicators for the measurement of these methods and compared them 

towards results of other researchers. These two models achieved a similar performance, with neither 

of these significantly outperforming the other. Zhongbin and Jinwu (2019) conducted an analysis on 

the Shanghai and Shenzhen 300 Index from 2014 to 2017. They have applied several machine 

learning methods: Regression, Naive Bayesian framework, Neural Network, Decision Tree along 

with Random Forest and Extreme Gradient Boosting. There have been significant differences in 

accuracies between the individual models. The Random Forest has been the most accurate one and 

outperformed both Regression and Bayesian models by 10% and 7%, respectively. Neural networks 

and XGBoost delivered slightly worse performance than the Random Forest, however, they still out-

performed the other two mentioned methods by 2% to 6%.  
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2.1.2 Multiclass evaluation metrics 
 
Moving from a standard binary classification evaluation, multiclass classification is an extension of 

this methodology and uses the same metrics to measure the scores. The best way to understand 

the basic principles of multiclass evaluation is to show it in an example with three classes. Below, an 

exemplary confusion matrix is provided.  

 

       Table 1: Confusion matrix example 

 

Accuracy: 

 

One of the most utilized measures of a classification problem evaluation is Accuracy. Accuracy in 

this example is obtained by dividing all correct classifications with the total number of observations. 

This yields the following outcome: 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦	 = 	
𝐶𝑜𝑟𝑟𝑒𝑐𝑡	𝐶𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑐𝑎𝑡𝑖𝑜𝑛𝑠

	𝐴𝑙𝑙	𝑜𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑠 = 	
10	 + 	5	 + 8	

	60 = 	38,33%	 

 

This accuracy means that our exemplary model correctly classified 38,33% of the observations to 

their right class. Accuracy is a good metric for model comparison when the data at hand have bal-

anced classes, meaning that there is roughly a similar count of observations for each class A, B and 

C. In this example, this was the case, as there were 20 observations for each class. However, when 

the classes are imbalanced, accuracy can provide the wrong picture about the model's performance. 

If for example, our dataset consisted of 60 observations again, but now split in a proportion of 58 for 

A, 1 for B and for C and the model always predicted A only and thus incorrectly classified B and C 

Actual/Predicted Class A Class B Class C 

Class A 10 6 4 

Class B 6 5 9 

Class C 3 9 8 
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each time, it’s accuracy would still be 97%. In this case, other metrics allow for a more realistic 

picture, as this high accuracy does not necessarily describe a good model. 

 

Precision: 

 

Secondly, one could look at the precision of the model as an alternative/additional assessment 

framework. Precision indicates how precise the model is and more specifically, displays how many 

of the predicted positives are indeed actually (True) positive. The formula for the calculation is as 

follows: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	 = 	
𝑇𝑟𝑢𝑒	𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑟𝑢𝑒	𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒	 + 	𝐹𝑎𝑙𝑠𝑒	𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 

 

In the confusion matrix above, the precision needs to be calculated for each class and consequently, 

averaged. This can be calculated in multiple ways, either through a micro, macro or weighted-aver-

age. The difference between these averaging methodologies depends on how one wants to treat the 

imbalance in data. The macro average gives each class the same weight, no matter the imbalance 

proportion, while micro and weighted averages pay attention to the contribution or weight of each 

class and therefore give more weight to classes with more observations. With this in mind, micro and 

weighted averages are considered better for the purposes of this research, as the classes are not 

perfectly balanced, and all the calculations from here on are computed under the weighted-average 

methodology.  

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	𝐶𝑙𝑎𝑠𝑠	𝐴	 = 	
10

(10	 + 	6	 + 	3) = 	53% 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	𝐶𝑙𝑎𝑠𝑠	𝐵	 = 	
5

(5	 + 	6	 + 	9) = 	25% 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	𝐶𝑙𝑎𝑠𝑠	𝐶	 = 	
8

(4	 + 	9	 + 	8) = 	38% 
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𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	(𝑎𝑣𝑒𝑟𝑎𝑔𝑒 − 𝑤𝑒𝑖𝑔ℎ𝑡𝑒𝑑) = 

=
𝑤𝐴 ∗ 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	𝐶𝑙𝑎𝑠𝑠	𝐴	 + 	𝑤𝐵 ∗ 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	𝐶𝑙𝑎𝑠𝑠	𝐵	 + 𝑤𝐶 ∗ 	𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	𝐶𝑙𝑎𝑠𝑠	𝐶	

𝑤𝐴	 + 	𝑤𝐵	 + 	𝑤𝐶  

	= 	
20 ∗ 53%	 + 	20 ∗ 25%	 + 20 ∗ 	38%	

60 	= 	38,33% 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	(𝑎𝑣𝑒𝑟𝑎𝑔𝑒 −𝑚𝑖𝑐𝑟𝑜) = 

=
10	 + 	5	 + 	8	

(10	 + 	6	 + 	3) 	+	(5	 + 	6	 + 	9) 	+	(4	 + 	9	 + 	8)	 = 	38,33% 

 

For comparative purposes, the above calculation shows both the micro and weighted average pre-

cision, which give the same results, as the exemplary dataset is balanced. 

 

Recall: 

 

The third option is taking a look at Recall. Recall shows the amount of actual positives that are 

correctly classified by the model as positives. It is calculated by dividing the number of true positives 

by the sum of true positives and false negatives. 

 

𝑅𝑒𝑐𝑎𝑙𝑙	 = 	
𝑇𝑟𝑢𝑒	𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑟𝑢𝑒	𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒	 + 	𝐹𝑎𝑙𝑠𝑒	𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒	 

 

𝑅𝑒𝑐𝑎𝑙𝑙	𝐶𝑙𝑎𝑠𝑠	𝐴	 = 	
10

10	 + 	6	 + 	4	 = 50% 

𝑅𝑒𝑐𝑎𝑙𝑙	𝐶𝑙𝑎𝑠𝑠	𝐵	 = 	
5

6	 + 	5	 + 	9 = 	25% 

𝑅𝑒𝑐𝑎𝑙𝑙	𝐶𝑙𝑎𝑠𝑠	𝐶	 = 	
8

3	 + 	9	 + 	8	 = 40% 

 

𝑅𝑒𝑐𝑎𝑙𝑙	(𝑎𝑣𝑒𝑟𝑎𝑔𝑒	 − 	𝑤𝑒𝑖𝑔ℎ𝑡𝑒𝑑) = 	
𝑤𝐴 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙	𝐶𝑙𝑎𝑠𝑠	𝐴	 + 	𝑤𝐵 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙	𝐶𝑙𝑎𝑠𝑠	𝐵	 + 	𝑤𝐶 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙	𝐶𝐿𝑎𝑠𝑠	𝐶

𝑤𝐴	 + 	𝑤𝐵	 + 	𝑤𝐶	  

	= 	
20 ∗ 50%	 + 	20 ∗ 25%	 + 	20 ∗ 40%

60	 = 	38,33% 
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𝑅𝑒𝑐𝑎𝑙𝑙	(𝑎𝑣𝑒𝑟𝑎𝑔𝑒	 − 	𝑚𝑖𝑐𝑟𝑜) 							= 	
10	 + 	5	 + 	8

(10	 + 	6	 + 4) 	+	(6	 + 	5	 + 	9) 	+ (	3	 + 	9	 + 	8)	 = 	38,33%	 

 

As for the example above, the two weighting methodologies are equal in this scenario, as the dataset 

is balanced in the given example.  

 

F1 score: 

 

It is not always easy to choose which method should one pay the most attention to, as it might be 

the case that a user would like to achieve both, the highest precision and recall. When there is no 

strong preference for either one, the F1 score provides a good overall picture. 

 

𝐹1	𝑠𝑐𝑜𝑟𝑒	𝑝𝑒𝑟	𝐶𝑙𝑎𝑠𝑠	 = 2	𝑥	
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	𝑥	𝑅𝑒𝑐𝑎𝑙𝑙
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛	 + 	𝑅𝑒𝑐𝑎𝑙𝑙 

 

Finally, once the F1 score is computed for each class, the overall score can be again computed 

under all three averaging methodologies mentioned previously. However, as stated, the F1 score in 

this paper is calculated under the weighted average methodology and it is the main evaluation metric 

alongside the accuracy used in the analysis. 

2.2 Topic modeling 
 

In general, a topic model aims to uncover topics from a corpus of text. A topic can be defined as a 

“probability distribution over a fixed vocabulary” (Liu et. al 2016). Assuming that a text document at 

hand is about a certain topic or theme, we can assume that specific words related to that kind of 

theme will be used more often. These words, gathered together, then represent a given topic. A 

frequently used example relates to cats and dogs. An article about dogs would likely contain more 

words related to dogs, such as the dog itself, together with dog-specific words like bark, bone or 
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puppy. On the other hand, a different set of words is probably going to be used when describing 

cats. Since documents often contain more than one topic, finding these topic related word clusters 

allows us to analyze the topic distribution across the document. The way that topic models work is 

greatly represented in the figure below, used in the article on “Probabilistic Topic Models” by Blei 

(2012).  

 
 Figure 1: The process of topic modelling (From “Probabilistic Topic Models” by Blei, 2012) 

 

What makes topic models especially useful is the fact that they allow to analyze all sorts of text data 

in an automated manner, often with very little human supervision. All that one needs to do, in theory, 

is to prepare the text and choose the desired number of topics that the model should find within the 

data. Once the model determines the given amount of topics, it allocates probabilities to all words 

within a given cluster, which represents the probability of that word occurring in the topic. (Mohr & 

Bogdanov, 2013) 

 

Over the years, machine learning managed to set its roots in all industries, including the financial 

one. Topic modeling, however, as a more novel methodology of which history reaches to the early 

2000s, started to get noticed by the finance community only very recently. Moro, Cortez and Rita 

(2015) decided to use topic modeling to analyze articles related to the use of business intelligence 

in banking. They used the LDA (Latent Dirichlet allocation) model to find the prevalent topics within 

the analyzed literature. Followed by a more direct use of topic modeling in finance, two papers used 
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the LDA model to analyze the 10-K disclosures. Hoberg and Lewis (2017) studied the MD&A disclo-

sures to understand whether firms that commit fraud are producing excessive disclosures. In order 

to classify the content of the documents, LDA was used to find topics prevalent in disclosures by 

firms that commit fraud. Dryer, Lang and Stice-Lawrence (2017) used the same model to study the 

evolution of these documents, which tend to be longer and less readable and specific. With the use 

of LDA, they were able to uncover that three topics are responsible for the majority of the increase 

in size. Putting more focus on these topics is also associated with a decrease in readability and 

specificity, among other impacts. More recently, Huang, Lehavy, Zang and Zheng (2017) used this 

method to analyze the differences between the reports written by analysts following an earnings call 

of a given company, and the earnings calls themselves. Their findings point out that a significant part 

of the analyst reports discusses topics beyond those covered in the call itself. Approximately ⅕ of 

the remaining text then uses vocabulary that is similar to the one used by executives in the call.  

2.2.1 Topic models 
 
There are multiple models to carry out topic modeling, both probabilistic and non-probabilistic in 

nature. Latent Dirichlet Allocation belongs to the probabilistic class of models and appears to be the 

model of choice when attempting to map the topic composition of textual documents. Its predecessor 

is the PLSA method, or the Probabilistic Latent Semantic Analysis, which essentially is the root of 

probabilistic topic models. (O'Callaghan, Greene, Carthy & Cunningham, 2015) 

 

Probabilistic models consider the data to come from a generative process which contains hidden 

variables, which are in this instance the topics. This process can be well explained using the intuition 

behind LDA. Documents are considered as a collection of words that was made in hand with the 

combination of topics that the author aimed to cover. All topics are a distribution over the used words 

in the collection, so the words which relate to the prevalent topic have a greater probability to be 

chosen and used in the document itself. This means that a document is assumed to be created by 
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the author having certain topics in mind that he/she wants to cover, then choosing the words that 

can be used to describe that topic until the text is done. LDA then aims to go backwards in this 

process to find the topics that the author intended to cover. (Mohr & Bogdanov, 2013) 

Topic modeling can also be done using non-probabilistic models like the Latent Semantic Analysis 

or Non-negative Matrix Factorization, that are founded on matrix decomposition (O’Callaghan et al., 

2015). Unlike LDA, NMF maps the elemental components using coordinate axes, where the docu-

ments are represented by points in the latent linear space from a geometric viewpoint. The process 

entails transforming the text document into a term-document matrix and decomposing it into two 

non-negative factors representing the term/topic and topic/document associations. This representa-

tion then allows for topic-based analysis using the weights in the corresponding vectors. (Chen, 

Zhang, Liu, Ye & Lin, 2019) 

 

While the Latent Dirichlet allocation model tends to be more popular among the researchers, there 

are certain situations where models like the non-negative matrix factorization can come ahead. 

O’Callaghan et al. (2015) studied the topic coherence in topic models. They found that NMF can 

actually come as more coherent in certain settings, such as documents related to more irregular or 

niche areas. On the contrary, LDA can provide good results when analyzing broader topics. When 

analyzing short texts, Chen et al. (2019) also found that NMF can actually deliver better-quality topics 

when compared to LDA, given identical settings.  

2.2.2 Bag of words 
 
Both above mentioned models use a bag of words matrix as an input. Bag of words is a common 

technique to extract features from text, by simply decomposing the text into words and then meas-

uring the number of times the words are present within the given text, as represented in the illustra-

tion below.  
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 Figure 2: Bag of Words example 

 

The reason for this method being named the “bag of words” is that the order of the words or any 

structure within the text is disregarded, purely focusing on the word frequency itself. The same meth-

odology can be applied across a range of documents, resulting in a document-term or term-docu-

ment matrix. The difference between these two is simply in what the two axes in the matrix represent. 

While the document-term matrix or DTM has documents in rows and terms in columns, the term-

document matrix or TDM has the axes switched, with terms in rows and documents in columns. The 

values in the matrix can, however, be measured in different ways. 

 

Latent Dirichlet Allocation (LDA) requires simple word counts or frequencies, so the matrix being fed 

as an input has the word-counts as values. On the other hand, the Non-negative Matrix Factorization 

(NMF) can be used in combination with the TF-IDF method. TF-IDF or Term Frequency - Inverse 

Document Frequency, instead of purely measuring the word counts, adjusts the values for the fre-

quency the words are being used across all documents, so more frequent terms that also appear 

across other documents regularly are being adjusted down, or penalized. This way, arguably less 

informative words such as “the” or “and” that appear too frequently across the documents, are going 

to carry less weight.  
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2.3 Earnings conference calls 
 

Essentially, the purpose of an earnings conference call is to let companies share potentially informa-

tive insights to investors and analysts. Traditionally, these calls are held right after the announcement 

of the financial results, which is most often quarterly, and accompany these announcements with 

some explanations and storyline behind the results.  

 

Structure wise, conference calls follow a mostly uniform construct. At the beginning of the call, an 

operator welcomes attendees and presents the management, which in turn presents and comments 

on the performance of the company and provides some forward-looking statements. This is followed 

with a Questions & Answers section, where analysts ask the management further clarifying ques-

tions. Earnings conference calls are an additional source of information, not only used by profes-

sionals in the industry, as for example analysts and financial institutions, but also by the vast public. 

Advances in technology and mainly the internet allowed individuals to join these conferences with 

ease. Almost anyone can look up the calendar of the companies, even on the firm’s webpage, and 

join the call via various methods, usually over a streaming platform or phone.  

2.3.1 What is the information value of earning calls? 
 
Earnings conference calls should serve as a source of information which provides a greater overview 

of individual companies, but do they provide any additional value on top of the previously announced 

information? Bowen, Davis and Matsumoto (2002) examined the information value from these calls 

and their information effect on the decision making of analysts on a company’s outlook. They con-

firmed that calls supply the market with additional information which does help analysts with making 

more precise quarterly forecasting. They noted that the forecasting error made by analysts is re-

duced if the company decides to carry out the conference call in opposition to not having one. 
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Brochet, Kolev and Lerman (2018) studied the information value of earnings call transcripts by ana-

lyzing intraday stock data. Their findings point towards a significant difference between the return 

movements of companies that held such a call and their industry peers that did not. Additionally, 

they find that mentioning a company’s peers and talking about the macroeconomic environment 

adds to the information transfer of such calls. Tasker (1998) explored the area of how much infor-

mation is presented by companies and looked at the possibility of whether companies that do not 

issue extensive financials tend to provide more information during the calls. The research confirmed 

that firms which do not disclose comprehensive financial statements tend to compensate for the lack 

of this information by announcing more descriptive methods of disclosure, mainly used in the form 

of conference calls.  

 

Supporting the view that calls have additional informative value, Matsumoto, Pronk and Roelofsen 

(2011) came up with results showing that both sections, presentation and discussion, contain useful 

information. They also noted that if the firm’s performance has not been great, executives were prone 

to hold more informative presentations. Nevertheless, the researchers’ main area of study was the 

comparison of the two sections during conference calls. They stressed that mainly the Q&A section 

has the ability to provide more information as analysts act as facilitators of discussions which uncov-

ers more information about the enterprise. The questions-and-answers text tends to be also more 

informative when the company’s performance has been low, as the managers are more willing to 

disclose information and elaborate on different topics. Authors speculate that it can be because of 

two reasons, the first being that executives are not being able to cover details of bad performance 

in the presentation section or secondly, because they are not willing to provide some specific infor-

mation in the first section but might answer it in the Q&A one. On a similar note, Cicon (2017) found 

that the information contained within the questions and answers section of the call provides more 

value in instances when the managers do not simply restate what has been mentioned in the first 

part of the call. If that is the case, markets react less positively. He also finds that depending on who 

prevails in this section of the call, analysts or the CEO, the amount of information revealed changes. 
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The more the analysts are proactive, the more information is being provided as a result. Supporting 

the hypothesis that CEOs are trying to clout the amount of information being shared, he finds that 

increased activity of the CEO in the Q&A section of the call decreases the information value of that 

section, by repeating the information being previously stated. It is, however, not only the presence 

of a CEO, but also that of other managers. The amount of valuable information shared also affects 

the rate of abnormal return, with more information leading to higher returns.  

 

Chen, Venky and Jordan (2018) analyzed the text of the latter section of the earnings call in more 

depth, drawing multiple conclusions. One of them was that in terms of neutrality, management tends 

to be less neutral throughout the whole call. On top of this, as the call goes on, tones of both parties 

go down. Linked to this, the analyst’s tone affects the stock prices to a significant extent, which does 

not hold true for the management. Their findings thus suggest that it is the analyst who has an effect 

on the stock prices, not the management. Mayew, Sethuraman and Venkatachalam (2019) distin-

guished between favored and unfavoured analysts and whether their distinction has any impact on 

the value of information in conference calls. Maybe surprisingly, researchers found that the involve-

ment of unfavoured analysts tends to result in more rich conversations. The reasoning behind this 

observation is that these analysts usually facilitate conversations which are longer and involve more 

discussions between two parties. They noted that favored analysts might have a more positive view-

point on the company and hence, can be seen as having a skewed opinion by the public.  

 

Elaborating on the Q&A section, Rennekamp, Sethuraman and Steenhoven (2019) used the linguis-

tic style matching (LSM) technique which shows the extent of active conversation among executives 

and analysts. Their outcome indicates that the sooner the engagement between two parties occurs 

in the questions-and-answers section and the more active the conversation is, the greater the LSM, 

meaning that the engagement in the call has increased. They noted that this engagement can pro-

vide more fruitful conversations which are rich in information.  
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2.3.2 The effect of voice tones in financial documents 
 
Feldman, Govindaraj, Livnat and Segal (2010) examined the effect of qualitative information pro-

vided in the SEC filings on market returns. As covered in their paper, in order for investors to under-

stand how this kind of information can be used, they need to comprehend whether such information 

is positive or negative. Simply measuring the count of positive/negative words and using it as a basis 

to create a form of a sentiment (tone) score, authors aimed to quantify management’s tone and 

observe the changes in it, as well as to what extent can changes in their tone explain abnormal 

returns. Their results present a relationship between the changes in management’s tone and returns 

in the period around the time of publishing such information. This implies that various financial play-

ers do tend to use this kind of information, on top of standard financial data, in making financial 

decisions. Price, Doran, Peterson and Bliss (2012) considered the time period between 2004 and 

2007. Their technique consisted of Harvard’s categorization of words (Harvard IV dictionary) and 

adjusted Henry's finance-specific dictionary. Both of these methods can be used for derivation of 

tones from transcripts. The main observation from their research suggests that the tone is associated 

with excess security returns and higher transactions count of the stock. Moreover, the Q&A section 

contributed with higher explanation power for abnormal returns after the call (drift), especially for 

non-dividend paying companies. Authors point out that this observation suggests that investors are 

taking into consideration their risk based on the certainty of income.  

 

Amoozegar, Berger, Cao and Pukthuanthong (2019) looked at the tone in conference calls from a 

different angle - they aimed to explore if the tone changes based on the ownership structure. Within 

the studied period ranging from 2005 to 2016, their research revealed that the more percent institu-

tion investors own, the lower or indifferent tone prevails in calls. Authors also distinguished between 

short- and long-term investors. The ones with the incentive to hold the stock for a brief time are 

correlated with a higher tone and on the other hand, long-term institutional investors are associated 

with a lower tone. Moreover, if a company is predominantly owned by short-term investors and uses 
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positive tone in its conference calls, the market behaves in an unfavorable way, while the presence 

of long-term investors suggests the opposite.  

 

Huang, Teoh and Zhang (2017) inspected the use of tone by management to achieve various goals 

- ranging from the provision of further insights/inside information behind the financial numbers to 

misleading the market participants about the likely upcoming results. They identified an inverse re-

lationship between the tone and future financial fundamentals. More specifically, too favorable tone 

is connected to unfavorable future net income and cash flows. Looking more in-depth, the tone was 

found to be influenced by the situation at hand, when management had an opportunity to gain from 

such a tone - more positive before issuing new stock for example. As their results show, such actions 

can actually influence the market participants, with an overly favorable tone present in the announce-

ment being associated with a positive effect on returns, followed by a turnaround.  

 

Brockman, Li and Price (2015) looked at differences in tones of management and analysts. Their 

first finding was that in the first section of the call, managers predominantly used a tone indicating 

positive sentiment. Entering the questions-and-answers part, the tone of executives started to be 

less optimistic, nevertheless, still more optimistic than analysts’. The research also revealed that the 

market reacted heavily on analysts’ tones, albeit the tone of managers played a role as well. Ana-

lyzing the period from 2010 to 2015 of American stocks, Fu, Wu and Zhang (2019) tried to estimate 

the explanatory power of tones on a stock price drop. Researchers found that the negative tone 

during calls is associated with share price decrease in the next year. In line with other studies, the 

paper mentions that the questions-and-answers part has higher explanatory power than the first part. 

In contrast with previously mentioned research (Brockman et. al (2015)), this study found out that in 

the Q&A section, executives’ tone possesses better explanatory power than analysts’. Borochin and 

Cicon (2018) covered the whole spectrum of companies listed in the US throughout an 11 year period 

ending in 2012. Studying implied option volatility in the period around the earning calls, they proxied 

the market participants’ assumptions about future expected stock prices and used it to understand if 
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the tone has a potential effect on their volatility estimates. What they found is a negative relationship 

- uncertainty tends to be lower the more favorable or cheerful the tone is. Additionally, they found 

that analysts’ tones have more impact, attributed to their more reliable nature as external parties. 

The certainty also tends to be higher if the tones between both parties are aligned. 

2.3.3 Other considerations  
 

Call, Flam, Lee and Sharp (2020) considered a very specific linguistic area used during conference 

calls - humor. Analyzing the period from 2003 to 2016, researchers searched for words in parenthe-

sis with ‘laughter’ inside and assumed that when such a word is used after a sentence, it has been 

a humorous one. The first observation from this study is that analysts’ use of humor is associated 

with more extensive answers from executives. Secondly, not only does the market behave in a fa-

vorable way when executives include humor in their speeches, but also analysts’ outlooks on the 

firm tend to be more optimistic. The narcissism of the management can also affect the way the 

earning announcements affect the market participants, as studied by Marquez-Illescas, Zebedee 

and Zhou (2019). Hypothesizing that this behavioral trait can impact the tone of the announcement, 

measured through the combination of CEO’s relative pay and his/hers presence in the photographs, 

and as described in the section above, potentially affect the markets. Using a sample of FT500 

companies with over 3000 observations, they were able to find evidence in favor of their hypotheses. 

Firstly, a CEO that scores higher on the measure of narcissism tends to be associated with a more 

favorable tone in the announcement. Secondly, this effect is weakened by the age of the CEO.  

 

Not only the personal characteristics of participants appear to be important, but also external factors 

like the time of day. Chen, Demers and Lev (2018) found that the tone of the call is also affected by 

the phase of the day when it is carried out. More specifically, the tone is negatively related to the 

progressing time of the day, affecting both parties participating in the call - external and internal. This 
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time-tone relationship has also been shown to affect the returns in the short term, however becoming 

insignificant in longer time-frames.  

 

Moving away from purely textual analysis, some strain of the research looked directly at the audio 

recordings of the earning calls. Mayew and Venkatachalam (2012) analyzed whether some addi-

tional value can be obtained from the vocal aspects of the conversation. It turns out that a more 

favorable voice, marked with more thrill, is associated with favorable news considering expected 

results (stock). The effect is more prevalent when analysts closely question the company represent-

atives, especially after falling short behind the estimates. Price, Seiler and Shen (2017) examined 

audio in earnings conference calls of REITs. In this study, researchers measured the emotions of 

management by software which distinguishes between positive and negative sentiments in the au-

dio. Authors also not only differentiated the presentation section from the Q&A part but also exam-

ined the tones of the parties in the second section of the call. Firstly, the outcome is that there is a 

positive relationship between the emotions of executives and excess yields after the call. Secondly, 

it has been found that the tone of analysts is inversely related to the management’s tone. Thirdly, 

authors observed that with some support, analysts might downgrade their outlooks if too many fa-

vorable emotions have been used by the management but found no support for the opposite.  

 

Brochet, Gwen and Naranjo (2019) study concentrated on the question-and-answer part of the con-

ference calls. They have focused on two aspects in speeches, the sophistication of language (Eng-

lish) used and correctness of sentences. It has been found that the market reacted negatively when 

more complex English and greater volume of errors has been present. Such unfavorable actions 

include a smaller number of trades and differentiating analysts’ outlooks.  
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2.3.4 Withholding information and deception 
 

As it can happen in real life, some questions during the conference call can also be left unanswered. 

Hollander, Pronk and Roelofsen (2010) investigated if executives deliberately avoid answering some 

questions or decide not to provide a certain message to markets. The study showed that it is not 

unusual if executives do not respond to an analyst’s inquiry. With some certainty, the authors noted 

that the market does not react positively to relatively quiet management, meaning that investors 

associate hollow answers as a negative message.  

 

Turning to a more serious note, conference calls are also subject to deception. Larcker and Zakoly-

ukina (2012) attempted to study this manipulative act on a sample of almost 30 000 US earnings call 

transcripts. Categorizing the transcripts as either misleading or trustworthy based on the following 

restatements, they tried to link these classes to the information provided by the CEO's and CFO’s 

during the call and find the determinants of such behavior. It was found that these executives tend 

to use less remarks associated with stockholder value as well as using fewer modestly-favorable 

emotions and a higher number of general knowledge associations when analyzing the misleading 

calls. From the verbal point of view, Hobson, Mayew and Venkatachalam (2012) examined inaccu-

racy of executives’ statements during the earnings calls. Carrying out analysis of Chief Executive 

Officers’ monologues, researchers found an association between verbal discordance and the prob-

ability of inconsistent changes in previous statements. Verbal discordances included alteration in 

opinions, acknowledgement of false reporting and unanticipated announced records.  
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3. Methodology 
 
This part of the paper outlines the process and decisions made in order to conduct the research and 

answer the chosen research question. It starts by defining the research question and outlining the 

hypotheses, followed by model selection and description, data collection and cleaning. 

3.1 Research question and hypothesis development 
 
The research question is the foundation of every scientific paper and should be stated to clearly 

identify the objective of the research. This thesis aims to explore and answer whether earnings call 

transcripts provide a certain amount of useful information, as to improve the prediction capabilities 

of classification models:  

 

Can the topic modeling of earnings call transcripts be used to improve the predictive capa-

bilities of models aiming to predict the changes in revenues and profitability? 

 

To further investigate the issue at hand, hypotheses are developed to confirm or disprove the studied 

phenomena. This research paper puts a focus on several hypotheses concerning the predictive 

power of information covered within the conference earnings calls. The first hypothesis addresses 

the overall predictive capabilities of topics derived from the conference calls. Hence, this hypothesis 

is formulated as follows: 

 

Hypothesis 1: Topics discovered within the conference call transcripts will improve the predictive 

performance of the revenue and profitability models 
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Secondly, this paper explores whether the information from the questions-and-answers part of the 

call have more added value than the management presentation part. This is based on the assump-

tion that the discussion in the Q&A section is more spontaneous, as company representatives try to 

answer questions for which they do not have pre-arranged answers.  

  

Hypothesis 2: Topics obtained from the Q&A section of the call will have more predictive value 

than those from the management presentation part 

 

Our research question and hypotheses stem from the rich research covered in the literature review. 

Numerous papers confirmed that earning calls do in fact provide some additional information, which 

for example, help analysts to improve on their forecasts. Companies whose financial statements 

aren't informative enough, tend to compensate for this in other means of information sharing, such 

as in conference calls. The bad past performance also tends to be followed by presentations that 

uncover more useful information, in order to somehow mitigate the situation. All this suggests that 

information provided in earnings calls can, in fact, provide some additional value when conducting 

forecasting. Most of the past research used stock prices as a means of testing whether the infor-

mation contained within earning calls have some predictive capabilities, with the majority supporting 

its usefulness.  

 

Previous research also suggests that the two sections in an earnings call might have different in-

formative value. Researchers confirmed that in fact, the Q&A part contains more useful information. 

One of the main arguments behind these findings is that analysts behave as coordinators of the 

conversation, which ultimately brings to light more insights about the company - even information 

which might not have been covered during the presentation section.  

 

Up until now, the research has mainly utilized the textual analysis to predict security prices. Does 

the conference call text contain any valuable information which might be used to predict revenues 
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and profitability of the company? Is there any difference in value provided between the management 

presentation and questions-and-answers part? Our research question and corresponding hypothe-

ses address these issues and guide this paper along the way. In order to answer the research ques-

tion and confirm or reject our hypotheses, we utilize topic modeling techniques as a means of ana-

lyzing the text and exploring the information presented in the calls. As earnings call transcripts con-

tain a lot of textual information, certain text preprocessing techniques are used to standardize and 

clean the data. Therefore, steps like removing the stop words, punctuation, numbers and stemming 

are undertaken to ensure that only the most informative parts of the text are analyzed. Once the 

topic content of the text is analyzed, various classification techniques are used to predict the change 

in revenues and earnings, using the topics as independent variables. All the procedures ranging 

from data cleaning to actual analysis and forecasting are carried using Python, a general purpose 

programming language. This specific language was chosen for its natural language processing ca-

pabilities and machine learning libraries.  

 

This study paper is oriented towards listed large-cap Nordic companies, including firms from Den-

mark, Sweden, Norway and Finland. These enterprises are listed on individual stock exchanges, 

however, the complete overview of them has been downloaded from Nasdaq’s Nordic large cap list. 

The financial figures cover a period from 2015-2019 and have been obtained from several sources, 

primarily from Bloomberg. The conference calls have been matched with corresponding fundamental 

figures, resulting in a database of around 2000 observations.  
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3.2 Model selection and variables 
 
There are two categories of models that are used within this paper, topic and classification models. 

While the topic models are used to analyze the information (topic) content of the earning call tran-

scripts, classification models utilize the found topics to predict upcoming revenue and profitability 

changes. 

 

In terms of the topic modeling algorithms, this thesis uses the Latent Dirichlet Allocation (LDA) and 

the Non-negative Matrix Factorization (NMF). Both models are used to explore and find the topic 

content of the earnings calls, however, utilizing different methodologies, as described in the theoret-

ical section of this paper. As outlined, two document-term matrices are created, one for each model. 

For this, as well as the topic modeling itself, the Scikit-learn package in Python is used. More spe-

cifically, the count vectorizer is used to create the count-based document-term matrix for LDA, while 

tfidf vectorizer is applied to create the TF-IDF based document-term matrix for NMF. When creating 

the vocabulary, or list of terms in the DTM, maximum and minimum document frequencies can be 

specified, so words or terms that appear in fewer documents than a given minimum threshold and 

more than a given maximum threshold are ignored. This is done in order to decrease some of the 

noise created by words that appear too often, or words that are very specific for a small number of 

documents. In this thesis, the minimum cut-off selected is 17, meaning that words appearing in less 

than 17 documents are ignored. This number is chosen in order to ignore terms specific for any 

single company or any potential misspellings in the dataset. As the training data cover the period of 

2015-2018, which allows for a maximum of 16 observations for any given company, this cut-off en-

sures that no such words should be present. For the maximum frequency of documents in which any 

given word can be present, different cut-off values are chosen for LDA and NMF models. This is due 

to the different methodologies to arrive at their corresponding document-term matrices. In order to 

ignore terms that appear too often, a threshold of 95% is chosen for the LDA model, meaning that 

words that appear in more than 95% of the documents are filtered out and ignored. For NMF, this 
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value is set at 99%, as the TF-IDF values used in its DTM are weighted down if terms appear in too 

many documents, so it already adjusts to some extent by itself. As there is no perceived default value 

being chosen by researchers in the field, this paper uses these values to not be extremely restrictive 

on the final vocabularies of terms being used. 

 

Another parameter that needs to be selected, for the topic modeling itself, is the number of topics 

that the models should look for, as neither of the models does it by itself. Therefore, a sensitivity 

analysis is carried out to determine the “best” number of topics, by looking at the resulting accuracy 

of the carried classification models. This analysis, however, is done for each part of the transcript 

being analyzed, as the full transcript likely contains more topics than any of the sub-parts, so this 

value is not uniformly applied for all models, but selected individually.  

 

Once the topics are extracted from the cleaned text, the topical distribution is fed as an input into the 

classification models. These models (Logistic Regression, Decision Tree, Random Forest and 

XGBoost) then aim to predict (classify) the upcoming changes in revenues and profitability, grouped 

in six different classes, defined in the table below.  

 

Class Definition 

Class 1: < -5% 

Class 2: >= -5% & < -1% 

Class 3: >= -1% & < 0% 

Class 4: >= 0% & < 1% 

Class 5: >= 1% & < 5% 

Class 6: >= 5% 

      Table 2: Definition of classes 

 

All the classification models contain several independent variables, which have been chosen based 

on common practices in this area. Benchmark models include the same set of variables as the final 
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models, with the one exception of the topic distribution variables. This allows for analysis and an-

swering of the main research question of this paper, by comparing the full models with their bench-

mark counterparts.  

 

First of all, all models utilize the current quarter’s growth rate and change for revenue and profit 

margin, respectively. This variable is marked as 𝑄𝑜𝑄! and stands for the quarter-over-quarter differ-

ence. In fact, as we have two sub-databases for each turnover and profit margin, these variables 

characterize the change of the respective financial figure. Secondly, a variable containing the current 

quarter’s revenues or the profitability ratio at the time of the earnings call in absolute terms is also 

present as a base. These two features are denoted as Sales and NI/S. 

 

Next, a variable displaying the industry in which a selected company operates is inserted. This fea-

ture is characterized in a categorical manner. In order to incorporate it into our model, dummy vari-

ables for each sector are created with marking, for example, sector_XY, etc. At first, 10 unique in-

dustries are defined, but after excluding the financial sector, we have industry 9 classes.  

 

Industry Variable name Description 

Basic Materials sector_ Basic Materials Companies associated with raw materi-
als 

Consumer Goods sector_Consumer Goods 
Organizations conducting business with 
items which are sold to individuals and 
households 

Consumer Services sector_Consumer Services 
Organizations conducting business with 
services which are provided to individu-
als and households 

Health Care sector_Health Care Firms which are associated with provid-
ing healthcare to patients in any form  

Industrials sector_Industrials 
Enterprises facilitating a provision of in-
dustrial products and services, not raw 
materials 

Oil & Gas sector_Oil & Gas Companies handling petroleum prod-
ucts and gas 

Technology sector_Technology Firms which business is related to tech-
nologically based products and services 
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Telecommunications sector_Telecommunications Businesses operating with information 
and communication technology 

Utilities sector_Utilities 
Companies involved in business with 
basic resources such as water, electric-
ity, etc. 

      Table 3: Definition of industries 

 

The last variable present in all models is showing the quarter in which the call was held. As in the 

case of the industry, this variable was also transformed into 4 separate dummy variables, showing 

each quarter.  

3.2.1 Building models 
 

Several classification models are used to predict the upcoming quarters’ change. For each classifi-

cation algorithm chosen, both a benchmark and topic model version is created, so the two results 

can be compared and the predictive value of the textual topics can be assessed.  

 

Firstly, benchmarks for sales and profitability differences are determined based on the standard var-

iables discussed above. As outlined, these benchmarks do not utilize outputs of the textual tech-

niques and hence, do not consider the topic modeling results. Secondly, the output from the topic 

models is inserted into the full version of the models, to see whether there are any improvements 

across the measured metrics. This thesis looks at the accuracy and weighted F1 score, to compare 

results between both, the full model and its benchmark version and the algorithms between them-

selves. The prediction task of the classification models can be generalized as follows: 

 

Model/variable Response 
(6 classes) 

Feature 1 
(Continuous) 

Feature 2 
(Dummy) 

Feature 3 
(Dummy) 

Feature 4 
(Continuous) 

Feature 5 
(Continuous) 

Benchmark - revenue 𝑄𝑜𝑄!"# 𝑄𝑜𝑄! Sector 𝑄𝑢𝑎𝑟𝑡𝑒𝑟! 𝑅𝑒𝑣𝑒𝑛𝑢𝑒! - 

Benchmark - profit margin 𝑄𝑜𝑄!"# 𝑄𝑜𝑄! Sector 𝑄𝑢𝑎𝑟𝑡𝑒𝑟! 𝑃𝑟𝑜𝑓𝑖𝑡	𝑀𝑎𝑟𝑔𝑖𝑛! - 

Full Model - revenue 𝑄𝑜𝑄!"# 𝑄𝑜𝑄! Sector 𝑄𝑢𝑎𝑟𝑡𝑒𝑟! 𝑅𝑒𝑣𝑒𝑛𝑢𝑒! Topics 
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Full Model - profit margin 𝑄𝑜𝑄!"# 𝑄𝑜𝑄! Sector 𝑄𝑢𝑎𝑟𝑡𝑒𝑟! 𝑃𝑟𝑜𝑓𝑖𝑡	𝑀𝑎𝑟𝑔𝑖𝑛! Topics 

   Table 4: Definition of dependent and independent variables 

3.3 Data collection 
 

This section deals with the methodology of choosing the data for the analysis and describing the 

sources from which the data are drawn. As the analysis focuses on the Nordic large-cap companies 

listed in the 4 countries (Denmark, Sweden, Finland and Norway), we use the Nordic Large Cap list 

provided by Nasdaq. At the time of data retrieval, the list consisted of 216 different tickers (compa-

nies). In terms of the time period from which the transcripts have been downloaded, the analysis 

covers the period from Q1-2015 until Q2-2019. This period allows us to use four full years to train 

the models used for prediction and test them on two quarters of unseen data from 2019. This period 

is also limited by the manual process of downloading the transcripts peasantly by hand, which turned 

out to be very time consuming. 

 

Looking only for those companies with published/available earnings call transcripts on 2 databases 

(primarily using Factiva and then double checking on Bloomberg in cases when some were missing), 

we obtained a dataset based on 140 companies with 1927 transcripts downloaded. Afterwards, each 

observation was matched with corresponding financial data, namely the revenues and profit margin 

data. The main source for retrieving the financial data was the Bloomberg Terminal, through which 

the majority of inputs for Revenue and Net profit after tax were obtained. The secondary data source 

was the Thomson One database, which was used in situations where data from Bloomberg were not 

available. Moreover, using 2 databases also allowed us to check for inconsistencies in the data, as 

described in the section below. As an additional means of acquiring missing observations, webpages 

of companies were visited to find out the lacking financials. 
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3.4 Data cleaning 

3.4.1 Financial data cleaning 
 
After the financial data were matched to all the observations, it has been decided that financial com-

panies should be omitted from our data. This has been concluded based on the following reasons. 

Firstly, there is an inconsistency in the revenues between some of the financial companies and all 

the other companies. Financial institutions use ‘Adjusted Revenue’ defined by the function 

NET_REV, while the other firms use SALES_REV_TURN in Bloomberg. Secondly, the reported val-

ues for revenues vary across various databases (Bloomberg vs. Thomson) and the values cannot 

be easily matched with figures from Annual reports and/or Interim reports. Overall, different sales 

figures would be affecting the ultimate profit margin, which could lead to imprecise inputs for the 

model. On top of this, some of the financial companies reported negative revenues, which made the 

calculation of growth impossible. Therefore, dropping all financial companies seems reasonable as 

it should provide more consistency across data and more accurate results. From our dataset of 140 

companies, 26 of them have been identified to belong to the financial sector. Together, they comprise 

of 351 observations. This implies that from the original 1927 earnings calls, the number of transcripts 

amounts to 1576 after this action. 

 

Next, since the aim of our paper is to predict the quarterly changes in revenues and profitability 

measured in terms of net income/revenues, we need to compute these changes from the absolute 

revenues and net income figures manually. Therefore, as some of the values were missing, an ad-

ditional 52 observations were deleted, leading to a final dataset of 1524 transcripts. Ultimately, It 

should be noted that two parallel databases were created, one with Sales growth figures and one 

with Net profit after tax divided by Turnover (profit margin) changes. For more details, one can see 

the table below which shows each company, number of observations deleted and reasoning for 

deletion.  
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Company name # of observations Reason 

Carlsberg 18 Missing Net Income 

Demant 17 Missing Net Income 

G4S 9 Missing both financials 

ISS 3 Missing Net Income 

Traton 2 Missing both financials 

Scandinavian Tobacco Group 2 Missing Net Income 

Terveystalo Oyj 1 Missing both financials 

      Table 5: Companies missing financial data 

 
It is arguable whether outliers should or should not be deleted. Sometimes, companies carry out 

one-off special transactions (e.g. sell-off some assets) which are reflected in the Profit & Loss state-

ment. This can result in extremely big changes. However, these values are empirically correct.  

 

A comprehensive review of outlier detection from Cousineau & Chartier (2010) does not provide a 

definite answer towards the treatment of outliers. Nevertheless, the authors state that if the data 

would follow normal distribution, inputs that are extremely high or low on one side could skew the 

mean. However, in our case, it can happen that we would have both high and low sales growth 

figures which would negate each other, resulting in a non-skewed average. The typical practice for 

assessing outliers, in this case, is the calculation of a z-score. Z-score gives the idea of how far are 

the values from the average in the sample. More specifically, it tells us what is the standard deviation 

of the certain input from the mean. In order to avoid the extremely big values on either side, it has 

been decided to refer to the 68-95-99,7 empirical rule. It states that for normal distribution, 95% of 

the data would lie two standard deviations away from the mean while 99,7% of the data would be 

three standard deviations from it. For greater precision, it has been decided to delete all the obser-

vations with changes that lie 3 standard deviations or more away from the mean. 

 

Now, it is expected that the two sub-databases are going to differ in the number of observations after 

the deletion of the outliers, as the values for sales and profit margin changes differ. In terms of the 
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revenue changes, 33 outliers have been detected, resulting in a sample of 1491 observations. In 

case of changes in the profitability, fewer outliers (11) have been identified, leading to a sub-sample 

of 1513.  

3.4.2 Textual data cleaning 
 
This step of the data preparation consists of multiple parts, as the data in their raw format had to be 

processed and cleaned/prepared for the analysis. Firstly, as this thesis focuses on the differences 

between the management presentation and Q&A sections, transcripts where either of these sections 

were not present or could not be distinguished had to be deleted. There were multiple instances 

where some issues with the questions-and-answers part were found. Nine individual conference 

calls were either missing the Q&A part completely or had it mixed with the presentation part and 

hence, were omitted. From the original sub-sample for revenues of 1491 as described above, the 

final sample turned out to be 1482. Similarly, the profit margin dataset was reduced by 9 instances, 

resulting in the ultimate 1504 observations. 

 

Secondly, the textual data went through multiple cleaning procedures, to ensure that the final anal-

ysis allows for meaningful topic analysis. These steps were aligned with the Natural Language Pro-

cessing standard data cleansing:  

• All text was converted into lowercase characters, to ensure that all the same words, no matter 

the use of upper/lowercase characters will count as one. 

• Stop words, characterized as the most common words with arguably no real significance 

were deleted from the data. For the English language stop words identification and removal, 

a natural language processing library for Python called Spacy was used, with its in-built list 

of stop-words.  

• Digits, punctuation and non-word symbols were removed. 



 

39 
 

• Words were lemmatized in order to transform the words into their basic form. This transforms 

words like running, run and runs into their underlying form - run.  

• Words containing two or fewer characters were deleted, as very often they were left-over 

words from the above mentioned cleaning steps.  

• Last but not least, all duplicate white spaces were removed, to ensure that each word is 

followed by a single white space. 

 

In order to show why this is important, the chart below shows the 30 most frequent words within the 

uncleaned textual dataset. The immediate inspection of this visualization reveals that almost none 

of the 30 most frequent words carry any meaningful information. Majority of these words like: the, 

and or that, would classify to the stop-words family, and therefore would be removed in the cleaning 

process. Also, some of the same words appear twice, due to the difference in the use of lower and 

upper-case characters. Lastly, symbols as “-” appear among the most frequent tokens. 

 

 
             Figure 3: Most frequent words – uncleaned 
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In comparison to the previous illustration above, the 30 most frequent words after textual data cleans-

ing differ to a great extent. One can see that unlike in the uncleaned text, the processed data now 

offer a more meaningful representation. Words related to the period, market, or growth and financials 

are now among the most frequent words, which are also words arguably carrying greater information 

value. After all the cleaning steps mentioned above, the data are now ready for the analysis.  

 

 
      Figure 4: Most frequent words - cleaned 

 

Ultimately, both final databases were split into training and testing datasets. As described above, it 

was decided that all observations from 2019 will be used for testing. The final count and proportion 

used for training and testing purposes in both databases can be seen below. This implies that the 

training/testing split in both cases is approximately 86/14%. 

 

Dataset Total Training Testing 

Revenues 1482 1271 211 

Profitability 1504 1291 213 

      Table 6: Data split for Revenues and Profitability subsets 
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3.5 Delimitation 
 
This project focuses on the predictive power of an earnings call in relation to the changes in revenues 

and profit margins. Nevertheless, it has certain limitations and boundaries, which are clearly stated 

in order to highlight the scope of this research paper.  

 

Firstly, only Nordic markets including Denmark, Sweden, Norway, and Finland are covered, and 

hence, no other regions are be analyzed. Moreover, only large-cap listed companies are in the spot-

light, meaning that mid- and small-cap enterprises are completely disregarded in this paper. Sec-

ondly, it can be considered that the Bloomberg terminal, which has been used as the main source 

for downloading financial data, is a trustworthy source with accurate financial information. The same 

principle accounts for Thomson Routers, which has been used in some instances as well. Thirdly, it 

can be assumed that the source for downloading transcripts of earnings calls, Factiva, is a reliable 

source and carries the right information for a specific company. In some cases, missing transcripts 

were gathered from Bloomberg as well, which trustworthiness is discussed in the previous para-

graph. As for the fourth point, only the period from 2015-2019 is considered and hence, both financial 

data and transcripts were obtained for each quarter within this time frame. Therefore, this paper does 

not cover years commencing to this period, such pre- and during crisis times.  

 

Consequently, it has been decided to omit financial companies such as banks and insurance firms 

for reasons mentioned in the section about Financial Data Cleaning. There are also other consider-

ations which are not covered in the thesis at all. Although the individual analysis of both the presen-

tation and Q&A part is carried out, it is not distinguished between the words used by the management 

and the participants (analysts). This means that for example in the Q&A section, it is not recognized 

what does the executive manager states and what are the words used by an analyst. Lastly, senti-

ment analysis characterized by classifying words into positive, negative, or neutral sentiment is not 

carried out, as it is not in the scope of this project. 
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4. Empirical Findings 
 

This section of the paper starts with initial exploratory analysis, continuing on benchmark and full-

model results comparison and inspection, followed by a per-section analysis.  

4.1 Exploratory Analysis 
 

In order to explore the textual data in this section, the overall analysis is carried out on transcripts 

that appear in both the earnings and revenues subsets, which amounts to 1473 observations. This 

ensures that the exploratory findings related to the textual information covered in the transcripts are 

applicable to both datasets. Nevertheless, it should be noted that the exploratory analysis related to 

the financial figures and subsequent empirical results takes into consideration the applicable da-

tasets - the two subsets for revenue growth and profit margin changes defined in the methodology 

section of this paper, consisting of different amounts of inputs (1482 and 1504, respectively). To 

have the full overview of the data, this exploratory analysis focuses on the complete data set, disre-

garding the split between training and testing data. This is again taken into consideration in the 

empirical results section.  

 

 
 Figure 5: Count of transcripts by industry 
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A basic overview of the transcripts can be seen in the chart above. It shows the composition of 

transcripts for large-cap Nordic companies by year and sector. The number of transcripts clearly 

grows over time, with the most populated year being 2018. For 2019, there are only the first two 

quarters present in the data, however, it has almost the same count of transcripts as the full year 

2015. This trend in the distribution of transcripts in different years might be due to various reasons. 

The main contributor could be that some of the firms became publicly listed or started to host con-

ference calls later in the period. This trend is more clearly visible when looking at the number of 

companies hosting earnings calls by year (blue line in the chart below). The graph also shows the 

relationship between the number of companies hosting a conference call and the total number of 

transcripts, with an exception for 2019, where only the Q1 and Q2 are present. 

 

 
 Figure 6: Count of companies and transcripts by year 

 

Some of the difference might be also explained by the fact that this is already a filtered dataset and 

hence, deleted outliers and transcripts might have a certain impact on the number of transcripts in 

different years, or that some transcripts or financial data were not accessible. 

 

At first glance, it is noticeable that most transcripts belong to firms in the Industrial sector, followed 

by the Health Care sector, which is actually characteristic for Scandinavian countries. Basic Materi-

als, Consumer Goods, Consumer Services, Oil & Gas, Technology and Telecommunications have 



 

44 
 

relatively even distribution, which holds throughout the years as well. Nonetheless, the least amount 

of transcripts comes from the Utilities sector. This is, however, clearly a result of just one company 

in our data belonging to this sector: Fortum.  

4.1.1 Textual data analysis 
 

An interesting observation is drawn when looking at the median number of words used in the con-

ference calls by industry. Median is chosen because it displays the middle value (amount of words) 

and avoids potential issues when analyzing skewed distributions. Nevertheless, it should be noted 

that we carry out the counting based on already cleaned full earning calls and hence, their length 

would differ if they were not filtered at all. However, the same conclusion can be drawn when looking 

at the uncleaned data. Another consideration is related to the number of companies in the industry. 

As an example, there is only one company (Fortum) which is classified as a Utilities company and 

hence, not all industries are equally represented in the sample. However, there is a clear trend in 

the median number of words used by companies in different industries, with companies operating in 

the Oil & Gas industry using by far the most words, and those in Consumer Services using the least. 

However, if we look at the median count of words throughout the years, there is a clear downward 

trend, potentially meaning that transcripts are becoming shorter, or more concise.  

 

 
 Figure 7: Median number of words by industry 
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4.1.2 Financial data analysis 
 
Exploratory analysis of financial data starts with a basic statistical overview, such as the inspection 

of average, median, lowest and highest values, and standard deviation. As described above, this 

analysis already takes into account the corresponding datasets for revenues and profitability. The 

following table illustrates the various subsets and their corresponding measures: 

 

Statistics / 
subsets Revenues Revenues 

Training 
Revenues 

Testing Profitability Profitability 
Training 

Profitability 
Testing 

Count 1482 1271 211 1504 1291 213 

Mean 2,14% 2,37% 0,73% 0,25% 0,27% 0,10% 

Median 1,72% 1,82% 0,91% 0,12% 0,13% -0,03% 

Lowest  -52,18% -50,52% -52,18% -363,33% -363,33% -55,25% 

Highest 64,83% 64,83% 58,51% 359,12% 359,12% 36,35% 

Std. 14,22% 14,19% 14,31% 23,85% 25,51% 8,50% 

        Table 7: Descriptive statistics for Revenues and Profitability 

 

Before diving into the numbers, it should be mentioned that all the statistics are carried out on the 

current turnover growth rates and current differences in the net profit/sales ratio.  

 

The overall average sales growth for the period from 2015-2019 is 2,14%, decreasing to 1,72% in 

the median terms. It appears to be mostly driven by the changes in the training period from 2015-

2018, as the average and median changes drop significantly when considering the first two quarters 

of 2019. The sales growth ranges from -52,18% to 64,83%, with the range being more or less con-

sistent across the two periods. Standard deviation appears to be constant across both periods, lead-

ing to 14,22% overall. The average profit margin differences amount to 0,25% within the studied 

period, with the testing data having a much lower average difference than the training one. The same 

phenomenon holds for the median, which is 0,12% for the whole profit-margin sample, but it’s median 

for the testing subset equals negative 0,03%. As opposed to the revenue growth, the lowest and 



 

46 
 

highest values for profit margin differences vary across training and testing datasets by more than a 

total of 300%. Overall, the standard deviation for profit margin differences is higher in comparison to 

turnover growth by almost more than 10% in total terms. The higher standard deviation for profit 

margin comes mainly from the training sub-set (whose weight is also greater due to higher Count), 

which amounts to more than 25% in comparison to testing’s subset deviation of 8,5%. 

 

Zooming at the industry-specific measures, one can see that the average sales growth varies widely 

across industries. The average achieved for the whole period is 2,14%, as described at the begin-

ning. Oil & Gas and Utilities sectors provided the highest average growth in revenues, at 5% and 

4,1% respectively, even despite very bad results for the two industries in 2019, with revenues drop-

ping on average by -10%. Telecommunications are the worst performing in terms of sales growth, 

with the average falling below 0%. From 2015 to 2019, all years are represented by negative revenue 

growths for this industry, with the only exception of 2018.  

 

 
  Figure 8: Average revenue growth by industry 

 

In terms of the profit margin, it can be seen that the average profitability also varies across sectors. 

The overall average profitability for the whole time period across all industries stands at 9,46%, with 

companies in the Utilities and Health Care sector leading the way, and companies in the Oil & Gas 

Industry being at the tail of the list. However, the average for the two industries, Utilities, and Oil & 
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Gas, is skewed by a very high profitability ratio achieved in 2019 by the only company in the Utilities 

sector, while Oil & Gas sector is pulled down by the very bad profitability from 2015.  

 

 
Figure 9: Average profit margin growth by industry 

 

In terms of the dependent variable for both measures, one can see the distribution of the classes 

below. It varies significantly, with noticeable differences for the two considered financial measures. 

While growth in revenues is mainly clustered within the boundary classes, showing that a large pro-

portion of the observations falls outside of the 5% boundary on both sides, classes constructed from 

the differences in the profitability ratios tend to be more evenly distributed, with classes marking the 

boundaries being less populated. On the other hand, the least populated classes for the revenues 

growth are those representing a range from -1% to 1%.  

 

 
Figure 10: Class distribution for Revenues and Profitability 
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Nevertheless, the graph above does not outline the possible deviations between different years. It 

can be observed that the bracket marking 5% or higher sales growth rate is prevalent in all the years 

with the greatest frequency in 2018. The class on the negative side, marking changes below -5%, is 

the second most common with an exception in the year 2019, where the bracket including the range 

from 1% to 5% overtook its place. Disregarding 2019, there is a clear upward movement for almost 

all brackets, which corresponds to the increase in the amount of both companies and transcripts and 

thus, the number of observations in general (see the graph). 

 

 
 Figure 11: Revenue growth distribution by year 

 

Differences in profitability ratios for the studied period are shown in the illustration below. It has 

already been discussed that these differences are more evenly distributed as opposed to the sales 

growth, with the most frequent occurrence belonging to the positive 1% to 5% class. Immediately 

after it follows the difference of -5% to -1%, while the rest of the brackets are present less often for 

each year. Similarly to the turnover growth, there is a visible upward trend in the counting of obser-

vations from year to year as well, which corresponds to the increase in the number of observations 

throughout the years.  
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  Figure 12: Profit margin changes distribution by year 

 

4.2 Empirical results 
 

This section first covers the benchmarks to which the final models are compared, followed by topic 

modeling analysis. This includes comparisons across topic models, classification models, and sec-

tions of the calls. The benchmark is created only once for each model and the financial being pre-

dicted, as these benchmarks hold for all subsequent comparisons. The F1 score is computed using 

the weighted average across the classes, which improves on the disadvantages posed by the macro 

average calculations, as each bracket’s F1 score is weighted based on the amount of observations 

in the sample. 

4.2.1 Benchmarks 
 

Firstly, the benchmark for sales growth is described. As indicated in the Methodology section, this 

model utilizes several independent variables. The current quarter-over-quarter growth rate, industry 

classification, quarter, and current sales number are amongst the applied features.  

 



 

50 
 

Initial inspection unveils that the Random Forest model in the benchmark setting is superior to all 

the other utilized models, in terms of all metrics. Both accuracy and weighted F1 score are signifi-

cantly higher for this model, followed by the XGBoost. When it comes to Logistic Regression and 

Decision Tree, LG is clearly more accurate, with accuracy equal to 43%. However, while having 

greater accuracy, it lacks behind the Decision Tree in terms of the F1 score.  

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

Accuracy 43,13% 39,81% 49,29% 45,50% 

F1 score 37,12% 39,02% 46,51% 40,33% 

      Table 8: Benchmarks for Revenues 

 

In terms of the profitability benchmark, the current quarter-over-quarter difference in profitability, 

sector classification, quarter, and the current Net Income to Sales ratio are used as independent 

variables. Results of the four models follow a similar pattern, with Random Forest being superior to 

all other models in terms of both measured metrics, followed more closely by the XgBoost model. 

Logistic Regression is again better than the Decision Tree in terms of accuracy, but providing for 

lower weighted F1 score.  

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

Accuracy 27,70% 24,88% 30,52% 29,58% 

F1 score 21,09% 24,94% 29,84% 27,04% 

      Table 9: Benchmarks for Profitability 

 
It becomes immediately apparent that in terms of our statistical figures, models predicting the up-

coming sales changes are performing better than their profitability counterparts. However, the order 

of their performance is the same, with Random Forest providing the best results under both scenar-

ios and all given metrics.  
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4.2.2 Full Transcript Models 
 
Natural language processing is characterized as an area of artificial intelligence used for the pro-

cessing and recognition of human language(s). In general, it utilizes machine learning techniques to 

obtain valuable information from human interactions. Within this field, topic modeling is used for 

deriving topics in documents. It groups words into classes based on some similarities or patterns it 

can detect from the text. For this text-mining technique, Latent Dirichlet Allocation and Non-negative 

Matrix Factorization models can be deployed to analyze transcripts. This section of analysis covers 

the following structure: at the highest level, full-models, presentation-based models, and Q&A-based 

models are analyzed. For each model, LDA and NMF results are being described for both revenue 

and net income subsets. A simple version of sensitivity analysis with varying number of topics is 

carried out for all the models. They are assessed based on the accuracy, to obtain the best selection. 

Overall, this kind of parameters setting provides us with a certain level of flexibility for tuning, as well 

as is simple and robust enough to allow us to concentrate on the analysis.  

4.2.2.1 Latent Dirichlet Allocation 
 

Starting with the model for sales changes, sensitivity analysis based on the number of topics uncov-

ered that 15 topics provide the best results for three out of four models, with the XGBoost being the 

exception. It can be seen that the accuracies vary across the number of topics and machine learning 

methods and hence, choosing the appropriate amount of topics is a matter of tradeoff.  

 

#topics/model Regression Decision Tree Random Forest XGBoost 

5 45,02% 36,50% 51,66% 45,50% 

8 45,02% 42,18% 49,76% 45,02% 

10 44,55% 40,76% 47,39% 45,50% 

13 45,50% 34,60% 51,18% 46,45% 

15 45,50% 46,44% 52,13% 44,08% 

      Table 10: Sensitivity analysis - LDA Revenues Full 
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Zooming into this selected LDA configuration, the models based on the topic outputs can be com-

pared with their respective benchmarks, to observe the differences in performance. From the outset, 

it is visible that the Logistic Regression, Decision Tree, and Random Forest beat their respective 

benchmarks in terms of both, accuracy and F1 score. The greatest improvement is detected for the 

Decision Tree, whose accuracy ended up as the second best amongst tested machine learning 

methods. XGBoost on the other hand, underperformed its benchmark in this configuration, however, 

it can be seen from the sensitivity table above that a different setting would lead to an improvement. 

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 43,13% 45,50% 39,81% 46,45% 49,29% 52,13% 45,50% 44,08% 

F1 score 37,12% 39,76% 39,02% 45,00% 46,51% 46,56% 40,33% 38,59% 

       Table 11: Comparison - LDA Revenues Full 

 

While this comparison allows for only a very high-level picture, a more detailed view can be obtained 

from comparing the most important topics for each model. In terms of the topic themselves, it does 

not seem to provide any value to show all 15 resulting topics and their corresponding most frequent 

words, as the words do not appear to cluster into any meaningful, area-specific topics. However, to 

see the differences between models, we can observe how the different models ranked the topics in 

terms of importance. It should be noted that the feature importance is derived from tree-based mod-

els and hence, excludes the multiclass Logistic Regression model. The best model, which is, in this 

case, the Random Forest model, ranked topics 12 and 14 as the most informative ones. The Deci-

sion Tree displays similar results as the Random Forest, even in the same order. The XGBoost 

model has a very different topic order importance, with topics 7 and 6 being the most important. 

Notably, topic 14 ended up as the third most important one. However, this is also the model that 

underperformed its benchmark. In addition to these findings, all of the above-mentioned models fea-

ture last quarter growth as their most important variable amongst all. Below, the top five most 

weighted words for each of these topics can be observed. 
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      Figure 13: LDA Revenues Full - 5 most frequent words for most important topics 

 

For the earnings model, the most optimal number of topics is less apparent. In the end, the number 

of topics selected is 10. One can see that while the accuracies for individual models range a lot 

across other configurations, ten topics provide for the most balanced picture, with no model signifi-

cantly underperforming other configurations. 

 

Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 30,05% 26,29% 36,15% 29,11% 

8 31,46% 23,00% 33,80% 31,00% 

10 29,58% 29,11% 35,68% 29,58% 

13 30,96% 23,94% 32,86% 31,46% 

15 29,58% 25,82% 38,97% 26,29% 

      Table 12: Sensitivity analysis - LDA Profitability Full 

 

Comparing the accuracy performances, all the models clearly improve or match the results obtained 

by their corresponding benchmarks. The best performing one is the Random Forest model, followed 

by XGBoost and Logistic Regression model with the same accuracies, with Decision Tree being 

close behind. While both XGBoost and Regression models provide the same results in terms of their 

final accuracies, XGBoost made no improvement from its benchmark, matching its performance in 

terms of accuracy and underperforming in terms of the F1 score. On the other hand, Logistic Re-

gression, Decision Tree, and Random Forest improved substantially after the inclusion of topics in 

terms of both accuracy and F1 score.  
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Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 27,70% 29,58% 24,88% 29,11% 30,52% 35,68% 29,58% 29,58% 

F1 score 21,09% 23,42% 24,94% 28,79% 29,84% 34,20% 27,04% 26,82% 

      Table 13: Comparison - LDA Profitability Full 

 

For earnings, all three tree-based models return the past profitability change as the most important 

variable. In terms of topic importance, number eight and nine score the highest for all 3 models. 

Among the five most common words for each of these topics, a lot of overlap can be seen, with three 

out of five words being the same.  

 

 
      Figure 14: LDA Profitability Full - 5 most frequent words for most important topics 

 

4.2.2.2 Non-negative Matrix Factorization 
 

Starting with the model for revenues, now under the NMF topic model, the optimal number of topics 

derived from the sensitivity analysis below results in 13 topics. All models under this configuration 

deliver either the best or close to the best results. 

 

Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 45,97% 42,65% 51,66% 44,55% 

8 45,02% 41,70% 50,71% 44,55% 

10 46,45% 39,34% 51,18% 45,50% 

13 45,50% 42,18% 52,61% 46,92% 

15 46,45% 39,34% 52,61% 45,50% 

      Table 14: Sensitivity analysis - NMF Revenues Full 
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Diving into the cross-model comparison, one can see that all models beat their respective bench-

marks, under both metrics with no exception. Again, it is the Random Forest model that performs 

the best amongst all, with the best absolute improvement in terms of accuracy. XGBoost is the sec-

ond to follow, with relatively much lower absolute enhancement in accuracy in comparison to its 

benchmark. The Decision Tree model, on the other hand, while still being largely improved on its 

benchmark, provides by far the lowest performance in terms of accuracy.  

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 43,13% 45,50% 39,81% 42,18% 49,29% 52,61% 45,50% 46,92% 

F1 score 37,12% 39,22% 39,02% 40,83% 46,51% 47,66% 40,33% 41,73% 

      Table 15: Comparison - NMF Revenues Full 

 

As in the case of LDA, created topics have only very little meaning when being observed purely by 

sight. From the feature importance point of view, NMF topics provide us with very mixed results. In 

the Random Forest case, the most valuable topic is number 3, followed by topic 10. XGBoost differs 

from it by identifying topics 6 and 9 as the most relevant ones while the Decision Tree classifies topic 

3 and 2 with the highest feature importance. Notably, the third topic in the case of the Decision Tree 

is number 10, which makes it close to the identified features by Random Forest. This shows that 

there is very little alignment among the models, in terms of which topic is the most important, unlike 

in previous cases. Notably, the most common words in the displayed topics are also fairly distinctive, 

with only very little overlap. However, one can also notice words related to names and currencies, 

with arguably very little informative power, occurring frequently in the topics. 
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      Figure 15: NMF Revenues Full - 5 most frequent words for most important topics 

 

Models for profitability changes under the NMF topic model lead to the least amount of topics being 

selected for the whole earnings call transcript, resulting in only five topics. When comparing the 

models based on performance, this configuration has the best overall results, even though it is not 

as clearly visible as in previous analyses.  

 

Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 29,58% 26,29% 37,56% 29,11% 

8 30,05% 23,00% 34,27% 31,92% 

10 29,58% 23,00% 35,68% 30,05% 

13 28,64% 24,41% 37,09% 31,46% 

15 28,64% 23,00% 34,27% 31,00% 

      Table 16: Sensitivity analysis - NMF Profitability Full 

 

The inclusion of topics increases prediction accuracy for all machine learning methods except the 

XGBoost, where the performance is slightly worse. It can be observed that the model utilizing the 

Random Forest is not only the best performer but also improves the most in comparison to its bench-

mark - by 7 percentage points. The same applies to the F1 scores across the models, with only 

XGBoost underperforming the benchmark. While improved, the Decision Tree model provides the 

worst performance overall, which appears to be consistent with the previous findings. 
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Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 27,70% 29,58% 24,88% 26,29% 30,52% 37,56% 29,58% 29,11% 

F1 score 21,09% 22,55% 24,94% 26,49% 29,84% 37,19% 27,04% 26,65% 

       Table 17: Comparison - NMF Profitability Full 

 

Once again, the classification models under the NMF topic modeling have very little overlap in terms 

of the most important topics being selected by the models. However, one has to take into consider-

ation that this model is tuned based on 5 topics only, so the overlap between words is smaller. 

Noticeably, the NMF model gives a lot of weight to person names once again. The most important 

topic for the Decision Tree and Random Forest model is the same, number 1. Consequently, the 

Decision Tree classified number 3 as the second topic feature, while the Random Forest selected 

number 2. XGBoost provides a different picture altogether, by selecting number 5 and 4 as its most 

influential topical variables.  

 

 
      Figure 16: NMF Profitability Full - 5 most frequent words for most important topics 

 

4.2.2.3 Sub-conclusion for Full Transcripts Models 
 

In general, one can observe that the higher accuracy is obtained when predicting quarterly changes 

of the two considered financials. However, for both, the lagged quarterly changes are the most im-

portant features, derived from all tree-based models. 
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One of the most noticeable differences among the classification models is the dominance of the 

Random Forest model, which is also apparent already from the corresponding benchmarks. Like the 

RF model, the Decision Tree model tends to rank similar topics with the same importance, but still 

largely underperforming the RF model. Overall, topics drawn from the topic models tend to improve 

the predictive power of classification models, measured in terms of accuracy for all models, with an 

exception of the XGBoost model in some circumstances. This is also the model that tended to choose 

different topics to be the most important when creating its splits. However, the sensitivity modeling, 

which is chosen to tune the number of topics as a parameter, shows that different settings have a 

potential for all models to outperform their benchmarks. 

 

As to differences among the topic models for revenues, NMF appears to perform better in case of 

improving the Random Forest and XGBoost, while underperforming when considering the Decision 

Tree. Nevertheless, the magnitude of differences could be changed if different parameters would be 

set, and hence, one cannot clearly choose which method is the best. It can be seen that in case of 

profit margin predictions, the performances vary across models and two methods, so overall, one 

can only conclude that the topic modeling, in general, tends to improve the prediction accuracy. From 

the topic perspective, it also seems apparent that NMF based models tend to give more weight to 

words related to names, which were not fully cleared even despite the precautions taken in the 

cleaning procedures.  

4.2.3 Presentation based models 
 
Moving on from the analysis based on the whole transcript, this section considers only findings re-

lated to the management presentation part of the call. Presentation based models follow the same 

structure as the models with complete transcripts. 
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4.2.3.1 Latent Dirichlet Allocation 
 
The sensitivity analysis below shows the wide deviation between the performance of the classifica-

tion models, depending on the number of topics being selected. In this scenario, it is mainly the 

Decision Tree model that lifts the overall result of the configuration with 5 topics under the LDA 

model. As can be seen, this model outperformed its counterparts by a difference of at least 5%, while 

other models are at par or slightly under other configurations. 

 

Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 45,50% 45,02% 49,29% 44,55% 

8 46,45% 35,07% 50,71% 45,97% 

10 45,97% 39,34% 52,61% 45,97% 

13 41,70% 38,86% 51,18% 43,13% 

15 42,65% 39,81% 48,82% 43,60% 

      Table 18: Sensitivity analysis - LDA Revenues Presentation 

 

By selecting 5 topics, interesting results are obtained. The Regression and Decision Tree models 

improved their prediction accuracy and F1 score, while the Random Forest achieved the same per-

formance as its benchmark in terms of accuracy and worsened its F1 score. While still providing the 

best result, it is the first time this model does not improve on its benchmark. XGBoost does not 

provide better results in any of the two metrics and hence, underperformed its benchmark. Never-

theless, both the Random Forest and XGBoost could have achieved greater performance, if different 

sets of parameters (e.g. number of topics) would be selected.  

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 43,13% 45,50% 39,81% 45,02% 49,29% 49,29% 45,50% 44,55% 

F1 score 37,12% 39,61% 39,02% 43,70% 46,51% 44,83% 40,33% 39,94% 

      Table 19: Comparison - LDA Revenues Presentation 
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One can observe the differences between the models from the variables they placed as the most 

important, coming from the feature importance of the tree-based models. Random Forest and Deci-

sion tree model, again, have an overlap in their most influential feature, which is topic number 2. The 

second most important variables are topics and 4 and 5, for Decision tree and Random Forest re-

spectively. Notably, these two variables are those chosen by the XGBoost model, with topic number 

4 being the most influential, followed by topic number 5. 

 

 
      Figure 17: LDA Revenues Presentation - 5 most frequent words for most important topics 

 

For the profitability based models, 8 topics are selected as the configuration for the topic modeling. 

None of the models provided the best performance in comparison to their counterparts, but all of 

them are fairly high, with none significantly underperforming any other, making the results the best 

overall.  

 

Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 31,46% 22,55% 38,97% 30,52% 

8 29,11% 27,70% 37,56% 31,46% 

10 27,70% 24,88% 39,91% 32,86% 

13 30,05% 31,46% 30,52% 30,99% 

15 28,17% 25,35% 31,00% 30,05% 

      Table 20: Sensitivity analysis - LDA Profitability Presentation 

 

Comparing the models to their benchmark, it is immediately apparent that all models outperformed 

their benchmarks, under both metrics being measured. The Random Forest model provides the best 

absolute improvement, in terms of the two measures, by approximately 7% in both. The second best 
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model is the XGBoost, falling behind by more than 6%, in terms of accuracy and F1 score. As usual, 

Decision Tree provides the lowest results in terms of accuracy, but as its benchmark has also a lower 

base, the improvement is higher than in the case of Logistic Regression and XGBoost.  

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 27,70% 29,11% 24,88% 27,70% 30,52% 37,56% 29,58% 31,46% 

F1 score 21,09% 23,17% 24,94% 27,70% 29,84% 36,68% 27,04% 28,34% 

      Table 21: Comparison - LDA Profitability Presentation 

 

Once again, the feature importance shows that all tree-based models choose the lagged change 

variable as the single most important. Followed in terms of topics, Decision Tree and Random Forest 

models align in their most influential topic (number 2), while the second ones are topics 7 and 3, 

respectively. Although the XGBoost identifies its best topic feature to be number 8, the second one 

is number 7, which is the same as for the Decision Tree. One can see a lot of overlap in these topics, 

with words like “million”, “impact” and “sale” being present in the majority of them. 

 

4.2.3.2 Non-negative Matrix Factorization 
 
Sensitivity analysis based on the number of topics is carried out and shows that 8 topics are the 

most suitable amount in this case. Based on this configuration, it can be observed that the Decision 

Tree and Random Forest model outperform the other alternatives to a great extent, with Logistic 

Regression and XGBoost achieving the lower end of the results. 

 

Figure 18: LDA Profitability Presentation - 5 most frequent words for most important topics 
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Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 45,97% 37,44% 51,18% 42,65% 

8 44,55% 44,08% 55,45% 42,65% 

10 44,55% 40,76% 51,66% 44,08% 

13 45,02% 38,39% 52,13% 44,08% 

15 44,55% 43,13% 51,66% 45,02% 

      Table 22: Sensitivity analysis - NMF Revenues Presentation 

 

In the case of NMF used for prediction of quarterly revenue growth, every framework outperformed 

its benchmark counterpart in both metrics except the XGBoost. The greatest absolute improvement 

is achieved by the Random Forest, while Decision Tree is close behind. Logistic Regression 

achieves only a mild improvement, but it is an enhancement nevertheless. On the other hand, 

XGBoost has lost almost 3% in prediction accuracy and F1 score. Interestingly, in the case of 

XGBoost, a model based on a different number of topics would still not be able to beat its benchmark.  

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 43,13% 44,55% 39,81% 44,08% 49,29% 55,45% 45,50% 42,65% 

F1 score 37,12% 37,98% 39,02% 42,49% 46,51% 50,80% 40,33% 37,46% 

      Table 23: Comparison - NMF Revenues Presentation 

 

Similar to previous observations, the Random Forest and Decision tree models agree on the most 

influential topic, being the topic number 1. This is followed by topics 5 and 4 as the second most 

influential, respectively. XGBoost identifies number 5 as its most important topic feature, which is 

some similarity to the Random Forest, followed by topic number 6. 
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       Figure 19: NMF Revenues Presentation - 5 most frequent words for most important topics 

 
Lastly, profitability based models under the NMF result in choosing 15 topics as the configuration. 

This is by far the greatest number of topics being selected for the presentation part of the earnings 

call, from any other analysis beforehand. Interestingly, this is three times the amount of topics being 

selected for its full-call counterpart, which provided the best overall performance with only 5 topics.  

 

Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 29,11% 24,88% 35,21% 29,58% 

8 30,52% 24,41% 33,33% 31,92% 

10 31,46% 25,82% 36,62% 28,17% 

13 30,05% 28,64% 34,74% 28,64% 

15 30,05% 27,23% 38,97% 29,58% 

      Table 24: Sensitivity analysis - NMF Profitability Presentation 

 

The NMF model with 15 topics provides us with better performance in comparison to benchmark 

metrics almost in every instance, except for the XGBoost, where the accuracy remains the same. 

The Random Forest improves the most, by more than 8% in terms of accuracy. The second best 

performing framework is Logistic Regression, which improves by almost 3% in comparison to its 

counterpart. The NMF based Decision Tree achieves similar improvement, albeit scores the lowest 

in terms of accuracy. In these absolute terms, it underperforms the Random Forest by more than 

11%. From the above, it can be noted that XGBoost would beat its benchmark only if the number of 

topics would be set to 8. 
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Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 27,70% 30,05% 24,88% 27,23% 30,52% 38,97% 29,58% 29,58% 

F1 score 21,09% 22,46% 24,94% 27,12% 29,84% 37,85% 27,04% 27,34% 

      Table 25: Comparison - NMF Profitability Presentation 

 

As usual, all three models agree on the most influential feature overall - the lagged value of change 

in profitability. Interestingly, however, they are also aligned in selecting topic number 7 as the most 

influential from any other topic. While the Decision Tree and Random forest model also agree on the 

second most important topic to be topic number 4, XGBoost selected number 9. Top 5 words with 

the highest weights for each of these topics can be observed in the table below.  

 

 
      Figure 20: NMF Profitability Presentation - 5 most frequent words for most important topics 

 

4.2.3.3 Sub-conclusion for Presentation Transcripts Models 
 
Similarly to full-transcript based models, the Random Forest model outperforms all the other models 

in both measured metrics. As it is built upon the same benchmark as in the previous analyses, these 

results were expected. In terms of feature selection, there is a constant agreement between both the 

Random Forest model and Decision Tree model about the most influential amongst topics, in all four 

situations above. Similar to previous findings, all tree-based models have the lagged value of the 

change in the financial metric being measured as the most influential variable overall.  

 

All the models, with an exception of the XGBoost model in some circumstances, are improved on 

their benchmarks by adding topic modeling features. Notably, the LDA based topics improve or have 

the potential to improve all the models predicting both sales and earnings changes, if parameters 
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are tuned specifically for each model, as the sensitivity analysis shows. However, the NMF based 

topics could improve all the models, with an exception of the XGBoost model, where not even a 

different set of topics under the sensitivity analysis conducted could have improved the results be-

yond the performance of the benchmark. Interestingly, the topics modeled for all four sub-analyses 

appeared to be more meaningful and coherent, as they do not contain people's names amongst the 

most weighted words for each topic. This could have been expected, as the highest occurrence of 

names most likely comes from the Q&A section, which is present in the full-based model, but elimi-

nated when it comes to the management presentation part of the call. Notably, the best configuration 

for all but the last analysis in this section - NMF based earnings predictions, results in choosing fewer 

topics than for its full-call counterparts. Initially, it has been expected that all models based on a 

section of the call only will likely result in a configuration with less topics than in the case of the full-

transcript analysis. This is, however, not true in the case of the above-mentioned earnings model, 

where the full-call counterpart performs best when selecting 5 topics only, while it was 3-times more 

in case of the presentation part. 

 

In general, it can be once again confirmed that the inclusion of topics modeling increases the pre-

diction accuracy, also in the case where only the management presentation part is considered, 

hence, excluding the Q&A section. Furthermore, one cannot easily pick which topic modeling tech-

nique is better, as both LDA and NMF performances vary across revenue growth and profit margin 

changes models and machine learning frameworks, ranging from Logistic Regression to XGBoost. 

These results tend to suggest that both methods are valid approaches to topic modeling, with the 

potential to add additional value to the models. 

4.2.4 Q&A based models 
 
Lastly, this analysis is based on the Q&A part of the transcript. The questions-and-answers based 

models follow the same structure as the analyses conducted previously.  
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4.2.4.1 Latent Dirichlet Allocation 
 
The sensitivity analysis below shows that for almost every model considered, a different number of 

topics selected would result in its best performance. However, while different configurations boost 

an individual model’s performance, often significantly, other models register a sizable deterioration 

to their counterparts. Therefore, 8 topics, in this case, are selected for the overall good performance.  

 

Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 45,50% 36,97% 46,45% 42,65% 

8 45,97% 44,08% 51,66% 45,97% 

10 44,55% 39,81% 50,24% 45,50% 

13 42,65% 43,13% 53,55% 44,08% 

15 47,39% 41,71% 50,71% 43,60% 

      Table 26: Sensitivity analysis - LDA Revenues Q&A 

 

The inclusion of topic features from LDA leads to the improvement across all models in terms of 

prediction accuracy and F1 score. The greatest improvement is spotted for the Decision Tree, how-

ever, its benchmark also started from the lowest base, and overall, the Decision Tree provides the 

worst performance. The greatest performance is delivered by the Random Forest, which is more 

than 2% in comparison to its benchmark accuracy, followed by the Logistic Regression and XGBoost 

which both provide 45,97% for this metric. In general, one can observe that besides the Decision 

Tree, the LG and RF improve approximately 2-3% in terms of accuracy, while XGBoost’s improve-

ment is much lower. When looking at the sensitivity table above, it can be noted that different settings 

would probably not provide much greater improvements, except in the case of 13 topics for the 

Random Forest and 15 topics for the Logistic Regression.  
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Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 43,13% 45,97% 39,81% 44,08% 49,29% 51,66% 45,50% 45,97% 

F1 score 37,12% 40,03% 39,02% 42,56% 46,51% 46,57% 40,33% 41,77% 

      Table 27: Comparison - LDA Revenues Q&A 

 

In terms of the topic importance, all 3 tree-based models show topics number 7 and 3 as their most 

important topic features. While the Random Forest and Decision Tree models agree on the exact 

order, with topic 7 being the most important from amongst the topic features, followed closely by 

topic 3, XGBoost has this order reversed. The table below shows the 5 most weighted words for 

each of these topics. 

 

 
      Figure 21: LDA Revenues Q&A - 5 most frequent words for most important topics 

 

For the LDA based earnings models, 5 topics are selected as the most appropriate configuration. 

 

Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 30,52% 28,64% 36,15% 29,11% 

8 29,11% 23,94% 35,21% 26,76% 

10 30,52% 24,41% 36,15% 31,92% 

13 29,11% 24,41% 36,15% 28,17% 

15 30,52% 27,23% 33,33% 30,52% 

      Table 28: Sensitivity analysis - LDA Profitability Q&A 

 

Profit margin changes follow a similar pattern as the previous analyses, characterized by the im-

provement of every single framework except the XGBoost, which underperformed its benchmark. 
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Once again, other settings would lead to an improvement for this model as well. The greatest im-

provement is recorded for the Random Forest, almost 6% in terms of both accuracy and F1 score, 

leading to 36,15% and 35,82%, respectively. The second best performing model, the Logistic Re-

gression, is fairly far behind in both metrics.  

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 27,70% 30,52% 24,88% 28,64% 30,52% 36,15% 29,58% 29,11% 

F1 score 21,09% 23,51% 24,94% 28,50% 29,84% 35,82% 27,04% 26,17% 

      Table 29: Comparison - LDA Profitability Q&A 

 

In terms of topic importance, very little overlap across all 3 tree-based models is present. The best 

performing and most improved model - the Random Forest model, selects topics 5 and 3 as the most 

important, in that order. XGBoost places topic number 5 as the second most important, right after 

the topic number 2. Lastly, the decision tree model chooses topics 3 and 4 as the most important, in 

that order.  

 

 
      Figure 22: LDA Profitability Q&A - 5 most frequent words for most important topics 

 

4.2.4.2 Non-negative Matrix Factorization 
 
Non-negative Matrix Factorization seems to deliver the best results when the number of topics is 

lower, in this case, 5. This configuration occurs to be the most appropriate one, however, one can 

observe that there are no extensive differences across a number of topics except in some situations.  
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Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 45,50% 44,55% 51,18% 45,50% 

8 45,50% 43,60% 51,66% 45,50% 

10 44,55% 36,50% 52,13% 45,02% 

13 45,97% 43,13% 47,87% 45,50% 

15 46,92% 41,71% 50,24% 44,55% 

      Table 30: Sensitivity analysis - NMF Revenues Q&A 

 

Similar to previous cases, all the models deliver greater performance in terms of prediction accuracy 

except the XGBoost. This model also underperformed in its F1 score, however, the F1 score also 

worsens for the Random Forest after the inclusion of topic features. As in the case of LDA, the 

Decision Tree achieves the greatest improvement in absolute terms for accuracy, almost 5%. Nev-

ertheless, it also scores the lowest amongst the considered frameworks. The second best performing 

for this metric are the Logistic Regression and XGBoost.  

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 43,13% 45,50% 39,81% 44,55% 49,29% 51,18% 45,50% 45,50% 

F1 score 37,12% 39,43% 39,02% 44,27% 46,51% 45,99% 40,33% 40,21% 

      Table 31: Comparison - NMF Revenues Q&A 

 

Topic number 1 is found as the most important under the XGBoost and Random forest model, while 

placed as the second most important in the Decision Tree. In this model, it is preceded by topic 

number 3, which is also the second most important under the Random Forest model. XGBoost 

places topic number 4 in the second place, with representing words being visible below.  
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      Figure 23: NMF Revenues Q&A - 5 most frequent words for most important topics 

 

Profit margin prediction models seemingly deliver the best scores with 10 topics. Under this config-

uration, the Decision Tree and XGBoost yield accuracy above 30%, while the Random Forest 

strongly outperforms the other settings with its more than 37% accuracy.  

 

Number of top-
ics/model Regression Decision Tree Random Forest XGBoost 

5 30,52% 25,82% 32,86% 28,64% 

8 29,11% 25,35% 35,21% 27,70% 

10 29,11% 30,05% 37,09% 30,05% 

13 28,64% 26,76% 31,00% 28,64% 

15 28,17% 29,11% 34,27% 28,64% 

      Table 32: Sensitivity analysis - NMF Profitability Q&A 

 

The topic modeling based on the NMF technique improves both metrics for all models in case of 

profit margin changes. The Random Forest proves to be the best performer with the greatest im-

provements. The second place in terms of accuracy is shared by the Decision Tree and XGBoost, 

both achieving 30,05%. The Logistic Regression ends up as being the worst performing framework.  

 

Score/Model Logistic Regression Decision Tree Random Forest XGBoost 

 Benchmark Model Benchmark Model Benchmark Model Benchmark Model 

Accuracy 27,70% 29,11% 24,88% 30,05% 30,52% 37,09% 29,58% 30,05% 

F1 Score 21,09% 22,29% 24,94% 29,74% 29,84% 35,82% 27,04% 27,24% 

      Table 33: Comparison - NMF Profitability Q&A 

 

Topics number 5 and 6 are selected by the models as the most important amongst the topic features, 

with topic 5 being in the XGBoost model and topic 6 in both the Random Forest and Decision Tree 



 

71 
 

models. Following onto the next in line, there is no alignment across the models about the next most 

important topic, with topics number 7, 9, and 1 being selected by the models, respectively. 

 

 
      Figure 24: NMF Profitability Q&A - 5 most frequent words for most important topics 

 

4.2.4.3 Sub-conclusion for Q&A based models 
 
Consistent with previous findings, it can be confirmed that the Random Forest is able to deliver the 

greatest performance across all Q&A based models, while the performance of other models differs. 

In some cases, there is a consistency between the most important topics chosen by the Decision 

Tree and Random Forest. LDA related models are achieving higher accuracy across all models and 

subsets and could have been tuned to achieve even better results. Although frameworks considering 

NMF are obtaining similar results, it can be noted that they would probably not be able to outperform 

XGBoost’s sales growth benchmark if different specifications would be set. 

 

In terms of topics themselves, the models based on the Q&A section perform best when the number 

of topics chosen is smaller than in the full-call models, with an exception of the NMF based earnings 

model, that has double the amount of topics. The same exception actually occurs in the management 

presentation based models, when the number is even higher. When diving into the topics, inspecting 

the most weighted words in each topic, Q&A based topics exhibit more words related to people's 

names. This likely comes from the fact that it is also this part of the call that features the most names, 

when analysts and management interact with each other. Each of these entries is marked by the 

name of the person talking, leading to a lot of name words in the text. While the cleaning procedure 
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in this paper aimed to avoid this to a certain extent, some common names that appear across the 

majority of the transcripts are still present.  

 

Overall, all the considered models are providing fair performance, consistently beating their bench-

marks except to some cases. The increase in accuracy varies, however, more or less corresponds 

to the increase in the settings considering full and/or presentation only transcripts. These increases 

are also accompanied by an improvement in the F1 Scores, showing that precision and recall are 

not sacrificed in the process of improving the accuracy. Although slightly different results have been 

anticipated because of the expectation that the discussion in the Q&A sections can potentially yield 

more valuable information than the other part, it can be confirmed that the inclusion of topics based 

on either LDA or NFM provides greater prediction accuracy for sales growth and profit margin 

changes. 
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4.3 Summary 
 
The current section considers all the models at once, describes their differences and other findings. 

It covers all the models utilized via LDA and NMF for both revenue growth and profit margin changes.  

 

For each model and setting, the corresponding benchmarks are displayed in the top row. In terms of 

topics, one can see that the greatest number of topics for the revenue models under both LDA and 

NMF is chosen when considering the full call. Once the analysis starts to consider only specific parts 

of the call, the management presentation and Q&A, the number of topics goes down. Interestingly, 

the sum of the topics chosen for both of these is never crossing the number chosen for the full 

transcript.  

 

In terms of performance, one can clearly see that the models deploying topic modeling are able to 

beat the benchmark in terms of prediction accuracy in most of the cases. Overall, the greatest accu-

racy is achieved by the Random Forest, and hence, one can confirm that it is the best performing 

machine learning technique in this case, under the metrics considered. Consistent with this outcome, 

the NMF presentation based model delivers the best result, yielding 55,45% accuracy with the RF. 

Relatively big improvements when adding topic features can be observed for the Decision Tree, as 

its benchmark scores below 40%. Moreover, Logistic Regression is consistently outperforming its 

benchmark by approximately 2-3% after the inclusion of topics, delivering the best outcome in the 

case of the LDA Q&A based model, almost 46%. Lastly and relatively surprisingly, XGBoost is able 

to beat its benchmark in only 2 instances, the NMF Full and LDA Q&A. Additionally, its benchmark 

scores as the second best one and as it also utilizes tree structure, it was anticipated that it would 

provide greater improvements. What is more, topic importance for the Decision Tree and Random 

Forest are usually the same and mostly vary only in the order of significance, while XGBoost fre-

quently considers different topics than those two. 
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Number of top-
ics/model # topics Regression Decision Tree Random Forest XGBoost 

Benchmark N/A 43,13% 39,81% 49,29% 45,50% 

LDA Full 15 45,50% 46,44% 52,13% 44,08% 

NMF Full 13 45,50% 42,18% 52,61% 46,92% 

LDA Presentation 5 45,50% 45,02% 49,29% 44,55% 

NMF Presentation 8 44,55% 44,08% 55,45% 42,65% 

LDA Q&A 8 45,97% 44,08% 51,66% 45,97% 

NMF Q&A 5 45,50% 44,55% 51,18% 45,50% 

      Table 34: Comparison of all Revenues models 

 

For profitability, it no longer holds that analysis based on the specific part of the call leads into using 

less topics than for the full call. This is caused by the fact that the NMF topics for the full call provide 

the best performance for the classification models with only 5 topics being selected, which is the 

smallest number of topics being selected for the full call.  

 

Considering the quarterly profit margin changes, the Random Forest not only achieves the best score 

across benchmark values, but also yields the highest accuracy after the inclusion of topics. On top 

of this, it also performs the best in terms of absolute improvement. The best results are obtained in 

the same settings as for the revenue growth, which is in the NMF model used on the management 

presentation part. In all the cases, the Decision Tree and Logistic Regression methods are able to 

outperform their respective benchmarks with seemingly higher accuracy for the LR, which also starts 

from the higher base in comparison to the DT. As in the case of revenue growth, XGBoost is not 

able to beat the benchmark in all cases, nevertheless, it has been noted that under different config-

urations, the accuracy could be higher. Similarly to the revenue growth sub-set, the most important 

topics are mostly the same for the Decision Tree and Random Forest, while the XGBoost tends to 

choose different ones.  
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Number of top-
ics/model # topics Regression Decision Tree Random Forest XGBoost 

Benchmark N/A 27,70% 24,88% 30,52% 29,58% 

LDA Full 10 29,58% 29,11% 35,68% 29,58% 

NMF Full 5 29,58% 26,29% 37,56% 29,11% 

LDA Presentation 8 29,11% 27,70% 37,56% 31,46% 

NMF Presentation 15 30,05% 27,23% 38,97% 29,58% 

LDA Q&A 5 30,52% 28,64% 36,15% 29,11% 

NMF Q&A 10 29,11% 30,05% 37,09% 30,05% 

      Table 35: Comparison of all Profitability models 

 

For both financial metrics, the greatest performance in terms of accuracy is achieved under the Ran-

dom Forest model, which utilizes the NMF based topics from the management presentation part of 

the call. For revenues, this leads to a substantial improvement from the other scenarios, with the 

closest alternative providing accuracy almost 3% lower.  
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5. Discussion 
 
The aim of this paper is to determine whether topics found within the earnings call transcripts can 

potentially improve the performance of models predicting sales and profitability changes. For this 

purpose, two hypotheses were developed, testing both directly the enhancement capabilities and 

indirectly, the differences between the sections of the call. The first hypothesis is tested by comparing 

the benchmarks for both financials with their topic utilizing counterparts, to see whether the inclusion 

of topics can actually improve the models. Overall, one could see an improvement in terms of accu-

racy and F1 score for all models, majority of the time. These improvements are often significant, 

boosting the accuracy of the tested models by more than 5%. From this, it becomes apparent that 

topic modeling features can provide potentially valuable information that can be utilized in the fore-

casting of revenues and profitability, directly supporting the first hypothesis and answering the re-

search question posed by this paper. When it comes to the second hypothesis, the expectation was 

that topics uncovered in the Q&A part of the call will be more informative than the rest, based on the 

analysis of the literature, as well as the more spontaneous nature of the management-analyst inter-

actions. Here, however, the results are unclear and provide no definite answer. This is rather model 

dependent, showing that some models offer better performance when the topics from the full call are 

included, while some perform the best when considering a specific part. It can also be noticed that 

the model providing the best performance overall, in terms of accuracy, is, in fact, the Random Forest 

model for both financials. In both scenarios, the best performance is obtained by topics coming from 

the management presentation. 

 

Finding the reasons behind these results is being complicated by the fact that many of the inputs are 

not clearly understandable. If one takes a look at the topic variables modeled from the transcripts, 

there is almost no observable meaningful difference between the topics based on the full call and 

those coming solely from the management presentation section, for example, rather looking mainly 

random for all. While the words representing the topics might be changing, it is still very hard to 
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understand how many of them could be connected to a common theme, no matter which sub-anal-

ysis one would look at. Therefore, understanding why the Q&A section does not provide superior 

results to the management presentation part or why the Random Forest is able to provide the best 

results is hidden behind this apparent randomness. What could be observed, are the topics that the 

models are choosing as the most important, showing the frequent overlap between the two models 

that are improved by the inclusion of topics - Random Forest and Decision Tree, and the apparent 

tendency of the XGBoost to put different importance on the individual topics and its frequent inability 

to improve on its benchmark.  

 

How can the inclusion of topics improve the predicting power of the studied models? In this case, 

seemingly random topics add explanatory power in almost every instance. This could be related to 

the information itself, mainly its release and processing. The information released in the call by the 

management could be new and uncover additional information about the future of the company. One 

would expect that the management involved has an overview and expectations about their financials 

and initiatives taken to drive the changes in financial figures. As an example, companies often know 

about the orders that will be potentially executed in the upcoming period or actions that the company 

has taken in order to improve the profitability, such as a reduction in costs of goods sold by improving 

the terms with their vendors, that could be useful in predicting revenues and profitability related 

measures. Management knowing this (inside) information can announce it during the call, and the 

topic models could be one of the methods to process it in a way that would improve the models when 

predicting financials. Although the calls are listened to by many participants and the transcripts are 

analyzed after as well, the usefulness of the information released is likely dependent on the percep-

tion of the one analyzing it. Both parties, the management, and analysts might for example not ex-

press themselves in an intended manner. Moreover, the interpretation of the information can vary 

from person to person. Hence, this leads to the consideration of the information processing and 

mostly whether it is currently sufficient enough. Thus, the interpretation of the information through 

topic modeling could provide a more clear and unified way of how to look at the information from the 
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conference calls. It also provides means to do this in an efficient and automated manner, that is able 

to cover a vast amount of these calls to devise insights.  

 

In this thesis, we consider the Nordic large-cap companies and their quarterly changes in sales and 

profitability, as measured by the net income/sales ratio. However, how would the analysis stand in 

other settings? One could look at firms of a different size or their country of residence. As a matter 

of fact, one could drill down to a unique sector, by which he or she might obtain more industry-

specific topic results. This analysis would allow for a more detailed inspection of industry-specific 

language and terms, which are essentially lost when considering a large pool of companies, each 

from a different industry. The selection of parameters could also be wider and consider more historic 

data, which might add some predictive power to both the benchmarks and the models. Taking into 

consideration other ratios for the respective company, for example, related to its liquidity, the prob-

ability of default or credit rating could provide some valuable information as well. Of course, our 

results cannot be generalized across all other markets and the outcomes might be different when 

considering other countries. However, such comparison would allow one to explore the differences 

between the provision of potentially valuable information across other geographies and the useful-

ness of these calls for prediction purposes in other markets. 

 

One can also notice that words with no apparent information value still occur in our topic results, 

such as currencies and names of the participants. Although many cleaning procedures and tech-

niques have been applied, with many of them addressing this exact issue, not everything has been 

accounted for. However, there are many cleaning procedures that could have been applied in con-

junction or alternatively, and some of those could work better. In connection to the previous para-

graph, the cleaning procedures might work better when considering for example industry-specific 

conference calls, where one would possibly be able to filter out undesirable words in a more efficient 

way.  
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In terms of applicability, these findings could potentially support analysts who carry out an assess-

ment of a company, when forecasting revenues and profitability and determining the overall financial 

outlook of, in this case, Nordic large-cap enterprises. Ultimately, it could be used as another point of 

consideration when determining the firm’s recommendation rating (buy/hold/sell). Furthermore, as 

these findings support a potential for natural language processing or more specifically, topic model-

ing, being useful in financial forecasting, additional research could be motivated by these results. As 

the field of textual analysis is rather young, one could also expect further advances and improve-

ments in the capabilities and process of these models, making them even more usable in the future. 

Unlike for analysts, companies could use the topic modeling to understand the kind of information 

they are communicating to the external parties, which could help them to consider the usage of 

specific words in both the presentation part and Q&A section.  
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6. Conclusion 
 
Although machine learning has been around for a few decades, its applicability is still being explored 

in every industry, with the financial sector not being not an exception. Many professionals try to utilize 

various techniques to improve their analyses, conduct more precise forecasting, and increase effi-

ciency in carrying out tasks. This paper focuses on topic modeling from earnings conference calls, 

a subset of the Natural Language Processing, and its usefulness in combination with other machine 

learning models for predicting changes in revenue and profitability, in a Nordic setting.  

 

In order to determine whether the inclusion of topics found in the conference calls actually improves 

the predictive capabilities of the studied models, benchmarks for each model are constructed, in 

order to set a certain base to which the topic enhanced models are compared to. These benchmarks 

classify the upcoming quarterly changes in revenues and profitability by utilizing the current quarterly 

change, current value of sales or profit margin, the respective industry, and quarter. Then, the same 

models are fed with a topic distribution modeled from the earnings conference calls to observe the 

differences. For the extraction of topics, two topic modeling techniques are used, the Latent Dirichlet 

Allocation (LDA) and Non-negative Matrix Factorization (NMF). Both methods aim to discover topics 

in the text, with a different underlying methodology. For the actual predictions, four classification 

machine learning models are utilized and compared: the multiclass Logistic Regression, Decision 

Tree, Random Forest, and XGBoost. 

 

In the case of predicting the quarterly sales growth, it has been found that the inclusion of topics 

improves the prediction accuracy of studied classification models. The most valuable approach 

proves to be the Random Forest model, consistently delivering the most accurate results. Although 

the XGBoost model is not able to beat its benchmark most of the time, under the chosen configura-

tions, it has been noted throughout the analyses that different settings would yield better results in 

all the cases. The Logistic Regression and Decision Tree models are also consistently beating their 
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respective benchmarks, however, falling behind the Random Forest model by a great margin. It 

cannot be clearly drawn which topics modeling technique is the best performing one, as both LDA 

and NMF derived topics with apparently valuable information, boosting the accuracy of the underly-

ing benchmarks. When it comes to comparing the specific parts of the call, there is no apparent 

pattern between either of the sections, with the differences being subjective to the respective classi-

fication model. 

 

The inclusion of topics proves to be valuable when predicting the upcoming profit margin changes 

as well. The Random Forest provides the best results across all models, consistent for both finan-

cials. However, in the case of predicting the profitability changes, it is also the model that provides 

the biggest absolute improvements. The Logistic Regression and Decision Tree models are consist-

ently beating their benchmarks, with the former being slightly superior in most of the situations. Once 

again, it is the XGBoost model that isn't always able to improve on its benchmark under the chosen 

configurations. In terms of the differences between the topic models, neither technique provides 

clearly superior results, with both methods delivering topics that improve the predictive capabilities 

of the studied models. The differences between the two parts of the call are again model specific, 

with no apparent superiority for any of the specific sections. 

 

Overall, it can be concluded that the inclusion of topics indeed increases the prediction accuracy of 

the studied models, for both financial metrics, therefore supporting the assumptions posed in the 

research question. In general, the models achieve better performance when they predict the quar-

terly sales growth, in comparison to profit margin changes. This is observable already in the bench-

marks, where the overall accuracy is greater for sales predictions. Numerous reasons could be at 

cause here, with the profitability ratio being subject to more influences, such as taxes, accounting 

changes, and other factors. Nevertheless, the predictive capabilities of models predicting either of 

these financials can be improved by the inclusion of topics in the setting at hand. These results shed 



 

82 
 

a light on the potential of exploring alternative indicators, on top of the already well established fi-

nancial measures, when it comes to financial forecasting. It has been demonstrated that certain 

valuable information can be obtained from alternative resources that companies provide on top of 

the standard financial reports, such as conference calls. Insights derived from these calls can be 

considered as new features in the field of quantitative finance, and although not revolutionary, can 

potentially add some merit when evaluating problems at hand.  
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