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Abstract

This thesis explores whether the spot or the futures market drives the price of bitcoin, using

bitcoin spot prices from the exchange Bitstamp and CME bitcoin future from February 2019

to March 2020. In particular, various econometric methods within the scope of cointegration

theory are applied to examine the long-run relationship and the short-term dynamics

between the bitcoin spot and futures market. Subsequently, conventional measures from

the literature on price discovery are employed to investigate the responsiveness of each

market to new information about the fundamental value of bitcoin.

Overall, it is concluded that it is the bitcoin spot markets that drive the price of bitcoin. The

analysis confirms the presence of a cointegrating equilibrium relation between the markets,

in line with financial theory on the ‘law of one price’. Moreover, analyses concerning

short-term dynamics suggest the bitcoin futures market adjusts more to disequilibria than

the bitcoin spot prices, and that innovations to the bitcoin spot price explain the variation

in both price series, with a few hours lag. Lastly, we find evidence that suggests that price

discovery almost exclusively takes place in the spot market.

The main academic contribution of this thesis is that it develops knowledge regarding the

information flows between and price discovery processes of bitcoin spot and futures markets.

It is unique in that it applies a combination of an extensive cointegration methodology

with price discovery theory to an hourly data set in the context of bitcoin price series.

Keywords – Bitcoin, CME bitcoin futures, Bitstamp, Cryptocurrencies, Cointegration,

Equilibrium relation, Error-correction, Vector auto regression, Forecast error variance

decomposition, Price discovery, Information share, Component share, Information

leadership share
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1 Introduction

In late 2008, Nakamoto (2008) introduced bitcoin as the world’s first digital currency that

operates through a peer-to-peer network without relying on a third party or a central

authority to function (Nakamoto, 2008). In the years to come, bitcoin would become the

most valuable and most well-known cryptocurrency globally (CoinMarketCap, 2020a).

Today, the market for cryptocurrencies, or cryptoassets as it is sometimes referred to

in wider terms (Rauchs, Blandin, Klein, Pieters, Recanatini, and Zhang, 2018), consists

of bitcoins and so called altcoins, which are alternatives to bitcoin building on the same

technology. In May 2020, the market includes over 5,400 different cryptocurrencies with a

total market capitalisation of $242 bn (CoinMarketCap, 2020a). If it was a public company,

it would have been the world’s 21st largest as measured by market value 2019: smaller

than Intel but larger than Cisco Systems (Forbes, 2020). If it was a country, it would be

slightly smaller than Finland as measured in yearly gross domestic product in dollars in

2018, but beating subsequent New Zealand by $50 bn (OECD, 2020). Approximately 65%

of the market capitalisation consists of bitcoin.

An enrichment of the bitcoin market that occurred in December 2017 was the Chicago

Board Options Exchange (CBOE) and the Chicago Mercantile Exchange’s (CME) decision

to introduce futures contracts on bitcoin (Fassas, Papadamou, and Koulis, 2020). For the

first time in the currency’s existence investors could bet on a decline in prices, which was a

symbolic step in the further maturing of the bitcoin market (Baur and Dimpfl, 2019). The

introduction of regulated futures furthermore paved the way for institutional investors to

access the bitcoin market.

Even though bitcoin itself has received considerable attention in academic literature

over the past years, research focusing on the relationship between the bitcoin spot and the

bitcoin futures markets is still in its infancy. Whereas characteristics such as cointegrating

relationships in prices, the price discovery leadership of the futures markets, and dedicated

asset pricing models are established for mature markets, this is not the case for the bitcoin

markets. A particular complicating factor in the context of bitcoin is that there is no

explicit consensus about its fundamental value (Baur and Dimpfl, 2019). As such, despite

substantial developments in the cryptocurrency market, there remains potential to further
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enhance knowledge regarding the equilibrium relation, the short-run interdependencies,

and the information flows in price discovery between bitcoin spot and futures (Akyildirim

et al., 2019). The development of this understanding would be highly informative to

amongst others market participants, policy makers, and the academic community, which

is why this topic is central to this thesis.

In particular, the aim of this thesis is to explore whether the spot or the futures market

drives the price of bitcoin by answering the below research questions. More specifically,

these questions are answered by applying various econometric methods to hourly bitcoin

spot prices and futures prices, both denoted in USD, from March 2019 to February 2020.

(a) What are the characteristics of the long-run relationship between bitcoin spot and

futures prices?

(b) What are the characteristics of the short-run dynamics between bitcoin spot and

futures prices?

(c) How do the spot and futures prices compare in the price discovery process?

Firstly, the bitcoin spot and futures prices are hypothesised to be cointegrated,

meaning that there exists a long-run equilibrium relationship between the two price series.

Motivated by the ´law of one price’, which suggests that two identical payoffs should have

an identical price, this cointegrating relationship is expected to be one-to-one. Secondly,

the short-run dynamics and the price discovery process of the bitcoin spot and futures

markets are hypothesised to reflect the maturing of cryptocurrency markets over the past

years. Therefore, one would expect the futures market, more so than the spot market, to

drive the price of bitcoin.

Interestingly, the results of this thesis are not completely in line with these initial

hypotheses. The bitcoin spot and futures price series are found to be cointegrated, with

evidence suggesting that this is a one-to-one cointegrating relationship. However, the

estimated short-run dynamics contradict the initial hypothesis. In particular, the bitcoin

spot prices are found to adjust less to disequilibria than the futures prices, and forecast

error variance decompositions illustrate that the movement in both the bitcoin spot and

futures prices are driven almost exclusively by shocks to the bitcoin spot market. Next

to this, bi-directional Granger causality between the spot and futures prices is identified.
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Finally, we provide empirical evidence of that the bitcoin spot market lead in the price

discovery process, as measured by all conventional price discovery metrics. In other words,

we find that almost all information that drives the fundamental value of bitcoin is reflected

in the spot market. Against expectations, it is therefore concluded that it is the bitcoin

spot market, instead of the bitcoin futures market, that drives the price of bitcoin.

We contribute to academic literature by performing a comprehensive analysis of the

bitcoin spot and futures market which combines various cointegration techniques and price

discovery theory, over a relatively long sample period. Such an extensive investigation has,

to the best of our knowledge, not yet been done within academia.

The remainder of this thesis is structured as follows. The second chapter concerns a

literature review that aims to summarize relevant academic research contributing to the

overall research questions. The third chapter contains a discussion of the methodology

that will be applied to answer these research questions. Subsequently, the data under

consideration as well as results of the main analysis are presented in chapter 4 and 5,

respectively. In order to investigate the robustness of these results, additional robustness

tests are performed in chapter 6. Lastly, chapter 7 concludes the thesis.
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2 Literature review

The aim of this chapter is to provide a foundation upon which the further thesis is built.

The first section will provide a conceptual and technical description of bitcoin. The

second section addresses the bitcoin spot and futures market. The third section aims to

provide a better understanding of the fundamentals of bitcoin prices, by discussing both

internal and external bitcoin price drivers. The fourth and fifth sections discuss existing

literature regarding cointegration and price discovery in bitcoin spot and futures markets,

respectively.

2.1 What is bitcoin?

"What is needed is an electronic payment system based on cryptographic proof

instead of trust, allowing any two willing parties to transact directly with each

other without the need for a trusted third party."

— Nakamoto (2008, p. 1)

2.1.1 Conceptual framework

In late 2008, the pseudonymous developer Satoshi Nakamoto noted that "commerce on

the Internet has come to rely almost exclusively on financial institutions serving as trusted

third parties to process electronic payments" (Nakamoto, 2008, p. 1). This trust-based

model built on third-party mediation increases transaction costs, introduces restrictions in

the form of minimum transaction sizes for electronic payments, and requires merchants to

collect more information about their customers than strictly needed (Nakamoto, 2008).

To overcome these challenges, Nakamoto (2008) – an individual or group that has

managed to remain anonymous to this day – proposed a system for electronic transactions

that, instead of relying on trust, builds on a peer-to-peer1 (P2P) network to record

computational proof of the transaction history. The project was released as a white paper

called Bitcoin: A Peer-to-Peer Electronic Cash System (Nakamoto, 2008), accompanied by

1Defined by CoinMarketCap (2020b) as: "the decentralized interactions between parties in a distributed
network, partitioning tasks or workloads between peers".



2 Literature review 5

an open-source software. Through this project, they introduced the world’s first realisation

of a cryptocurrency.

More than a decade later, there is no consensus on the exact definition of the term

‘cryptocurrency’. The research, regulatory, and user communities have yet to agree on a

common description and the environment that surrounds the term is evolving by the day

(Rauchs, Blandin, et al., 2018; Natarajan, Krause, and Gradstein, 2017). As described by

Houben and Snyers (2018), the term has "become a ‘buzzword’ to refer to a wide array

of technological developments that utilise a technique better known as cryptography"

(p. 18). Cryptography is the technique, field of study and practice of transforming, or

encrypting, information into an unreadable format that can only be decrypted by someone

who possesses a ‘private’ digital key (Houben and Snyers, 2018). Next to this, the terms

digital currency, cryptocurrency, and cryptoasset are sometimes used interchangeably,

sometimes to describe separate concepts, and sometimes to describe each other. In order

to shed light on what bitcoin and cryptocurrencies are, the following paragraphs discuss

and compare these concepts from the perspective of the ongoing academic discussion.

Firstly, cryptocurrencies can be considered a form of money. A currency can be

described as a system of money or a monetary unit. Fiat currency is legal tender backed

by a central bank. It can take the form of psychical cash or be represented in electronic

form, as is the case for central bank reserves or commercial bank deposits (Barontini and

Holden, 2019; Morabito, 2017). In contrast, a digital currency, also known as digital money,

electronic money, or electronic currency2, is a type of currency that in itself exists in

electronic form and is available in this form only, even though it might easily be exchanged

to fiat money (Houben and Snyers, 2018; Morabito, 2017). Finally, cryptocurrencies are

a subgroup of digital currencies that rely on cryptography to maintain their veracity

(Houben and Snyers, 2018; Meaning et al., 2018). A World Bank staff paper by Natarajan,

Krause, and Gradstein (2017, p. iv) defines cryptocurrencies as follows:

Definition 1. Cryptocurrencies are a subset of digital currencies that rely on

cryptographic techniques to achieve consensus, for example bitcoin and Ether.

Similarly, CoinMarketCap (2020a), which is a source of information on

cryptocurrencies referred to in various academic studies (see e.g. Ciaian, Rajcaniova, and
2Note however that definitions vary. For further details, we refer to Houben and Snyers (2018).
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Kancs, 2018; Fry and Cheah, 2016; Yermack, 2015), emphasises the role of cryptography

in its definition of cryptocurrencies:

Definition 2. A cryptocurrency is a digital medium of exchange using strong

cryptography to secure financial transactions, control the creation of additional

units, and verify the transfer of assets.

Another key characteristic of currently existing cryptocurrencies is that they are

not associated with central banks and traditional financial institutions. Unlike digitally

represented fiat currencies, such as bank credits, currently existing cryptocurrencies are

neither a liability of any institution or individual nor backed by any authority (Bech and

Garratt, 2017; Morabito, 2017). As mentioned, bitcoin was developed specifically for the

purpose of bypassing the need for trusted third parties to process electronic payments

(Nakamoto, 2008). To achieve this specific aim, its transaction process is almost completely

decentralised. In contrast to common conception, not all cryptocurrencies are decentralised.

Decentralisation, too, has become a buzzword in the cryptocurrency ecosystem and is

"often mistaken as an end in itself rather than being a means to an end" (Rauchs, Glidden,

et al., 2018, p. 44). On the contrary, many cryptocurrencies (e.g. Ripple) have a fairly

centralised process of selecting, processing and documenting transactions (Rauchs, Glidden,

et al., 2018).

Nevertheless, cryptocurrencies are not precluded from being associated with an

authority. In fact, the decreasing role of paper-based payments, changing user expectations,

and new technologies are challenging traditional bank-based payment systems and have

urged central banks all over the world to act. In late 2018, more than 45 central banks

were (or will soon be) engaged in the development of new central bank digital currencies

(CBDCs)3. All of these central banks have performed or are in the process of theoretical

and conceptual research, about half have proceeded to experiments and proof-of-concept,

and five central banks, including Sweden and Uruguay, have ongoing development and

3A staff working paper by the Bank of England defines CBDCs as "any electronic, fiat liability of
a central bank that can be used to settle payments, or as a store of value" (Meaning et al., 2018, p. 2),
which in some sense already exists in the form of central bank reserves (Meaning et al., 2018). A report
by the Bank for International Settlement instead defines CBDCs as "new variants of central bank money
different from physical cash or central bank reserve/settlement accounts" (Barontini and Holden, 2019,
p. 1).
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pilot arrangements. A few central banks have firm intentions to issue a digital currency

within the next decade (Barontini and Holden, 2019). The use of cryptography in the

realisation of this digital currency would warrant its classification as a cryptocurrency,

based on Definition 1 and Definition 2. A staff working paper by the Bank of England

highlights this nuance well:

"Much of the discussion around CBDC implies, either explicitly or implicitly,

that it would also be a cryptocurrency, but this need not be the case. CBDC

could equally be based on a more mature and established technology, such as

that which powers existing central bank real-time gross-settlement systems.

This kind of CBDC would not be a cryptocurrency, but would remain a central

bank digital currency" (Meaning et al., 2018, p. 5).

In sum, bitcoin and cryptocurrencies in general can be described as a particular

form of money: a digital currency relying on cryptographic techniques. However, the

literature remains undecided as to whether cryptocurrencies should furthermore be seen

as alternative currencies, commodities, or speculative assets (see e.g. Dyhrberg, 2016;

Yermack, 2015; Zhu, Dickinson, and Li, 2017).

Bitcoin does share attributes with conventional currencies, such as convertibility

and low transaction costs (Fry and Cheah, 2016). It is possible to exchange bitcoin for

any other cryptocurrency and numerous fiat currencies at any time (Dyhrberg, 2016) for

example through centralised exchanges such as Bitstamp, Coinbase, and Gemini (Giudici

and Abu-Hashish, 2019) or via decentralised informal over-the-counter (OTC) services

such as LocalBitcoins (2020). Some exchanges support purchases of cryptocurrencies

directly with debit or credit cards, and these types of service offerings are under constant

development (Binance, 2020b). Moreover, there are cryptocurrency ATMs where you can

buy and sell e.g. bitcoin, Ether, or Litecoin for cash (ATM, 2020). Nevertheless, it is

widely understood that most transactions in bitcoin are transfers between speculative

investors, rather than payments of goods and services (Yermack, 2015). Moreover, a large

amount of studies have concluded that bitcoin fails to fulfill the three functions of money:

medium of exchange, store of value, and unit of account, which will be discussed in turn in

the following sections (see e.g. Cheah and Fry, 2015; Corbet, Lucey, et al., 2018; Yermack,

2015).
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Medium of exchange

The first function of money, medium of exchange is explicitly attributed to cryptocurrencies

by CoinMarketCap (2020a) in Definition 2, rather than the function of store of value or

unit of account. To a certain extent, bitcoin indeed meets the criteria of a medium of

exchange. In May 2010, a Florida programmer made the world’s first ‘real-world’ bitcoin

payment when he purchased a pizza worth $25 for 10,000 bitcoins (Zhu, Dickinson, and

Li, 2017). Since then, a growing number of merchants have started to accept bitcoin as a

form of payment (Yermack, 2015). One can for example deposit bitcoin onto a Microsoft

account to make purchases in the Windows and Xbox stores (Microsoft, 2020) and in 2019

AT&T4 became the first mobile carrier to accept online bill payments in bitcoin (AT&T,

2020a). Most businesses (Yermack, 2015), including online giants Amazon, PayPal, and

Alibaba (Investopedia, 2020a), do however only accept payments in fiat currency. As such,

the extent to which bitcoin acts as an intermediary instrument used to facilitate trade is

rather limited (Yermack, 2015).

Additionally, a currency must represent a standard of value to function as a medium

of exchange (Investopedia, 2020b). The value of most cryptocurrencies, including bitcoin,

is determined almost entirely by supply and demand (see also section 2.3), which is similar

for commodities such as gold (Morabito, 2017). In most cases, no single entity manages

the supply of cryptocurrencies. It instead depends on the cost and benefit of producing,

or ‘mining’5, new coins (Hale et al., 2018), as well as, usually, the maximum potential

supply as determined by an algorithm6 (Yermack, 2015). The current supply in turn

affects the difficulty and hence the cost of mining new coins. As such, bitcoin’s mining

process is consciously designed to correspond to the production costs of commodities such

as precious metals (Fry and Cheah, 2016). As described by Dyhrberg (2016, p. 86), "both

bitcoin and gold derive most of their value from the fact that they are scarce and costly

to extract". Some economist have argued that bitcoin, in contrast to commodities, has

zero intrinsic value (e.g. Cheah and Fry, 2015; Hale et al., 2018; Morabito, 2017). Others

4The world’s largest communications company as measured by revenues (AT&T, 2020b).
5CoinMarketCap (2020b) defines mining as the "process where blocks are added to a blockchain,

verifying transactions. It is also the process through which new bitcoins or some altcoins [alternatives to
bitcoin] are created". For a definition of blockchain, see subsection 2.1.2, Definition 4.

6The maximum supply of bitcoin is 21 million coins. At the time of writing close to 18.4 million
bitcoins have been mined (CoinMarketCap, 2020a).
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argue that bitcoin must have some intrinsic value if its users are rational, and have for

example referred to the marginal mining costs of bitcoin as a floor for its intrinsic value

(Dyhrberg, 2016; S. Lee, El Meslmani, and Switzer, 2020). An open discussion remains as

to the economic value of bitcoin (Corbet, Lucey, et al., 2018).

Store of value

The second function of money, store of value, is applicable to a currency if its owner is

able to obtain it today and exchange it for goods and services at the same economic value

at any future date. This will be the case when the currency can be stored securely, e.g.

protected from theft, security breaches, and exchange shutdowns, and keeps a relatively

constant value over time. As highlighted by Yermack (2015), bitcoin faces challenges in

both these areas.

Firstly, there are concerns with regards to safe storage of cryptocurrencies in general.

Cryptocurrencies are held on an exchange or in a digital wallet, since they cannot be

deposited at a bank (Yermack, 2015). Since cryptocurrency transactions are furthermore

generally irreversible, both cryptocurrency holders and exchanges are interesting targets to

hackers (Rauchs, Blandin, et al., 2018). In April 2013, the Japanese-based online exchange

Mt. Gox – once the leader in worldwide bitcoin trading – reported three denial-of-service

(DoS) attacks that all resulted in sharply reduced trading volumes for a few hours (Yermack,

2015). Rauchs, Blandin, et al. (2018) identified 58 security breaches at exchange and

service providers up until 2018, together accounting for the loss of more than $1.5 bn of

cryptocurrency funds. They also state that these figures "would be significantly higher

if exit scams, the exploit of vulnerabilities in smart contracts, and unreported service

provider hacks were to be included" (Rauchs, Blandin, et al., 2018, p. 63).

Moreover, there have been various incidents with cryptocurrency exchange shutdowns.

In February 2014, Mt. Gox imploded into bankruptcy, leading to the evaporation of

hundreds of millions of dollars worth of bitcoin (Yermack, 2015). A more recent example of

an exchange failure leading to substantial losses is the Canadian Einstein Exchange, which

was closed down by the British Columbia Securities Commission at the end of 2019 (BCSC,

2020; Binance, 2019b). As institutional investors mostly trade on centralised exchanges,

these incidences explain the results of a 2019 survey of Binance’s7 institutional clients,
7The world’s largest cryptocurrency exchange as measured by reported volume on CoinMarketCap
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who consider platform-specific failure the top risk for the industry (Binance, 2019b).

Secondly, for a currency to act as a store of value, its value should remain stable over

time. However, cryptocurrencies in general, and bitcoin in particular, do not meet this

criteria. As shown by Yermack (2015), bitcoin is exceptionally volatile. During 2013, the

bitcoin exchange rate against the US dollar (USD) had an annualised volatility of 142%.

In comparison, the annualised volatilities of the euro (EUR), the Japanese yen (JPY), the

Swiss franc (CHF) and the British pound sterling (GBP), which were between 7% and

12%. Using daily data from 2011-2017, Bariviera (2017) found that the standard deviation

for bitcoin prices was ten times higher than for the EUR and the GBP. Instead focusing

on stocks, Baek and Elbeck (2015) concluded that bitcoin was 26 times more volatile than

the S&P500 Index, based on detrended daily price data between July 2010 and February

2014. Corbet, Meegan, et al. (2018) similarly found that the volatility of the daily bitcoin,

Ether and Ripple returns between 2013 and July 2017 were "significantly and manifestly

higher" (p. 29) than that of other assets, including the USD Broad Exchange Rate, gold,

the S&P500, and indices of commodities and bonds. Giudici and Abu-Hashish (2019)

found that bitcoin prices were about 20 times more volatile than the S&P500, 80 times

more volatile than gold prices, and 1400 times more volatile than oil prices between May

2016 and April 2018.

Next to the high volatility, cryptocurrencies generally have high tail risk. This implies

that the probability distribution of a cryptocurrency returns has thicker tails than that of

a normal distribution. Hence, extreme values are more likely to occur, as shown i.e. for

bitcoin prices between 2010-2014 by Baek and Elbeck (2015). Using daily data between

April 2013 and April 2018, Zhang et al. (2018) also found that the distribution of the

returns for bitcoin, Ether, Ripple, Litecoin, Dash, NEM, Stellar and Monero8 had heavy

tails.

As the market matured, the volatility of bitcoin initially decreased, thereby improving

its function as a store of value and hence as a currency (Bariviera, 2017). This trend was

abruptly reversed when the global interest for cryptocurrencies soared in 2017 and the

(2020a).
8Together representing 67% of total market capitalisation (also called market cap) at the time (Zhang

et al., 2018).
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bitcoin price exploded and collapsed within the course of a year9 (CoinMarketCap, 2020a).

The crash coincided with the introduction of bitcoin futures in December 2017 (Hale et al.,

2018) (see section 2.2.2).

Using one-minute data from September 2017 to February 2018, Corbet, Lucey, et al.

(2018) found that the volatility of the bitcoin spot price increased around the announcement

of the bitcoin futures. Moreover, they found that hedge portfolios constructed with futures

could not be used to mitigate the risk of the spot market, as both naïve and OLS-based

hedging strategies resulted in a further increase in volatility. On the basis of a slightly

longer sample period covering about six month before and after the introduction of bitcoin

futures, Kim, J. Lee, and Kang (2019) showed that the realised intraday volatility of

bitcoin spot prices increased immediately after the release of bitcoin futures. They however

also discovered that, as time passed, this measure declined to below its ‘pre-futures level’.

They conclude that "although the bitcoin market became unstable for a while immediately

after the introduction of the futures market, over time the market gradually became more

stabilised than it was before" Kim, J. Lee, and Kang (2019, p. 7).

Unit of account

The third and last function of money, unit of account, concerns a currency’s ability to

be treated as a numeraire when consumers are comparing the price of alternative goods,

services, or assets (Yermack, 2015). In the case of bitcoin, this function is undermined by

its volatility and its therefore resulting unpredictability in prices. Nevertheless, bitcoin

frequently acts as the unit of account in price comparisons on crypto exchanges. However,

even within this context it is not the only numeraire. Exchanges that do not trade in

fiat currency regularly use Ether or Tether – a stablecoin10 pegged to the USD (Tether,

2020) – as the unit of account (e.g. Etherflyer, 2020). On CoinMarketCap (2020a) and in

mainstream media, the prices of cryptocurrencies are most commonly denoted in USD.

Another complicating factor in relation to bitcoin’s performance as a unit of account,

9In February 2017, the bitcoin price was approximately $1,000, during late summer and early fall it
fluctuated around $4,000, and on December 17, 2017 the bitcoin price peaked on $20,089 per coin. In the
beginning of February 2018 one coin was instead worth little over $7,000 and by the end of February the
bitcoin price, again, rose sharply to almost $12,000 (CoinMarketCap, 2020a).

10CoinMarketCap (2020b) define stablecoins as "a cryptocurrency with extremely low volatility,
sometimes used as a means of portfolio diversification. Examples include gold-backed cryptocurrency or
fiat-pegged cryptocurrency."
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is that different bitcoin exchanges in practise quote a range of prices (Yermack, 2015). As

the bitcoin prices vary, merchants that accept bitcoin as a form of payment are required

to "incorporate a spread over the price in the original currency" (Fry and Cheah, 2016,

p. 345).

Semantics

As bitcoin generally fails to adhere to the three functions of money, it can been argued that

bitcoin is more correctly described as a cryptoasset, rather than a cryptocurrency. Rauchs,

Blandin, et al. (2018) author the leading global benchmarking study, which shifted its

vocabulary from cryptocurrencies to cryptoassets. The shift was motivated by the explosive

growth of new types of cryptocurrencies11, which "requires expanding the vocabulary to

move the discussion from cryptocurrencies to the broader term of cryptoassets" (Rauchs,

Blandin, et al., 2018, p. 17) Furthermore, Binance (2019b), one of the major cryptocurrency

exchanges, consistently uses the word ‘cryptoassets’ in its communications.

As a way to accommodate this nuance, the definition of cryptocurrencies as in

Definition 2 is expanded by CoinMarketCap (2020b) to defines cryptoassets as a whole as:

Definition 3. Cryptoassets leverage cryptography, consensus algorithms,

distributed ledgers, peer-to-peer technology, and/or smart contracts to function

as a store of value, medium of exchange, unit of account, or decentralised

application.

Despite the existence of this broader definition, CoinMarketCap, as well as academic

literature, crypto exchanges and various types of related media, continue to almost

exclusively use the term ‘cryptocurrency’ to describe bitcoin and the cryptoeconomic

system at large.

2.1.2 Technical background

The real innovation in Satoshi Nakamoto’s work, Bitcoin, was the development of an

independent digital currency that does not suffer from the ‘double-spending problem’: the

"situation where a sum of money is (illegitimately) spent more than once" (CoinMarketCap,

11So called ‘tokens’, described in section 2.1.2, Definition 7.
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2020b). Commonly, this problem is solved by a trusted central authority that verifies single

spending for every transaction (Nakamoto, 2008). These transactions are ‘account-based’:

agents have accounts with a trusted third party, and transactions are made by this third

party crediting one account and debiting another. Central bank reserves, for example,

are digital and account-based. In contrast, ‘token-based’ money can, once issued, be

transferred from one agent to another without involving a third party (Meaning et al.,

2018). Cash is token-based, i.e. peer-to-peer, but not digital (Bech and Garratt, 2017).

Satoshi Nakamoto (2008) were the first to solve the double-spending problem

inherent in a token-based electronic currency by proposing "a peer-to-peer distributed

timestamp server to generate computational proof of the chronological order of transactions"

(Nakamoto, 2008, p. 1). As described by Bitcoin (2020), this shared public ledger12, the

blockchain, corresponds to the one and only legitimate transaction history, as agreed

upon by the majority of the nodes13 at the time of each transaction. In other words, the

distributed ledger is the ‘chain’ of all confirmed transactions, gathered in ‘blocks’, on which

the Bitcoin network relies. CoinMarketCap (2020b) defines a blockchain as the following:

Definition 4. A blockchain is a continuously growing, append-only, list of

records called blocks, which are linked and secured using cryptography.

In practice, bitcoin (with a lowercase b) is the the ‘original’ cryptocurrency, also

called the native asset or the protocol14 token, of the decentralised P2P consensus network

Bitcoin (with a capital B), in which transactions in bitcoin take place (Baur and Dimpfl,

2019; CoinMarketCap, 2020a; Hale et al., 2018). The steps to ‘run the network’, i.e. add a

new block to the blockchain, are described by Nakamoto (2008, p. 3) as follows:

(i) "New transactions are broadcast to all nodes.

(ii) Each node collects new transactions into a block.

12"A record of financial transactions that cannot be changed, only appended with new transactions"
(CoinMarketCap, 2020b).

13"A copy of the ledger operated by a participant of the blockchain network" (CoinMarketCap, 2020b).
A network, likewise, refers to "all nodes in the operation of a blockchain at any given moment in time"
(CoinMarketCap, 2020b).

14CoinMarketCap (2020b) define protocol as "the set of rules that define interactions on a network,
usually involving consensus, transaction validation, and network participation on a blockchain".
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(iii) Each node works on finding a difficult proof-of-work15 for its block.

(iv) When a node finds a proof-of-work, it broadcasts the block to all nodes.

(v) Nodes accept the block only if all transactions in it are valid and not already spent.

(vi) Nodes express their acceptance of the block by working on creating the next block

in the chain, using the hash16 of the accepted block as the previous hash."

On a last note, before discussing the bitcoin spot and futures markets, it is worth

mentioning that Nakamoto (2008, p. 2), in technical terms, define an electronic coin as:

Definition 5. [A]n electronic coin [is defined] as a chain of digital signatures.

As a result of the technological development that has taken place within the cryptocurrency

economy since the release of Bitcoin, CoinMarketCap (2020b) instead specifies a coin as:

Definition 6. A coin is a cryptocurrency that can operate independently.

In line with the previous definition, bitcoin can be classified as a coin since it is the native

asset of Bitcoin and can operate independently. A related, but not identical concept, is a

token, which is dependent on another cryptocurrency, a ‘parent platform’ as a platform to

operate (CoinMarketCap, 2020b).

Definition 7. A [token is a] digital unit designed with utility in mind, providing

access and use of a larger cryptoeconomic system. It does not have store of

value on its own, but are made so that software can be developed around it.

For further details about the technology behind Bitcoin, we refer to Nakamoto (2008)

and Bitcoin (2020).

15"A blockchain consensus mechanism involving solving of computationally intensive puzzles to validate
transactions and create new blocks" (CoinMarketCap, 2020b).

16As described by (Rauchs, Blandin, et al., 2018, p. 72), "[a] hash is a bit string of fixed size that is
generated by running a certain input of any size through a cryptographic hashing function. Changing a
single bit of the input will result in an entirely different, unpredictable hash (i.e. output)". As such, each
hash is unique and can be understood to be the ‘fingerprint’ of a block.
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2.2 The bitcoin market

2.2.1 The spot market

After the first bitcoins were mined by Satoshi Nakamoto in January 2009, bitcoin’s

circulation initially took place among "volunteers and enthusiasts from the computer

world" (Yermack, 2015, p. 34). In 2010, it became available for trading on the now defunct

first bitcoin exchange, Bitcoinmarket.com and later on Mt. Gox, which came to play an

important part for the evolution of bitcoin. On the first day of trading on Mt. Gox, twenty

bitcoins were traded for 4.951 cents each, which implied a bitcoin market capitalisation of

slightly less than $1 (Yermack, 2015).

One decade later, CoinMarketCap (2020a) reports that the bitcoin market

capitalisation is $161 bn and the total circulating supply is 18 mn BTC, as of May

10, 2020. This is however considerably less than on December 16, 2017 – two days before

the release of the CME bitcoin futures – when the bitcoin closing market cap peaked at

$326.5 bn.

As of May 10, 2020, the trading volume taking place on an exchange in a time-span

of 24 hour was $63.3 bn (7,231,860 BTC), but it has varied between $22-77 bn during

2020. This is significantly larger than any previous year: even during the most dramatic

months around the year-end of 2018 the maximum 24h volume was less than $25 bn. The

bitcoin spot market is highly fragmented, as no market pair has a bitcoin on-exchange

market share over 5%.

The world’s second cryptocurrency, Litecoin, was created in 2011 based on the Bitcoin

protocol (CoinMarketCap, 2020a). Today, as reported by CoinMarketCap (2020a), there

are over 5,400 different cryptocurrencies (tokens and independent coins), but only bitcoin

and Ether have market caps over $10 bn. The total number of markets, i.e. the number of

cryptocurrency or ‘cryptocurrency-fiat currency’ pairs that are traded on exchanges, are

over 22,000. Despite this, bitcoin has kept its market leading position until this day. It

represented around 80-95% of the total market cap until March 2017 and then dropped to

38% in July 2017, which coincides with the time that Ether reached its largest market

share yet of 31%. After this, bitcoin briefly reached over 60% of the market cap, only
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to drop to 33% as a result of the Bitcoin price crash in December 2017. Today, bitcoin

continues to be the dominant currency, fluctuating at a market cap of around 65%.

At the time of writing (May 10, 2020), the total cryptocurrency market capitalisation

is $242 bn. In mid-February, before the global coronavirus outbreak affected markets, the

total market capitalisation exceeded $300 bn, but did then plummeted to $134 bn on March

16, 2020. This number is still a fraction of the total market cap shortly after the bitcoin

price peak in early January 2018, which surpassed $820 bn after having increased more

than tenfold compared to the six months prior. On May 10, 2020, the total cryptocurrency

24h trading volume was close to $200 bn (CoinMarketCap, 2020a). The OTC volume has

been estimated to be between two and three times larger than the global exchange volume

(Rauchs, Blandin, et al., 2018). According to Rauchs, Blandin, et al. (2018), exchanges

report that fiat-to-cryptocurrency transactions, and vice-versa, constitute the majority

of total on-exchange trading volume. For large exchanges, such transactions constitute

over 60% of the the number of transactions and the transaction volume in USD. The

corresponding figures for small exchanges are and 79% and 83%, respectively.

The anonymity of bitcoin makes it difficult to determine the demographics of its user

base. Yermack (2015) describes how bitcoin, in its relatively early days, appealed to two

distinct clienteles; i) technology enthusiasts who embraced it for commerce, appreciated

its cost advantages over e.g. credit cards and believed that its value would increase as

more routine business transactions migrated online, and ii) a second group with pseudo-

Libertarian political views who praised bitcoin for its non-involvement with any government.

Referring to the latter group, he adds that "the timing of bitcoin’s introduction, coinciding

with the very bottom of the global financial crisis in 2008-2009, probably helped swell

their ranks" (Yermack, 2015, p. 36). A 2013 study that surveyed 1,133 members of the

bitcoin community concluded that the average bitcoin user was motivated by curiosity,

profit, and politics (Yelowitz and Wilson, 2015). Yelowitz and Wilson (2015) instead

employed Google Trends data from January 2011 to July 2013 to study the community

driving interest in bitcoin, with the "caveat that search query interest need not imply

active participation" (Yelowitz and Wilson, 2015, p. 1030). They found that bitcoin use

was positively associated to both ‘Computer programming’ and ‘Illegal activity’, while

no association was found between bitcoin use and ‘Libertarian ideology’ or ‘Investment
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motives’.

Today, the user base of bitcoin is broader, mainly driven by the market development

and the vast media coverage on bitcoin in traditional financial news (Yermack, 2015). By

combining public data and survey findings, Rauchs, Blandin, et al. (2018) estimated that

the total number of user accounts at service providers (e.g. exchanges) was at least 139

million in late 2018. However, users do not need to establish such an account to access

and use the blockchain payment systems and until recently, most service providers did not

require users to verify their identities. Although definitions of activity levels vary, Rauchs,

Blandin, et al. (2018) estimate that 38% of all user accounts can be considered active.

According to the global bank ING (2018), which conducted a survey with 15,000

respondents across fifteen countries in collaboration with Ipsos, 9% of European consumers

held cryptocurrencies in the summer of 2018 (a couple of months after the dramatic bitcoin

crash following the introduction of bitcoin futures), compared to 8% in the US, and 7% in

Australia. 35% of European consumers ‘agreed’ or ‘strongly agreed’ on that ‘bitcoin in

the future of online spending’ – however only 25% expected to own cryptocurrency in the

future and 29% said that they ‘would never invest in cryptocurrencies’ (ING, 2018). The

Japanese Financial Services Agency (FSA) estimated that roughly 3% of the population

(3.5 million people) used cryptocurrencies as of March 2018 (Rauchs, Blandin, et al., 2018).

Chinese investors drive a notable part of the world-wide demand, even though the Chinese

government banned fiat-to-cryptocurrency trading on domestic exchanges in September

201717 (Rauchs, Blandin, et al., 2018; Yermack, 2015). Overall, cryptocurrency usage is a

global phenomenon. Rauchs, Blandin, et al. (2018, p. 36) describe: "while some regions

(e.g. North America, Central and Eastern Europe, South-East Asia, and parts of South

America) and specific countries (e.g. USA, Canada, Japan, South Korea, China, UK, India,

France) seem to dominate in terms of active usage, other regions are catching up".

Current Google Analytics data, updated live or weekly, analysed by the community

driven statistics and service provider (Coin Dance, 2020) demonstrates that the bitcoin

community consists of 88% males. Almost half (46%) of the community (18+ only)

is between 25-34 years old, 10% is between 18-24 years old, 27% are 35-44 years old,

17The first Chinese restrictions on cryptocurrency usage were imposed on December 5, 2013 (Cheah,
Mishra, et al., 2018; Fry and Cheah, 2016; Zhu, Dickinson, and Li, 2017). See section 2.3.1.
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and only little over 6% are over 55 years old. The most common ‘personas’ are ‘Avid

investors’ (7.3%), ‘Technophiles’ (7%) and ‘Shutterbugs’ (fotographers; 6.6%). Only 3.9%

are categorized as ‘Political junkies’, and 2.2% are ‘Travel Buffs’.

The user base is also made up of institutional investors. A survey on the most

significant VIP and institutional clients of Binance (2019b), primarily composed of funds,

firms and institutions with allocation to cryptocurrencies ranging from $100,000 to over $25

mn, showed that 35% of respondents were ‘crypto-focused’, with over 80% in cryptocurrency

allocation, "while the majority also invest in a broader set of asset classes such as equities,

currencies, fixed-income product, real estate, and commodities" (Binance, 2019b). The

most popular trading strategies were ‘high-frequecy prop trading’ (35.5%), ‘technical

analysis’ (25.0%), and ‘market making’ (19.7%). The majority of their clients entered the

cryptocurrency industry following years of work experience in the conventional financial

industry: "over a quarter of respondents had over seven years of "traditional finance

experience and the vast majority of the respondents one to three years in the crypto-space

under their belt" (Binance, 2019b).

As described by Rauchs, Blandin, et al. (2018), the industry has experienced

considerable growth also on the supply side. In terms of full-time equivalent employees,

the 2017 year-on-year growth rate reached 164%, primarily due to substantial growth in

the exchange and storage segments. In May 2018, the average firm in cryptocurrency

industry employed a median number of 20 staff, compared to the five employees in 2016.

Until recently, the bitcoin spot market has still been in its infancy. For example, most

exchanges have traditionally been reluctant to offer leverage on trades. Rauchs, Blandin,

et al. (2018) however describe how trading on margin was becoming more widely available

to investors at the end of 2018: "among surveyed participants, some exchanges provide

leverage of 2x whereas others offer up to 100x, with the average amount of leverage being

27x (median 3.3x)" (Rauchs, Blandin, et al., 2018, p. 41). Various established exchanges

offer access to borrowing and shorting some of the most prominent cryptocurrencies,

including bitcoin (Binance, 2019a). The development of cryptocurrency derivatives, such

as futures, perpetual swaps and options, is seen as one of the largest possible growth

drivers for the overall crypto industry (Binance, 2019b).
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2.2.2 The futures market

The first regulated cryptocurrency futures were announced on December 1, 2017, and

trading commenced later in the same month (Corbet, Lucey, et al., 2018).18 This event

constitutes a huge milestone in the evolution of the cryptoeconomic system, by facilitating

risk management and allowing pessimists to bet against the market (Hale et al., 2018).19

The Chicago Board Options Exchange (CBOE) opened the first futures market for

bitcoin on December 10, 2017. Trading was however thin until the Chicago Merchantile

Exchange (CME) Group joined a week later on December 18, 2017: "the average daily

trading volume during the month after the CME issued futures was approximately six

times larger than when only the CBOE offered these derivatives" (Hale et al., 2018, p. 2).

The CBOE futures (XBT), which was discontinued in June 2019, was cash-settled, had a

contract size of one bitcoin, and no price limits. The final settlement value of an expiring

XBT futures was the bitcoin price in USD as determined by a single auction on the final

settlement date, 4pm Eastern time, on the Gemini exchange. The CME bitcoin futures

(BTC) are also cash-settled, but has a contract size of five bitcoins and are restricted by

price limits. CME contracts are based on the Bitcoin Reference Rate index (BRR), which

aggregates Bitcoin trading activity between 3-4pm GMT across four exchanges; BitStamp,

Kraken, itBit, and GDAX (Akyildirim et al., 2019; CME Group, 2020).

Over the last 2.5 years, the derivatives market has matured substantially. Bitcoin

is still the currency that, by far, has the most significant number of derivatives products

(Binance, 2019a), but today there are derivatives, in particular swaps and options, for

several altcoins as well (CoinMarketCap, 2020a).

At the time of writing (May 10, 2020), Skew (2020) reports that the bitcoin futures

aggregated open interest is approximately $3 bn. In the beginning of March 2020, this

figure was close to $5 bn, but decreased to under $2 bn on March 12, 2020, as corona

impacted the markets. During the first half of May 2020, the aggregated daily bitcoin

18According to masterthecrypto (2020), the bitcoin futures trading exchange OrderBook.net (originally
known as iCBIT) launched in 2011 and lasted until around 2016. At its peak, OrderBook.net sold millions
of futures contracts each month. However, both the cryptocurrency community and related academic
literature generally describe the CBOE and the CME bitcoin futures released in December 2017 as the
ones launching the bitcoin futures market (e.g. Akyildirim et al., 2019; Corbet, Lucey, et al., 2018; Hale
et al., 2018).

19Further discussed in section 2.3.1.
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futures volume varied between $10-20 bn, with the exception of thee peak days of $32-37

bn in daily volume. This can be compared to the aggregated spot market 24h exchange

volume of almost $200 bn (CoinMarketCap, 2020a). As of Monday May 11, 2020, the

trading volume of regulated CME futures was $914 mn, but also this figure is subject to

variation. For example, the corresponding figure was $247 mn on May 1, 2020. The open

interest of CME bitcoin futures was $390 mn on May 11, 2020 (Skew, 2020).

One of the most notable players that have recently entered the field is Intercontinental

Exchange (ICE): the operator of over twenty global exchanges, including the New York

Stock Exchange. In September 2019, they launched their platform Bakkt together with its

first product: an end-to-end regulated physically settled bitcoin futures contract aimed at

institutional investors (CoinTelegraph, 2020). In December 2019, they listed cash-settled

Bitcoin futures on ICE Futures Singapore as well as the first regulated bitcoin option

(Ice, 2020a; Ice, 2020b). As of Monday May 11, 2020, the trading volume of the Bakkt

physically-settled futures and the Bakkt cash-settled futures was $42.0 mn and $9.8 mn,

respectively. Total open interest was $11 mn (Skew, 2020).

Most trading in bitcoin futures however occurs on unregulated exchanges. As of May

10, the aggregated exchange 24h bitcoin futures volume was little over $29 bn. Most trading

took place on Huobi ($7.8 bn), Binance ($5.8 bn), OKEx ($4.6 bn), and BitMEX ($4.4

bn) (Skew, 2020). All of these unregulated exchanges offer a wide range of derivatives on

bitcoin and various altcoins. BitMEX (2020), which claim to be the most liquid BTC/USD

market in the world20, offers perpetual swaps for bitcoin, Ether and Ripple against the

USD, cash-settled in respective cryptocurrency. Furthermore, they offer futures with a

leverage of up to 20x for seven altcoins that are cash-settled and quoted in bitcoin, and

bitcoin futures that are cash-settled in bitcoin but quoted in USD with up to 100x leverage.

Huobi Global (2020) offer weekly, bi-weekly, and quarterly bitcoin futures contracts at a

face value of $100, settled in the ‘digital asset price difference’ on the basis of a weighted

index of Bitstamp, Coinbase, Kraken, and Gemini BTC/USD prices. Binance (2020a) offer

bitcoin ‘vanilla swaps’ against Tether. The Binance backed cryptocurrency derivatives

exchange FTX (2020) offer futures and swaps on bitcoin with up to 101x leverage, as well

20On the basis of their derivatives trading, since they do not offer spot trading in bitcoin (CoinMarketCap,
2020a).
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as move contracts on bitcoin settling to the absolute value of the price change in BTC

over different time periods.

Overall, the cryptocurrency futures market has come a long way since its inception

in December 2017 and will continue to develop as cryptocurrency markets mature.

2.3 Bitcoin price drivers

In order to gain a better understanding of the dynamics of bitcoin prices, it is important

to first consider what drives them. The bitcoin spot price has varied substantially over the

years. After bitcoin’s launch in January 2009, its price remained under $1,150 until the

end of February 2017, when it increased exponentially for about ten months. On December

17, 2017, bitcoin reached its all-time-high price of $20,089. By February 2018, the price

had dropped to little over $7,000 and since then, it has varied between approximately

$3,500 (December 2018) and $12,000 (June 2019) per coin. On May 10, 2020, the bitcoin

spot price closed at $8,756.43 (high: $9,596, low: $8,395)21 (CoinMarketCap, 2020a).

Most academic studies on bitcoin price drivers conclude that price changes are mainly

‘internally driven’ by market participants and market specific factors and events, rather

than externally motivated (Aste, 2019; Baek and Elbeck, 2015; Fry and Cheah, 2016).

An exception is Ciaian, Rajcaniova, and Kancs (2018), further discussed in section 2.3.2.

Worth noting is however that part of the variation in both prices and academic results over

time can be attributed to the immaturity of these markets. As pointed out by Kristoufek

(2015, p. 2):

"It must be stressed that both time and frequency are important for bitcoin

price dynamics because the currency has undergone a wild evolution in recent

years, and it would thus be naive to believe that the driving forces of the prices

have remained unchanged during its existence".

Unless otherwise specified, ‘bitcoin prices’ in section 2.3.1 and 2.3.2 below refers to the

spot price.

21For comparison, the second most expensive cryptocurrency per coin is PAX Gold, a token backed by
gold, which had a closing price of $1,714.52 on May 10, 2020 (market cap: $43.7 mn) (CoinMarketCap,
2020a).
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2.3.1 Internal price drivers

A straightforward starting point for the investigation of price drivers are the standard

fundamental factors that are at play in ‘regular’ markets (Kristoufek, 2015). Kristoufek

(2015) used daily data between September 2011 and February 2014 to explore the effect

of variables such as money supply and demand on bitcoin prices. He found that the

relationship between the bitcoin price and its supply is negligible, possibly since both

the current and future money supply is known in advance by investors and therefore

incorporated into present prices. Ciaian, Rajcaniova, and Kancs (2018), too, found that

bitcoin supply, as captured by the amount of coins in circulation, do not significantly

impact bitcoin prices in the long run, i.e. that the variables do not have a cointegrating

relationship.

Instead, the bitcoin price is demand driven. Based on data from July 2010 to

May 2015, Dyhrberg (2016) found that bitcoin returns behave similarly to a regular

currency, as returns are not primarily driven by shocks to its price but by demand for

bitcoin as a ‘medium of exchange’ (contrary to findings e.g. by Zhu, Dickinson, and Li

(2017)). Kristoufek (2015) found that investors’ general interest in the cryptocurrency is

an important driver of prices, in particular in the long run. However, this relationship

also holds in periods of market volatility where prices both rapidly increase as a result of

increased demand, as well as plunge when investors are no longer interested.

Various studies have explored the relationship between bitcoin prices and demand by

using ‘online indicators’ as proxies for investor and user interest. Kristoufek (2013) studied

the relationship between bitcoin prices and search queries on Google Trends as well as

the frequency of visits on the Wikipedia page on bitcoin, using daily and weekly data

from May 2011 to June 2013. He found a strong bidirectional causal relationship between

the prices and searched terms, concluding that speculation and ’trend chasing’ dominate

bitcoin price dynamics. An expanded version of this study was done by Garcia et al. (2014),

who considered information on new bitcoin users, word-of-mouth information on Twitter

and information on Internet searches (Google Trends) to explain bitcoin price changes.

Their analysis revealed two positive feedback loops: "a reinforcement cycle between search

volume, word of mouth, and price (social cycle), and a second cycle between search volume,
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number of new users, and price (user adoption cycle)" (Garcia et al., 2014, p. 11).

Cheah and Fry (2015) compared plots of a Google Trends search index for the term

bitcoin to the bitcoin price development from January 2011 to May 2015 and found large

similarities. Aste (2019) investigated how cryptocurrency prices are related to "sentiment

behaviour expressed through Twitter and StockTwits messages that refer explicitly to the

related currency" (Aste, 2019, p. 2) using data on 1944 cryptocurrencies between January

2018 and June 2018, finding a causality network in which prices and sentiment cause each

other, with the ‘effect from sentiment to prices’ being relatively strong.

As a last example, Ciaian, Rajcaniova, and Kancs (2018) found that ‘views on

Wikipedia’, meant to capture virtual media-attention-driven demand, has a significant

impact on bitcoin prices, but is considerably stronger in the short-run than in the long-run.

They explain their result with the fact that the rather basic information listed on Wikipedia

becomes known to investors in the long-run, resulting in that the number of Wikipedia

queries by investors tend to decline over time and hence exercise a smaller impact on the

prices in the long-run.

The connection between bitcoin prices and investor demand is also closely related to

the existence of bubbles within the bitcoin price development. Econometric evidence of

bubbles is found i.a. in Cheah and Fry (2015), suggesting that the existence of a speculative

bubble accounted for close to 50% of observed prices in late 2013. Cheung, Roca, and

Su (2015) detected several short-lived as well as three major bubbles between 2010-2014

("with the last and biggest one being the one that ‘broke the camel’s back’ – the demise

of the Mt. Gox exchange" (Cheung, Roca, and Su, 2015, p. 2248)). Fry and Cheah

(2016) found empirical evidence of negative bubbles in the bitcoin (and Ripple) market(s)

and emphasised bitcoin’s dependence on ‘self-fulfilling expectations’. Their analysis also

regarded a series of events that was generally thought to have affected the bitcoin markets.

They found that the "effect of some market shocks was simply dwarfed by the scale and the

extent of the speculative bubble in bitcoin" (Fry and Cheah, 2016, p. 351), but concluded

that other events did have a detectable impact upon the bitcoin pricing history. Thus,

they argue, "it appears that though the bitcoin bubble fundamentally destabilises prices

the bubble is actually brought to an end by an exogenous shock – a picture that seems

qualitatively similar to the bursting of the internet stocks bubble in 2000" (Fry and Cheah,
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2016, p. 351).

Such influential events discussed in the literature can be divided into three categories:

i) the introduction of regulated bitcoin futures, ii) technical issues and fraudulent events,

and iii) changes in the regulatory environment.

First and foremost, the largest ‘shock’ of all was the introduction of regulated bitcoin

futures contracts in December 2017 (Corbet, Lucey, et al., 2018). Hale et al. (2018) argues

that the initial absence of a bitcoin derivatives market "meant that it was extremely

difficult, if not impossible, to bet on the decline in the bitcoin price" (Hale et al., 2018,

p. 2) as this is usually done through short selling and trading in futures contracts, forwards

and swaps. In contrast, it was easy to bet on the increase in bitcoin prices – one just had

to buy it. Thereby, speculative demand was one-sided, only coming from optimists. As

illustrated by Hale et al. (2018, p. 2):

"Until December 17, those investors were right: As with a self-fulfilling prophecy,

optimists’ demand pushed the price of bitcoin up, energising more people to join

in and keep pushing up the price. The pessimists, however, had no mechanism

available to put money behind their belief that the bitcoin price would collapse.

So they were left to wait for their ‘I told you so’ moment".

Using data from September 2017 to the end of February 2018 at a one-minute frequency,

Bitcoin (2020) observed a clear change in the distributional properties of bitcoin returns

in relation to the introduction of bitcoin futures. Similar conclusions were drawn by Kim,

J. Lee, and Kang (2019) (mentioned in section 2.1.1). In a similar fashion, Akyildirim

et al. (2019) observed a structural break in the bitcoin spot price on December 24, 2017,

coinciding with the end of two extraordinarily disruptive trading days following the futures

introductions, where the value of bitcoin had ‘sharply collapsed’.

Secondly, several events regarding technical issues and fraudulent events have had a

proven effect on the bitcoin price. The breaking point found by Akyildirim et al. (2019)

(December 24, 2017) was also assumed to be caused by technical issues on a number of

exchanges. These disturbances resulted from unusually high trading volumes and, in some

cases, an absence of liquidity, and led to a halt in trading on several exchanges. During the

bitcoin bubble of March 2013, a technical glitch in the Bitcoin software temporarily raised

prices (Fry and Cheah, 2016). In October 2013, the FBI closed the illegal website Silk
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Road22, an event that highlighted the importance of the perceived anonymity of bitcoin

and led to a 22% drop in the bitcoin price (Fry and Cheah, 2016; Yelowitz and Wilson,

2015). In February 2014, the previously mentioned bankruptcy of the then world-leading

bitcoin exchange platform Mr. Gox, too resulted in a large plunge of the bitcoin price

(CoinMarketCap, 2020a; Zhu, Dickinson, and Li, 2017).

Thirdly, changes in the regulatory environment of bitcoin have caused the bitcoin

price to both soar and slump. In November 2013, bitcoin demand rose sharply as both

the US and Chinese governments discussed the cryptocurrency in positive terms (Zhu,

Dickinson, and Li, 2017). This caused the bitcoin price to soar from around $200 to $1,122

in merely a month (CoinMarketCap, 2020a). Subsequently, however, the market crashed

on December 5, 2013 when The People’s Bank of China instead announced a nation-wide

ban, prohibiting financial institutions from using bitcoin and third-party payment agencies

to stop supporting bitcoin transactions (Cheah, Mishra, et al., 2018; Fry and Cheah,

2016; Zhu, Dickinson, and Li, 2017). Cheah, Mishra, et al. (2018) analysed the ‘memory’

of bitcoin markets from the perspective of market efficiency. They found that bitcoin

markets are not memory-less markets, but rather autoregressive in nature, causing market

shocks to leave a long-lasting impact on prices. This, they argue, can in turn "can cause a

‘system failure’ in the event of the introduction of new regulations in the financial markets"

(Cheah, Mishra, et al., 2018, p. 25).

The U.S. Securities and Exchange Commission (SEC) has previously expressed

substantial regulatory concerns regarding cryptocurrency-based funds and market

manipulation. The SEC’s potential intervention in the cryptoeconomic system could

affect the markets. A study by Akyildirim et al. (2019), focused on bitcoin futures prices,

found significant breakpoints in both the CME and CBOE price series on January 17,

2018, coinciding with multiple regulatory announcements.

2.3.2 External price drivers

Traditionally, literature on bitcoin focuses on internal price drivers, as discussed in the

previous section. However, there is some utility in considering price drivers that originate

22"An online marketplace ‘for everything from heroin to forged passports’ where transactions took
place in bitcoins" (Yelowitz and Wilson, 2015, p. 1031).
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outside of the cyptoeconomic system (Ciaian, Rajcaniova, and Kancs, 2018).

In bitcoin’s relative youth, Yermack (2015) concluded that the cryptocurrency was

completely separated from other prominent international currencies and from the London

price of gold as measured in USD. Using data from July 2010 up to March 2014, he showed

that the daily fluctuations of the BTC/USD exchange rate exhibited nearly zero correlation

with the USD exchange rate against the EUR, GBP, CHF, and JPY, or with the price of

gold. In contrast, the three European currencies were relatively strongly correlated. For

example, the EUR was found to have a 0.61 correlation with the CHF and a 0.64 correlation

with the GBP, and the correlation between the GBP and CHF was 0.42 (Yermack, 2015).

Furthermore, the JPY and the price of gold were also found to be positively correlated

with the other currencies, at a somewhat reduced level. Based on these findings, Yermack

(2015) reasons that "macroeconomic events that impart similar impacts upon the value of

various currencies do not seem to affect bitcoin either positively or negatively" (p. 41).

Using data from 2013 to July 2017, Corbet, Meegan, et al. (2018) moreover showed that

bitcoin, Ripple, and Litecoin returns are near completely uncorrelated with the USD Broad

Exchange Rate, the COMEX closing gold price, the CBOE Volatility Index (VIX), the

S&P500 Index, the Markit ITTR110 index (bonds), and the MSC GSCI Total Returns

Index (commodities).

More sophisticated analyses give varying results regarding the short-term interactions

between the bitcoin and traditional financial assets and macro indicators.. Through

estimating GARCH models on daily bitcoin price data from July 2010 to May 2015,

Dyhrberg (2016) found that bitcoin returns are positively affected by shocks to the

USD/GBP exchange rate and negatively affected by shocks to the USD/EUR exchange

rates, and that the former effect was larger than the latter. She furthermore found that

bitcoin exhibits lower volatility than the USD in the event of a positive volatility shock

to the Federal Funds Rate. These results, she argues, are similar to previous research on

gold and show that "bitcoin may be useful in hedging against the dollar" (Dyhrberg, 2016,

p. 90).

The safe haven properties suggested by Dyhrberg (2016) are in line with the findings

of Corbet, Meegan, et al. (2018), who showed that bitcoin, Ripple and Litecoin are

independent of movements in prices of traditional financial assets. Through time and
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frequency domain analyses on data from 2013 to July 2017 they found a lack of linkage

between the cryptocurrency and mainstream assets. Among all cases estimated, the

highest values of pairwise indexes were found for price spillovers from the USD Broad

Exchange Rate to bitcoin (4.18%), followed by the Markit ITTR110 index (bonds) to

bitcoin (2.75%). Interestingly, they estimate that the USD Broad Exchange Rate is a

recipient of levels spillovers from bitcoin (15.25%). All in all, Corbet, Meegan, et al. (2018,

p. 30) conclude that "general financial market conditions are less important influences on

cryptocurrencies than structural conditions related to the design, operation and clearing

of cryptocurrencies" over this period.

A relatively recent study on spillover effects was conducted by Giudici and Abu-

Hashish (2019), using a correlation network vector autoregressive (VAR) model on daily

data from May 2016 to April 2018. In line with previous literature, they find that the

correlations of bitcoin prices with gold and oil are low. In contrast to previous studies,

however, they also find that bitcoin prices exhibit relatively strong positive correlation with

the S&P 500 and negative correlation with the USD/CNY (Chinese yuan) and USD/EUR

exchange rates. However, partial correlations, capturing the ‘net correlation’ outside of

spurious effects, of bitcoin prices from various exchanges with financial assets and gold

were either insignificant at the 5% level or very weak. One exception was the bitcoin prices

form the Hitbtc exchange, presumably due to the behaviour of ‘local’ traders. The partial

correlations between oil and bitcoin prices from all exchanges tested were insignificant.

Matkovskyy and Jalan (2019) found that the relationship between the bitcoin and

conventional financial markets was strengthened from December 18, 2017, coinciding with

the introduction of bitcoin futures. With daily data from April 2015 to October 2018, they

employed a regime switching skew-normal model to examine contagion effects between five

equity markets23 and the USD, EUR, GBP, and JPY bitcoin markets hosted by Bitmap,

GDAX and BTCBOX. Results indicate that bitcoin return co-movements with stock

markets were significantly different after the bitcoin futures launch (when prices were

falling), compared to the pre-launch period (when prices were rising). The probability of

contagion from NASDAQ to all selected bitcoin markets was significantly high24 after the

23NASDAQ100, S&P500, Euronext100, FTSE100, and Nikkei225 (Matkovskyy and Jalan, 2019).
24Further explained as "all values of correlation contagion tests are above 0.64" (Matkovskyy and Jalan,

2019, p. 95).
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introduction of futures, as well as from NIKKEI225 and Euronext100 to the JPY bitcoin

market. A one-to-one co-skewness effect was also identified between e.g. the USD bitcoin

markets NASDAQ, suggesting that risk-averse investors shifts their holdings towards

safer financial markets when bitcoin prices fall. They attribute their results to increased

efficiency in the bitcoin market resulting from the introduction of futures contracts, which

facilitated institutional bitcoin trading and speculation in the bitcoin price.

In an attempt to discover what variables that influence bitcoin prices in both the

short and long run, Zhu, Dickinson, and Li (2017) used monthly data from September

2011 to March 2016 to test for cointegration between bitcoin prices and the US Consumer

Price Index for ull urban consumers, the Dow Jones Industrial Average, the USD Index,

the Effective Federal Funds Rate, and the London gold fixing price based in USD. Finding

four cointegrating relationships, they conclude that there exists a long-term dynamic

equilibrium between the bitcoin price and other financial and macroeconomic variables.

They also find the gold price and the USD Index to be Granger-causing the bitcoin price,

while the Consumer Price Index, the Dow Jones Industrial Average and the Effective

Federal Funds Rate do not. Forecast error variance decompositions, however, show that

only 0.25% (1%) of the movement in bitcoin prices is caused by innovations in the gold

price (consumer price index) at the 50-month forecast horizon. The corresponding effect

of the USD Index was the strongest (32%). In sum, they conclude that bitcoin prices

do depend on traditional financial variables, but that bitcoin prices is mostly driven by

market specific events.

The opposite conclusion was reached by Ciaian, Rajcaniova, and Kancs (2018),

who found that global macro-economic developments had a larger short-term impact on

bitcoin and altcoin prices than supply and demand variables. On data on the period

2013-2016, they estimated an autoregressive distributed lag (ADL) model to determine

the cointegration space of seventeen cryptocurrencies and the gold price, the NASDAQ

Composite Index, the 10-Year Treasury Constant Maturity Rate, the Crude Oil Price

(Brent), and the EUR/USD and USD/CNY exchange rates. Their estimations show that

at least two macro-financial variables have statistically significant impact on bitcoin as

well as several altcoins25 in the long-run. Financial asset-related variables, such as the

25Litecoin, Dash, PeerCoin, Namecoin, NxT, CounterParty, and SuperNET. No significant long-run
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10-year treasury yield and the gold price, have a positive impact on the bitcoin price and

mixed impacts on altcoin prices, while positive shocks to the NASDAQ index affect the

price of all considered cryptocurrencies positively. Both the USD/EUR and CNY/USD

exchange rates were estimated to have a positive long-run relationship with bitcoin, while

the oil price did not seem to determine cryptocurrency prices in the long-run. Results were

similar in the short run, where macro-financial indicators such as the gold price, NASDAQ

Index, and the CNY/USD exchange rate impact bitcoin prices also in the short-run.

2.4 Cointegration

A set of two or more variables linked through a long-run equilibrium relationship are

said to be cointegrated, implying that the respective time series share a common trend

(Stock and Watson, 1988), i.e. a common component (Hasbrouck, 1995) (see section 3.3).

Financial theory suggests that spot and futures prices are cointegrated, largely motivated

by arbitrage arguments that prevent spot and futures prices of the same underlying asset

from diverging over time (Fassas, Papadamou, and Koulis, 2020). In particular, the ‘law

of one price’ suggests that a futures contract and its underlying asset should be related

through the cointegrating relation, also called cointegrating vector, β = [1, −1]′.

This relationship has been extensively tested in empirical research on various asset

classes, and existing literature generally supports this notion (Fassas, Papadamou, and

Koulis, 2020). However, the bitcoin markets stand out in relation to traditional financial

assets since there is no consensus about the fundamental value of bitcoin, nor does a

generally accepted pricing model for the cryptocurrency exist (Baur and Dimpfl, 2019;

Fassas, Papadamou, and Koulis, 2020). There is an ongoing general debate regarding to

which asset class the bitcoin belongs (see discussion in section 2.1.1). Furthermore, there

are large discrepancies in the fundamental design of the unregulated spot market and the

regulated futures markets26 (Entrop, Frijns, and Seruset, 2020). For these reasons, "one

cannot expect that the results of other asset classes also hold for the bitcoin market ex

ante" (Entrop, Frijns, and Seruset, 2020, p. 817).

relationship was found among the remaining nine altcoins: Ether, Ripple, Monero, NEM, Dogecoin,
NovaCion, MintCoin, Qora, and BitShares (Ciaian, Rajcaniova, and Kancs, 2018).

26The empirical analysis of this thesis, as well as most related academic papers, concerns regulated
bitcoin futures contracts.
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To the best of our knowledge, only six published academic papers directly and

explicitly investigate the cointegrating relationship between the bitcoin spot and futures

prices. All of these studies find that the price series are indeed cointegrated, but find

discrepencies in subsequent analysis.

By performing the Johansen cointegration tests (see section 3.3.4) on hourly

trading day data between January 2, 2018 and December 31, 2018 (18:00-16:00 Eastern

Time), Fassas, Papadamou, and Koulis (2020) found that bitcoin spot prices (from

bitcoincharts.com) and the prices of CME bitcoin futures are cointegrated. They estimate

the cointegrating vector, normalised to the futures price, to be [1, −1.0077]′. The authors

conclude that the estimated coefficient of the cointegrating equation is "very close to −1"

(Fassas, Papadamou, and Koulis, 2020, p. 2), but do not conduct any hypothesis testing on

the cointegrating vector. Based on their estimated vector error-correction model (VECM)

and hypothesis testing on the ‘speed of adjustment coefficients’, they conclude that the

the spot prices exhibit adjustment dynamics, while there is no statistically significant

adjustment process in the futures market. More specifically, their findings suggest that

the spot prices error correct 25.04% of a disequilibrium from one hour to the next, while

the CME futures prices are weakly exogenous. Granger causality tests, however, suggests

a bi-directional Granger causality between the spot and futures prices in the short run.

Similar results are obtained by Kapar and Olmo (2019), focusing on price discovery

and using 124 daily observations of the Coindesk Bitcoin USD Price Index (spot price)

and the CME futures prices between December 2017 and May 2018. They briefly state

that their estimated VECM "confirms empirically the equilibrium condition given by

the vector β = [1, −1]′" (Kapar and Olmo, 2019, p. 64) and that they find evidence for

long-term exogeneity of the bitcoin futures market together with endogeneity of the spot

market. Thereby, "departures from equilibrium between the futures and spot markets

have predictive ability on the returns on the bitcoin spot market but not on the futures

market" (Kapar and Olmo, 2019, p. 64).

S. Lee, El Meslmani, and Switzer (2020) instead investigated the presence of a

cointegrating relationship between the bitcoin spot and futures prices from the perspective

of pricing efficiency and arbitrage, looking at potential biases in future prices. The authors

apply the Johansen methodology on synchronous end of day trading data from January
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2018 to March 2019 for spot prices obtained from Bloomberg and for both CME and CBOE

bitcoin futures. Normalising the cointegrating vector to the spot price, leads to estimated

cointegrating coefficients that are approximately −1.04 for all considered futures contracts.

Contrary to what is suggested by the ‘law of one price’, hypothesis testing on β shows

that β = [1, −1]′ is ‘binding’ for the CME futures and the bitcoin spot price, as well as for

the CBOE futures and the bitcoin spot price. The authors do not display nor discuss any

estimated short-term dynamics of the price series, but conclude that the bitcoin futures

are biased predictors of spot prices, inconsistent with (weak-form) speculative efficiency.

Considering an almost identical sample period, Entrop, Frijns, and Seruset (2020)

used intraday trade and quote data between December 17, 2017 and March 31, 2019 for

fifteen CME bitcoin futures contracts as well as spot prices from the Bitstamp exchange

sourced from Thomson Reuters Tick History database. Entrop, Frijns, and Seruset (2020)

start by applying the Johansen procedure per day in the data set under consideration. This

analysis leads to the rejection of the null of r = 0 at the 1% level for 91% of the sample

days27. Subsequently, Entrop, Frijns, and Seruset (2020) continue with the step-wise

hypotheses of the rank test, using only these 91% days, and find full rank on 21% of this

sub-sample. Proceeding only with the trading days for which they find a cointegrating

relationship, their mean intra-day cointegrating equation, normalised to the spot price, is

[1, −0.89307]′ (median: [1, −0.9654]′). However, they do not reject the null of β = [1, −1]′

at the 5% level. The adjustment coefficients, estimated on the full sample, are −0.0858

and 0.0615 for the spot and the futures markets, respectively. The daily analyses indicate

that for approximately the first two-thirds of the sample, the spot market error correct

more than the futures market, whereas these dynamics alternate towards the end of the

sample. For three out or four of the futures contracts expiring later than November 2018,

the future prices adjust substantially more than the spot prices.

Baur and Dimpfl (2019) employed five-minutes data on the prices of seven CBOE

and five CME bitcoin futures contracts, obtained from Bloomberg, from their introduction

to October 18, 2018, as well as spot prices from the bitcoin spot exchange Bitstamp. The

cointegrating vectors [1, β̂2]
′ are normalised to the spot price and estimated for all futures

contracts separately, with β̂2 varying from −0.9136 to −1.0046. Hypothesis testing for the

27r refers to the rank of Π, and r = 0 implies that the variables are not cointegrated. See section 3.3.3.
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cointegrating vector [1, −1]′ is insignificant on all conventional levels for three spot-futures

pairs (one CBOE and two CME) but rejected for the remaining seven pairs. Results also

show that the earliest futures contracts "exhibit the largest deviations from one which is

indicative of the correcting role of the futures market at a time when bitcoin prices were

at all time highs" (Baur and Dimpfl, 2019, p. 810). Furthermore, Baur and Dimpfl (2019)

emphasize the uniqueness of the bitcoin markets and argue that:

"Such an unclear result is, however, not surprising in the present application

(...) values of |β̂2| < 1 would even suggest a dominant position of the spot

market (...) Hence imposing the restriction β2 = −1 is maintainable" (p. 810).

The estimated adjustment coefficients are, in absolute values, substantially larger for the

futures prices than for the spot prices, which suggests that the futures prices adjusts more

to deviations from the long-term equilibria than the spot price. The largest (absolute)

values were were αs = 0.0380 and αf = 0.1213 and both occurred in the second CBOE

futures contract (January 22—April 18, 2018). No tests for weak exogeneity are performed.

Lastly, Alexander et al. (2020) apply both the Johansen and the Engle-Granger

(see section 3.3.4) procedures to test for multivariate cointegration among the BitMEX

perpetual swap prices and spot prices from three major bitcoin exchanges (Bitstamp,

Coinbase, and Kraken) on data from July 2016 to January 2019. For robustness, all

tests are performed on the full sample as well as on a ‘bear’ and a ‘bull’ sub-sample

created by splitting the full sample on December 17, 2017. As for daily data across all

sample periods, the Johansen cointegration test confirms "that there exists a cointegration

relationship and that the rank of the cointegrating matrix is at least three, implying a

single stochastic trend" (Alexander et al., 2020, p. 30). Based on intraday prices on higher

frequencies, the Engle-Granger cointegration test rejects the null of no cointegration at the

1% significance level on 99.45% of the total trading days. At least one cointegrating vector,

as estimated through the Johansen procedure on intraday data, exists for all trading days,

and r = 3 holds for 83.64% of the total trading days. As for the error-correction terms, the

sub-sample estimations show that the response of the spot prices to disequilibria become

stronger over time, and that the perpetual swap market do not significantly respond to

price deviations from Kraken and Coinbase in the latter, bear market, period.
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2.5 Price discovery

Price discovery is a general concept which regards "the process by which market participants

incorporate available information in order to determine equilibrium asset prices" (Fassas,

Papadamou, and Koulis, 2020, p. 1) (see section 3.4). If a single asset, or multiple assets

closely linked by arbitrage arguments, are traded in several markets, each market might

be contributing to the the price discovery process (Kapar and Olmo, 2019). Theoretically,

spot and futures markets should reflect new information simultaneously, however, this is

rarely the case in practise as the ‘timely’ and ‘efficient’ incorporation of new information

is hindered by frictions to a varying degree in different markets (Fassas, Papadamou, and

Koulis, 2020; Lehmann, 2002).

In the context of finance, price discovery theory involves the application of

microstructure models aimed at quantifying the contribution of each market to the

common price discovery process. This line of literature generally employs two methods:

the ‘information share’ (IS)28 developed by Hasbrouck (1995) and the ‘component share’

(CS)29 building on the permanent-transitory decomposition of Gonzalo and Granger

(1995). (Kapar and Olmo, 2019) Several papers also considers a third methodology: the

‘information leadership share’ (ILS)30, developed by Yan and Zivot (2010) and refined by

Putnin, š (2013). All measures are closely linked to cointegration and their computation

relies on the presence of a [1, −1]′ cointegrating relationship between two price series

(Dimpfl, Flad, and Jung, 2017).

A considerable body of literature has concluded that futures markets generally lead

their respective spot markets in price discovery (Corbet, Lucey, et al., 2018; Fassas,

Papadamou, and Koulis, 2020), as this has been shown empirically across various asset

classes such as equities, stock indices, VIX indices, commodities, carbon emissions and

currency futures (Kapar and Olmo, 2019). In theory, futures markets are better suited as

28"The IS measures the "proportion of the variance in the common efficient price innovations that is
explained by innovations in that price series" (Akyildirim et al., 2019, p. 7). See section 3.4.2.

29The CS measures "one market’s contribution to price discovery by the component share of that
market in forming the efficient price innovation." (Yan and Zivot, 2010, p. 2) These contributions are also
captured in the speed of adjustment coefficients in a VECM of two cointegrated variables (Kapar and
Olmo, 2019). See section 3.4.2.

30This measurement combines the IS and the CS, so that the relative level of noise in the respective
markets cancel out, and enables estimation of how the markets compare in adjusting to changes in the
fundamental values of the assets (Putnin, š, 2013). See section 3.4.2.
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leaders in the price discovery process, due to their low execution costs, inherent leverage

and the absence of short-selling constraints (Fassas, Papadamou, and Koulis, 2020; Kapar

and Olmo, 2019). This idea is furthermore supported by the liquidity, centralisation and

relative transparency of futures market (Corbet, Lucey, et al., 2018; Fassas, Papadamou,

and Koulis, 2020). The introduction of futures contracts might, lastly, broaden the investor

base of an asset, since it becomes more widely accessible to sophisticated institutional

investors (Baur and Dimpfl, 2019; Corbet, Lucey, et al., 2018). Alexander et al. (2020)

showed that this influx of informed traders in a particular market results in a concentration

of liquidity traders, which in turn attracts more informed trader and leads to that more

information creation occurs in this market.

A recent strand in this literature has, however, concluded that the spot market’s

contribution to price discovery is in fact important, especially in certain types of market.

One study of particular interest is Dimpfl, Flad, and Jung (2017), who examined the

price discovery process of spot and futures prices in agricultural commodity markets and

found that the considered futures markets31 account for less than 10% of price discovery,

respectively. In relation to these findings, they discuss how speculative trading can

decouple futures prices from fundamentals in the short run. In these instances the futures

market will have a limited impact on the price discovery process, which regards long-run

equilibrium prices. In certain markets, the spot market investors might also be better

suited to determine prices in the long run, i.e. have an informative advantage. A description

of agricultural commodities, that is highly applicable to bitcoin markets as well, is provided

by Dimpfl, Flad, and Jung (2017):

"traders (who might even coincide with producers) might be better able to

assess the market fundamentals (better than speculative futures traders at

least) and will therefore quickly agree on the fundamental value, the best price

now, of the commodity, by matching demand and supply" (p. 61).

As discussed in the previous section (see section 2.4), the bitcoin spot market is

unconventional also in its structural design: it is constructed as a decentralised and

globally distributed P2P network and can hence not be regulated by neither a single
31Wheat, corn, soybeans, soybean meal and oil, lean hogs and feeder and live cattle (Dimpfl, Flad, and

Jung, 2017).
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country nor any international union. This stands in stark contrast to the centralized and

highly regulated conventional financial markets, including the spot markets of a wide

variety of asset classes and future markets, including bitcoin. For all the above reasons,

as concluded by Entrop, Frijns, and Seruset (2020, p. 817), "the analysis of bitcoin price

discovery may be somewhat different from other asset classes". However, other features

that distinguish the bitcoin markets from most asset classes are in fact traits that bitcoin

share with gold, in particular the absence of a commonly accepted pricing model. For gold,

empirical research generally find that the futures market dominates in the price discovery

process (Baur and Dimpfl, 2019; Entrop, Frijns, and Seruset, 2020).

Academic literature on price discovery in the bitcoin spot and futures prices is scarce,

albeit growing. To the best of our knowledge, there are seven studies published within the

area, of which five32 also address the cointegrating relationship between the two markets

and have been presented in section 2.4. Overall, results are contradicting.

Corbet, Lucey, et al. (2018) were the first to compute the IS, CS and ILS measures for

the bitcoin spot and futures markets, used as a part of exploring whether the introduction

of bitcoin futures has improved bitcoin’s functioningas a currency, rather than a speculative

asset. They use one-minute data on the CBOE futures contracts, obtained from Thomson

Reuters Tick History, and bitcoin price data sourced from Thomson Reuters Eikon, reaching

from the introduction of futures trading (December, 2017) to February, 22, 2018. Contrary

to results in other asset classes, they find that price discovery almost exclusively takes

place in the spot market. According to the estimated ILS, the bitcoin spot prices reflect

97% of the information driving the fundamental value of bitcoin, while the contribution of

the futures market is only 3%. Their estimated spot market IS is 85% and spot market

CS is 82%. They attribute their results to the immaturity of the bitcoin futures market.

Moreover, they argue that the type of investors that are attracted to bitcoin might not be

willing to trade in a regulated and registered futures markets. The majority of all bitcoin

investors may therefore be classified as uninformed and unsophisticated noise traders,

impeding the futures market’s contribution to price discovery (Corbet, Lucey, et al., 2018).

Considering an almost identical time period but extending the analysis to include

32Fassas, Papadamou, and Koulis (2020), Kapar and Olmo (2019), Entrop, Frijns, and Seruset (2020),
Baur and Dimpfl (2019), and Alexander et al. (2020).
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the CME bitcoin futures contract, Akyildirim et al. (2019) computed the IS, CS and ILS

for data on 1-, 5-, 10-, 15-, 30- and 60-minutes frequencies sampled between December 18,

2017 and February 26, 2018. Data for the CME and CBOE bitcoin futures is obtained from

Tick Data LLC and Bitcoin price data from Thomson Reuters Eikon. In stark contrast to

Corbet, Lucey, et al. (2018), they find that the bitcoin futures dominate price discovery

relative to the bitcoin spot market. Comparing their results to Corbet, Lucey, et al. (2018),

the authors conclude the following: "While earlier research found that information flows

and price discovery were transmitted from spot to futures markets, this research verifies

that this relationship has since reversed, most likely explained by the influx of institutional

and sophisticated investors" (Akyildirim et al., 2019, p. 8).33

The results of Kapar and Olmo (2019), using daily data from December 2017 to May

2018, strongly indicate that price discovery is transmitted from the futures market to the

spot markets. They estimated that the futures market, represented by the CME futures

contracts, has a 89% information share. Furthermore, they quantify the Gonzalo and

Granger (1995) permanent component (see equation 3.45) driving the bitcoin spot and

futures prices, respectively, and find that they in fact are identical. Fassas, Papadamou,

and Koulis (2020, p. 7) likewise concluded that the "bitcoin futures markets, while in their

relative youth, have portrayed evidence of price discovery leadership compared to the spot

market". Based on data between January 1, 2018 and December 31, 2018, they found that

the CME bitcoin futures exhibited a 97% information share, a 77% component share, and

a 77% information leadership share.

In contrast, Baur and Dimpfl (2019) found that the bitcoin spot market dominates

both the CME and the CBOE futures market, respectively, using five-minute data for

eleven futures contracts until October 2018. They attribute their results to the relatively

high trading volume and easy accessibility of the bitcoin spot market (represented by

the Bitstamp exchange), compared to the US-based futures market. However, they find

significant variation in the price discovery leadership across time: the futures market

contributed considerably more to the price discovery process shortly after their introduction,

33Since this sample period only includes four additional days compared to Corbet, Lucey, et al. (2018),
this conclusion is surprising. Discrepancies in the results might arise from differences in the underlying
estimated VECM, in which Corbet, Lucey, et al. (2018) use 200 lags and Akyildirim et al. (2019) uses 20.
Interestingly, Corbet co-authored both papers.
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when bitcoin prices were high, compared to subsequent periods when prices had fallen to

below $8,000. Their results also indicate that the role of the futures markets in the price

discovery process, as measured by IS, increased as the futures contract neared maturity

and trading intensified.

Comparable results were documented by Entrop, Frijns, and Seruset (2020), who

studied both the conventional price discovery measures and their possible determinants.

The former analysis demonstrated that the leading market had changed during their

sample period, spanning from the introduction of the CME futures in December 2017 until

March 2019. They describe:

"In particular, our results show a clear price leadership of the futures market

from the start of the sample until the middle of 2018. On the contrary, we find

evidence that the spot market is the leading market at the end of our sample"

(Entrop, Frijns, and Seruset, 2020, p. 831).

Next, they regress their computed component shares across time on various variables such

as ‘market quality’, ‘uncertainty’ and ‘macro news’. Their results indicate that market

quality, as proxied by i.e. high trading activity and low trading costs, positively affects the

contribution of a market to the price discovery process. The relative bid-ask spread is shown

to have a strong negative effect on price discovery. Moreover, they "document a negative

relation between spot market volatility and price discovery, which [they] attribute to the

hedging demand of informed investors in times of high spot market volatility." Entrop,

Frijns, and Seruset (2020, p. 831) In line with findings regarding the disconnection of the

bitcoin markets from traditional markets (see section 2.3), they find that macroeconomic

news do not significantly explain the time variation of the component shares.

The last of the related studies is by Alexander et al. (2020), who contribute to

existing literature by studying an unregulated derivatives market (BitMEX perpetual

swaps) in relation to three bitcoin spot exchanges on data from July 2016 to January

2019. They discover that the bitcoin derivatives market lead the spot prices. Among

the markets studies, the BitMEX perpetual swap market is found to have a component

share fluctuating around 50%, with considerable variation. The dominance of the swap

market is, however, consistent across the full sample period. In addition, they showed that

"the strength of price discovery in BitMEX is positively (negatively) associated with the
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relative bid–ask spread (trading volume) of the spot markets, consistent with findings in

equity derivatives markets" (Alexander et al., 2020, p. 24).
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3 Methodology

After having discussed the relevant academic literature in the previous chapter, the current

chapter is concerned with outlining the methodology that will be applied in the subsequent

analysis. In particular, the first and second sections contains a brief note about philosophy

of science and methodological approach, respectively. The third and fourth sections

extensively discuss the theories that are central to this thesis: cointegration and price

discovery.

3.1 Philosophy of science

Scientific research aims to contribute to knowledge acquisition by systematically and

objectively finding answers to hypotheses (Gravetter and Forzano, 2018). This empirical

thesis contributes to this tradition through the usage of deductive reasoning, inductive

reasoning (Babbie, 2013) and a primarily quantitative approach. Firstly, deduction will be

used to form hypotheses based on established literature. Secondly, several econometric

methods will be applied to the data set in order to find specific results which can be

generalised back to the overall bitcoin market. More specifically, the two main econometric

theories under consideration are cointegration and price discovery, as discussed in more

detail in the sections below, applied to quantitative data (Babbie, 2013).

This thesis applies a principal research design, which utilises one or more case studies

to explore a broader topic (Ankersborg and Boolsen, 2007). In particular, the analysis of

Bitstamp bitcoin spot prices and CME bitcoin future prices between March 12, 2019 and

February 24, 2020 is used to draw conclusions for the bitcoin spot and futures markets

as a whole. In order to do so, we answer the research questions, which are descriptive in

nature (Ankersborg and Boolsen, 2007), as outlined in the introduction.

3.2 Methodological approach

The methodology applied throughout the research builds on a presumed existence of a

common component in the bitcoin spot and futures price series, in line with theories

of cointegration and price discovery (e.g. Hasbrouck, 1995; Yan and Zivot, 2010). The
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presence of a common component validates analysing time series within an equilibrium

framework.

Fundamental to our methodology are the closely related concepts of ‘law of one

price’ and arbitrage. The ‘law of one price’ suggests that prices of products or assets

with identical payoffs, traded in separate markets, may differ in the short run, but that

arbitrageurs will prevent the prices from moving too far from each other in the long run

(Enders, 2015, p. 345). Two price series that are based on the same underlying asset are

thereby closely linked by arbitrage or equilibrium considerations. Examples of this are

two spot prices of a stock traded on distinct exchanges or a spot price and the price of its

derivative. Despite being technically distinct, such price series can be presumed to share a

common implicit efficient price. Hasbrouck (1995) argues:

"Arbitrage relationships can be used to transform the derivative price into an

implicit stock price that may meaningfully be compared with the actual stock

price".

As such, the common implicit efficient price warrants our methodology, in particular

the application of cointegration and price discovery on the bitcoin spot and futures price

series.

3.3 Cointegration theory

The econometric approach that constrains multiple price series to share such a common

component, or a common trend, relies on cointegration (Hasbrouck, 1995). An essential

prerequisite to understanding the further methodology is grasping the concept of

stationarity. A process is said to be stationary if its distribution does not depend on time

(Stock and Watson, 1988), so that the distribution of any subset of the process is the

same as that of the full set. Unfortunately, this strict definition cannot be applied directly

to empirical work and therefore weak or covariance stationarity is often used in practice.

(Enders, 2015, p. 52) provides an operational definition: "A stochastic process having a



3 Methodology 41

finite mean and variance is covariance stationary if for all t and t− s,

E(yt) = E(yt−s) = µ (3.1)

E
[
(yt − µ)2

]
= E

[
(yt−s − µ)2

]
= σ2

y (3.2)

E
[
(yt − µ)(yt−s − µ)

]
= E

[
(yt−j − µ)(yt−j−s − µ)

]
= γs (3.3)

where µ, σ2
y and γs are constants".

Many financial time series are non-stationary when in levels, e.g. prices, meaning

that they can wander without any tendency to return to a long-run level (Enders, 2015,

p. 344). These non-stationary processes have infinite variance, as t approaches infinity, and

their errors have a permanent effect on the process, i.e. the latter contains a unit root34.

When times series are specified in logs, their first differences, e.g. returns, often become

stationary. Such a time series, specified in levels, is said to be integrated of order one, with

the order referring to the minimum number of times the process needs to be differenced to

become stationary. (Enders, 2015) Since few economic variables are integrated of an order

higher than unity, most cointegration literature focuses on the case in which variables only

contains a single unit root (Enders, 2015, pp. 347–348).

Engle and Granger (1987, p. 252) provide the following formal definition of integration:

Definition 8. A series with no deterministic component which has a stationary,

invertible, ARMA35 representation after differencing d times, is said to be

integrated of order d, denoted xt ∼ I(d).

The concept of cointegration as introduced by Engle and Granger (1987) begins by

considering a set of economic variables that are in long-run equilibrium when

βxt = 0 , (3.4)

where β = [β1, β2, . . . , βn] and xt = [x1t, x2t, . . . , xnt]
′ ∼ I(1).

34Consider the model yt = a1yt−1 + εt. If a1 − 1 = 0, yt has a unit root (Engle and Granger, 1987;
Enders, 2015, p. 374).

35ARMA models are extensions of conventional regression models enabling forecasting on a single time
series using only its history: the autoregressive (AR) terms forecast the current variable using p of its lags,
and the moving average (MA) terms forecast using q lags of the error in the process (Stock and Watson,
1988).
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In most time periods, however, xt will not be in equilibrium. The equilibrium error,

denoted et, is the univariate deviation from the long-run equilibrium, so that

βxt = et . (3.5)

The econometric use of the term equilibrium refers to any long-run relationship among

variables that are non-stationary (Enders, 2015, p. 346). Engle and Granger (1987, p. 251)

describe an equilibrium as "a stationary point characterized by forces which tend to push

the economy back towards equilibrium whenever it moves away". For any equilibrium

framework to be meaningful, the deviations from equilibrium must, by definition, be

temporary in nature. If the equilibrium error has a stochastic trend, i.e. a unit root,

the model errors will accumulate so that deviations from equilibrium last over time. In

other words, the et time series on the right-hand side of equation (3.5) must be stationary

(Enders, 2015, p. 344-345). From that it follows that the left-hand side of the equation

(3.5), βxt, must be stationary as well.

Thus, an equilibrium framework is feasible if and only if there exist a linear

combination36 (weighted average) of the non-stationary variables that is stationary, which

requires that the time paths of the variables are linked. Mathematically, a β must exist

such that βxt ∼ I(0). When this holds, the variables are said to be cointegrated. (Engle

and Granger, 1987; Stock and Watson, 1988)

Engle and Granger (1987, p. 253) were the first to formally define cointegration, as

follows:

Definition 9. The components of the vector xt are said to be cointegrated of

order d, b, denoted xt ∼ CI(d, b), if

(i) all components of xt are I(d);

(ii) there exists a vector β (6= 0) so that et = βxt ∼ I(d − b), b > 0. The

vector β is called the cointegrating vector".

Therefore, by definition, two variables that are integrated of different orders cannot
36In principle this long-run relationship could also be non-linear. However, this is considered to be

beyond the scope of this thesis, since the majority of studies on cointegration focus on a linear long-run
relationship (Enders, 2015, p. 346).



3 Methodology 43

be cointegrated. Nevertheless, variables that are integrated of the same order are not

necessarily cointegrated. For a set of I(d), d > 0, variables Yt and Xt it is generally true

that the linear combination

εt = Yt − βXt (3.6)

is also I(d). In this scenario, the variables are not cointegrated and β does not qualify to

be a cointegrating vector. Hence, Yt = βXt cannot be referred to as a long-run equilibrium

(Engle and Granger, 1987). Instead, it is considered to be a spurious regression: two

independent non-stationary series appearing to be related due to the fact that they are

both trended (Verbeek, 2004, p. 313).

In conclusion, the existence of a cointegrating vector is equivalent to the existence

of a long-run equilibrium relationship between variables. Moreover, this implies that the

variables share a common component, also called common trend (Stock and Watson, 1988).

3.3.1 Cointegration and common trends

To better understand why cointegrated variables share a common trend, as observed by

Stock and Watson (1988), consider a simple bivariate case in which the processes Yt and

Xt each consist of a random walk as well as an irregular (but not necessarily white noise)

component:

Yt = µY t + εY t (3.7)

Xt = µXt + εXt , (3.8)

where µit is the random walk process, representing a stochastic trend in variable i, and εit

is the irregular, stationary, component of each variable.

If Yt and Xt are cointegrated of order (1,1), there exist a linear combination βY Yt +

βXXt, with nonzero values of βY and βX , that is stationary. Given that

βY Yt + βXXt = βY (µY t + εY t) + βX(µXt + εXt)

= (βY µY t + βXµXt) + (βY εY t + βXεXt) , (3.9)
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this is only true if

βY µY t + βXµXt = 0 . (3.10)

Since the realized values of µXt and µYt will change continually over time, it follows that

(3.10) holds for all t if and only if

µY t = −βX
βY

µXt . (3.11)

As βY and βX are precluded from equaling zero, (3.11) requires that the two stochastic

trends µY t and µXt are identical up to a scalar. Hence, if two I(1) stochastic processes Yt

and Xt cointegrated of order (1,1), they must share the same stochastic trend, up to the

scalar −βX/βY (Enders, 2015, p. 351).

3.3.2 Error-correction models

A principal feature of variables that are linked by a long-term relationship is that their

paths are influenced by the extent of any deviation from this equilibrium. If the system is

to return to some ’stationary point’, the movements of at least some of the variables must

respond to the fact that the system is in disequilibrium (Engle and Granger, 1987). If the

realizations of two I(1) variables Yt and Xt violate their long-run relationship Yt = βXt,

the subsequent realizations must adjust accordingly. If Yt must drop relative to Xt in

order to return to equilibrium, this can be achieved by: i) a decrease in Yt or an increase

in Xt, ii) an increase in Yt and a relatively large increase in Xt, or iii) a decrease in Yt

and a relatively small decrease in Xt. If the system is in equilibrium, however, and no

shocks occur, the variables should not move. To allow for all these possibilities, a full

dynamic specification of the model is necessary (Enders, 2015, p. 353). Such dynamic

models are called error-correction models (ECMs). The idea, as described by Engle and

Granger (1987, p. 254), is "simply that a proportion of the disequilibrium from one period

is corrected in the next". A simple ECM that could apply to Yt and Xt is:

∆Yt = αY (Yt−1 − βXt−1) + εY,t (3.12)

∆Xt = αX(Yt−1 − βXt−1) + εX,t , (3.13)
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where εXt and εY t are white-noise disturbance terms capturing shocks to the systems,

which may be correlated, and αX , αY and β are parameters. Thus, the changes in Yt

and Xt are determined by stochastic contemporaneous shocks as well as the last period’s

deviation from the long-run equilibrium (Enders, 2015, p. 353).

If Yt−1 is above equilibrium, as in the example described above, Yt−1 − βXt−1 in

equation (3.12) is positive. For Yt−1 to move towards equilibrium, ∆Yt must be negative,

which requires αY < 0. In this case, the magnitude of αY quantifies the average proportion

of the deviation from equilibrium that is corrected each period, or in other words, the

speed of adjustment towards the estimated equilibrium state (Johansen and Juselius, 1990;

Enders, 2015, p. 354-357). A value of αY = −0.1 indicates that 10% of a disequilibrium is

corrected each period, on average. Note that the long-run relationship in equation (3.13)

is expressed identically to the long-run relationship in equation (3.12). If Xt−1 is above

this equilibrium, Yt−1− βXt−1 in equation (3.13) is negative, which requires that ∆Xt > 0

for Xt to error correct, and hence αX > 0. If a variable is a part of a cointegrated system,

but does not respond to discrepancies from the long-run equilibrium (αi = 0), the variable

is considered weakly exogenous. Within the context of cointegration, such a variable can

be called the driving trend of the system (Enders, 2015, p. 357).

Error-correction models are closely related to cointegration. Since ∆Yt and the

white-noise disturbance term εY,t in equation (3.12) are stationary, it follows that the linear

combination Yt−1 − βXt−1 must be too. Hence, the two variables must be cointegrated

with the normalized cointegrating vector [1,−β]′ (Enders, 2015, p. 354). The Granger

representation theorem Engle and Granger (1987) states that for any set of I(1) variables,

cointegration and error-correction are equivalent representations (Enders, 2015, p. 358).

An important additional contribution of Engle and Granger (1987) is the introduction

of a mathematical framework that enables the analysis of variables containing common

stochastic trends. It has long been recognized that the usual techniques of regression

analysis can be highly misleading when applied to series with variable trends, due to

the issue of spurious regressions. Historically, the accepted solution to the "problem of

non-stationarity" Stock and Watson (1988, p. 164) was to transform the variables, typically

by using first differences of the series, so that they appeared to be stationary. However,

in the context of cointegrated variables, this may lead to false conclusions. The loss of
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information can make regression analysis insufficient in uncovering true relations in the

economic system (Stock and Watson, 1988).

Furthermore, improper treatment of variables containing trends raises methodological

issues. For two cointegrated variables, the combined amount of unit roots originating from

the individual time series is larger than the number of unit roots present in their cointegrated

system. As such, differencing of the individual time series causes overdifferencing. As

described by Tsay (2010, p. 431):

"Overdifferencing leads to the problem of unit roots in the MA matrix

polynomial, which in turn may encounter difficulties in parameter estimation.

If the MA matrix polynomial contains unit roots, the vector time series is said

to be noninvertible".

In order to overcome the problems caused by overdifferencing, the cointegrated

system can be rewritten into its error-correction representation, in accordance with the

Engle-Granger representation theorem. Thereby, the difficulties of estimating noninvertible

ARMA models are resolved (Tsay, 2010, p. 431). To illustrate this, let the variables x1,t

and x2,t be two cointegrated I(1) variables. Following an example from Tsay (2010, p. 428

and 431), consider the bivariate ARMA(1,1) model

x1,t
x2,t

−
 0.5 −1.0

−0.25 0.5

x1,t−1
x2,t−1

 =

ε1,t
ε2,t

−
 0.2 −0.4

−0.1 0.2

ε1,t−1
ε2,t−1

 (3.14)

where the covariance matrix Σ of the shock εt is positive definite, meaning it is invertible.

Since the two characteristic roots of the AR coefficient matrix are zero and one, this is

a non-stationary model. However, subtracting xt−1 = [x1,t−1, x2,t−1]
′ from both sides of

equation (3.14), produces the following model for ∆xt:∆x1,t

∆x2,t

 =

 −0.5 −1.0

−0.25 −0.5

x1,t−1
x2,t−1

+

ε1,t
ε2,t

−
 0.2 −0.4

−0.1 0.2

ε1,t−1
ε2,t−1


=

 −1

−0.5

[0.5 1.0
]x1,t−1

x2,t−1

+

ε1,t
ε2,t

−
 0.2 −0.4

−0.1 0.2

ε1,t−1
ε2,t−1

 (3.15)

Since both ∆xt and [0.5, 1.0]xt−1 are unit-root stationary, this is a stationary model.
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Moreover, because xt−1 is used on the right-hand-side of equation (3.15), the MA matrix

polynomial remains the same as in equation (3.14) and the model does not suffer from the

problem of noninvertibility (Tsay, 2010, p. 431). For simplicity in estimation (Tsay, 2010,

p. 432), we hereinafter focus on VAR models.

3.3.3 Cointegration and VAR models

A set of time series where all variables cannot with certainty be assumed exogenous should

be analysed within a vector autoregression (VAR) framework, an extension of univariate

AR models. VAR models enable treating several variables as endogenous by simultaneously

analysing how they depend on each other (Enders, 2015, p. 285).

If all variables are regarded as endogenous a standard or reduced form VAR(p) model

is specified as:

x1,t = a1,0 +

p∑
j=1

a1,1,jy1,t−j +

p∑
j=1

a1,2,jy2,t−j + · · ·+
p∑

j=1

a1,n,jyn,t−j + e1,t

... (3.16)

xn,t = an,0 +

p∑
j=1

an,1,jy1,t−j +

p∑
j=1

an,2,jy2,t−j + · · ·+
p∑

j=1

an,n,jyn,t−j + en,t ,

with the number of lags (p) being sufficient for capturing interactions amongst the variables.

Since a reduced form VAR model, by definition, does not control for any contemporaneous

effects amongst variables, the error terms et = [e1,t, . . . , en,t]
′ are typically correlated in

period t. For a bivariate system with all elements of Σ being time independent, the

variance-covariance matrix of the errors in equation (3.16) is defined as (Enders, 2015,

pp. 286–287):

Σ =

 var(e1,t) cov(e1,t, e2,t)

cov(e1,t, e2,t) var(e2,t)

 =

 σ2
1 σ1,2

σ2,1 σ2
2

 (3.17)

In the context of cointegration, variables are hereafter assumed to be I(1). The

general form of a n-dimensional VAR(p) model with possible trends and seasonality can

be specified as (Johansen and Juselius, 1990; Tsay, 2010):

xt = Π1xt−1 + · · ·+ Πpxt−p + µ0 + µ1t+ ΦDt + εt, (3.18)
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where xt and its p lags are (n× 1) column vectors containing the endogenous variables,

Πi are (n × n) matrices consisting of the coefficients of the lags, and the innovation εt

(n×1) is assumed to be Gaussian, ∼ IIDN(0,Σ). µ0 and µ1 are n-dimensional parameter

vectors that are constant over time, t is a time trend, and Φ is the parameters of the

centered seasonal dummies, Dt, which sum to zero over a ‘full period’37 (Johansen and

Juselius, 1990).

As discussed in the previous subsection, non-stationarity of the individual time series

makes statistical analysis problematic, therefore (3.18) is reparametrised to the vector

error-correction model (VECM)38:

∆xt = Πxt−1 + Γ1∆xt−1 + · · ·+ Γp−1∆xt−p+1 + µ0 + µ1t+ ΦDt + εt, (3.19)

where

Π =

p∑
k=1

Πk − I (3.20)

Γi = −
p∑

j=i+1

Πj , i = 1, ..., p− 1 . (3.21)

Πxt−1 is referred to as the error-correction term (ECT) and plays a crucial role in

cointegration theory (Tsay, 2010, p. 433). Within the context of error-correction models,

there are three cases of interest. As formulated by Johansen and Juselius (1990):

(i) "Rank(Π) = n, i.e. the matrix Π has full rank, indicating that the vector process

xt is stationary.

(ii) Rank(Π) = 0, i.e. the matrix Π is the null matrix and (3.19) corresponds to a

traditional differenced vector time series model.

(iii) 0 < rank(Π) = r < n implying that there are (n× r) matrices α and β such that

37In the case of quarterly data, one would include three dummies and a constant term (Johansen and
Juselius, 1990).

38In the specification of (3.19), the matrices Γi contain transitory effects. However, the VECM can
also be specified so that the Γi matrices measures the cumulative long-run impacts. To achieve this, (3.18)
should be reparametrised to: ∆xt = Πxt−p + Γ1∆xt−1 + · · ·+ Γp−1∆xt−p+1 +µ0 +µ1t+ ΦDt + εt, where
Π =

∑p
k=1 Πk − I and Γi =

∑i
j=1 Πj − I for i = 1, . . . , p− 1. Note that the specification of Π is identical

for both specifications.
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Π = αβ′."

r refers to the rank of Π and represents the number of independent cointegrating

relations. When Π = αβ′, i.e. in case (iii), the variables xt are cointegrated. If Π has

reduced rank, and r = 1:

Π = αβ′ =


α1

α2

...

αn


[
β1 β2 . . . βn

]
(3.22)

In particular, the cointegration vector(s) β have the property of making the linear

combination(s) β′xt−1 stationary even though xt−1 is not. Equation (3.19) can then

be interpreted as an error-correction model, where β′xt−1 is the deviation(s) from the

long-run equilibrium and α is the speed of adjustment coefficients (Enders, 2015; Johansen

and Juselius, 1990).

It is worth mentioning that standard VAR procedures also apply to VECMs (Enders,

2015, p. 363). For both types of models, the appropriate amount of lags should be chosen

such that they sufficiently encompass the interactions amongst the variables. This process

is vital and can be done on the basis of information criteria such as the Akaike information

criterion (AIC) or the Schwarz criterion (SC) (Lütkepohl, 2005, p. 500).

If the error terms are serially uncorrelated with constant variance, ordinary least

squares (OLS) is an consistent and asymptotically efficient estimation strategy, since each

equation consists of the same set of regressors (Enders, 2015, p. 290 and 363). Therefore,

it is also of great importance that the model has well-behaved residuals. In particular,

serially correlated residuals lead to biased coefficient estimates in the presence of lagged

dependent variables (Enders, 2015, p. 284 and 290). Next to this, autoregressive conditional

heteroskedastic (ARCH) residuals result in inefficient, but not biased, OLS estimators.

Finally, non-normality of the residuals affects hypothesis testing, but its effects decreases

for large sample sizes (Verbeek, 2004, p. 35). However, as described by Enders (2015,

p.381): "Due to the cross-equation restrictions, it is not possible to estimate β and α

using OLS". This validates the use of maximum likelihood (ML) estimation, which also



3 Methodology 50

requires well-behaved residuals, when estimating Π (Verbeek, 2004, p. 164).

A final way to test for the appropriateness of a model is that of constancy, also called

parameter stability (Juselius, 2006). If a model manages to consistently approximate the

data generating process of a time series under the full sample period, the cumulative sum

of the residuals of the model should not be ‘too far’ from zero. Test for structural breaks

can thereby be done by applying the OLS-CUSUM test, which considers the cumulated

sums of OLS residuals. A Rec-CUSUM test instead considers the residuals of a model that

is estimated recursively on an increasing number of observations (Brown, Durbin, and

Evans, 1975). As such, these tests are capable of identifying structural breaks that evolve

over time, in contrast to e.g. a Chow test (Enders, 2015, p. 105). For formal definitions,

we refer to Brown, Durbin, and Evans (1975).

3.3.4 Testing for cointegration

When treating all variables as endogenous, there are two main methods for examining the

presence of cointegration39: the Engle-Granger procedure and the Johansen methodology.

In the presence of a single cointegrating vector, these approaches have the same asymptotic

distribution (Enders, 2015, p. 383). In practise, before starting the procedures, it is worth

visually inspecting the two separate price series. In the case of two cointegrated variables,

the two individual time series should appear to be non-stationary but their development

should exhibit similarities.

The Engle-Granger procedure

The Engle-Granger procedure involves a two-step estimation procedure for defining a

cointegrated system, where the first step is to estimate the parameters of the cointegrating

vector, and the second step is to use these in the error-correction model. Both steps require

only single equation least squares estimation and the result is consistent for all parameters.

The method assumes that the true data generating process is a bivariate linear VAR with

normally distributed errors, in which the individual series are both integrated of order one

39In bivariate cases where one variable can be assumed weakly exogenous, it is also possible to test
for cointegration using the autoregressive distributed lag (ADL) approach, allowing the coefficients of
two I(1) variables yt and xt to be unrestricted. This is done by estimating an ADL model: ∆yt =
λ1∆yt−1 + δ0∆xt + δ1∆xt−1 + γ1yt−1 + γ2xt−1 + et, and then testing the null of no cointegration,
H0 : γ1 = 0, using simulated critical values. For further detail, see e.g. Enders (2015).
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(Engle and Granger, 1987). When non-stationarity of the individual variables has been

established, it is possible to proceed to the cointegration analysis.

The first step is the actual test for cointegration, where a long-run relationship is

modelled and then tested for cointegration. The cointegrating vector is uniquely defined by

imposing arbitrary normalisations. In the case of r = 1 this can be done simply by regressing

one variable, normalized to have a unit coefficient, on the other(s). This regression is

called the cointegration regression and is designed to fit the equilibrium relationship while

disregarding the short-term dynamics. The implied cointegrating vector is β = [1, β]′

(Engle and Granger, 1987). Without the presence of the cointegrating relationship, the

arbitrary linear combination of two time series that individually containing a unit root,

will also contain a unit root. More specifically, suppose that the two series x1,t and x2,t

are jointly generated as a function of the white noise disturbances ε1,t and ε2,t, which may

be correlated. Without the cointegrating vector, the series can be modelled as:

x1,t + ξx2,t = u1,t, u1,t = u1,t−1 + ε1,t, (3.23)

With the cointegrating vector, the series can be modelled as:

x1,t + βx2,t = u2,t, u2,t = ρu2,t−1 + ε2,t, |ρ| < 1. (3.24)

According to (Enders, 2015, p. 370), the "recommended practice is to include an intercept

term in the equilibrium regression". The second equation (3.24), which includes the

cointegrating vector, describes a specific linear combination of the variables that is

stationary, meaning that the variables are CI(1,1). Conveniently, a linear OLS regression

of x1,t on x2,t provides a particularly effective method for detecting β. The OLS method

selects coefficients such that the residual variance is minimised. Since (3.24) is the sole

linear combination of the two variables that does not have infinite variance, the OLS

coefficient is β (Engle and Granger, 1987). In fact, although the relevant asymptotic

distribution is nonstandard and conventional inference procedures (t-tests) do not apply,

the OLS estimator β̂ is said to be super consistent, because it converges to the true value

of β at a much faster rate than with conventional asymptotics40 (Verbeek, 2004). The

40See for example Verbeek (2004, pp. 314-315) for a formal definition of super consistency.
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reversed regression of x2,t on x1,t will give a consistent, although not necessarily identical,

estimate of 1/β (Engle and Granger, 1987).

After estimating the long-run relation, the presence of cointegration is tested by

verifying stationarity of (3.24). Engle and Granger (1987) examine several ways of testing

the stationarity of (3.24), but recommend using an (Augmented) Dickey-Fuller (ADF)

test41 to test for unit roots in the residuals. These tests i) are insensitive to the specification

of parameters within the null, ii) mostly have good observed power properties, and iii)

theoretically have the same large sample critical values for both the single order and

infinite order cases. However, the standard Dickey-Fuller critical values can only be

used when the cointegrating vector is known through theory. When the parameters of

the cointegration regression are estimated, the standard distribution of the unit root

test-statistic is inappropriate and the test should be conducted using simulated critical

values (Enders, 2015).

When cointegration is verified, i.a. if ADF tests reject the null of no cointegration,

and we have established that the cointegration regression is not spurious, the second step

involves using the estimated cointegration regression to model the short-term dynamics as

specified in an ECM. By using the residuals from (3.24), which are in fact the estimated

deviations from the long-run equilibrium, it is possible to circumvent the cross-equation

restrictions involved in directly using (yt−1−βxt−1) in the ECM. Thus, the error-correction

model is specified as:

∆x1,t = a1 + ax1û2,t−1 +
∑
i=1

a1,1(i)∆x1,t−i +
∑
i=1

a1,2(i)∆x2,t−i + εx1,t (3.25)

∆x2,t = a2 + ax2û2,t−1 +
∑
i=1

a1,2(i)∆x1,t−i +
∑
i=1

a2,2(i)∆x2,t−i + εx2,t, (3.26)

where ax1 and ax2 are the speed of adjustment coefficients and û2,t−1 refer to the residuals

from equation (3.24) (Enders, 2015, p. 362).

41The Dickey-Fuller test is appropriate when the economic process can be assumed to be white
noise, i.e. when the system is of order one. The Dickey-Fuller regression: ∆ut = −φut−1 + εt. The
null of no cointegration is rejected null for large absolute values of τφ, being the t-statistic for φ. The
Augumented Dickey-Fuller test allows for more dynamics in the Dickey-Fuller regression. As a result,
it is overparametrised for white noise processes but appropriate in higher order cases. The Augmented
Dickey-Fuller regression: ∆ut = −φut−1 + b1∆ut−1 + · · ·+ bt∆ut−p + εt. (Engle and Granger, 1987) Note
that both test should be estimated on the basis of a zero-mean equation. The ADF test can be generalised
to test for stationarity of time series in various contexts (Enders, 2015).
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With the exception of the error-correction term aiû2,t−1, equation (3.25) and (3.26)

together constitute a VAR in first differences (Enders, 2015, p. 363): similar to the VECM

representation of the general VAR, specified in equation (3.19).

Finally, the model adequacy should be examined using a series of diagnostics tests

on the final ECM, for example tests for serial correlation, ARCH and omitted variables

such as a time trend and other lags (Enders, 2015; Engle and Granger, 1987).

As described by Enders (2015, p. 373-374), the Engle-Granger procedure is

easily implemented, but has some shortcomings worth mentioning. Estimation of the

cointegrating regression entails placing one variable on the left-hand side of the equation,

or in other words, arbitrarily choosing one of the variables which is forcibly normalized

to have a unit coefficient. Even though asymptotic theory indicates that unit root tests

should be independent of the order of the variables as the sample size grows infinitely

large, this is rarely the case in practise. In the multivariate case this problem is further

compounded, since any of the variables can be placed on the left-hand side. When working

with three or more variables, there may be more than one cointegrating vector, which

cannot individually be estimated using the Engle-Granger procedure. Moreover, it relies

on a two-step estimator, implying that any errors introduced in the first step will affect

the results of the second step. Lastly, the Engle-Granger procedure does not allow for the

testing of restricted versions of long- and short-term dynamics, which is useful for example

when trying to verify theories such as the ‘law of one price’.

The Johansen methodology

The shortcomings of the Engle-Granger procedure are overcome in the Johansen

methodology of testing for cointegration. Developed by Johansen and Juselius (1990),

this method builds on the specification of a general VAR model (see equation 3.18) and

the subsequent testing for cointegration by testing the hypothesis of reduced rank of

the long-run impact matrix Π = αβ′ using maximum likelihood (ML) estimation. The

procedure thereby builds directly on the reasoning presented in subsection 3.3.3 (see page

48). Enders (2015) has divided the method into four distinct steps, closely following the

practises introduced mainly in Johansen and Juselius (1990) and Johansen (1991). The

first step involves preliminary inspections of the data to help determine which VECM

specification should be applied and tested for cointegration in step two. The third step
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involves analysis of the normalised cointegrating vectors β and speed of adjustment

coefficients α by hypothesis testing, and fourthly, impulse responses and causality tests on

the ECM (Enders, 2015, p. 389-393).

The Johansen methodology – Step 1

In the preliminary inspection of the data, all variables are required to be tested for

their order of integration, using e.g. ADF and Kwiatkowski-Phillips-Schmidt-Shin (KPSS)

tests42. Plotting the data can help investigate the presence of linear trends and structural

breaks in the data generating process (Enders, 2015).

As emphasized by Johansen and Juselius, the choice of lag-length included in the

VECM is important for the subsequent analysis. However, "simulations indicate that for

moderate departures (which would not be detected in the initial statistical analysis) the

inference does not seem to change too much" (Johansen, 1991, p. 1566). Lag-length is

commonly selected through estimation of VAR models on undifferenced data, followed

by comparisons of the multivariate generalizations of the AIC or the SC (Enders, 2015,

p. 389).

The Johansen methodology – Step 2

The second step is to estimate the model and the rank of Π. The limiting distribution, and

hence the critical values, of the cointegration tests depend on the presence of deterministic

terms in the model. Five types of specifications have been proposed in literature (Johansen

and Juselius, 1990; Tsay, 2010):

1. No constant. In this case, all individual series of xt are I(1) without drift and the

the long-run equilibrium relation β′xt has mean zero. The VECM becomes

∆xt = αβ′xt−1 + Γ1∆xt−1 + · · ·+ Γp−1∆xt−p+1 + εt . (3.27)

2. A restricted constant. The components of the vector process xt are I(1) without

42The KPSS test is computed in two steps. First, run an auxillary OLS regression of x1,t on a time
trend and a constant. Second, save the residuals et and calculate the test statistic as

∑T
t=1 S

2
t /σ̂

2 where
σ̂2 is the estimated error variance and St =

∑t
t=1 es. The null hypothesis of trend stationarity then

states that "the variance of the random walk component is zero" (Verbeek, 2004, p. 271). An alternative
specification of the null hypothesis concerns level stationarity, for details please see Verbeek (2004)
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drift, but β′xt have a nonzero mean restricted to the long-run relations. The ECM

becomes

∆xt = α(β′, β0)(x
′
t−1, 1)′ + Γ1∆xt−1 + · · ·+ Γp−1∆xt−p+1 + εt . (3.28)

3. An unrestricted constant. The series of xt are I(1) with a linear trend (drift) in the

levels, and the long-run relations β′xt may have a non-zero mean, i.e. an intercept.

The ECM becomes

∆xt = αβ′xt−1 + Γ1∆xt−1 + · · ·+ Γp−1∆xt−p+1 + µ0 + εt . (3.29)

4. A restricted trend. The individual series of xt are I(1) with a linear trend (drift)

in the levels, and β′xt have a linear time trend restricted to the long-run relations.

The ECM becomes

∆xt = α(β′, β1)(x
′
t−1, t)

′ + Γ1∆xt−1 + · · ·+ Γp−1∆xt−p+1 + µ0 + εt . (3.30)

5. An unrestricted trend. The individual processes of xt are I(1) with a quadratic

trend in the levels, and the long-run relations β′xt have an unrestricted linear trend.

The ECM becomes identical to (3.19), if assuming that Π = αβ′ and excluding

seasonality:

∆xt = αβ′xt−1 + Γ1∆xt−1 + · · ·+ Γp−1∆xt−p+1 + µ0 + µ1t+ εt . (3.31)

The specification of the deterministic functions should be done based on prior knowledge.

In empirical work, however, the first and the last versions are uncommon. Some

economists prefer to include a drift term along with an intercept in the cointegrating

vector (specification 3, equation 3.29), and this version has been proven useful in modeling

asset prices (Tsay, 2010, p. 435). It should be clear, though, that the intercept in the

cointegrating vector is not identified in the presence of a drift term. Instead, µ0 is usually

assumed to contain effects from both the cointegrating vector intercept and the linear

trend in the levels (Enders, 2015).
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When the specification has been chosen, it should be tested for cointegration. The

Johansen procedure relies heavily of the connection between the rank of a matrix and its

characteristic roots. The rank of a matrix is equal to the number of its nonzero characteristic

roots, thus, the number of cointegrating vectors can be tested for by performing hypothesis

tests on the significance of the characteristic roots of Π. Enders (2015, p. 378) illustrates:

"Suppose we obtained the matrix Π and ordered the n characteristic roots

such that λ1 > λ1 > . . . > λn. If the variables in xt are not cointegrated, the

rank of Π is zero and all of these characteristic roots will equal zero. Since

ln(1) = 0, each of the expressions ln(1 − λi) will equal zero if the variables

are not cointegrated. Similarly, if the rank of Π is unity, 0 < λ1 < 1 so the

first expression ln(1 − λ1) will be negative and all the other λi = 0 so that

ln(1− λ2) = ln(1− λ3) = · · · = ln(1− λn) = 0".

Using this, the testing for cointegration, i.e. testing for the number of characteristic

roots insignificantly different from unity, can be done using two test statistics:

λtrace(r) = −T
n∑

i=r+1

ln(1− λ̂i) (3.32)

λmax(r, r + 1) = −T ln(1− λ̂i) , (3.33)

where λ̂i are the estimated values of the characteristic roots, the so called eigenvalues,

or Π, and T is the number of usable observation. As stated by (Enders, 2015, p. 378):

"When the appropriate values of r are clear, these test statistics are simply referred to as

λtrace and λmax".

λtrace tests the null hypothesis that the number of cointegrating vectors is ≤ r against

a general alternative (Enders, 2015, p. 380). Since λtrace equals zero when all λi = 0, the

test statistics will be larger the further the eigenvalues of Π are from zero. The rank

determination starts by testing H0 : r = 0. If λtrace does not exceed the (simulated)

critical value for the chosen significance level, we fail to reject the null and conclude that

rank(Π) = 0, i.e. no cointegration. If the test statistic is significant, we move on to testing

H0 : r ≤ 1, then H0 : r ≤ 2, etc, until the test statistic is insignificant. The last hypothesis

gives us the rank. In contrast to λtrace, the maximum eigenvalue statistics λmax has a
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specific alternative hypothesis of (r + 1) cointegrating vectors. With this exception, the

rank determination procedure is conducted in the exact same way as for λtrace (Enders,

2015, p. 380).

Most time-series statistical software programs contain routines to test for cointegration

according to the Johansen procedure. In short, using maximum likelihood estimation,

it is possible to: i) estimate the chosen specification of the error-correction model, ii)

determine the rank of Π using the likelihood ratio statistics λtrace or λmax, iii) use the

r most significant cointegrating vectors to form β′, and lastly, iv) select α such that

Π = αβ′ (Enders, 2015, p. 381). As described by Johansen and Juselius (1990, p. 174):

"the parameters Γ1, . . . ,Γp−1,Φ, µ0, µ1,Π and Ω are variation independent

and, since all the models we are interest in are expressed as restrictions on

µ0, µ1 and Π, it is possible to maximize over all the other parameters once

and for all".

The necessity to impose cross-equation restrictions also makes OLS inappropriate (Enders,

2015, p. 390).

As a result, statistical programs will commonly provide output of the eigenvalues of

Π, the estimated values of the chosen test statistics along with its (simulated) critical

values on the 1%, 5% and 10% significance levels, and the estimated parameters for all

equations. These include the normalised cointegrating vector β, also called the eigenvector,

and the speed of adjustment coefficients α (Enders, 2015, p. 390). Note that α is the

"matrix of weights with which each cointegrating vector enters the n equations of the

VAR" (Enders, 2015, p. 381).

The Johansen procedure also allows testing for multicointegration, which can be

present when the individual variables are integrated of orders higher than one, such as

I(2). For further details, see e.g. Enders (2015, p. 387).

The Johansen methodology – Step 3

The third step involves further analysing the short- and long-run dynamics by preforming

hypothesis tests on α and β. There are various ways of specifying these tests, depending

on the number of variables included (n) and the aim of the tests and/or the underlying

economic theory in question.
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Interestingly, the Johansen procedure enables the testing of restricted forms of the

cointegrating vector(s) (Enders, 2015, p. 380). For example, the ‘law of one price’ between

two variables holds if and only if the normalized cointegrating vector is [1, −1]′. The

key insight to these types of hypothesis tests is the fact that the only stationary linear

combination(s) of the vector process xt is given by the cointegration vector(s), up to a

scalar. As discussed in subsection 3.3.1, all other linear combinations of xt contain a trend

(Stock and Watson, 1988).

Hypothesis testing on β is conducted by estimating two forms of the chosen

specification of a VECM: the ‘original’, unrestricted, model as well as a version with

restrictions imposed on Π, such as β = [1, −1]. Denote the ordered eigenvalues of

the unrestricted and the restricted Π matrix by (λ̂1, λ̂2, . . . , λ̂n) and (λ̂∗1, λ̂
∗
2, . . . , λ̂

∗
n),

respectively. The test statistics is constructed by comparing the number of estimated

cointegrating vectors in the two models:

T

r∑
i=1

[
ln(1− λ̂∗i )− ln(1− λ̂i)

]
. (3.34)

Asymptotically, the test statistic (3.34) has a χ2 distribution with degrees of freedom (df)

equalling the number of restrictions imposed on β. If the test statistic is significant, the

restriction is binding, implying that the imposed long-run equilibrium does not correctly

describe the data (Enders, 2015, p. 382).

In a similar manner, using slightly different test statistics, it is possible to test e.g.

for the same set of restrictions on all β-vectors, for different sets of restrictions on each

β-vector, or for the presence of an intercept in the cointegrating vector as opposed to a

linear trend in the levels (see specification ‘An unrestricted constant’, equation 3.29).

The test statistic described in equation (3.34) can also be used to perform hypothesis

testing on α, by restricting α and comparing the r most significant eigenvalues for the

restricted and unrestricted Π matrices. If restricting some of the rows of α to be zero, this

becomes a test for weak exogeneity of the series that corresponds to these rows, since an

error-correction term insignificantly different from zero implies weak exogeneity (Enders,

2015, p. 392-393). In practice, many versions of these tests are available as standard

functions in many time-series statistical programs.
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The Johansen methodology – Step 4

As a final step, causality tests and innovation accounting, including forecast error variance

decomposition and impulse response functions, can be performed to further explore the

dynamics between the two variables (Enders, 2015, p. 393).

Two common causality test are Granger causality and Instantaneous causality,

developed by Granger (1969). The intuition behind Granger causality is that "a cause

cannot come after the effect" (Lütkepohl, 2005, p. 41). If a variable has a causal effect

on another, the past values of the former variable should help predict the latter. Thus,

Granger causality measures whether current and past values of one (or several) variable(s),

here denoted x1,t, help to forecast futures values of another variable x2,t (Granger, 1969).

Put differently, this implies that the lags of x1,t enter into the equation for x2,t (Enders,

2015, pp. 305–306). Granger causality does, however, not regard contemporaneous effects

(Granger, 1969). Such dynamics can instead be analyzed through testing for instantaneous

causality: a test for nonzero correlation between the innovations of x1,t and x2,t. In

particular, there is instantaneous causality between two variables if, in period t, adding

x1,t+1 improves the forecast of x2,t+1. If instantaneous causality exists between x1,t+1 and

x2,t+1, this will also exist between x2,t+1 and x1,t+1 (Lütkepohl, 2005, p. 42). For formal

definitions of these two tests, see Granger (1969).

Another useful tool to uncover short-term dynamics among variables in a system is

a forecast error variance decomposition (FEVD). This illustrates the proportion of the

movements in a time series that is caused by its own innovations versus shocks to the

other variable(s) (Enders, 2015, p. 302). The method builds on the idea that the forecasts

of the future values of a variable based on an estimated ARMA model are ‘necessarily

inaccurate’. Moreover, it is possible to calculate the j-step-ahead forecast error, i.e. the

difference between the forecast and the realization of x1,t+j , as well as the variance of these

forecast errors (Enders, 2015, p. 80).

The FEVD utilizes the impulse response functions (IRF), which are the elements

of the orthogonalised coefficient matrices of an MA process. Within the context of the

Johansen procedure, the MA process refers to the MA representation of the VECM

estimated in step 243. Consider two variables x1,t and x2,t. As an example, the effect of

43In practice, one first reparametrises the VECM to a structural VAR, and then to its VMA form



3 Methodology 60

a one unit change of ε2,t−i (the innovation of x2,t in period t − i) on x1,t is captured by

the (1, 2)th element of the coefficient matrix of ε2,t−i, here denoted φ1,2,i (Enders, 2015,

p. 295).

The j-step-ahead forecast error variance (FEV) of x1,t+j can be calculated as:

σ2
1,j = σ2

1

[
φ2
1,1,0 + φ2

1,1,1 + · · ·+ φ2
1,1,j−1

]
+ σ2

2

[
φ2
1,2,0 + φ2

1,2,1 + · · ·+ φ2
1,2,j−1

]
, (3.35)

where σ2
1 and σ2

2 are the variances of x1,t and x2,t, respectively.

The j-step-ahead forecast error variance can then be decomposed into the proportions

that can be attributed to innovations in each time series. The proportions of σ2
1,j that is

caused by shocks to the x1,t and x2,t processes, respectively, are:

σ2
1

[
φ2
1,1,0 + φ2

1,1,1 + · · ·+ φ2
1,1,j−1

]
σ2
1,j

(3.36)

and
σ2
2

[
φ2
1,2,0 + φ2

1,2,1 + · · ·+ φ2
1,2,j−1

]
σ2
1,j

. (3.37)

At short horizons, a variable typically explains almost all of its forecast error variance,

while this proportion usually decreases at longer horizons. This implies that, e.g. x1,t has

little contemporaneous impact on x2,t, but instead affects x2,t with a lag (Enders, 2015,

p. 302).

Note that the orthogonalised coefficient matrices are obtained through the technique

of Cholesky decomposition44 and that the FEVD thereby depends on the ordering of the

variables. By construction, the one-period forecast error variance of one of the variable is

fully attributed to its own innovations, dependent on the ordering of the variable. The

effect of this assumption diminishes at longer forecasting horizons (Enders, 2015, p. 295).

(Enders, 2015, p. 301).
44A Cholesky decomposition is used to transform correlated innovations, with the aim of retrieving

uncorrelated components (Tsay, p. 413).
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3.4 Price discovery theory

3.4.1 The price discovery process

Traditionally, one can think of a security as being traded in one central location. However,

as noted by for example Hasbrouck (1995), securities are no longer solely being traded on

a single centralised market. This trend of fragmentation has continued to develop over

the years, raising concerns about the fairness of trading mechanisms and the efficiency of

determining prices (Lehmann, 2002). Within this context, it is important to consider how

new information is incorporated into a security’s price (Hasbrouck, 1995). This process is

called price discovery and is described by Yan and Zivot (2010, p. 1) as "one of the most

important functions of financial markets". Literature concerning price discovery within

the scope of finance generally focuses on microstructure models aimed at quantifying the

contribution of each market to the price discovery process (Kapar and Olmo, 2019). Price

discovery can also be analysed with regards to a futures contract and its underlying asset.

As they are linked by a common underlying, they share a common fundamental value.

Dimpfl, Flad, and Jung (2017, p. 50) outline:

"This fundamental value is driven solely by (new) information leading to a

permanent movement of the efficient price which is common to the prices

observed on the spot and the futures market. Answering the question which

market provides more (useful) information with respect to the fundamental

value of the asset is the purpose of price discovery analysis".

The price discovery process is, however, not as straightforward as one might think,

which is why it is important to understand it intuitively before moving on to the empirical

details in the next subsection. As a starting point, Lehmann (2002, p. 259) describes

price discovery as “the efficient and timely incorporation of the information implicit in

investor trading into market prices”. There are two concepts that are central to this

definition of price discovery: speed and noise. ‘Efficient’ implies that the incorporation of

new information about the fundamental value happens without much noise, while ‘timely’

concerns the speed with which the price discovery process takes place. (Putnin, š, 2013)

Similarly, Yan and Zivot (2010) describe how price discovery measures are concerned with
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"distinguish[ing] which market prices incorporate new information regarding fundamental

value more quickly and efficiently" (Yan and Zivot, 2010, p. 10).

An important contributor to the literature related to price discovery in a multiple

price series settings is Joel Hasbrouck, who wrote the paper One security, Many Markets:

Determining the Contributions to Price Discovery in 1995. Hasbrouck was one of the

first researchers to address the question of which market is informationally dominant

or, in other words, which market ‘moves first’ in response to new information becoming

available (Hasbrouck, 1995). However, not all researchers address the topic similarly. As

discussed in more detail in the next section, this discrepancy is caused by differences in

the methodologies applied. Although all conventional price discovery measures are based

on cointegration theory and vector error-correction models, there is a slight nuance with

respect to whether both permanent and transitory shocks are considered (Baillie et al.,

2002). Lehmann (2002) elaborates on the discrepancy in the application of econometric

methods, and cites it as the main source of confusion in price discovery literature:

"This muddled state is unsurprising because the error correction model is a

reduced form and the role of each market in price discovery depends on the

parameters of the structural model" (Lehmann, 2002, p. 268).

With this in mind, the following section continues with a discussion of the empirical

price discovery measures.

3.4.2 The price discovery measures

Garbade and Silber (1983) introduced the concept of a common implicit efficient price.

Applied to securities markets, this entails that prices incorporate a common, long-term

implicit efficient price, while at the same time are linked by short-term dynamics. The

price mechanism that binds two or more price series together can be understood within

the context of cointegration theory, discussed in the previous section.

Consider a security which is traded on two markets, Market 1 and Market 2. The

vector of log prices of the security traded on Market 1 and Market 2 can be denoted as

pi, t = [p1, t, p2, t]
′. In our multiple price series setting, we can think of these prices to

belong to a security’s spot and futures markets which are strongly linked by arbitrage.
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Moreover, pt is integrated of order one, I(1), and is assumed to contain a random walk,

such that the price changes ∆pt are integrated of order zero, I(0) (Yan and Zivot, 2010).

On the basis of the price changes being covariance stationary and the I(1) series

containing a random-walk component, one can write the corresponding vector moving

average (VMA) or Wold representation as (Yan and Zivot, 2010):

∆pt = Ψ(L)et = et + Ψ1et−1 + Ψ2et−2 + · · · , (3.38)

where Ψ(L) =
∑∞

k=0 ΨkL
k, Ψ0 = I2 and et is a 2× 1 vector satisfying E[et] = 0 and

E [et e
′
s] =

 0 if t 6= s

Σ otherwise.

As previously mentioned, the price series in pt share the same underlying asset.

Therefore, one can assume the series to be cointegrated with the cointegrating vector

β = [1,−1]′. Following the methodology discussed in the previous subsection, the VECM

representation in this setting is:

∆pt = αβ′pt−1 +
K−1∑
k=1

Γk∆pt−k + et (3.39)

where α 6= 0 is the coefficient vector containing the error-correction terms, and k =

1, . . . , K.45 More intuitively, these coefficients measure the speed of adjustment to a price

discrepancy in the two price series in the previous period (Hasbrouck, 1995; Yan and Zivot,

2010).

In the context of price discovery, it is of interest to gain a better understanding of the

movement of innovations in the price series. A first step towards achieving this objective

is to decompose the price series into its trend and stationary components. One way of

doing so is to use the Beveridge-Nelson (BN) decomposition on equation (3.38):

pt = p0 + Ψ(1)
t∑

j=1

ej + st (3.40)

where Ψ(1) =
∑∞

k=0 Ψk, st = (s1,t, s2,t)
′ = Ψ∗(L)et ∼ I(0), Ψ∗k = −

∑∞
j=k+1 Ψj and

k = 0, . . . ,∞. Based on this decomposition, the long-run effects of et on the price series
45Please note that the notation with regards to k in this section is in line with Hasbrouck (1995) and

therefore deviates slightly from the remainder of the thesis.
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are captured by the cumulative impacts of the innovations et on all future price movements,

the matrix Ψ(1). Hasbrouck (1995) shows that since β = [1,−1]′ and β′Ψ(1) = 0, the rows

of Ψ(1) are identical. The existence of this common row vector, ψ = (ψ1, ψ2)
′, intuitively

implies that the long-run impacts of these innovations et on the individual price series are

the same. The permanent innovation can be denoted as (Yan and Zivot, 2010):

ηPt = ψ′et = ψ1e1,t + ψ2e2,t . (3.41)

Subsequently, Stock and Watson (1988) recommend rewriting the BN decomposition

as the common stochastic trend representation:

pt = p0 + 1mt + st , (3.42)

where 1 = (1, 1)′, mt = mt−1 + ηPt , and st = Ψ∗(L)et.

This representation is useful, as it suggests a clear division between the part of the

price series that is a result of transitory pricing errors, si,t, and the part that is a common

fundamental value for the cointegrated securities, mt. The latter common trend behaves

like a random walk and is driven by ηPt , new information on the security’s future value.

In contrast, the pricing error, si,t includes any deviation from the current, unobserved,

common fundamental value. Some examples of the causes of these deviations include

trading-related frictions. Lastly, the careful reader may have noted that additionally,

equation (3.42) includes a constant, p0. This constant would reflect any non-stochastic

difference between the securities’ price series and their fundamental value, but is assumed

to be equal to the zero vector for the remainder of this thesis, as in for example Yan and

Zivot (2010).

Information share

After gaining a general understanding of the decomposition of the securities’ price series,

one can dig deeper into the specific metrics included in price discovery. The first measure

is called the information share (IS). As an example, market i’s IS is defined as "the

proportional contribution of that market’s innovations to the innovation in the common

efficient price" (Hasbrouck, 1995, p. 1175). More intuitively, "the information share

measures ‘who moves first’ in the process of price adjustment" (Hasbrouck, 1995, p. XX).
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Slightly different from this original definition, Yan and Zivot (2010) show that the IS

captures both a market’s incorporation of new information and impounding of noise shocks

into prices, relative to another. These features of IS are in line with the definition of price

discovery provided by Lehmann (2002).

Mathematically, the measure builds on the common stochastic trend representation

as discussed above. Hasbrouck (1995) IS for market i can be calculated as:

ISi =
ψ2
i σ

2
i

ψΣψ′
=

ψ2
i σ

2
i

ψ2
1σ

2
1 + ψ2

2σ
2
2

, i = 1, 2 , (3.43)

where ψi is the ith element of ψ and σ2
i is the variance of variable i, as seen in Σ (see

equation 3.17). As such, one can see that market i’s IS will be high, when it has a large

reaction to the arrival of new information about the common trend.

In order for this analysis to hold, we have assumed that Σ is diagonal. However,

if Σ is non-diagonal, these relationships do not hold. Therefore, Hasbrouck (1995)

suggested measuring IS using the orthogonalised innovations by computing the Cholesky

decomposition of Σ. The adjusted IS for market i can therefore be computed as

ISi =
([ψ′F ]i)

2

ψ′Σψ
(3.44)

where F is a lower triangular matrix such that FF ′ = Σ and [ψ′F ]i is the ith element of

the row matrix ψ′F . It is important to note that the IS depends on the ordering of the

price variables. As such, one should compute both the upper and lower bound of the IS by

computing the Cholesky decomposition with the ith price order first and last, respectively.

Subsequently, one computes the IS as the average of the upper and lower bound, in line

with literature (Baur and Dimpfl, 2019; Fassas, Papadamou, and Koulis, 2020; Yan and

Zivot, 2010).

Component share

A second measure of price discovery is the component share (CS). This measure is based

on Gonzalo and Granger (1995) permanent-transitory (PT) component decomposition:

pt = A1ft + A2zt (3.45)
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where ft = γ′pt ∼ I(1) is the permanent component and zt ∼ I(0) is the transitory

component, which does not Granger cause ft in the long run (Yan and Zivot, 2010).

Moreover, Gonzalo and Granger (1995) define γ = (α′⊥β⊥)−1α′⊥
46 From the

cointegrating relationship, we assume that β = [1, −1]′, meaning that β⊥ is 1 = [1, 1]′

and hence γ = (α′⊥1)−1α′⊥. Essentially, this implies that the permanent component of

the price series is a weighted average of observed prices, with the respective component

weights γi = α⊥,i/(α⊥,1 +α⊥,2) for i = 1, 2. The component share of market i can therefore

be computed as:

CSi =
α⊥,i

α⊥,1 + α⊥,2
, i = 1, 2. (3.46)

Again, one can see that market i’s CS will be high when its contribution to the Granger-

Gonzalo permanent component of prices ft is large.

The relationship between CSi and ISi is not obvious, since the innovations to

the permanent component ft are not identical to the innovations to the efficient price

innovations ηPt from before. This discrepancy occurs because the innovations to ft are

typically not serially uncorrelated. Baillie et al. (2002) and De Jong (2002) however

demonstrate that γ and ψ are equal up to a scale factor. Therefore, CS can also be

calculated as:

CSi =
ψi

ψ1 + ψ2

, i = 1, 2 , (3.47)

From this previous equation, it is easier to compare the IS and CS measures: when market

innovations are uncorrelated, the IS is a variance-weighted version of CS. Specifically, the

CS measures "one market’s contribution to price discovery by the component share of that

market in forming the efficient price innovation" (Yan and Zivot, 2010, p. 2), meaning

that a market has a high CS if its innovations contributes to a relatively large proportion

of ηPt (see equation 3.41).

Information Leadership Share

A third price discovery measure, the information leadership share (ILS) builds on both the

IS and the CS in such a way that it correctly attributes contributions of two price series to

the common fundamental value. In an attempt to further clarify the relationship between

46Here α⊥ and β⊥ are (2× 1) vectors such that α′⊥α = 0 and β′⊥β = 0.
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the IS and the CS, Yan and Zivot (2010) address the concerns raised by Lehmann (2002)

and propose a structural cointegration model for price changes in multiple arbitrage linked

markets. Through the use of this structural cointegration model, they are able to identify

permanent and transitory shocks with few restrictions, and subsequently express the IS

and the CS in their structural representations. The analysis shows that the innovations

et, from the reduced form VECM defined in equation (3.39), are linked to the structural

innovations ηt through the relation et = D0ηt, so that:

e1,t = dP0,1η
P
t + dT0,1η

T
t , e2,t = dP0,2η

P
t + dT0,2η

T
t . (3.48)

The reduced-form innovations are hence attributable both to the permanent ‘unobservable

informational innovation’ ηPt (see equation 3.41), driving the development of the securities’

common fundamental value mt (see equation 3.42), and to a transitory non-informational

‘frictional innovation’ ηTt . (Yan and Zivot, 2010) The latter refers to trading shocks in the

form of ‘noise’, such as liquidity or microstructure frictions (Putnin, š, 2013; Yan and Zivot,

2010). The parameters dP0,i and dT0,i, ∀ i = 1, 2, constitute the contemporaneous responses

of the two price series to the informational and frictional innovations, respectively.

Assuming D0 to be invertible, it is possible to express the structural innovations ηt

in terms of the reduced-form innovations, so that ηt = D−10 et. Equation (3.48) can then

be rewritten as

ηPt =
dT0,2
Λ
e1,t −

dT0,1
Λ
e2,t , ηTt =

dP0,2
Λ
e1,t +

dP0,1
Λ
e2,t , (3.49)

where Λ = |D0| = dP0,1d
T
0,2 − dT0,1dP0,2. From equation (3.41), one can also see that:

ψ1 =
dT0,2
Λ

, ψ2 =
dT0,1
Λ

. (3.50)

Through these structural representations, Yan and Zivot (2010) furthermore

demonstrate that a high value of IS for a particular market can be caused either by the

market’s relatively strong response to new information about the security’s fundamental

value or by its relatively weak response to frictions. In other words, a high IS value can

result from relatively high value for dP0,1, a relatively low value for dT0,1, or a combination

of the two.
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The structural representation of CS, on the other hand, shows that this metric depends

only on the market’s relative response to frictional innovations (Yan and Zivot, 2010) or,

in other words, the market’s relative avoidance of noise (Putnin, š, 2013). Simulations by

Putnin, š (2013, p. 69) however illustrate "that CS measures to some extent the relative

speed at which a price series impounds new information, not just the relative avoidance of

noise as documented by Yan and Zivot".

Nevertheless, both measures, in particular the CS, are inclined to overstate the

dominance in price discovery of the less noisy market. The differences in frictional

innovation levels across price series can for instance result from differences in: market

structures, asset classes, and ‘types of investors’ trading the assets (Putnin, š, 2013). This

should be taken into consideration when drawing conclusions based on the various price

discovery metrics. A market’s strong response to the unobservable informational innovation

is characterised by a high IS together with a low CS. A high IS together with a high

CS, instead characterizes that a market incorporates much noise. IS will equal CS if and

only if dP0,1 = dP0,2, in which case both metrics measure the contemporaneous effects of the

frictional trading shocks (Putnin, š, 2013; Yan and Zivot, 2010).

This mathematical relation implies that IS and CS can be combined so that the

markets’ contemporaneous responses to noise cancel out. The impact of the permanent

shock ηPt in ’market 1’ relative to ’market 2’ can be measured using (Yan and Zivot, 2010):∣∣∣∣∣dP0,1dP0,2

∣∣∣∣∣ =

∣∣∣∣IS1

IS2

CS2

CS1

∣∣∣∣ (3.51)

Based on these insights, Putnin, š (2013) construct the ILS so that:

ILS1 =

∣∣∣ IS1

IS2

CS2

CS1

∣∣∣∣∣∣ IS1

IS2

CS2

CS1

∣∣∣+
∣∣∣ IS2

IS1

CS1

CS2

∣∣∣ , ILS2 =

∣∣∣ IS2

IS1

CS1

CS2

∣∣∣∣∣∣ IS1

IS2

CS2

CS1

∣∣∣+
∣∣∣ IS2

IS1

CS1

CS2

∣∣∣ (3.52)

The ILS thereby measures "which price series leads the process of adjusting to innovations

in the fundamental value" (Putnin, š, 2013, p. 73).
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4 Data

This chapter elaborates on the data that will be used throughout the main analysis, before

the results of this analysis are elaborated upon in the next section. This chapter contains

three sections which concern data collection, data preparation, and descriptive statistics.

4.1 Data collection

The analysis is performed on hourly Bitstamp closing prices for the bitcoin spot price series,

obtained from CryptoDataDownload47, and hourly CME futures prices, obtained from

Thompson Reuters. The data spans from March 12, 2019 01:00 until February 24, 2020

23:00, which is the maximum time span that is accessible via the Copenhagen Business

School (CBS) license for Thompson Reuters. The hourly data frequency sufficiently

enables the capturing of information flow between the bitcoin spot and futures markets,

while allowing for the usage of a broader time span than higher frequency data, given

data collection limitation. In order to validate whether the results hold for a lower data

frequency, robustness tests are conducted with a daily data set.

The bitcoin spot market data concerns the price of bitcoin against the US dollar,

the BTC/USD exchange rate, at market close on the world’s longest-standing and one of

the world’s largest crypto currency exchanges, Bitcoin (2020). The use of this data is in

line with e.g. Chu (2015), Baur and Dimpfl (2019), Alexander et al (2019) and Entrop

et al (2020). The motivation for using the Bitstamp market in the literature is that it

is generally considered to be liquid, reliable and mature. As such, it is an appropriate

market to use to learn more about the market behaviour in general and a wide variety of

investors. A graphical (partial) correlation network analysis on bitcoin prices from several

exchanges conducted by Giudici and Abu-Hashish (2019), moreover, shows that Bitstamp

is the market place with the highest interconnectivity to the other bitcoin exchanges used

in the study, demonstrating its nature as a price setter amongst different cryptocurrency

exchanges as well as its role as a ‘hub’ for price information transmission in the spot
47CryptoDataDownload (2020) is a website that offers aggregated cryptocurrency price data, collected

directly from cryptocurrency exchanges using Application Programming Interfaces (APIs). The closing
prices are nearly identical to those offered by Thompson Reuters, but are favourable since the series
contains fewer missing data.
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market (Giudici and Abu-Hashish, 2019).

The data for the futures market is the CME bitcoin futures price48. It is the world’s

most traded regulated bitcoin futures contracts (Skew, 2020) and one of the first futures

that commenced trading in December 2017 (Hale et al., 2018). As mentioned in section

2.2.2, the CBOE Futures were discontinued in June 2019. Stylized facts of the CME

bitcoin futures contracts are displayed in table 4.1. Note that the pricing of the CME

futures contract is linked to the Bitstamp spot price through the Bitcoin Reference Rate

(see table 4.1).

The reason for focusing on the price of bitcoin against the US dollar in particular, is

threefold. Firstly, the CME futures contracts are quoted in US dollars. Secondly, bitcoin

trading volumes on the USD markets form a strong majority of overall trading volume

(Kristoufek, 2015). Lastly, the USD serves as the standard unit for bitcoin prices across

most crypto exchanges, academic research and global financial media.

Table 4.1: Stylized facts of the CME bitcoin futures

Description

Product code: BTC

First traded: December 18, 2017

Contract unit: 5 bitcoins

Min. price fluctuation: Outright: $5.00 per bitcoin = $25.00 per contract.

Calendar Spread: $1.00 per bitcoin = $5.00 per contract.

Listing cycle: Six consecutive monthly contracts inclusive of the nearest two December

contracts.

Price limits: 7% above and below settlement price, ±13% previous settlement, ±20%

for prior settlement. Designed to coordinate with circuit breakers as

applied by the New York Stock Exchange.

Settlement: Financially (cash) settled by reference to Final Settlement Price, equal

to the CME CF Bitcoin Reference Rate (BRR) (the weighted median

price based on trading prices obtained from Bitstamp, Coinbase, itBit,

and Kraken) on the Last Day of Trading.

Trading hours: CME Globex and CME ClearPort: 5:00-4:00 pm CT Sun-Fri.

Source: Akyildirim et al. (2019), CME Group (2020), and Corbet, Lucey, et al. (2018).

48Trading code CMEc1, Thomson Reuters Front Month Platform (CME Group, 2020).



4 Data 71

Overall, the aim of this thesis is to explore the interactions between the bitcoin spot

and futures markets at large. Naturally, there exists a risk that the conclusions that are

being drawn, based on the data as described above, cannot be generalised beyond the

Bitstamp spot and the CME futures prices. As such, the application of different data

sets, potentially covering different time periods, could be informative with regards to the

research questions at hand.

A first alternative to consider regards the spot price data set collection. For example,

an aggregated index, such as the price series provided on CoinMarketCap (2020a), could

have been used. Baur and Dimpfl (2019) argues for using a price time series from

an exchange instead. The rationale for this is that these prices were paid in actual,

real, transactions. However, they also state that "the focus on one exchange excludes

information that might stem from a different exchange which in turn favors the role of the

futures market" (Baur and Dimpfl, 2019, p. 807). Nevertheless, a majority of studies that

specifically investigate cointegration and/or price discovery between the bitcoin spot and

futures markets use price data from a single bitcoin exchange, rather than a constructed

index, most of them using data from Bitstamp.

A second alternative for data collection would have been to use data on different,

unregulated, futures contracts, such as FTX, Bitfinex, Binance or Huobi. These futures

contracts all have considerably larger trading volumes than the CME futures and the price

discovery dynamics could be different from those in the CME futures market. Despite this,

the academic community has mainly focused on regulated futures contracts, in particular

the CME futures contracts (see sections 2.4 and 2.5). Due to this lack of research regarding

unregulated bitcoin futures markets it would arguably be a fascinating topic for further

investigation. Nevertheless, in order to compare the results of this thesis to previous

research, and in the process gain insights about the development of these novel markets,

the CME future prices are considered. In addition to that, some of the more recent futures

contracts do not allow for a sufficiently long sample that can meaningfully be used for

cointegration analysis.
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4.2 Data preparation

As discussed above, both the bitcoin spot and futures market data are collected from

Thompson Reuters. The CME futures price data set contains data for non-holiday weekdays

only. In order for the spot price series to match, the data set is transformed, such that the

final data set solely contains around the clock data on market days49, in accordance with

the New York Stock Exchange calendar. This transformation is in line with e.g. Baur and

Dimpfl (2019), Entrop, Frijns, and Seruset (2020), and Fassas, Papadamou, and Koulis

(2020). The main data set is not adjusted for any seasonal effects. In order to provide a

well-rounded thesis, these considerations are discussed in Robustness.

The further data preparation process consists of three steps. Firstly, outliers are

identified through a visual inspection of both the estimated VAR residuals and the

differenced price series, returns. As discussed in section 2.1.1, bitcoin is an unusually

volatile asset. Therefore, some considerable peaks and troughs are kept. In total, nine

pairs of observations, on four separate ‘occasions’, are considered outliers, since the spot

and the futures prices were extraordinarily volatile and the price discrepancies between the

two prices series were unusually large. These are believed to be unrepresentative and are

removed from the data set. In addition, three ‘Friday evening’ values of BTC are removed,

because the value of CME was already missing and the spot price changed considerably

over the weekend. Secondly, the original data set contains several missing-at-random

(Little and Rubin, 2002) values that need to be addressed. These missing values occur

at arbitrary times, as well as at the ‘hour-per-day’ in which the CME bitcoin futures

market is closed (see table 4.1). The CME and BTC series contain 6.09% and 0.22%

missing values, respectively, in the market day data set, distributed relatively equal across

time. Note that this percentage includes the manually removed outliers. A visualisation of

the amount and distribution of missing values is displayed in figure A1.1. The missing

values are imputed using (cubic) spline interpolation.50 Lastly, in line with amongst others

49Note that the irregularly spaced time series data, requires the timestamps to be converted to
as.POSIXlt objects in R for optimal analysis.

50All missing values are treated as univariate missing data (Little and Rubin, 2002). Alternatively,
more sophisticated multivariate methods such as (stochastic) regression or K-nearest neighbour imputation
could be used. The downside of these methods, with regards to the present application, is that these may
affect the relationship between the two variables to a greater extent, which would affect our analysis.
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Johansen and Juselius (1990), multiplicative effects in prices are assumed, and therefore

both time series are transformed to natural logarithms.

After data preparation, the final data set contains 5,783 observations of the log prices

of Bitstamp bitcoin spot prices (BTC) and CME bitcoin futures prices (CME).

4.3 Descriptive statistics

As seen in table 4.2, the values of BTC and CME range from 8.245 to 9.535 and 8.243

to 9.539, respectively. The mean of BTC is 8.99 and its standard deviation, σ, is 0.282.

Equivalent measures for CME are 8.995 (mean) and 0.285 (σ). At first glance, both

measures appear to be rather similar, which could be indicative of cointegration. Both

series have fairly high negative skewness, meaning their distribution is ‘skewed left’, i.e.

that the left tail of the distribution is longer than the right, and positive excess kurtosis.

This implies that their distribution have ‘heavy tails’ in relation to the normal distribution

(Enders, 2015), in line with findings by Baek and Elbeck (2015). The existence of a skew

to the left is common with regular asset pricing distributions, as investors fear losses (Hull,

2018).

Table 4.2: Descriptive statistics

Statistic Obs. Mean σ Min Pctl(25) Pctl(75) Max Skew Kurt.

BTC 5,783 8.990 0.282 8.245 8.888 9.196 9.535 -1.019 0.460

CME 5,783 8.995 0.285 8.243 8.892 9.202 9.539 -1.009 0.445

Figure 4.1 displays the price development of the log bitcoin spot and futures price in the

sample period, March 12, 2019 to February 24, 2020. The price series contains periods more

volatile than others, and the mean seems to vary across different sub-periods, indicating

that the price series are non-stationary and contain stochastic trends. Furthermore, the

series follow each other closely, which is a strong indication of cointegration.
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Note: Time plot of the log Bitstamp closing prices of BTC (black)
and the CME futures prices (pink).

Figure 4.1: Time plot of BTC and CME price series.
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5 Results and discussion

This chapter is concerned with the exposition and interpretation of the results. In particular,

the final model specification and cointegrating relationship will be discussed in more detail.

Next, the long-term and short-term dynamics of the market, as estimated by the use

of a VEC model, will be elaborated upon. This will be followed by a discussion of the

estimated price discovery measures.

5.1 Model selection

Before testing for cointegration between the bitcoin spot and futures prices, the results

of this section confirm that the time series are nonstationary and integrated of the same

order, as well as establish the appropriate lag-length to be used in the estimated VECM.

Table 5.1: KPSS tests for I(1).

Type

Variable KPSS Level KPSS Trend

BTC 5.3055*** 3.0897***

CME 5.2923*** 3.0743***

∆BTC 0.31704 0.10583

∆CME 0.30641 0.10018

Note: Test statistics from KPSS tests on BTC and CME. Null hypothesis of stationary.
∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01.

The first step in the Johansen methodology includes pretesting of all variables for

their order of integration. More specifically, it is confirmed that the log bitcoin spot prices

(BTC) and the log bitcoin futures prices (CME) are integrated of order one. For both

price series, the autocorrelations do not diminish over time, as visualised in the respective

autocorrelation function (ACF) plots. Moreover, the partial autocorrelation function

(PACF) plots depict one significant spike at lag one, which is another affirmation of a unit

root. See figure 5.1

In order to confirm the suspicions of a unit root in both series, ADF and KPSS



5 Results and discussion 76

Table 5.2: ADF tests for I(1).

Type and test-statistic

Drift Trend

Var. Lags τ2 φ1 τ3 φ2 φ3

BTC
24 -2.559* 4.170* -2.156 2.800 3.304

1 -2.567 4.215* -2.152 2.829 3.322

CME
24 -2.570 4.182* -2.150 2.814 3.340

2 -2.5621 4.1801* -2.1340 2.8109 3.3184

∆BTC
24 -53.448*** 1428.362*** -53.472*** 953.091*** 1429.637***

1 -53.553*** 1433.982*** -53.578*** 956.862*** 1435.294***

∆CME
24 -52.453*** 1375.654*** -52.477*** 917.9529*** 1376.929***

1 -52.555*** 1381.000*** -52.580*** 921.533*** 1382.300***

Note: Test statistics from ADF tests on BTC and CME. Lags chosen by SC.

Null hypothesis of non-stationary. ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01.
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Figure 5.1: (Partial) Autocorrelation function plots, time series in levels.

tests on the initial price series are performed. For both BTC and CME, the ADF null

hypothesis of non-stationarity is rejected, while the KPSS null hypothesis of stationarity is
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Figure 5.2: (Partial) Autocorrelation function plots, time series in first differences.

not rejected. A logical next step, is to investigate the order of integration. Therefore, the

same analysis is conducted on the series stated in differences, to confirm that the series

becomes stationary when differenced once and is integrated of order one. The plots, shown

in figure 5.2, do not indicate serious (partial) autocorrelation in the differenced time series.

Moreover, ADF and KPSS tests confirm stationarity of the differenced time series, leading

to the conclusion that both BTC and CME are I(1) variables. Results from all ADF tests

and KPSS tests are shown in table 5.2 and 5.1, respectively.

At this point, the appropriate choice of lag-length to be included in the VECM should

be considered, as this is important for subsequent analysis. One does so by first testing

the appropriate lag-length of a VAR model, and then reparametrise this VAR model to a

VECM. A decisive factor in this lag-length choice is the information criteria, which one aims

to minimise. The four criteria under consideration are: Akaike information criterion (AIC),

Akaike’s Final Prediction Error Criterion (FPE), Hannan–Quinn information criterion

(HQ) and Schwarz criterion (SC). One can find the lag-lengths suggested by the four

information criteria in table 5.3. In our analysis, the AIC and FPE return identical results,

which is in line with expectation for moderate to large sample sizes (Lütkepohl, 2005,
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p. 148). Next to this, SC suggests shorter lag-length than AIC, which is to be expected

as this information criteria favours more parsimonious models. Lastly, again in line with

expectation, the HQ suggests a lag-length in between that of AIC and SC (Enders, 2015).

Table 5.3: Tests for lag-length.

Max. lags allowed AIC/FPE HQ SC

48 27 10 6

36 27 10 6

24 10 10 6

12 10 10 6

Note: Appropriate lag-lengths to include in the initial VAR(p),

in accordance to different information criteria.

To confirm whether the suggested lag-length is appropriate, the residuals of the initial

VAR models suggested by the various information criteria are formally tested for serial

correlation. The null hypothesis of the Portmanteau test51 is that of no serial correlation.

Since parsimonious models are preferred, the first lag-length under consideration is six, as

suggested by SC. However, the null hypothesis of no serial correlation is rejected across

all specifications, i.e. also when including daily and hourly centred seasonality dummies.

Therefore, the second VAR model under consideration contains ten lags. In this instance,

the null of no serial correlation is not rejected on all conventional significance levels. As

such, we have reason to believe there is no remaining serial correlation in the errors. This

is a desirable property as this ensures that our results in the upcoming sections will be

consistent. Lastly, in an effort to investigate the possibility of being more parsimonious,

an initial VAR model containing nine lags is fitted. The corresponding test for serial

correlation rejects the null hypothesis of no serial correlation. Table 5.4 provides an

overview of selected test results.

Two final tests for the appropriateness of our model regard its constancy, which is

controlled for through performing OLS-CUSUM and Rec-CUSUM tests. The fact that the

empirical fluctuation processes are insignificantly different from zero across the sample

period, seen in figure 5.3, indicates that the time series do not contain structural breaks,
51As described by Enders (2015, p. 416): A portmanteau test "usually refer to residual-based tests

that do not have a specific alternative hypothesis".



5 Results and discussion 79

i.e. the parameters of the VAR(10) are stable over the sample period.52

In conclusion, the subsequent cointegration analysis on bitcoin spot and futures

markets builds on a VAR model with ten lags, which is reparametrised to a VECM with

nine lags. Notably, the inclusion of hourly and daily centered seasonal dummies does not

improve the results of the test for serial correlation. Therefore, as parsimonious models

are desired, seasonal effects are excluded from the main analysis and are instead discussed

in Robustness (see section 6.1.2).

Table 5.4: Tests for no serial correlation.

Lags in VAR, p No seasonality Daily seasonality Hourly seasonality

6 91.2860*** 90.4901*** 90.7806***

9 49.1932** 48.9366** 48.9675**

10 27.5132 27.3070 27.1017

textitNote: Null hypothesis of no serial correlation (Portmanteau test).
∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01.

5.2 Testing for cointegration

This section regards testing for cointegration between the bitcoin spot and futures prices,

first in accordance with the Engle-Granger procedure and then using the Johansen

approach.

5.2.1 Engle-Granger cointegration test

Firstly, the Engle-Granger test is used to confirm cointegration. In order to do so, the

long-run relationship is modelled and the model residuals are tested for stationarity. The

procedure is repeated for the model specifications as in equations 5.1 and 5.2 below, because

the procedure’s results may very depending on which variable is arbitrarily, manually

52Ideally, these tests should have been performed on the ‘main’ VECM defined in equation (5.3).
However, since the stability() function in R is only compatible with VAR() objects, this is not possible.
Since there is a one-to-one relationship between this ‘initial’ VAR(10) model and the main model, we find
it sufficient to perform constancy tests at this point of the analysis.
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Figure 5.3: Constancy tests of the coefficients, VAR(10).
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placed on the left-hand side of the equation (3.24). The cointegration regressions are:

BTCt = µ1,0 + β1,1CMEt + ε1,t (5.1)

CMEt = µ2,0 + β2,1BTCt + ε2,t (5.2)

where µi,0 is a constant and βi,1 is the second element of the normalized cointegrating vector.

Results are displayed in table 5.6. Subsequently, the residuals εi,t of the cointegration

regressions are tested for stationarity using zero-mean ADF tests. Since the absolute

values of the test statistics are larger than the simulated critical values53, as seen in table

6.4, the null hypothesis of non-stationarity is rejected. This is strong evidence to suggest

that the BTC and CME price series are cointegrated.

Table 5.5: Engle-Granger procedure: ADF tests for cointegration.

None

Dependent variable Lags τ1

BTC
24 -18.6460***

8 -18.6722***

CME
24 -18.6497***

2 -18.6793***

Note: Test statistics from ADF tests for cointegration. Lags chosen by SC.

Null hypothesis of no cointegration. ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01.

At this point of the analysis we are solely interested in testing for cointegration. The

second step of the Engle-Granger approach involves using the residuals from (5.1) and

(5.2) to estimate VECMs. For ease of exposition, this is discussed in Robustness (see

section 6.2).

5.2.2 Johansen cointegration test

An alternative way to test for cointegration is through the use of the second step of the

Johansen methodology. This step involves choosing the appropriate model specification

53The critical values under consideration can be found in the Supplementary Manual Table C of Enders
(2015).
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Table 5.6: Engle-Granger equations.

Dependent variable

BTC CME

CME 0.9897∗∗∗

(0.001)

BTC 1.086∗∗∗

(0.001)

Constant 0.0890∗∗∗ −0.0736∗∗∗

(0.005) (0.005)

Observations 5,783 5,783
R2 0.998 0.998
Adjusted R2 0.998 0.998
Residual Std. Error (df = 5781) 0.012 0.012
F Statistic (df = 1; 5781) 3,216,262∗∗∗ 3,216,262∗∗∗

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

and applying the trace and maximum eigenvalue tests to the chosen model.

The limiting distribution and therefore the critical values of the cointegration tests

rely on correct specification of any deterministic terms in the model. The possible values

to include in the VAR are i) no constant, ii) a restricted constant, iii) an unrestricted

constant, iv) a restricted trend, and v) an unrestricted trend, discussed in 3.3.4. As such,

it is important to select the appropriate specification.

The fact that BTC and CME do not seem do diverge over time, as seen in Figure 4.1,

suggests that no trend should be included in the long-run relation (β). Even though there

is no clear indication of the necessity to include a constant, an unrestricted constant in the

VECM is allowed for since this has been proven useful in modeling asset prices. Thereby,

the Johansen cointegration test is performed using a VECM based on specification 3

(see equation (3.29), i.e. including a linear trend (drift) in the levels and allowing for the

long-run relation to have a non-zero mean.

The two Johansen tests for cointegration performed are the trace and maximum

eigenvalue tests, which both consist of multiple hypotheses. The trace test starts off by

considering the initial null hypothesis that r = 0, against the hypothesis that r = n, where



5 Results and discussion 83

r is the rank of Π and n is the number of endogenous variables in the system. As seen

in table 5.7, this null hypothesis is rejected on all conventional significance levels, since

λtrace is larger than the critical values. The next null hypothesis within the trace test is

r = 1 against the alternative that r = n. The null hypothesis is not rejected, even at the

10% significance level, as the test statistic 6.36 is smaller than the critical value of 6.50.

Overall, the conclusion of the trace test is that Π has reduced rank since r < n (see case

(iii), section 3.3.3). This strongly suggests that BTC and CME are cointegrated.

The maximum eigenvalue test also starts off by considering the initial null hypothesis

that r = 0, but instead against the alternative hypothesis of (r + 1) cointegrating vectors.

In line with expectation, this hypothesis is rejected at all conventional significance levels.

However, the next hypothesis of r = 1 is not rejected, even on a 10% significance level.

These results are also in support of one cointegrating relationship between BTC and CME.

Table 5.7: Johansen methodology, Trace statistic.

Hypothesis Test statistic 10% 5% 1%

r = 1 | 6.36 6.50 8.18 11.65

r = 0 | 247.59 15.66 17.95 23.52

Table 5.8: Johansen methodology, Maximal eigenvalue statistic.

Hypothesis Test statistic 10% 5% 1%

r = 1 | 6.36 6.50 8.18 11.65

r = 0 | 241.23 12.91 14.90 19.19

The VECMs corresponding to these tests are discussed in the following section.

5.3 VEC model

This section concerns the estimation of the VECM corresponding to the VAR model with

10 lags and assessing its adequacy through diagnostic checks. The VECM is modelled as:

∆xt = Πxt−1 + Γ1∆xt−1 + · · ·+ Γ9∆xt−9 + µ0 + εt , (5.3)
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where xt = [BTC, CME]′, Γi ∀ i = 1, . . . , 9 are the coefficient matrices of the lagged ∆xt,

µ0 is a (2× 1) vector of unrestricted constants and εt are the error terms. The estimated

long-run impact matrix is:

Π =

−0.0820 0.0813

0.1609 −0.1596

 (5.4)

The determinant of Π is 0, which is in line with expectations, as a cointegrating relationship

between BTC and CME exists when the rows of Π are linearly dependent. (Enders, 2015,

p. 358) As Π has reduced rank, Π = αβ′, further discussed shortly.

Next, the residuals of the model (5.3) are visually inspected. Plotting the residuals

from each equation shows that they fluctuate around zero, indicating that the residuals are

stationary. Visualizing the empirical distribution function (EDF) of the residuals, leads to

suspicion of non-normality of the errors since the EDF of the BTC equation is slightly

skewed, and the EDF of the CME equation has considerable spikes in the tails. With

regards to the (P)ACFs of the residuals, the spikes are not significantly different from

zero at the 5% level, suggesting that the residuals are not autocorrelated. However, the

(P)ACFs of the squared residuals indicate the presence of ARCH within the errors. Figure

5.4 and 5.5 provide an overview of these analyses for the BTC and the CME equation

within the estimated VECM model, respectively.

Moreover, diagnostic tests are performed on the residuals of model (5.3)54. As seen in

table 5.9, the null hypotheses of normality and no ARCH are rejected at the 1% significance

level, in line with the discussion above. The null of no serial correlation is not rejected,

which is necessary for the estimates to be unbiased. The non-normality of the errors,

as well as the presence of ARCH, is undesirable since it makes estimation less efficient.

However, it does not cause biased estimates.

Collectively, the visual inspection and the diagnostic tests on the residuals, leads to

the conclusion that the model residuals are well-behaved.

Lastly, the specification of deterministic terms in the model is validated by performing

a likelihood ratio test with the null hypothesis of no inclusion of a linear trend in the VECM.

Since the estimated p-value is 0.19, the null is not rejected. This result substantiates the
54To enable these analyses in R, the estimated VECM is reparametrised ’back’ to a VAR model.
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Figure 5.4: Residuals of the BTC equation
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Figure 5.5: Residuals of the CME equation

choice of modelling the VECM along the lines of equation (3.29), model specification 3.

After confirming the adequacy of the chosen VECM, its estimated parameters can be
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Table 5.9: Residual diagnostic tests.

Diagnostic test Chi squared df p-value

Serial correlation (Portmanteau Test, asymptotic) 27.52 26 0.3827

ARCH (multivariate) 2852.45 45 0.0000

Jarque-Bera normality test (multivariate) 438080.03 4 0.0000

Skewness only (multivariate) 234.37 2 0.0000

Kurtosis only (multivariate) 437845.66 2 0.0000

Note: Null hypothesis of no serial correlation, ARCH and normality, respectively.

further interpreted and discussed. The estimated VECM is displayed in full in table A2.1.

The adjusted coefficient of determination (R2) is 63% for the CME equation, and only

4% in the BTC equation. The long-run equilibrium relation and the included price lags,

thereby, explain a rather large proportion of the variance in the bitcoin futures prices,

but not of the variance in the bitcoin spot prices. These are results are surprising when

compared to traditional financial assets, such as equities, where one would expect these

results to be reversed. As compared to general

The estimated unrestricted constants, µ0 = [0.0062, −0.0118]′, are significant at the

0.1% level and assumed to contain effects from both linear trends in the levels and a

nonzero mean in the long-run equilibrium relationship.

In the following subsections, long-term equilibrium and the short-term dynamics

between the bitcoin spot and futures prices is further explored in relation to the research

questions.

5.3.1 Long-term dynamics

The long-run relationship between bitcoin spot and futures prices can be investigated on

the basis of the VECM results. From the Johansen methodology, it is known that the r

most significant cointegrating vectors constitute β. The estimated long-run equilibrium

relationship between BTC and CME is:

β =

βBTC

βCME

 =

 1.0000

−0.9914

 (5.5)



5 Results and discussion 87

where the BTC is normalized to one.

As touched upon before, an interesting case occurs when β = [1, −1]′, which is

supportive of the ‘law of one price’ as the BTC and CME would be priced the same in

equilibrium. This motivates formal hypothesis testing of β = [1, −1]′.

In line with step 3 of the Johansen methodology, β is restricted and tested to be

[1, −1]′ in the VECM. The estimated test statistic, calculated as in equation (3.34) with

1 degree of freedom, is 37.30. The associated p-value is zero, which implies that the

β restriction is binding and that the imposed long-run equilibrium does not correctly

describe the data. The results are displayed in table 5.10.

Table 5.10: Hypothesis testing on beta.

Test statistic df p-value

37.30 1 0.0000

Note: Null hypothesis is that beta is not binding.

This is in line with findings by S. Lee, El Meslmani, and Switzer (2020) and Baur

and Dimpfl (2019). However, it contradicts results obtained by Entrop, Frijns, and Seruset

(2020) and Kapar and Olmo (2019), who find that this cointegrating vector is not binding.

Moreover, Baur and Dimpfl (2019) argue that imposing the restriction of β = [1, −1]′ is

still ‘maintainable’, since the absolute value of the CME cointegrating parameter is smaller

than unity (see section 2.5). This suggests that the spot market has a dominant position,

as discussed in the literature review, which is in line with our subsequent price discovery

analysis. The combination of Baur and Dimpfl (2019) findings, the ‘law of one price’

and the proximity of beta to [1, −1] motivates alternative testing of the cointegrating

relationship.

Given that two I(1) variables are cointegrated if a specific linear combination of

the two is stationary, it is possible to synthetically impose β = [1, −1]′ by testing for

stationarity of:

υt = BTCt − CMEt . (5.6)

The stationarity of υt is tested using ADF and KPSS tests. The zero-mean ADF



5 Results and discussion 88

null hypothesis of non-stationarity is rejected as the absolute value of the test statistic

-12.1453 is larger than the 1% critical value of -2.58, see table 5.11. Moreover, the KPSS

null hypotheses of level and trend stationarity is not rejected, even at the 10% significant

level. The test statistics for the respective tests are 1.1459 (KPSS Level) and 0.4492

(KPSS Trend), both significant at the 1% level. As such, there is evidence to suggest that

β = [1, −1]′.

Table 5.11: Alternative hypothesis testing on beta.

Lags Test statistic

24 -8.50***

11 -12.15***

1 -41.26***

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01.

The findings of the above analysis with regards to the long-run relationship between

bitcoin spot and futures prices are twofold. Firstly, the BTC and CME price series are

cointegrated, meaning that the two are closely linked through an equilibrium relationship

and that they share the same stochastic trend. The implications of the relationship is that

they follow each other closely and cannot meander arbitrarily far away from each other

over time. As the price series are based on the same underlying asset and thereby related

through arbitrage considerations, this is in line with expectations.

Secondly, the long-run equilibrium relationship is characterized by the cointegrating

vector [1, −0.9914]′, which is concluded to not be significantly different from [1, −1]′.

These results implies that the ’law of one price’ holds for bitcoin spot an future prices

in the long-run. In relation to the findings by S. Lee, El Meslmani, and Switzer (2020),

who investigate the bitcoin spot and future markets from the perspective of arbitrage and

market efficiency, these results furthermore implicate that the bitcoin future prices are

unbiased predictors of spot prices, and vice versa, consistent with (weak-form) speculative

efficiency.
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5.3.2 Short-term dynamics

Having confirmed a long-run relationship between the bitcoin spot and futures series, this

subsection regards the short-term dynamics between the two price series. First, the speed

of adjustments coefficients and the remaining short-term dynamics are investigated on the

basis of the VECM results. Next, the results are validated through causality tests and a

forecast error variance decomposition.

The estimated speed of adjustment coefficients are:

α =

αBTC

αCME

 =

−0.0820

0.1609

 (5.7)

where -0.0820 refers to the speed of adjustment coefficient of BTC, and 0.1609 to the

corresponding estimate for CME. The bitcoin spot price is hence estimated to correct an

average of 8.2% of the disequilibrium from one hour to the next. The bitcoin futures price

is estimated to error correct 16.1% of a disequilibrium each hour.

The elements of α can also be interpreted as the weights with which the cointegrating

vector enters the BTC and the CME equations in the VECM. As such, the estimated α

implies that a disequilibrium between the bitcoin spot and futures prices has a relatively

large impact on the bitcoin futures prices, compared to the bitcoin spot prices.

In line with step 3 of the Johansen methodology, formal hypothesis testing is also

conducted on α, using the likelihood ratio test statistics defined in equation (3.34). Table

5.12 displays the results of the two tests for weak exogeneity, which are performed by

restricting the speed of adjustment coefficient for BTC and CME, respectively, to be zero.

As the p-values of both tests are zero, the error-correction term of both BTC and CME

are concluded to be significantly different from zero.

The estimated coefficients of the lagged regressors, i.e. the Γi, ∀ i = 1, . . . , 9, in

equation (5.3), are displayed in table A2.1. Most coefficients of ∆BTCt−i in the BTC

equation are negative and significant at (at least) the 5% level. The same results apply to

the bitcoin futures price series. Moreover, most coefficient of the lagged ∆BTCt−i in the

CME equation, and vice versa, are significantly positive. This is indicative of a positive
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Table 5.12: Hypothesis testing on alpha.

Variable Test statistic df p-value

BTC 16.62 1 0.0000

CME 179.15 1 0.0000

Note: Null hypothesis of weak exogeneity.

short-run relationship between the bitcoin spot and futures price series, since past returns

of CME positively impact current returns of BTC, and vice versa.

The evidence of short-term interdepencies between the bitcoin spot and future prices

is further strengthened by the results from causality tests and a forecast error variance

decomposition on the price series (Johansen methodology, step 4). Table 5.13 displays

the results from the Instantaneous causality test. As the p-value is zero, the null of no

instantaneous causality between the bitcoin spot and futures price series is rejected at the

0.1% level. Granger causality tests furthermore suggests a bi-directional Granger causality

between both spot and futures prices in the short run. See table 5.14.

Table 5.13: Instantaneous causality.

Null hypothesis Chi-squared df p-value

No inst. causality between BTC and CME 324.19 1 0.0000

Table 5.14: Granger causality.

Null hypothesis F-test df1 df2 p-value

BTC do not Granger-cause CME 1068.65 10 11504 0.0000

CME do not Granger-cause BTC 26.65 10 11504 0.0000

Since the model is known to have ARCH errors, the causality tests are also performed

using heteroscedasticity robust standard errors. The results (not displayed) lead to the

same conclusions as the results discussed above.

As a last step in the analysis of the short-term dynamics between the bitcoin spot and

futures markets, a forecast error variance decomposition is performed. Due to the ordering

of the variables, the one-period FEV of the BTC price series is only caused by its own
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shocks. Notably, BTC explains almost all of its own FEV also at longer forecast horizons.

The proportion of the movement in BTC prices accounted for by innovations in the CME

futures market is slowly increasing up to an eight-hour horizon, where it stagnates on 7.5%.

Thereby the variation in the bitcoin spot prices is driven almost exclusively by shocks to

the ‘spot market itself’, across all time horizons tested (up to 72 hours).

As measured by the FEVD, shocks to the spot market furthermore account for the

majority of the movement also in the CME futures prices, with a three hour lag. BTC

explains 6% and 11% of the FEV in CME at the one- and two-hour forecast horizon,

respectively. On the three-hour horizon, the BTC proportion of the CME forecast error

variance jumps to 56.6%, and at the eight-hour horizon the corresponding proportion is

78.5%. On longer time-horizons, this proportion continues to increase slowly, and at the

72-hour forecast horizon innovations in the the bitcoin spot market account for 90.5% of

the variation of the bitcoin futures prices. Hence, BTC is considerably better at predicting

future values of CME, than CME itself.

The plots of the impulse response functions are displayed in figure A1.2. As the above

findings indicate that the series contain unit roots, the IRFs are expected to illustrate that

shocks have permanent effects on the time series. The lack of reversion in the IRF plots

confirms that the effect of a shock does not diminish over time.

All in all, the analysis of the short-term dynamics provides evidence that both the

bitcoin spot and futures prices adjust to deviations from the long-run equilibrium, and

neither are therefore weakly exogenous. Furthermore, investigation of Granger causality

and Instantaneous causality confirms a bi-directional short-term causal relationship between

the price series, and the forecast error variance decomposition shows that the movements

in both price series result from innovations in both markets. Thereby, we find strong

evidence for the fact that there are significant short-term dynamics between the two bitcoin

markets.

In particular, the futures price series appears to error correct more than the spot

price series, implying that the futures prices are more sensitive to a disequilibrium than the

spot prices. Additionally, the FEVD shows that approximately 80-90% of the movements

in both the bitcoin spot and futures prices can be attributed to innovations in the spot

market alone, with an eight-hour lag for the CME price series. These results add value
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Figure 5.6: Forecast error variance decomposition.

with regards to the overarching aim of the thesis, by providing indication of that it is the

spot market that drives the price of bitcoin.

Our results are in line with Baur and Dimpfl (2019), who find that the estimated speed

of adjustment coefficients are substantially larger for future prices than for spot prices.

However, the results contradict Fassas, Papadamou, and Koulis (2020) and Kapar and

Olmo (2019). Alexander et al. (2020) provide a possible explanation for this discrepancy,

as they show that the response of the bitcoin spot market has become stronger in recent

period. On a last note, our causality tests provide results in line with Fassas, Papadamou,

and Koulis (2020), who also find that the bitcoin spot and futures prices Granger-cause

each other.
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5.4 Price discovery

The price discovery analysis departs from the cointegration analysis described above and

builds directly on the VECM model defined in equation (5.3). Using the parameters of

the estimated VECM, ψ is computed as:

ψ =
[
0.9777 0.4979

]′
(5.8)

To calculate the information shares, the variance-covariance matrix associated with

the bitcoin spot and futures price series, Σ, is also required. Correlation between

the contemporaneous error terms of the BTC and CME price series warrants the

reparametrisation of the VECM to its orthogonalised moving average representation.

From this, we get F :

F =

0.008484411 0.000000000

0.001230429 0.004884263

 (5.9)

which is the Cholesky decomposition of Σ:

Σ =

0.000071985 0.000010439

0.000010439 0.000025370

 (5.10)

for the original ordering of the variables, xt = [BTC, CME]′, where Σ = FF ′. To create

the upper and the lower bound of the information shares the procedure of estimating F is

also performed on the alternative variable order (results not displayed).

Finally, the orthogonal speed of adjustment coefficients, which can be used to

calculate the component share, are defined based on the α of the estimated VECM:

α⊥ =

− 0.1609

−0.0820

 (5.11)

Subsequently, the upper bounds, the lower bounds and the averages of the IS, the CS and

the ILS are computed for BTC and CME, respectively. Table 5.15 provides an overview of

the results.

Overall, the bitcoin spot market dominates the price discovery process, as measured
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Table 5.15: Price Discovery measures (%).

Variable IS, upper bounds IS, lower bounds IS CS ILS

Spot market 93.06 75.89 84.48 66.26 88.48

Futures market 24.11 6.94 15.52 33.74 11.52

by all conventional price discovery measures. Firstly, the information share of the bitcoin

spot market is 84.48%, which suggests that 84.48% of the innovation in the common

efficient price is attributable to the bitcoin spot market, i.e. that a vast majority of the

price discovery process takes place in the bitcoin spot market. These finding indicates

that new information is incorporated faster in the bitcoin spot price than in the bitcoin

futures price. Secondly, the spot market’s component share of 66.23%, implying that it

contributes more to the Granger-Gonzalo permanent price component in both price series.

Thirdly, the information leadership share of the bitcoin spot price, which measures how the

spot market compares to the futures market in adjusting to changes in the fundamental

value of bitcoin, is estimated to be 88.48%. Notably, this measure cancels out the noise

that is inherent in IS and CS. Thereby, the bitcoin spot market is estimated to account

for almost 90% of the information affecting futures prices.

Moreover, the simultaneous consideration of the three price discovery metrics provides

two main insights. Firstly, it provides evidence of that both the spot and the futures

markets incorporate non-informal frictions (noise) into their respective prices series. This

is shown partly by the discrepancies between values of the IS and the ILS, since the former

metric captures both ‘speed’ and ‘noise’ while the latter only concerns ‘speed’. Secondly,

one can see that the bitcoin spot market is the noisier market. The IS and particularly the

CS tend to amplify the contribution to price discovery of the less noisy market. Therefore,

the fact that the futures market’s CS is greater than its IS, which is in turn greater than

its ILS, suggests that the futures market is more ‘efficient’ in price discovery than the spot

market. In other words, the futures market avoids incorporating noise into the price series

to a larger extent than the spot market. In other words, the spot market incorporates

more noise into its price series, but still manages to account for a sufficiently large share

of the information about the fundamental value of bitcoin to compensate for this lack of

efficiency. This means that the bitcoin spot market is ‘faster’ relative to the futures market,
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i.e. contributes more to the innovations in the common efficient price, than the futures

market is ‘more efficient’ relative to the spot market. Thus, despite being influenced by

inefficiencies, the bitcoin spot market dominates the price discovery process.

The finding that the majority of price discovery and information flows are transmitted

from the bitcoin spot to the bitcoin futures market is in line with results by (Corbet, Lucey,

et al., 2018), who find that the price discovery process almost exclusively takes place in the

spot market. Their research was however conducted immediately after the introduction

of the CME futures market, and they contribute their results to the immaturity of the

futures market. Since our analysis concerns a sample period where the futures market has

matured substantially, the same argument no longer suffices within the scope of this thesis.

Research that concerns earlier samples find that the futures market leads the price process

(Alexander et al., 2020; Fassas, Papadamou, and Koulis, 2020). As discussed in section

2.5, Entrop, Frijns, and Seruset (2020) find that the bitcoin spot and futures markets’

respective contribution and dominance may vary over time. This latter observation is

consistent with their own findings of a dominant spot market at the end of the sample, as

well as findings by Baur and Dimpfl (2019).

The results of the price discovery investigation are consistent with the estimated

short-term dynamics discussed in section 5.3.2, as both analyses suggest that the bitcoin

spot market is driving the price of bitcoin. Moreover, both analyses indicate that there is a

considerable difference in the magnitude of the error-correction process, the attribution to

the forecast error variance and the contribution to the price discovery process, respectively,

between the two bitcoin markets.
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6 Robustness

This chapter contains robustness tests relating to the results obtained in the previous

section. Specifically, this chapter contains three parts. Firstly, the model specification used

for the main analysis is tested for robustness versus other relevant specifications. Secondly,

the second step of the Engle-Granger method is performed. Thirdly, key parts of the

main analysis are repeated using daily data. Throughout the chapter, the ‘main’ model

refers to the VECM defined in equation (5.3), which contains an unrestricted constant

and nine lags (corresponding to a VAR with 10 lags). The main model does not account

for seasonal effects.

6.1 Model specification

To inspect the robustness of the specification of the main model, selected parts of the

analysis are performed on various alternative model specifications. In particular, this

section challenges the robustness of the model with regards to lag-length, seasonality, and

deterministic terms. Table 6.1 displays an overview of the included specifications, together

with the estimated rank of Π, the second element of β, the weights α, the results from

diagnostic tests and the adjusted R2’s of the individual equations within the VECM, for

each specification. In this section, all VEC models are estimated in accordance to the

Johansen procedure.

6.1.1 Lag-length

On the basis of conventional information criteria, VEC models corresponding to VAR

models with six, ten and 27 lags were considered when choosing lag-length in the main

model (see table 5.3). This subsection discusses the robustness of the main analysis in

comparison to various VEC models containing five and 26 lags, corresponding to VAR

models with six and 27 lags, respectively. The results from performing parts of the Johansen

methodology using VEC models with five lags are similar to our main results. With this

lag-length, BTC is estimated to correct for little over 12% of a disequilibrium from one

hour to the next, which is slightly higher than suggested by the main model (8.2%). The



Table 6.1: Robustness: Alternative VECM specifications.

VECM specification rank(Π) βCME αBTC αCME Serial corr. ARCH Normality Adj. R2
BTC Adj. R2

CME

Main model (9 lags) 1 -0.9914 -0.0820 0.1609 0.3827 0.0000 0.0000 0.0403 0.6333

5 lags 1 -0.9911 -0.1215 0.1812 0.0000 0.0000 0.0000 0.0358 0.6322

5 lags, hourly seasonality 1 -0.9912 -0.1215 0.1808 0.0000 0.0000 0.0000 0.0357 0.6316

5 lags, daily seasonality 1 -0.9912 -0.1222 0.1811 0.0000 0.0000 0.0000 0.0358 0.6322

26 lags 1 -0.9907 -0.1105 0.1224 N/A 0.0000 0.0000 0.0488 0.6354

26 lags, hourly seasonality 1 -0.9907 -0.1110 0.1222 N/A 0.0000 0.0000 0.0494 0.6348

26 lags, daily seasonality 1 -0.9907 -0.1114 0.1216 N/A 0.0000 0.0000 0.0487 0.6354

9 lags, hourly seasonality 1 -0.9914 -0.0821 0.1606 0.4039 0.0000 0.0000 0.0402 0.6327

9 lags, daily seasonality 1 -0.9914 -0.0827 0.1605 0.3931 0.0000 0.0000 0.0403 0.6333

9 lags, restricted constant 1 -0.9914 -0.0821 0.1609 0.3790 0.0000 0.0000 0.0402 0.6333

9 lags, restricted trend 1 -0.9912 -0.0819 0.1610 0.3833 0.0000 0.0000 0.0403 0.6333
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speed of adjustment coefficients for CME using five lags are approximately 18%, compared

to 16.1% concluded in the main analysis. However, as suggested by initial diagnostic tests,

these models suffer from serially correlated errors resulting in that estimation might be

biased.

When including 26 lags in the VECM, we obtain somewhat similar results as to when

including nine lags. The estimated cointegration vector for the bitcoin spot and futures

prices, normalized to the spot price, is β = [1, −0.9907]’, compared to β = [1, −0.9914]’

in the main model. Using 26 lags in the VECM neither increases the coefficients of

determination nor removes the existence of ARCH and non-normality in the model errors.

However, the values of estimated speed of adjustment coefficients do change notably

when including 26 lags in the VECM. With this lag-length the bitcoin spot market is

estimated to error correct approximately 11% of last period’s disequilibrium per time

period (hour). This is slightly higher than 8.20%, which is concluded in the main analysis.

The corresponding coefficient for the futures price, on the other hand, decreases from

around 16% to little over 12%. As a result, the difference between the two markets

decreases. In the BTC equation of the estimated VECM, sixteen out of 52 price lag

coefficients are significant, while most lags are significant in the CME equation.

Given that slightly different results are obtained using this lag-length, a forecast error

variance decomposition as well as the price discovery measures are re-estimated based on

the the VECM including 26 lags and an unrestricted constant (no seasonality). The results

of the FEVD is almost identical to the main analysis: innovations in the spot market

account for the vast majority of the forecast error variance in both the bitcoin spot and

futures prices, with a few hours lag in the CME price series. On the three-hour forecast

horizon, BTC explains 97.0% of the variation within its own price series, and 57.0% of the

movement in the CME series. At the 24-hour horizon, the corresponding proportions are

93.6% and 87.3% for the spot and futures prices, respectively. Results are displayed in

figure A1.3.

Results of the price discovery analysis are shown in Table 6.2. In the main analysis,

the spot market is concluded to lead in price discovery, since it is estimated to have a

84.48% information share, 66.26% component share and 88.48% information leadership

share (see Table 5.15). The corresponding measures based on the estimated VECM with
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26 lags lead to the same conclusion as our main analysis: most of the price discovery

process takes place in the bitcoin spot market. The estimated spot market ILS and IS are

83.67%, and 71.48%, respectively. Notably, the spot market’s CS is only 52.54%. This

indicates that VECM containing 26 captures even more noise in the spot market relative

to the futures market, as compared to the main model. Nevertheless, this is also in line

with the previous conclusions of that the bitcoin spot market is the less ‘efficient’ market,

but still dominates the price discovery process.

Table 6.2: Price discovery measures (%), lag 26.

Variable IS, upper bounds IS, lower bounds IS CS ILS

Spot market 82.59 60.37 71.48 52.54 83.67

Futures market 39.63 17.41 28.52 47.46 16.33

Despite the small difference of the price series’ error-correction processes, the FEVD

and price discovery measures computed on the basis of a VECM with 26 lags indicate that

it is the spot market that drives the price of bitcoin, in line with the main results.

All in all, the analyses discussed in this subsection show that our main results are

robust to variations in the lag-length used in the estimated VECM.

6.1.2 Seasonality

In order to verify that the main model is robust to seasonality, this section will investigate

the presence of seasonal effects. In particular, potential daily and hourly seasonality will

be investigated.

Neither the inclusion of hourly nor daily centered dummies impact any of the metrics

included in Table 6.1, across tested lag-lengths: the β’s and the results of the diagnostic

tests are identical to the ones for the respective VECM with no seasonality. Only minimal

effects are shown for the α’s and the adjusted R2’s.

The daily dummies are constructed so that Friday is the ‘base’ day. These dummies

are insignificant across all alternative VECMs, with the exception of the ‘Thursday dummy’

in the BTC equation of the VECM with lag-length five. The estimates of this specification

might, however, be unbiased since it has serially correlated errors. On the other hand,
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many hourly dummies are significant in the BTC equation across specifications. For this

reason the full estimation of the VECM including an unrestricted constant as well as

hourly centered dummies is shown in table A2.2.

A possible additional robustness test of interest originates from the data preparation

procedure. Since the data set used for estimation solely contains trading days, it would be

interesting to investigate whether there is any significant ‘Monday-effect’ on the first hour

of the Mondays in the data set. However, throughout the data preparation procedure,

missing values were imputed, mainly motivated by the fact that the CME futures market is

closed one hour per day. This imputation concerned a large number of Friday evening and

Monday morning observations, using the nearest values in the imputation, which could

skew the results of a formal robustness test. Therefore, we do not pursue this robustness

test and are instead satisfied with the daily and hourly robustness tests, which do not

show indications of robustness issues.

In conclusion, the main results are robust to seasonal effects.

6.1.3 Deterministic terms

Johansen and Juselius (1990) emphasise the importance of correctly specifying the

deterministic functions included in the VECM, since the critical values of the cointegration

tests are dependant on the these (see section 3.3.4). Therefore, the robustness of the

the main model is tested against alternative specifications of the included deterministic

functions.

To start, likelihood ratio tests are performed, and fail to reject the null of ‘no inclusion

of a linear trend’ across all VEC models with nine lags (p-values are approximately 0.2).

This is indicative of that it also would have been appropriate to specify the VECM without

a linear trend in the levels, and instead restrict the mean of β′xt to the long-run relation

(see ‘specification’ 2, equation 3.28). As seen in table 6.1, the weights, the p-values for

the diagnostic tests and the adjusted R2’s are almost identical for the main model and

for the ‘9 lags, restricted constant’. The cointegrating vector of the latter specification

is β = [1, −0.9914, −0.0735], again normalized to the spot market. This specification

thereby leads to the same conclusions as the main model.

The main results are, furthermore, robust against allowing β′xt to have a linear
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time trend restricted to the long-run relations (see ‘specification 4’, equation 3.30).

The results, using this specification, are almost identical to when applying the main

VECM. When including a restricted trend, the estimated cointegrating vector is β =

[1, −0.9912, −4.7495e-08]′, normalised to the bitcoin spot price.

As such, we conclude that the main analysis is robust to the presence of alternative

deterministic terms in the model.

6.2 Engle-Granger procedure

The first step of the Engle-Granger approach was undertaken as a part of the main analysis.

In this subsection, the second step of the Engle-Granger approach is applied on the basis

of the results from the Engle-Granger cointegration test, discussed in section 5.2.1, to see

if the main model is robust also to the VEC models obtained through this methodological

approach.

When placing BTC as the dependent variable (see equation 5.1), i.e. normalising

the cointegration vector to the bitcoin spot market, the long-run equilibrium relationship

was estimated to βEG,BTC = [1, −0.9897], displayed in table 5.6. Using the residuals from

equation (5.1), OLS estimation of a VECM including nine lags, an unrestricted constant,

and no seasonality results in the following speed of adjustment coefficients:

αEG,BTC =

−0.0856

0.1588

 (6.1)

where the subscript EG refer to the Engle-Granger procedure and BTC denote that the

cointegrating vector has been normalized to the bitcoin spot price.

Reversing the regression, so that the long-run equilibrium relationship is normalized

to the CME futures prices (see equation 5.2 and table 5.6), results in the following long-run

impact matrix

αEG,CME β
′
EG,CME =

−0.1596

0.0811

[1.0000 −1.0086
]
. (6.2)

All elements of αEG,i, ∀ i = BTC, CME, are significant at the 0.1% level.
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Moreover, the unrestricted constants included in the respective VEC models

µEG,BTC =
[
0.0077 −0.0141

]′
(6.3)

µEG,CME =
[
−0.0117 0.0061

]′
(6.4)

are significant at the 0.1% level and comparable to the unrestricted constants obtained in

the main analysis (µ0 = [0.0062, −0.0118]′).

Finally, the residuals of the equations are inspected through (P)ACF plots55, which

do not indicate serious (partial) autocorrelation in the models. These plots are displayed

in figure A1.4, A1.5, A1.6, and A1.7, respectively. In sum, it is concluded that the our

main results are robust against the choice of method used to estimate the VECM.

6.3 Daily data

The usage of hourly data in the main analysis may have several implications for the

overall results, and hence the overall conclusions. In general, the frequency of a price

series may affect the optimal order (p, q) of a (V)ARMA model (Tsay, 2010, p. 113).

Furthermore, maximum likelihood estimation as well as general inference using commonly

applied distributions, such as the t and F distributions, is affected by the number of

observations used (Johansen and Juselius, 1990; Verbeek, 2004, pp. 24–25, 27). As such,

it is worth repeating the main analysis on a lower data frequency to investigate whether

the results are robust with respect to the data frequency used.

To allow for comparison with the hourly data set, the daily data set covers the same

sample period i.e. trading days from March 12, 2019 to February 24, 2020. Furthermore,

the analysis is applied to the natural logarithms of the same two bitcoin price series:

Bitstamp closing prices, obtained from CryptoDataDownload, and CME futures prices,

obtained from Thompson Reuters. In the data preparation step, eight outliers are removed

55Ideally, the residuals would also be tested for serial correlation, ARCH effects and non-normality in
line with what is done in the main analysis. To the best of our knowledge, only the VECM() function in R
allows for explicit OLS estimation of a full VECM with a restricted cointegrating vector (the Engle-Granger
approach). Unfortunately, such objects are incompatible with the vec2var() function and hence with the
multivariate diagnostic tests applied e.g. in table 6.1. Since the VEC models discussed in this section
are not a part of the main analysis, the inspection of the (P)ACF plots are here considered sufficient for
assuming that the residuals are well-behaved, given the constrains outlaid above.
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from the data set and imputed using spline imputation, together with ten additional

missing values from the CME price series. The descriptive statistics corresponding to the

daily dataset can be found in table 6.3.

Table 6.3: Descriptive statistics, daily data.

Statistic Obs. Mean σ Min Pctl(25) Pctl(75) Max Skew Kurt.

ln.BTC 250 8.992 0.281 8.255 8.889 9.195 9.439 -1.022 0.437

ln.CME 250 8.995 0.281 8.255 8.889 9.208 9.454 -1.034 0.462

Firstly, the individual price series are confirmed to be integrated of order one using

ADF and KPSS tests56. Secondly, lag-length tests are performed to determine the optimal

model specification. The conventional information criteria, AIC, FPE, HQ, and SC,

suggest using two lags in the VAR, which is also the minimum amount of lags that has

to be included to be able to formulate a VECM, which would then contain one lag. The

appropriateness of the model over time is confirmed through OLS-CUSUM and Rec-

CUSUM tests, see figure A1.8. As the test for constancy provide support for the VAR

model with two lags, cointegration analysis can be performed.

The first test for cointegration is the Engle-Granger procedure, placing BTC on the

left-hand side. As for the hourly data set, this method models the long-run relationship

between the two daily price series and subsequently tests the resulting model residuals

for stationarity. ADF tests indeed confirm stationarity of the residuals. Similarly to the

hourly Engle-Granger analysis, there is strong evidence to suggest that the daily BTC and

CME price series are cointegrated. The estimated cointegrating vector, where the spot

price is normalised to be one, is β = [1, −0.9998]′.

The second test of cointegration is performed using the second step of the Johansen

procedure, where an appropriate model is specified and subsequently tested using the

trace tests. Again, the Johansen cointegration test is performed using a VECM based

on ‘specification 3’ (see equation 3.29), i.e. including a linear trend (drift) in the levels

and allowing for β′xt to have a non-zero mean. Since there are two price series under

consideration, one would expect the rank of Π to be one in the case of cointegration.

The estimated characteristic roots, or eigenvalues, of Π are λ̂ = [0.25501686, 0.02736079]′.
56Results not displayed.
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Table 6.4: Engle-Granger procedure: ADF tests for cointegration, daily data.

None

Dependent variable Lags τ1

BTC
5 -8.9782***

1 -9.0500***

Note: Test statistics from ADF tests for cointegration. Lags chosen by SC.

Null hypothesis of no cointegration. ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01.

The initial hypothesis of the trace test is r = 0, which is rejected at the 1% level,

since λtrace(0) = 79.89 is larger than the 1% critical value of 23.52 (see equation 3.32).

Subsequently, the hypothesis that r = 1 cannot be rejected. As such, reduced rank of Π is

confirmed since λtrace(1) = 6.88 is smaller than the 5% critical value of 8.18.

The estimated cointegrating vector, again normalised to the spot price, is β =

[1, −1.0001]′. The long-run relationship of interest is β = [1, −1]′ as this would imply that

the bitcoin spot and futures prices should be identical in the long-run, which follows directly

from the ‘law of one price’. Subsequent hypothesis testing indicates that β = [1, −1]′ is

not binding, with a p-value of 0.98. The relationship is robust to the inclusion of daily

centred seasonality dummies.

In order to verify the suitability of the model, several checks are performed. The

ACF and PACF of the residuals and of the squared residuals indicate that the residuals

are well-behaved. These, together with time plots of the residuals and of their empirical

distribution function (EDF), are included in figure A1.9, and . The diagnostic tests of the

residuals do not reject the null of no serial correlation, with a p-value of 0.3430 and no

ARCH, with a p-value of 0.1141. It is not surprising that the model no longer suffers from

ARCH errors, as these are known to be mostly present at higher data freqencies. However,

the tests do reject normality of the residuals with a p-value of 0.0000.

Table 6.5: Estimated error-correction model, daily data.

BTC CME

ect1 −0.1057 0.6393∗∗

(0.1969) (0.1936)
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BTC CME

constant 0.0024 0.0053∗

(0.0025) (0.0025)

ln.BTC.dl1 −0.1442 −0.0008

(0.1551) (0.1525)

ln.CME.dl1 0.3764∗ 0.2650

(0.1522) (0.1497)

R2 0.0881 0.1271

Adj. R2 0.0732 0.1128

Num. obs. 248 248

RMSE 0.0376 0.0370
∗∗∗p < 0.001, ∗∗p < 0.01, ∗p < 0.05

Aside from investigating the long-run relationship between bitcoin spot and futures

prices on the daily data set, the robustness of the short-run dynamics is also of interest.

The estimated speed of adjustment coefficient for the bitcoin spot price is comparable to

the hourly specifications, here estimated to be 10.57%. Note however, that the futures

price is estimated to error correct substantially more on a daily basis than on an hourly.

The estimated VECM, allowing for an unrestricted constant, is displayed in full in table 6.5.

Note that the adjusted R2 for the CME equation, which is over 60% for all specifications

on hourly data (see table 6.1), is only 11.3% here. This result is an indication that the use

of a higher data frequency results in an hourly model that explains a larger proportion of

the hourly CME price series than the daily model does for the CME price series.

Another noteworthy difference between the daily and hourly estimations is that the

bitcoin spot price is weakly exogenous when using daily data, according to hypothesis

tests on the alphas, with a p-value of 0, also when including daily seasonality. Despite

finding that the bitcoin spot price is weakly exogenous, we find a bi-directional causal

relationship between the bitcoin spot and futures markets, as measured by both Granger

and Instantaneous causality.

A last investigation of the short-run dynamics of the daily data concerns the IRFs and

the FEVD. In line with hypothesis testing on α, suggesting that BTC is weakly exogenous
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when using a daily sample frequency, the IRFs indicate that the impact of CME on BTC

is insignificant. These findings stand in contrast to the main results of the hourly bitcoin

price series data analysis, where it it concluded that the bitcoin futures market have a

small, but significant, impact on the bitcoin spot market. Nevertheless, the conclusions

of the FEVD are consistent with the main analysis, as shocks to the bitcoin spot market

explain an estimated 82.7% of the movement in the CME futures prices on the one-day

horizon. See A1.11 and A1.12 for the plots of the IRFs and FEVDs, respectively.

A final point of interest with respect to the daily data set is to investigate how the

daily spot and futures price series compare in the price discovery process. These results

stand in sharp contrast to previous findings in the main, hourly analysis, since the futures

market appears to lead the price discovery process. The ILS, using daily data, suggests

that the futures market at 95.64% leads the price discovery process compared to the spot

market, at 4.36%. The interpretation of the measures is unclear, given the extremely wide

range of the upper and lower bound of the IS measure. The IS of the spot market ranges

from 13.05% to 99.65% and the IS of the futures market from 0.35% to 86.95%. Therefore,

the average IS of the spot and futures market are 56.35% and 43.65%, respectively. A

potential explanation of these contradicting results is that it might not be appropriate

to apply price discovery measures to a daily data set. Previous literature has typically

focused on higher frequency data, such as 1-min (Corbet, Lucey, et al., 2018), 5-min (Baur

and Dimpfl, 2019), or hourly data (Akyildirim et al., 2019). Kapar and Olmo (2019) do

use daily, and find that the future market dominates the price discovery process. However,

the upper and the lower bound of their estimated IS was not as far apart, and their results

were not as ambiguous as ours. Unfortunately, it is difficult to elaborate further on this as,

to the best of our knowledge, there is little academic research that specifically addresses

the daily data frequency.

Table 6.6: Price Discovery measures (%), daily data.

Variable IS, upper bounds IS, lower bounds IS CS ILS

Spot market 99.65 13.05 56.35 85.81 4.36

Futures market 86.95 0.35 43.65 14.19 95.64

In summary, the investigation of the long-run relationship, short-term dynamics,
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and price discovery process of the daily data set covering March 12, 2019 to February

24, 2020, are robust to the analysis applied to the hourly data set covering the same

sample period. In particular, the daily data set gives strong evidence to suggest that the

assumed long-run relationship of β = [1, −1]′ in the hourly analysis is appropriate. The

investigation of this relationship for the hourly analysis may have been distorted by the

higher data frequency. Next to this, the short-run dynamics of the daily analysis are not

fully in line with the hourly analysis as it suggests that the bitcoin spot price is weakly

exogenous. Nevertheless, Granger and instantaneous causality tests indicate the presence

of a bi-directional relationship between the two bitcoin price series, as well as the support

of the FEVD suggesting that shocks of the spot market explain a large proportion of the

movement in the futures market.
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7 Conclusion

The bitcoin market was established in 2008, when the pseudonymous developer (Nakamoto,

2008) proposed a system for electronic payments that, instead of depending on third-party

mediation, entrusts a peer-to-peer network to record computational proof of the transaction

history. Since 2008, the bitcoin market has developed substantially. A major milestone

in this progression was the introduction of regulated bitcoin futures in December 2017.

These derivatives enable investors to bet on a decline in prices and to thereby play an

important part in the further maturing of the bitcoin market. Despite a surge of interest

from market participants, traditional financial media, and academics, the fundamental

value of bitcoin remains a puzzle. Not much is known about the long-run equilibrium

dynamics, the short-run dependencies, and the information flows within the bitcoin spot

and futures markets.

In an attempt to contribute to the understanding of the interactions between these

arbitrage-linked markets, this thesis has aimed to explore whether it is the spot or the

futures market that drives the price of bitcoin. Firstly, we have found that there is

a long-run cointegrating relationship between the bitcoin spot and futures price series.

Furthermore, we find evidence to suggest that this is a one-to-one relationship, as expected

based on the ‘law of one price’. Secondly, examination of the short-run dynamics between

the bitcoin spot and futures prices indicates that the futures prices error-correct more

than the spot prices, which suggests that the futures price series is more sensitive to a

deviation from the long-run equilibrium. Lastly, the analysis shows that the bitcoin spot

market appears to be leading in the price discovery process. In particular, we find that

the bitcoin spot prices incorporate more noise, i.e. is less ‘efficient’ in price discovery, but

that it impounds new information about the fundamental value of bitcoin fast enough to

still dominate the price discovery process. All in all, we conclude that the spot market is

the primary driver of the bitcoin price.

The results of this thesis do not match our initial hypotheses. The analyses regarding

the short-term dynamics between and price discovery contribution of the two markets were

expected to identify the futures market as the driver of bitcoin markets, in line with most

traditional financial markets. Our findings that the spot market is the primary driver of
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the bitcoin price stands in stark contrast to these expectations. One possible explanation

of these results is that the spot market is considerably more liquid than the futures market.

within the context of price discovery, the markets’ relative liquidity have been shown to

significantly impact the price discovery dominance, in favour of the market with higher

liquidity (Entrop, Frijns, and Seruset, 2020).

In addition to this, there are certain types of mature, traditional markets, such as

agricultural commodity markets, that are similar to bitcoin in the sense that the spot

market investors might have an informational advantage (Baur and Dimpfl, 2019). In other

words, the spot market traders may be better suited to assess the market fundamentals than

the futures market traders, and will thereby determine prices relatively fast. This possible

effect on our results might be further amplified by the absence of a commonly agreed-

upon asset pricing model for bitcoin, which might distort the informational advantage

of the sophisticated, institutional investors. As such, another possible, complementary,

explanation of our results is that the institutional investors, who are usually active on the

futures markets and who use extensive pricing models, do not manage to exploit their

competitive edge.

All in all, even though this thesis has contributed to the knowledge about the driver

of the price of bitcoin, the underlying relationships and dynamics will undoubtedly evolve

over time. As the markets evolve, the academic literature is expected to evolve with it. Two

interesting avenues for future research concern behavioural finance and applications to the

unregulated futures markets. Firstly, if institutional investors do not have an informational

advantage, it could be said that there are no informed investors in the asset class at

all. Therefore, this warrants an investigation of the markets from a behavioural finance

perspective. Secondly, future research could address the unregulated futures markets,

which make up the majority of the futures markets today. Further knowledge about the

information flows and price discovery dynamics between the bitcoin spot market and

the unregulated futures markets could be of interest to regulators, that are still in the

challenging process of designing an appropriate regulatory framework for bitcoin and

other cryptocurrencies. As extensively discussed in this thesis, bitcoin and cryptocurrency

markets have made leaps forward in their developments in the financial markets, and it

will be fascinating to follow how they undoubtedly continue to do so in the years to come.
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Figure A1.1: Distribution of missing values.
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Figure A1.2: Impulse response functions.
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Figure A1.3: Forecast error variance decomposition, VECM with 26 lags
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Figure A1.4: Autocorrelation function plots, Engle-Granger (BTC)
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Figure A1.5: Partial autocorrelation function plots, Engle-Granger (BTC)
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Figure A1.6: Autocorrelation function plots, Engle-Granger (CME)
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Figure A1.7: Partial autocorrelation function plots, Engle-Granger (CME)
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OLS−CUSUM of equation ln.BTC
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Figure A1.8: Constancy tests of the coefficients, daily data.
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Residuals of resids of ln.BTC
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Figure A1.9: Residuals of Johansen VECM, daily data.
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Figure A1.10: Residuals of Johansen VECM, daily data.
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Figure A1.11: Impulse response functions, daily data.
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Figure A1.12: Forecast error variance decomposition, daily data.
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A2 Tables

Table A2.1: Estimated error-correction model, lag 10

BTC CME

ect1 −0.0820∗∗∗ 0.1609∗∗∗

(0.0199) (0.0118)

constant 0.0062∗∗∗ −0.0118∗∗∗

(0.0015) (0.0009)

ln.BTC.dl1 0.0629∗∗ −0.0595∗∗∗

(0.0228) (0.0135)

ln.CME.dl1 0.2379∗∗∗ 0.1657∗∗∗

(0.0269) (0.0160)

ln.BTC.dl2 0.0130 0.6336∗∗∗

(0.0224) (0.0133)

ln.CME.dl2 0.0304 −0.2033∗∗∗

(0.0268) (0.0159)

ln.BTC.dl3 −0.1948∗∗∗ −0.0642∗∗∗

(0.0261) (0.0155)

ln.CME.dl3 0.0840∗∗ −0.0979∗∗∗

(0.0267) (0.0159)

ln.BTC.dl4 −0.0509∗ 0.1416∗∗∗

(0.0257) (0.0152)

ln.CME.dl4 0.1074∗∗∗ −0.0424∗∗

(0.0263) (0.0156)

ln.BTC.dl5 −0.0816∗∗ 0.0973∗∗∗

(0.0252) (0.0150)

ln.CME.dl5 0.0985∗∗∗ −0.0593∗∗∗

(0.0255) (0.0151)

ln.BTC.dl6 −0.0930∗∗∗ 0.0490∗∗∗

(0.0247) (0.0146)

ln.CME.dl6 0.0046 −0.0355∗

(0.0245) (0.0145)
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BTC CME

ln.BTC.dl7 −0.0831∗∗∗ 0.0489∗∗∗

(0.0236) (0.0140)

ln.CME.dl7 0.1058∗∗∗ −0.0071

(0.0241) (0.0143)

ln.BTC.dl8 −0.0250 0.0318∗

(0.0223) (0.0132)

ln.CME.dl8 0.0306∗ −0.0138

(0.0144) (0.0086)

ln.BTC.dl9 −0.0890∗∗∗ 0.0197

(0.0218) (0.0130)

ln.CME.dl9 0.0222 −0.0038

(0.0144) (0.0085)

R2 0.0437 0.6345

Adj. R2 0.0403 0.6333

Num. obs. 5773 5773

RMSE 0.0085 0.0050

∗∗∗p < 0.001, ∗∗p < 0.01, ∗p < 0.05
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Table A2.2: Estimated error-correction model, 9 lags, hourly seasonality.

BTC CME

ect1 −0.0821∗∗∗ 0.1606∗∗∗

(0.0199) (0.0118)

constant 0.0062∗∗∗ −0.0118∗∗∗

(0.0015) (0.0009)

sd1 −0.0024∗∗ −0.0007

(0.0008) (0.0005)

sd2 −0.0019∗ −0.0008

(0.0008) (0.0005)

sd3 −0.0022∗∗ −0.0002

(0.0008) (0.0005)

sd4 −0.0022∗∗ −0.0001

(0.0008) (0.0005)

sd5 −0.0022∗∗ −0.0007

(0.0008) (0.0005)

sd6 −0.0017∗ −0.0000

(0.0008) (0.0005)

sd7 −0.0018∗ −0.0008

(0.0008) (0.0005)

sd8 −0.0019∗ −0.0003

(0.0008) (0.0005)

sd9 −0.0013 −0.0004

(0.0008) (0.0005)

sd10 −0.0015∗ −0.0005

(0.0008) (0.0005)

sd11 −0.0011 −0.0003

(0.0008) (0.0005)

sd12 −0.0014 −0.0004

(0.0008) (0.0005)

sd13 −0.0012 −0.0002

(0.0008) (0.0005)
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BTC CME

sd14 −0.0016∗ −0.0005

(0.0008) (0.0005)

sd15 −0.0007 −0.0002

(0.0008) (0.0005)

sd16 −0.0016∗ −0.0004

(0.0008) (0.0005)

sd17 −0.0020∗ −0.0002

(0.0008) (0.0005)

sd18 −0.0014 −0.0003

(0.0008) (0.0005)

sd19 −0.0018∗ −0.0004

(0.0008) (0.0005)

sd20 −0.0017∗ −0.0001

(0.0008) (0.0005)

sd21 −0.0014 −0.0005

(0.0008) (0.0005)

sd22 −0.0009 −0.0002

(0.0008) (0.0005)

sd23 −0.0015∗ 0.0002

(0.0008) (0.0005)

ln.BTC.dl1 0.0631∗∗ −0.0591∗∗∗

(0.0228) (0.0135)

ln.CME.dl1 0.2368∗∗∗ 0.1657∗∗∗

(0.0270) (0.0160)

ln.BTC.dl2 0.0120 0.6338∗∗∗

(0.0224) (0.0133)

ln.CME.dl2 0.0306 −0.2033∗∗∗

(0.0268) (0.0159)

ln.BTC.dl3 −0.1939∗∗∗ −0.0641∗∗∗

(0.0261) (0.0155)

ln.CME.dl3 0.0841∗∗ −0.0978∗∗∗

(0.0267) (0.0159)
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BTC CME

ln.BTC.dl4 −0.0507∗ 0.1413∗∗∗

(0.0257) (0.0153)

ln.CME.dl4 0.1076∗∗∗ −0.0425∗∗

(0.0263) (0.0156)

ln.BTC.dl5 −0.0805∗∗ 0.0975∗∗∗

(0.0253) (0.0150)

ln.CME.dl5 0.0991∗∗∗ −0.0597∗∗∗

(0.0255) (0.0151)

ln.BTC.dl6 −0.0930∗∗∗ 0.0483∗∗

(0.0247) (0.0147)

ln.CME.dl6 0.0051 −0.0350∗

(0.0245) (0.0146)

ln.BTC.dl7 −0.0826∗∗∗ 0.0497∗∗∗

(0.0237) (0.0141)

ln.CME.dl7 0.1051∗∗∗ −0.0077

(0.0241) (0.0143)

ln.BTC.dl8 −0.0246 0.0310∗

(0.0223) (0.0133)

ln.CME.dl8 0.0320∗ −0.0133

(0.0144) (0.0086)

ln.BTC.dl9 −0.0894∗∗∗ 0.0199

(0.0219) (0.0130)

ln.CME.dl9 0.0215 −0.0037

(0.0144) (0.0086)

R2 0.0474 0.6355

Adj. R2 0.0402 0.6327

Num. obs. 5773 5773

RMSE 0.0085 0.0050

∗∗∗p < 0.001, ∗∗p < 0.01, ∗p < 0.05
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