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Abstract 

 

Many online product reviews are negative reviews that usually inform other consumers about 

the quality of the product, but sellers do not benefit much from them. Using natural language 

processing techniques in this thesis, we will explore how these negative reviews can be used 

to improve customer satisfaction. Our solution is a newly developed recommender system 

that is able to detect negative sentiment and take this into account for recommending a 

product. We used review data from RateBeer.com and conducted our analysis with feature 

extraction and classification techniques. User tests revealed that our system scores well on 

novelty and serendipity, while its trust and diversity scores could use some improvement. 

Future research ideas include the application of part-of-speech tagging in our approach, or 

applying our methods to other product categories. 

 

Keywords: machine learning, recommender systems, natural language processing, customer 

reviews, design science research 
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1 Introduction 

 

With the spread of the Internet, people got the opportunity to express their thoughts about 

services they could use or even products they bought. This information can inform providers 

of the services or goods how their customers liked their products, or simply help in the 

decision-making process of other customers who are in doubt about which product to choose. 

As an alternative to reviews, there are recommender systems, that are meant to help 

customers in providing useful insights about their potential next purchase. However, these 

recommender systems mostly rely on data that is collected based on the user’s behaviour such 

as browsing history, purchases or scale based product ratings, and often do not take the 

valuable review data into consideration. Review data is rich in information that exceeds 

insights provided by a simple rating. Therefore, the area of review analysis and information 

extraction about what customers think of specific product features is still not completely 

explored. 

We look into reviews and analysed them to see if we could provide a recommendation based 

on a single review. For this purpose, we decided to use data from a website called 

RateBeer.com, where users have the possibility to express their thoughts about beers they 

have consumed. We find these reviews interesting and worthwhile to analyse, because these 

products are consumed more frequently than furniture or consumer electronics, for example: 

on a weekly or even daily basis. Additionally, reviews commonly contain sentiments that 

express which aspects of the beers their consumers liked or not. In practice, recommender 

systems do not take negative sentiment of reviews into account when suggesting a new 

product to users. Hence our research question is as follows: 

How can customer satisfaction be improved by analysing sentiments expressed in 

product reviews? 

We aim to answer this question by creating our own recommender system, using various 

supervised and unsupervised machine learning techniques. Our research contributes to 

existing recommender system knowledge as we base our recommendations on negative 

sentiment, unlike systems that just base them on similarity between products. Employing this 

approach can provide customers with personal suggestions that take into account the 

discomfort they experienced while consuming a product. Thus, we assume that these 
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recommendations can have a positive effect on the reviewer’s satisfaction, and possibly lead 

to an increase in customer retention as well. 

In this paper, we start by examining related work about customer reviews and recommender 

systems, in order to obtain an understanding of the various concepts that are available and 

required to create our own recommender system. This includes different machine learning 

methods, as well as recommender system typologies and evaluation metrics. Furthermore, we 

determine the state of the art in the field of recommender systems in order to draw inspiration 

from the solutions that currently exist in practice. Our methodology chapter describes all 

aspects of our research design and describes how we collected, processed and analysed our 

dataset, as well as its limitations. We proceed with describing and discussing the results of 

our analysis, then conclude with suggestions for further research.  
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2 Related work 

 

2.1 Reviews of alcoholic beverages 

For a long time, websites have had the possibility for users to submit reviews about products 

they purchased there. However, one does not need to limit themselves to the web shop for 

expressing their opinion about a product. There are websites that form a community of users 

who write about one specific product category. Within the category alcoholic beverages, 

communities exist for beer (e.g. ratebeer.com, beeradvocate.com), wine (e.g. vivino.com, 

cellartracker.com) and spirits such as whisky (e.g. whiskybase.com, whiskyadvocate.com). 

There are also websites that try to combine several of these (e.g. underthelabel.com). Such 

communities contain a large amount of data, which has been used in academic research as 

well. Various studies were conducted on factors that might influence the rating of alcoholic 

beverages, mostly beer and wine. An overview of these factors with their respective studies 

can be found in Table 1, indicating which types of alcoholic beverages are covered by the 

studies. 

 

factor beer wine 

Price of the beverage Jacoby, Olson & Haddock 

(1971) 

Oczkowski & Doucouliagos 

(2014) 

Colour of the beverage Lelièvre, Chollet, Abdi & 

Valentin (2009) 

Caldas & Rebelo (2013) 

Origin of the beverage  Caldas & Rebelo (2013), 

Johnson & Bruwer (2007) 

Advertising of the beverage  Reuter (2009) 

Brand awareness of the 

beverage 

Allison & Uhl (1964), 

Jacoby et al. (1971) 

Chi, Yeh & Yang (2009) 

Expertise of the reviewer McAuley & Leskovec 

(2013) 

Schiefer & Fischer (2008) 

Culture of the reviewer Aizenman & Brooks (2008) Aizenman & Brooks (2008) 

Table 1: Studies that measure the impact of several factors on alcoholic beverage ratings. 
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Within the category of beer and wine reviews, a large number of studies have to do with the 

(perceived) quality of the product, often expressed in a rating or review, and factors that 

could influence the quality. No literature has been found that tries to optimise customer 

satisfaction through beer or wine reviews. This does not necessarily mean that no similar 

research has been done; it means that it might have not been done within the beer or wine 

industry. Therefore, in order to find more relevant literature, a wider scope is required. 

 

2.2 Improving satisfaction through product reviews 

When the scope of related work is widened to include reviews of all kinds of products, and 

not only those of wine and beer, there are many more studies that are relevant to this paper. 

For example, some studies are classifying customer feedback as either positive or negative by 

performing a technique called sentiment analysis on the data (Gamon, 2004; Pang, Lee & 

Vaithyanathan, 2002). However, it is not that easy to classify a review as positive or negative, 

as reviews often contain a mixed opinion. Instead, various researchers propose looking at 

different features of the product (Mukherjee & Bhattacharyya, 2012; Pang et al., 2002). Fang 

and Zhan (2015) provide an alternative by employing a multi-staged sentiment analysis that 

checks sentiment per sentence and even per entity within a sentence. 

There are several papers that look into the extraction of features from product reviews. Titov 

and McDonald (2008) used data from MP3 players, restaurants and hotels; Kang, Yoo and 

Han (2012) worked with hotel reviews as well; some studies looked at various consumer 

electronics (Wei, Chen, Yang & Yang, 2010; Yu, Zha, Wang & Chua, 2011). It is reasonable 

to assume that these product groups are common, since their data is easily available on the 

Internet. However, none of these studies address the goal of our paper: improving satisfaction 

of customers. If customers are not completely satisfied with their purchase, and consequently 

write a negative review, their satisfaction could be increased by recommending a product that 

suits the user’s needs better. There are systems that provide customer feedback in the form of 

alternative product recommendations (Ricci, Rokach & Shapira, 2011). A possible 

explanation for the lack thereof in the previously mentioned studies is that their product 

categories are either services or durable products. It is more valuable for a consumer to 

receive a recommendation for an alternative product if that product is consumed quickly, 

such as food and beverages, than if that product is normally purchased for several years, such 

as a television. The next section will elaborate on systems that can provide recommendations 

based on product reviews. 
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2.3 Recommender systems 

There are many ways to define what exactly a recommender system is, or entails. Konstan 

and Riedl (2012) describe it as as a model that predicts for each item in a large set how much 

a user likes this item. Takács, Pilászy, Németh and Tikk (2009) add to this definition that the 

model recommends the items that fit the user’s taste the best, and that these recommendations 

are provided to help the user select an item when there is an overwhelming number of 

choices, while Zenebe and Norcio (2009) argue that not just the item with the best fit with the 

user’s taste is recommended, but that the result is an ordered list of items. Several studies 

include the platform of the model in the definition by calling it a software tool or a web 

application (Pazzani & Billsus, 2007; Ricci et al., 2011). Therefore, in this paper a 

recommender system is defined as a software tool that recommends one or more items to a 

user based on that user’s taste, to help the user deal with a large amount of choices. 

The term ‘recommender system’ was coined by Resnick and Varian (1997) and they mention 

the system Tapestry as one of the first recommender systems. Tapestry is an e-mail system 

that uses collaborative filtering to distinguish important e-mails from unimportant ones 

(Goldberg, Nichols, Oki & Terry, 1992). The concept of collaborative filtering is about 

people collaborating by rating documents they read, and consequently the documents are 

filtered based on these ratings. In the example of Tapestry, collaborative filtering 

encompasses e-mail filters that act upon ratings provided by fellow users of the system. If 

person A and B rate an e-mail as ‘important’, this e-mail is more likely to end up in the list of 

important e-mails of person C. Even though Tapestry was branded as a system for 

collaborative filtering, Resnick and Varian (1997) disagreed with the term and rather 

proposed ‘recommender system’ for two reasons: (1) they argue that users of the system are 

not working together explicitly, as they might not know each other; (2) besides filtering out 

uninteresting or unimportant documents, the system also shows items that are interesting to 

the user. 

Konstan and Riedl (2012) argue that the term ‘recommender system’ originates from the 

concept of collaborative filtering, but that in evolved into a set of more content-based and 

knowledge-based approaches. Adomavicius and Tuzhilin (2005) elaborate on this by 

distinguishing three types of recommender systems, based on the type of recommendation 

provided: content-based recommendations, collaborative recommendations, and hybrid 

approaches that combine the two. Aggarwal (2016) also mentions knowledge-based 
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recommendations in addition to this. In order to decide which type of recommender system is 

appropriate for a certain purpose, these types need to be discussed. 

Collaborative recommender systems, as mentioned before, provide recommendations based 

on ratings by multiple users (Herlocker, Konstan, Terveen & Riedl, 2004; Zenebe & Norcio, 

2009). A strength of collaborative systems is that similar users can be identified 

(Adomavicius & Tuzhilin, 2005; Aggarwal, 2016; Mooney & Roy, 2000). When two people 

award the same ratings to the same products, there is reason to assume they have similar 

taste. Person A can consequently receive a recommendation for a product that person B rated 

positively. One of the downsides to collaborative systems is the fact that the matrices with 

data are sparse, which means that most cells of such a matrix do not contain any data. This is 

because individual users only rate a small fraction of the overall product catalogue, so the 

majority of ratings are missing, whereas only the small fraction of ratings is specified by that 

particular user. Especially in the beginning, when there is barely any review data, this so-

called “cold start” will decrease the usefulness of collaborative systems (Koren, Bell & 

Volinsky, 2009). Another issue could be that a certain product has been rated by a large 

amount of users, which makes it very likely that this product will be recommended to another 

user even though it might not match his or her preferences (Burke, 1999). Furthermore, two 

types of methods for collaborative filtering can be distinguished: memory-based and model-

based methods (Breese, Heckerman & Kadie, 1998; Takács et al., 2009). The memory-based 

method looks for similar users or similar items to predict one’s rating. Such methods are 

relatively easy to implement, albeit discouraged when working with sparse matrices. In those 

cases, model-based methods yield better results. These methods use machine learning as the 

basis for predictions. 

Content-based recommender systems do not rely on information from other users. Instead, 

items are recommended based on their attributes (Adomavicius & Tuzhilin, 2005; Aggarwal, 

2016; Koren, Bell & Volinsky, 2009; Zenebe & Norcio, 2009). Examples include keywords 

or product descriptions. The ratings provided by an individual user are taken as a dataset to 

train a classification model, which subsequently predicts which items are similar to those in 

the training set (Pazzani & Billsus, 2007). Each word in a document will get a certain weight, 

based on its ‘importance’ (Adomavicius & Tuzhilin, 2005). Content-based systems are good 

when there is not much data available for one specific item (Mooney & Roy, 2000). Even 

though these systems can predict recommendations for new items, they are not good at 

providing recommendations for new users, since the user’s previous ratings form the basis for 
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the predictive model. Another disadvantage is that content-based recommendations are often 

‘obvious’ (Aggarwal, 2016). Items with the same keywords will be likely to show up as 

recommendations, and items without any similarity will never show up. Let us say someone 

recently rated the movie Spider-Man. An example of an obvious movie recommendation 

would be the sequel, Spider-Man 2. The problem with so-called obvious recommendations is 

that the set of recommended items is too narrow and lacks diversity. 

Knowledge-based recommender systems let the user specify what they want, and this makes 

them very different from the previously mentioned types of systems (Aggarwal, 2016). These 

systems are very useful for items that are not purchased frequently, as these systems do not 

rely on a large amount of item ratings (Burke, 1999). Instead, knowledge bases are present 

that help finding the most suitable items to recommend. In case of cars, a potential buyer 

might look for a specific brand and colour. Specifying these preferences will recommend cars 

that match these preferences. Because of this, knowledge-based systems can also take into 

account changes in preference as the system does not take into account previous searches by 

the user (Burke, 2002). Two subtypes of knowledge-based systems are constrained-based and 

case-based systems. The former relies on constraints to filter the items, such as a minimum or 

maximum price for a house. The latter recommends items to the user, which are followed by 

similar products if the user is not satisfied with the recommended item. In this type of system, 

the items in question are anchor points from which the system continues recommending 

based on similarity. The strength of knowledge-based systems can also be the weakness. 

Relying on a knowledge base enables recommendations without the need for many item 

ratings, but there might not be any recommendations if the items are too customised to be 

similar to other items. Another downside to knowledge bases is that they need to updated 

each time a new product is launched (Towle & Quinn, 2000). 

 

2.4 Creating recommender systems 

After settling for a type of recommender system, this system has to be built. As mentioned in 

the previous section, systems that depend on collaborative filtering need to find similar 

products based on user preferences, for example, while content-based systems rely on 

extracting data from text. These tasks can be accomplished with several machine learning 

techniques. Machine learning can be explained as modelling learning processes for 

computers, so they can execute tasks without the need to explicitly program them (Carbonell, 
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Michalski & Mitchell, 1983). Within machine learning, two categories can be distinguished: 

supervised and unsupervised learning. 

Supervised learning methods rely on a set of training data that has to be prepared by the 

researcher, which is used by a function or algorithm as practice to predict unseen data, 

commonly referred to as test data. Unsupervised learning methods are different in the sense 

that they do not require a training set. Instead, they can be applied to test data without the 

need for manual work (Aggarwal & Zhai, 2012). Within the range of supervised learning 

techniques, classification can be used for categorizing sentiments as either positive or 

negative (Pang et al., 2002; Wei et al., 2010). Such techniques are very dependent on the 

quality of the training data, as that data forms the basis for the prediction accuracy of the 

algorithm, which requires significant human effort for preparing the training set. Classifiers 

can sort text in two ways, broadly speaking: binary classifiers have two categories that a 

piece of text can be assigned to, such as “positive” and “negative”; multi-label classifiers 

have more than two categories, for example “neutral” in addition to the previous two 

categories. Besides containing more than two categories, multi-label classifiers can also 

assign the same bit of text to more than one category (Perkins, 2014). 

In order to classify beer reviews accordingly, more knowledge about the product should be 

collected. As mentioned before in this paper, it is often not reliable to classify a review by its 

overall sentiment. Therefore, an approach where review text is split into product 

characteristics could be beneficial to determining more accurate sentiments (Mukherjee & 

Bhattacharyya, 2012). This can be achieved with a machine learning method called feature 

extraction, which can both be supervised and unsupervised, depending on whether there is 

training data. In case there is no information for the researcher that helps determining which 

features could be viable prior to extracting features, unsupervised feature extraction can be 

helpful to point out several features, after which the researcher can assess whether these often 

indicate sentiment or not. That assessment is commonly referred to as feature selection 

(Alpaydin, 2014). 

Once features are selected for the classification process, the recommender system has to 

determine which product fits the user best. Depending on the type of system, 

recommendations could be provided based on item similarity or profile similarity, for 

example. Items should be ranked after being classified in order to be able to provide the user 

of the system with either the best recommendation or a list of recommended items. 
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2.5 Evaluating recommender systems 

Besides creating the recommender system, one should also evaluate the system to be able to 

justify the choice for the type of system, as well as the methods used to code the system. 

Aggarwal (2016) mentions three paradigms for evaluations: a user study, an online evaluation 

or an offline evaluation with historical data. 

In user studies, researchers ask test subjects to test the recommender system by performing a 

set of specified tasks (Ricci et al., 2011). Feedback can be collected by both the researcher 

and the system. Including such information from users can improve the quality of the 

recommendation (Lee, Kim, Jung & Jo, 2006). A disadvantage is the bias that occurs by 

actively selecting participants for the test, as well as the fact that participants know they are 

being tested (Aggarwal, 2016). The selected group is not necessarily representative for the 

entire population, and may have certain interests that make them participate in the test. The 

awareness of the test environment can make participants change their answers as well. Lastly, 

it is also time-consuming to do user testing, as all participants have to interact with the 

system and feedback has to be collected about each individual participant (Middleton, 

Shadbolt & De Roure, 2004). 

Online evaluations are user tests that are conducted in an online environment, therefore 

omitting the need to meet with every participant face-to-face. Typically, the test participants 

are randomly selected among users of the system, which eliminates selection bias (Aggarwal, 

2016). An example of this test paradigm is that users are selected and split in two groups. 

Both groups will get recommendations based on a different algorithm, while other factors 

remain the same. These groups are often referred to as treatment and control groups (Kohavi, 

Longbotham, Sommerfield & Henne, 2009). Two disadvantages of the online approach are 

that such evaluations require the system to be up and running already, and that the system 

requires a large number of users in order to ensure the test sample is random. 

Offline evaluations use datasets for the purpose of comparing the performance of different 

algorithms (Breese et al., 1998). When multiple datasets are used, one can also access 

whether the recommender system can be generalized or not (Aggarwal, 2016). While this 

type of evaluation can be executed without the need to recruit test participants, this also 

means that the evaluation does not know how users would react to the recommender system. 

This means that offline evaluations with historical datasets heavily rely on accuracy as an 
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evaluation goal, as other goals such as serendipity and novelty cannot be measured without 

the involvement of users. 

Such evaluation goals need to be selected after deciding which of the three evaluation 

paradigms to use. Accuracy is one possible evaluation goal, and a quite common one. 

Herlocker et al. (2004) describe accuracy as the degree to which the recommended ranking of 

items differs from the ranking the user would make themselves, if they had the possibility to 

inspect all products. In other words: does the recommender system accurately predict the 

user’s behaviour? A common assumption is that users prefer recommender systems with high 

prediction accuracy (Ricci et al., 2011), and therefore, accuracy is so commonly used. A 

popular example of a metric that can be used to determine accuracy is the root mean squared 

error (RMSE). For calculating the RMSE, ratings for each combination of users and items are 

predicted and then compared to the actual ratings, which were excluded from the study. Thus, 

accuracy metrics such as the RMSE are only useful when actual ratings exist. 

There are many other metrics that can be used to measure accuracy, but these metrics are not 

necessarily the best way to evaluate the quality of recommender systems. When very similar 

items are recommended (such as in the Spider-Man example mentioned before), these 

recommendations will yield a high accuracy, without being perceived as helpful (McNee, 

Riedl & Konstan, 2006). This does not imply that a high accuracy is not suitable for 

determining quality, but rather that it is better to combine it with other evaluation goals. 

Besides accuracy, several other evaluation goals can be set that have been covered in 

recommender systems literature. An overview of these goals and their definitions can be 

found in Table 2. 

Goal Definition 

Coverage The percentage of items for which recommendations can be made 

(Cacheda, Carneiro, Fernández & Formoso, 2011; Ge, Delgado-Battenfeld 

& Jannach, 2010) 

Trust The reliance on other users or the recommender system as a whole 

(O’Donovan & Smyth, 2005) 

Novelty The occurrence of a recommended item being new and relevant to the user 

(Konstan et al., 2006) 

Serendipity The occurrence of a recommended item being unexpected or undiscovered, 

and relevant or useful (Ge, Delgado-Battenfeld & Jannach, 2010) 
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Diversity The average dissimilarity between each item pair in a set of similar items 

(Smyth & McClave, 2001) 

Stability The ability for a recommender system to resist recommendation bias after 

an attack on the system has taken place (O’Mahony, Hurley, Kushmerick 

& Silvestre, 2004) 

Scalability The ability for a recommender system, or its algorithms, to be able to 

handle millions of users or items (Cacheda et al., 2011; Takács et al., 

2009) 

Table 2: Different evaluation goals as alternatives to accuracy.   
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3 State of the art 

 

There are many top recommender systems available on the Internet these days. Most of them 

are developed and built by giant companies like Amazon, Netflix, Google, or Facebook, but 

there are also solutions that can be implemented in a software-as-a-service (SaaS) form.  

In general, traditional e-commerce recommender systems use collaborative filtering 

algorithms, where they try to find users based on the similar items they purchased in the past 

and then match the closest profile based on vector similarity, where vectors represent users 

(Breese et al., 1998; Sarwar, Karypis, Konstan & Riedl, 2000). Amazon, however, improved 

this recommender algorithm by introducing item-to-item collaborative filtering: instead of 

matching different user profiles, Amazon tries to find items similar to the ones that the user 

already bought or rated earlier. In this case, contrary to traditional collaborative filtering, the 

vectors represent the items, and therefore, cosine similarity is measured between items rather 

than users. This helps to save time and processing power in systems where a large number of 

users are present, and it also makes it easier to scale to even higher amounts of users (Linden, 

Smith & York, 2003). On the other hand, as described earlier, this algorithm reduces 

diversity, thus makes the recommendations repetitive, predictable, and boring. 

In October 2006, Netflix announced a competition by releasing a dataset of more than 100 

million of anonymous movie ratings. The task was to develop a system that could beat the 

accuracy of Cinematch, Netflix’s own recommendation algorithm, by 10%, so that system 

could be used by Netflix afterwards (Bennett & Lanning, 2007). BellKor's Pragmatic Chaos, 

the winning team, managed to achieve an improvement of 10.06% (Netflix, 2009). As many 

other teams, they found matrix factorization to be the best method for achieving high 

accuracy in collaborative filtering. They also claim that not only the accuracy is higher 

compared to classical nearest-neighbour techniques, but it saves on computational memory 

and it is easy for the system to learn it (Koren et al., 2009). In fact, they created an integrated 

model combining neighbourhood and factor models, where the neighbourhood model was set 

to a limited neighbour size, since it performs better when it is localized (Bell, Koren & 

Volinsky, 2008).  

Hulu, another video on demand website, as well as one of the main competitors to Netflix, 

developed its own advanced model for collaborative filtering based on explicit feedback. 

Their model was inspired by another, very well performing algorithm used in other 



 18 

collaborative filtering models, called Restricted Boltzmann Machine (RBM). Despite the 

good performance, RBM suffers from an impractically long training time. Hulu’s new model 

is instead based on the Neural Autoregressive Distribution Estimator (NADE). Even though 

there is an increase in prediction accuracy, explicit ratings are not very commonly provided 

by users. Contrary to implicit feedback which includes watching, browsing, searching, and 

purchasing behaviours of users that can be easily collected, explicit feedback has to be 

provided actively by the user. The most common example of such feedback is a direct rating 

of a product on a scale from 1 to 5. Therefore, the next step is to expand this algorithm in 

order to support implicit feedback as well (Zheng, 2016; Zheng, Tang, Ding & Zhou, 2016). 

There are also companies that provide recommender systems in a software-as-a-service 

solution. These companies provide an application programming interface (API) that can 

communicate with the customer’s website and create profiles based on user cookies. This 

way, the customer can learn about users’ behaviour and provide personalised 

recommendations to them. These solutions often use browser cookies as well, to learn more 

about the users. Gravity R&D, who was a runner up in the Netflix Prize competition, 

provides a hybrid solution of collaborative filtering with content-based filtering (Gravity 

R&D, n.d.). Access to the algorithms and logic behind these recommenders, however, is 

impossible since these companies are not willing to share their competitive advantage. Still, it 

can be assumed that none of them rely on one single method solely, but rather combine 

different methods and algorithms into a hybrid solution. 

Google Cloud Platform, Amazon Web Services and IBM Watson for example do not provide 

an API that could be implemented and used in websites to produce recommendations, but 

they provide a platform, where their customers can code their own algorithms, use local 

databases and connect to proprietary solutions provided by Google, IBM or Amazon. This is 

a platform-as-a-service (PaaS) solution, where users do not need to maintain their own 

infrastructure, but can still leverage high performance using their own developed work 

integrated with top solutions.  

Recommender systems have been a very active area of research in academic circles for 

decades already. However, not many systems that were created ended up being used in 

practice. LibRec is an open source Java library that contains all the essential codes and 

algorithms needed for creating a recommender system. Compared to other open source 

libraries, LibRec is maintained and updated regularly, thus it not only contains traditional 

algorithms, but most of the state-of-the-art algorithms as well. Moreover, its open source 



 19 

aspects help communities to contribute to it. It also offers easy implementation and multi-

aspect evaluation metrics to compare the effectiveness of different algorithms, which is 

usually not included in other open source solutions (Guo, Zhang, Sun & Yorke-Smith, 2015).  

To target the lack of diversity with recommendation accuracy metrics raised by McNee et al. 

(2006), Vargas (2015) designed a framework called RankSys. Although the framework is 

meant for the implementation and evaluation of different recommendation algorithms and 

techniques, it strongly focuses on the improvement of novelty and diversity of recommended 

items. Just like LibRec, RankSys is based on the Java programming language and available 

on the Internet. 

Wu and Ester (2015) analysed reviews by looking at the aspects of the items and the 

sentiments customers express about each of them. They proposed a unified probabilistic 

model called Factorized Latent Aspect Model that is based on a mixture of aspect based 

opinion mining and collaborative filtering. It learns from users’ historical ratings and tries to 

use this knowledge in predicting aspect rating on new elements. Their approach significantly 

outperformed state-of-the-art methods at the time of their research. Unfortunately, their code 

is not publicly available for further research. 

Zhou and Feng (2017) went a step further in the prediction accuracy of deep neural networks 

and proposed an alternative algorithm based on the decision tree ensemble approach. Their 

new approach, Deep Forest, compared to neural networks, requires fewer parameters to 

produce high accuracy results. Thus, the results are less sensitive to parameterisation. It also 

does not require large-scale training data and it uses computational power more efficiently. It 

can be used on every dataset, regardless of size, while the prediction accuracy remains 

competitive or higher than neural networks. 
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4 Methodology 

 

4.1 Research design 

We developed our research design with the research onion, a model that helps to design a 

study in six different layers. This section includes each layer of this model, with definitions 

for each layer taken from Saunders, Lewis and Thornhill. (2009). 

The first layer of the onion model is called research philosophy, which is a worldview that 

has to do with the development of knowledge during the study. Common philosophies 

include positivism, interpretivism, realism and pragmatism. The positivist approach employs 

theories and hypotheses, and relies on real observations, which are the only proper source for 

data collection in this approach. At the other end of the spectrum, we find the interpretivist 

approach that assumes that human beings have many differences among each other. This is 

characterised by the researcher adopting the perspective of test subjects in order to 

understand them better, instead of employing an approach that is fully rational. This also 

means that the researcher cannot exclude themselves from the study, and becomes part of the 

the study. The realist perspective is between both of these perspectives, but much closer to 

positivism. Realism also relies on empirical observations, but distinguishes itself from 

positivism by stating that we do not observe the test subjects themselves, but rather their 

sensations. It highlights how our senses can deceive us by producing images that do not 

necessarily match the actual things in practice, and therefore, realism requires a more critical 

approach during observations that positivism. In case it seems unrealistic to decide on just 

one of these three philosophies, the pragmatist approach might be the best option: it 

combines several philosophies in order to use different perspectives in practice to answer the 

research question better. Pragmatism can take into account both test subjects themselves and 

their images as well as both objective and subjective data. In this study, we will employ a 

pragmatist approach since both the goal of our recommender system, satisfaction, as well as 

the data we use, product reviews, are subjective. For this reason, we cannot work with only 

objective data, and that excludes both positivism and realism. As we do not want to limit 

ourselves to interpretivism only, a pragmatist approach is our preferred option. 

The second step is to decide whether to employ a deductive or an inductive research 

approach. Deductive research starts with a hypothesis based on theory. The concepts in the 

hypothesis need to be operationalised so that the hypothesis can be tested. Afterwards the 

hypothesis is either rejected or confirmed. Researchers may modify their hypothesis 
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afterwards in order to test again. Inductive research is more or less conducted in the reverse 

order: you collect data from observations to understand the research subject better, analyse 

this data and then create a theory out of the conclusions. As it is our goal to create a 

recommender system out of review data, an inductive approach seems reasonable: we 

compare studies on recommender systems (collect data), to learn about typologies and 

components (identify patterns), in order to design our own (model creation). Consequently, 

through user testing we want to assess whether our setup can successfully achieve our 

research goal: improving customer satisfaction. The evaluation of our system could be 

interpreted as a deductive process. This improves the overall theory, since the inductive 

theory or model that we create, will be tested directly through deductive user studies (Hevner 

& Chatterjee, 2010). 

The third layer of the research onion is concerned with the research strategy. There are a 

number of frequently used strategies available, such as experiments, case studies and surveys, 

but in this study we choose for design science research: an IT artifact will be designed and 

evaluated, and knowledge of the design problem will be obtained during these processes 

(Hevner, March, Park & Ram, 2004). Such artifacts can be measures, methods, or software 

solutions, for example (Peffers, Tuunanen, Rothenberger & Chatterjee, 2007). This 

description matches our study very well, as we gather information about recommender 

systems while we build one. As the research onion does not include design science, we will 

use the work by Hevner as the basis for our design science methodology. Design science is 

positioned on the border of practical and theoretical relevance by using theory to develop a 

solution to real-world problems, whereas the existence of this solution can generate new 

knowledge. Design science has seven guidelines, which could be summarised as the creation 

of an artifact that is thoroughly evaluated, while the artifact is both innovative and 

purposeful. The results of the study should be communicated to audiences for which it has 

theoretical and practical relevance (Hevner et al., 2004). We plan to follow this structure by 

developing a working prototype of our own recommender system, and evaluating this 

through user testing. 

The fourth layer of the research onion is about research methods. Studies can either employ a 

mono-method approach, which involves just one method of data collection and its 

corresponding analysis methods in order to answer the research question, or multiple methods 

need to be used for that. In the latter case, two types of studies can be distinguished: mixed-

method and multi-method studies. The former combines several qualitative and quantitative 
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methods to answer the research question, whereas the latter uses several qualitative methods 

or multiple quantitative methods. In order to build the recommender system, we will use a 

dataset of beer reviews and analyse its contents with quantitative methods. To follow the 

design science approach, we need to evaluate our system afterwards. For this, we will 

conduct user testing where participants try out our recommender system by sampling a 

product and writing down a short review about it in our application. The system will analyse 

the review text and provide a recommended product based on the review text that has been 

entered a few seconds earlier. Besides the recommendation, the system will also provide 

argumentation for the recommendation: why is this product recommended? Besides 

providing some degree of transparency to the system, this also enables us to collect feedback 

from the user by asking whether they agree with the system’s arguments or not. This 

feedback will be collected with very short, structured interviews, as we know exactly what 

information we need to ask for. March and Storey (2008) stress that the importance of 

evaluation in a design science study is to assess whether the solution has any utility; asking 

test users directly after interacting with the system seems a good method to make this 

assessment, as the utility value of product recommendations is subjective and vary from 

person to person. Gregor and Hevner (2013) add that evaluations can also be used to assess 

validity, quality and efficacy. Therefore, in our evaluation, we will not only consult with the 

test users about the utility of the arguments for the recommendation, but also whether the 

system works as it should, and whether users are pleased with the recommendation itself. 

The fifth onion layer represents the time horizon of the study. The research can either be 

cross-sectional, meaning that the something is studied at a particular point in time; or it can 

be longitudinal, which means the same subject is studied at multiple moments over time. The 

benefit of longitudinal studies is that it can account for change and development over time. 

As we plan to conduct user tests in a very short period of time, and we do not look for 

changes that occurred over time, our study is cross-sectional. 

The remaining layer of the research onion is concerned with the collection and analysis of 

data. We will elaborate on this layer in the next section. 
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4.2 Data collection and pre-processing 

We obtained a dataset with user reviews from a beer-rating website (RateBeer.com). The 

dataset was retrieved from the website of the University of North Carolina at Charlotte 

(http://webpages.uncc.edu/~hli38/data/index.html) and contains 2,918,669 individual reviews 

about 112,113 different beers which were created between April 2000 and November 2011. 

The dataset contains the name of the beer and its identifier, the identifier of the brewer, the 

style of the beer, the alcohol percentage, numerical ratings set by users about appearance, 

aroma, palate and taste, an overall score calculated from the aforementioned ratings and lastly 

a free text, where the user can describe their experience about the beer. Thanks to the many 

available fields, the dataset lets us filter beer reviews in several ways, such as beers created 

by the same brewer or beers that belong to the same style. The dataset contains 98 different 

styles of beers in total from 7,542 different brewers. 

Our programming language of choice for the whole research is Python 3.6 with the Scikit-

learn module, which is a library containing easy to use supervised and unsupervised machine 

learning algorithms with a focus on performance (Pedregosa et al., 2011). The Natural 

Language ToolKit (NLTK) framework is used to access corpora with English words. We will 

also use a free library called Pandas, that allows for easy reading, writing and manipulation of 

files and data, and NumPy for handling arrays as a more advanced flexible alternative to the 

rather limited lists in native Python. 

Before the reviews can be used in the first stage of the analysis, they need to be converted to 

a format that enables easy processing. Firstly, the entire dataset is imported into Python with 

the Pandas library. Reviews will be processed one by one, starting with removing all 

characters that are irrelevant for our analysis or that complicate the analysis. As users may 

enter email addresses or special characters, for example, there is a clear need to format this 

text. In our case, we only need to keep alphabetic characters, so the review texts are stripped 

of numbers, special characters and interpunction. When only letters remain, they are 

converted to lowercase. The reviews are split in tokens based on whitespace, in order to 

check for stop words. NLTK contains dictionaries with the most common words in various 

languages, which are referred to as stop words. The English dictionary contains words such 

as “and”, “the” and “for”. Tokenized text can be analysed, token by token, during which we 

check whether the current token is in the list of stop words. With this method, it is possible to 

remove all stop words from the reviews, as they do not tell us anything about the product 

being reviewed. As we will check for popular words in the reviews, we do not want to have 



 24 

words such as “if” and “yes”, but rather words that say something about the characteristics of 

a beer. After removing these common words, the tokens of each review are concatenated, so 

we end up with one string of text per review, consisting of all words in the review, separated 

by whitespace. These strings are then stored in a NumPy array so they can be accessed and 

processed easily during the analysis. To summarise, the pre-processing steps for each review 

are as follows: 

1. Parsing and normalising: All non-alphabetic characters are removed from the review, 

and all uppercase letters were converted to lowercase. 

2. Tokenisation: The text is split into tokens, based on whitespace as a delimiter. 

3. Stop words removal: The NLTK corpus of English stop words is used to delete every 

occurrence of those words in the review text by checking every token. 

4. Stemming: An English Snowball stemmer is applied to the tokens. 

5. Concatenation: All tokens of the review are concatenated in one string and added to a 

NumPy array containing the processed reviews. 

 

4.3 Data analysis 

The proposed analysis consists of several stages, which are explained in more detail in the 

next sections. A brief summary will be provided first. We start off with unsupervised 

machine learning to extract relevant features from the review text. Before analysing the text 

for these features, we merge the reviews that are about the same product, in order to compress 

the dataset. This makes the analysis significantly faster. Then we extract a list of possible 

features from the review text, after which we assess whether these features are useful for the 

remainder of our analysis by checking several reviews in which they appear. From these 

examples we can tell whether the features indicate any sentiment and whether they actually 

are about the product. 

After successfully extracting and selecting features of beer, we will classify all reviews per 

feature by awarding a score for each feature. This process will be conducted on a review 

level, rather than the product level that is used by merging all reviews for the same beers. As 

classification is a supervised machine learning technique, we begin with creating a training 

set by scoring 1000 reviews manually. Per feature we note whether the feature is mentioned 

in the text or not. If it is, we write down whether that is done in a positive, negative, or 

neutral fashion. Once we have done this for the entire training set, we train our classifying 
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algorithms with the data so they learn which words indicate positive or negative sentiment. 

Then we run the classification, which means the algorithms attempt to predict for each review 

whether every feature is mentioned positively, negatively, neutrally, or not at all. With 

feature scores for each review, we can create a dataset of scores that can be used for the 

recommender system. 

The last step in the analysis describes the recommender system itself. It enables a user to type 

in a review about a certain beer and submit this review. The system will consequently start 

selecting all beers from the same beer style and rank them according to our scoring system. 

Beers receive points for having similar features as the beer from the review, except for 

features that are negatively mentioned in the review. In those cases, the system awards points 

for having high scores for those features, instead of similar (low) scores. Based on the points 

per beer, a ranking can be established and the beer with most points will be recommended to 

the user, as it is very similar to the product the user reviewed, and additionally taking into 

account the user’s dissatisfaction with some of the features. Figure 1 provides an overview of 

our three-staged analysis. 

 

Figure 1: An overview of the data analysis process. 

 

4.3.1 Feature extraction and selection 

For unsupervised machine learning analytics, we will use the Apache Spark environment, 

which is an open-source project initiated at UC Berkeley AMPLab in 2010. It is a fault-

tolerant cluster computing framework that is designed for iterative computations, hence it is 

prominent for machine learning applications (Meng et al., 2016). It is also one hundred times 
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faster than other available technologies on the market (IBM, n.d.). We found IBM’s cloud 

solution for machine learning (IBM Data Science Experience) to be the most suitable 

platform for us, since it supports the Apache Spark environment and provides a Spark Cluster 

with 2 executors and 5GB of storage space in its free plan. Another good feature of Apache 

Spark is that it integrates well with Jupyter Notebook, which is an open source web 

application that supports online collaboration for various types of programming languages 

like Python. In case we need to export files or run long processes that could time out on web 

applications, we will use laptops in order to run Python code locally. We will also run the 

final application locally during the user testing phase. 

Latent semantic analysis (LSA) is a fully automatic method in machine learning for 

extracting expected contextual usage of words purely based on a statistical and mathematical 

foundation. Thus, it is not a knowledge-based operation, doesn't use any artificial intelligence 

mechanisms, or dictionaries created by human minds. Therefore, the relation between words 

and terms is based on context sensitive similarity, hence on the probability, that the given 

words occur in each other’s presence (Landauer & Dumais, 1997; Landauer, Foltz & Laham, 

1998). Therefore, LSA is a good approach to extract features from texts that are related to 

each other in terms of context.  

Extracting features from documents (sequences of words) can be done in different ways. The 

easiest method is to count the occurrence of every word and check which are the most 

frequent ones (Luhn, 1957). However, the problem with this approach is that there will be 

many words that are often used to build up sentences, but have no real meaning. These words 

are for example “the” or “and”. Weighting the importance of words is one way to tackle the 

problem. In that case, term frequency–inverse document frequency (TF-IDF) is the right 

approach to extract information. It does not only measure the frequency of terms in 

documents, but weights them out, so words with the highest scores will represent real 

characteristics of beers in our case (Ullman, Leskovec & Rajaraman, 2011). This importance 

weighting also makes TF-IDF the most popular method in practice among text-based 

recommender systems (Beel, Gipp, Langer & Breitinger, 2016). Using TF-IDF we create a 

document-term matrix of two dimensions. One axis represents the documents and the other 

the terms, or so-called features that are present in the documents. In the intersections of the 

axis we can find the weighted vector representation of terms-documents. Since this matrix 

easily can become too large, processing it might cause memory problems. Therefore, as a 

next step, dimensionality reduction should be applied on the matrix created with TF-IDF. 
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To reduce the size of our matrix, while still retaining the original similarity structure among 

rows and columns, we used singular value decomposition, which is a matrix factorisation 

technique. This way, we will decompose our rectangular matrix into three other matrices. 

Two matrices will separately represent the original row and column entities as vectors of 

derived orthogonal factor values, and the third one will be a diagonal matrix with non-

negative real numbers on the diagonal, that are used for scaling (Dumais, 2004; Landauer et 

al., 1998). 

As mentioned earlier, performing TF-IDF together with SVD on our dataset will give us the 

most useful words in our dataset that describe the aspects of a beer. However, we will 

evaluate the retrieved words, by assessing whether they carry any meaningful sentimental 

information. Are they used in a context that expresses emotions about how the user feels 

about the specific aspect of a beer? This can be carried out by running a query on the created 

SVD matrix. The execution of such a query is done by calculating the similarity between the 

query text and the other documents in the matrix. Similarity can be calculated in either a 

correlation-based or cosine-based manner. Since our matrix is composed of vectors and the 

query text is also converted into a set of vectors, we are going to calculate the similarity 

based on the cosine angle between the vectors of the query text and the documents. The 

documents with the lowest angle are the most similar to the query text, thus they are the best 

match for the query and the analysis. Therefore, we are going to sort the results in descending 

order and use them to assess which words are useful and which are not. 

If we process the dataset in its current form, we would generate a TF-IDF matrix with a size 

of 2,918,669 documents multiplied by 10,000 features, leading to slightly more than 29 

billion vectors. It requires significant processing power to work with such an amount of data. 

Since we need to extract the most important features of beers, the whole dataset should be 

used. Taking a sample of a smaller size is not a viable option. To solve this issue, we will 

merge individual reviews for every beer in the dataset. This way we can reduce the number of 

documents to 112,113 without losing any information. This means our new matrix will have a 

shape of 112,113 x 10,000, which is 96.16% smaller than the original one. 

 

4.3.2 Classification 

For the sentiment classification of beer features in reviews, we are going to use six different 

classifying algorithms and evaluate their prediction accuracy for further application. The 
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following algorithms are going to be examined: naive Bayes, decision trees, maximum 

entropy, neural network, support vector machine, and nearest neighbour. There is a 

possibility to set different parameters for these algorithms, which can lead to better 

performance or accuracy, but can lead to overfitting as well. We will decide on the 

parameters by consulting literature written about these algorithms, as well as the official 

documentation for Scikit-learn. Also, where it is possible we are going to set the parameter 

“n_jobs” to a value of -1 to not to limit ourselves in computational performance, as this value 

uses all computational cores in order to execute as many parallel jobs as possible. In any 

other cases we will empirically examine with which parameters perform the following 

algorithms. 

According to Perkins (2014), naive Bayes (NB) is the easiest type of classifier. It belongs to 

the probabilistic type of classifiers and its downside is that it is the least accurate classifier 

compared to other, more sophisticated ones. The gap does not seem significant, however. The 

advantage of NB is the short computational time for training (Kotsiantis, Zaharakis & 

Pintelas, 2007; Pang et al., 2002; Rish, 2001). 

The decision tree algorithm can be used in three different ways: description, classification 

and generalization (Murthy, 1998). Decision trees have a good learning and classification 

speed, while their process stays transparent. Hence, their decisions are easy to understand and 

explain (Kotsiantis et al., 2007). We are going to use random forest, which is a type of 

decision tree designed for calculations with vectors. Its advantage compared to other 

algorithms is that it is resistant to overfitting and produces high accuracy predictions by 

aggregating the predictions of individual trees (Breiman, 2001; Svetnik, Liaw, Tong, 

Culberson, Sheridan & Feuston, 2003). 

Maximum entropy, also commonly called logistic regression, is an alternative yet competitive 

classification method, with a similar accuracy performance to Naive Bayes in text 

classification (Nigam, Lafferty & McCallum, 1999; Pang et al., 2002). It also performs very 

well when predictions are based on incomplete information (Chieu & Ng, 2002; Phillips, 

Anderson & Schapire, 2006).  

Neural network is a multilayer-perceptron-based algorithm used either for classification or 

regression calculation. It has a longer training time than decision trees. On the other hand, the 

accuracy performance of neural networks is similar to that of decision trees, if not better. One 

of the disadvantages of neural networks is the lack of transparency in calculations, therefore 
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the results are difficult or even impossible to explain (Kotsiantis et al., 2007). There are many 

options for setting parameters, thus it is vulnerable to overfitting. Despite the ability of neural 

networks to train themselves again and again to improve their accuracy, a maximum will be 

reached eventually, after which the accuracy starts to decrease (Prechelt, 1998). As proposed 

by Finnoff and Zimmermann (1993), implementing early stopping increases the performance 

of the algorithm and prevents it from overfitting.  Also, a neural network has four different 

types of activation, of which RelLu is the most popular in deep neural networks. It is also the 

closest to biological occurrence of nerve connections (Glorot, Bordes & Bengio, 2011; 

LeCun, Bengio & Hinton, 2015). 

Support vector machine (SVM) is a fairly young algorithm that can easily handle training sets 

with large amount of features since it uses a fairly low amount of support vectors for 

calculations. Even though SVM has a simple decision design, it generally outperforms other 

competitive algorithms such as naive Bayes, decision trees and neural networks (Cortes & 

Vapnik, 1995; Kotsiantis et al., 2007; Pang et al., 2002). 

Nearest neighbour is a so called lazy-learner algorithm, because it postpones generalisation 

until classification takes place. This means it requires lower computational time while 

training, but classification is slow compared to other algorithms. Furthermore, its sensitivity 

to noisy data can easily lead to misclassification (Kotsiantis et al., 2007). 

As classification is a supervised learning technique, there is a need for a second dataset that is 

used to train the classifiers. This training set consists of 1000 reviews that will be scored 

manually for all beer features we select. If a feature is not mentioned in the review, we will 

mark it with “0”, otherwise we should determine whether we can perceive any sentiment, and 

mark the feature as negative (“2”), neutral (“3”), or positive (“4”). 

After checking the prediction accuracy of the classifiers on the training set, and conducting a 

manual evaluation of the accuracy on the test set we are going to pick the five best 

performing ones. As a next step, we will let the algorithms analyse each individual review 

and provide a score for every beer characteristic that they can recognise based on the training 

set. These scores are on the same scale as those in the training set. To determine a sole score 

for each feature, we have chosen to pick the median of the five scores. Alternatively, we 

could choose the mode or average. Although the mode seems a democratic way by selecting 

the score with the highest frequency, there may be a situation where there is not just one 

mode. For example, this happens when two of the scores both have the highest frequency. 
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Calculating an average instead of the mode does not make sense, since there has to be a clear 

classification showing whether a beer feature is perceived as positive, neutral, or negative. 

This is also why we decreased the number of algorithms to five, as the median of six would 

be the average of the two middle values. Therefore, the median seems to be the least 

conflicting manner for selecting the final score. 

When the analysis is done on the review level, every review will have one score for every 

feature. This will be stored in a matrix of 112,113 beers and their selected features.  This 

means that we will calculate the average for every feature of a beer given by all reviews 

about that beer. Taking the average of the review scores in this situation seems reasonable, 

because these averages will provide more sophisticated results. Hence, there will be a clear 

difference in quality between the features of every beer. It is important to mention that, for 

the calculation of the average, we will exclude the cases where the algorithms gave a “0” 

score. This is because “0” means that a feature was not mentioned in a particular review, so 

this score should not influence the quality of the beer in a negative manner. The list of 

average scores will serve as the basis for our recommender system. 

 

4.3.3 Providing recommendations 

The prototype of our recommender system will be a simple application that allows users to 

type in a review about a certain beer. First, the beer will be selected by searching for the 

name with a query, which returns a list of all beer names containing the search query, with 

their unique identifiers. The user then proceeds with specifying the ID for the beer of choice, 

after which the review text can be entered. In our round of user testing, we will select the beer 

and enter the text provided by the user, as we choose not to reveal the name of the beer. This 

is done to prevent a biased review because of brand awareness. Consequently, the beer 

review will be analysed in terms of the features we selected, and scores will be awarded to 

these features. The scores correspond to those awarded to all other beers before: positive, 

negative, neutral or not mentioned. Once the review is scored, our system will look for the 

best alternative product. This is done by initially selecting all beers of the same beer style, 

such as IPA or lager, and then awarding points to all beers based on their similarity to the 

reviewed beer. Beers will only be considered if they have more than fifteen reviews, to 

ensure that recommendations are not based too much on one or two opinions. Similarity 

between two beers is measured by comparing their scores. Table 3 shows how points are 
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awarded by the recommender system. Points are awarded for each feature and all beers are 

sorted in descending order based on their total amount of points. 

  All beers of the same style 

  Not mentioned Negative Neutral Positive 

 

Reviewed beer 

Not mentioned 0 -1 1 2 

Negative 0 -1 2 4 

Neutral 0 -1 1 3 

Positive 0 -2 0 2 

Table 3: Scoring table for determining the best alternative product. 

 

In case a beer feature is not mentioned in reviews of the other beer, we choose neither to 

award any points, nor to subtract any. If we do not know what people think of this feature, we 

do not know whether that beer is better or worse than ours and zero points seem to be the best 

option here. 

In case the other beer has a negative score about a feature, we subtract points, regardless of 

the score for the reviewed beer. The main argument is that a negative score is not better than 

the score for our reviewed beer. If our reviewed beer is rated as neutral or positive, a negative 

rating for the other beer means it is inferior to our beer; if both are rated negatively, the other 

beer is not better than ours in terms of this particular feature, and the goal of our system is to 

improve satisfaction, thus we also subtract points in this case; the same accounts for the 

situation where the feature is not mentioned in our review, as a negative rating for the other 

beer is worse than no rating. In all cases, one point is subtracted except where our beer is 

rated positively, as the difference between the two ratings is so large. 

When the other beer is neutrally rated, we award points, except when our beer is rated as 

positive. The reason is that a neutral rating is worse than a positive rating, indicating that the 

other beer is inferior to ours. However, we choose not to subtract points as a neutral rating is 

not necessarily a bad rating, even when the rating of our reviewed beer is better. In the other 

cases, we award points: two when our rating is negative, to account for the large 

improvement from negative to positive, and one point in case we have a neutral rating or no 

rating at all for the reviewed beer. 

Lastly, when the other beer is rated positively for a certain feature, we award at least two 

points, as this is the best possible rating. In case both beers are rated as positive, we award 

two points. Despite the lack of an improvement in scores, maintaining a positive score should 
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be awarded in our opinion. The same accounts for the situation where we do not have a rating 

for our reviewed beer and the other beer has a positive rating. When we improve the feature 

from neutral to positive, we award one extra point: three in total. When we go from negative 

to positive, we award four points. This can be explained by the increased satisfaction for the 

user when we recommend a beer with such ratings, especially in the latter case where the user 

complains about a beer feature and the recommended beer is praised for that particular 

feature. 

The reviewed beer will get scores that exactly match one of the labels: “0” for not mentioned, 

“2” for negative, “3” for neutral, and “4” for positive. However, the other beers have scores 

that are the average of all their scored reviews and therefore, these are likely to be decimal 

values. To account for this, we award points based on the two scores that the average is 

positioned between. Imagine one beer is rated with an average of 3.7. This decimal score is 

between 3 (neutral) and 4 (positive). Let us assume that our reviewed beer got a score of 3 

(neutral) for the same feature. According to the scoring table, we should either award one or 

three points to this beer. We take the decimal of our average (0.7) and use this as the weight 

for the upper boundary (4), and attribute weight to the lower boundary (3) equal to 1 minus 

our average (0.3). Therefore, in this example, an average of 3.7 yields 2.4 points (0.7 * 3 + 

0.3 * 1). This calculation can be written as 𝑝 = 𝑈 ∗ 𝑑 +  𝐿 ∗ (1 − 𝑑) where p is the amount 

of points to award, U and L are the points awarded for the upper and lower boundary, 

respectively, and d represents the decimal of the beer’s average. With this formula, we are 

able to always attribute more weight to the boundary that is closest to our average. By 

accounting for the possibility of decimal averages, we can distinguish better between 

different beers by awarding different amounts of points based on small differences in scores. 

In case the average score is an integer value, the formula does not apply and points will 

simply be awarded based on the integer, which can be 0, 2, 3 or 4. 

Once all beers of the same beer style are awarded points for each feature, we know the total 

number of points per beer and we can rank the beers in descending order. The beer with most 

points will be recommended to the user that created the review in our system. The 

recommender system will inform the user of its recommendation, and will provide 

argumentation for the recommendation as well. This argumentation is represented by a short 

text that highlights on which features the recommended beer scores better, equal or worse, in 

order to provide the user with a degree of transparency about the rating. 
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We will then proceed with a few questions to the user about their experience with the 

recommender system, linking back to the evaluation goals mentioned in the Related work 

section of this paper. Some of these goals cannot be measured with user feedback, whereas 

we ask closed questions for those that can be based on feedback: 

● Coverage: The percentage of beers within the style that have at least fifteen reviews. 

We do not need to ask the user anything to calculate this. 

● Trust: We will ask the user whether they think the way of scoring alternative products 

is a fair method, based on the arguments provided by the system. 

● Novelty: The user will be asked whether they know the recommended product. 

● Serendipity: The user will be asked whether they know the recommended product, as 

well as whether they like the recommendation. Serendipity exists when the user 

answers both questions with “yes”. 

● Diversity: We ask the user whether they think the differences between the reviewed 

beer and the recommended beer are clear enough, although the are part of the same 

beer style. 

● Stability: We cannot ask the user about this. 

● Scalability: We cannot ask the user about this either. 

We will calculate percentages for these evaluation goals, except for stability and scalability. 

Our hypotheses for the testing stage are that most users attribute trust, novelty, serendipity, 

and diversity to our recommendations. Therefore, we expect these four evaluation goals to be 

percentages higher than 50%. 

 

4.4 Dataset limitations 

The length of the reviews is quite variable. Some reviews are constructed by only a few 

words, while other reviews contained more than 90 words. The median review length 

corresponds to 54 words. Although one could argue that 54 words is not enough to perform a 

thorough analysis, many sentiment-based analyses have been conducted on tweets from 

Twitter, which are limited to 140 characters. These studies argue that tweets are the 

compressed counterparts of large texts such as reviews, thus containing enough sentimental 

and other information about a user’s thoughts (Agarwal, Xie, Vovsha, Rambow & 

Passonneau, 2011; Go, Bhayani & Huang, 2009; Pak & Paroubek, 2010). 
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However, since RateBeer.com is publicly available on the Internet and open for everybody, 

the dataset coming from the website also contains some dirty data. This means that the 

dataset also contains reviews in other languages than English, such as Spanish or French. 

Nevertheless, the total number of these reviews is below 1% (McAuley, Leskovec & 

Jurafsky, 2012). 

Another language-related limitation of the dataset is that users are not using the same English 

language standards consistently: some users write in American English while others use 

British English. Therefore, some words are spelled differently in these cases, for example 

“flavor” and “flavour”. On another note, users tend to mistype words. This means that some 

words are missing letters, or several letters have switched positions. 

The quality of the reviews differs a lot as well. Even though quality in such a context is very 

subjective, we would like to distinguish two types of quality: (1) the extent to which a review 

describes the aspects of the beer, and (2) the extent to which the review is easy to understand. 

An example for the first quality type is that a story about how the user got the beer, or what 

memories the user had while consuming the beer, is not relevant to the actual taste or aroma 

of the product and therefore, will not be helpful to other users. An example for the second 

quality type is that the user uses very poetical phrases and expressions to express their 

feelings toward the consumed beer, making it hard to understand. These reviews are 

sometimes hardly readable and understandable for other people, let alone for machine 

learning algorithms. 
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5 Results 

 

5.1 Feature extraction and selection 

Merging the data has had a significant impact on the processing time of the dataset. Before 

we merged our dataset, the script was run on the IBM Data Science platform with 2,000 

features for the TfidfVectorizer. This technique produces vector space consisting of all 

combinations of features and reviews. That means that a matrix would be created for roughly 

3 million reviews and 2,000 features, thus containing 6 billion values. After 49 minutes, the 

script triggered a memory error that originated from the vectorizer. We decreased the number 

of features to 1000, which did not resolve the error. Upon lowering the feature amount to 

500, the script ran successfully. The code was executed in roughly 24 minutes and generated 

a matrix of 1.5 billion values. After we merged the dataset, we ended up with 112,113 rows, 

each representing one beer with a concatenation of all reviews about that beer. This means 

that the matrix produced by our TfidfVectorizer was reduced from 1.5 billion to 55 million 

values. Our script was done in 4 minutes and 19 seconds, after which we decided to increase 

the number of features for the merged file. After all, the vectorizer was 82% faster after 

merging the file, while working with the same amount of features. We managed to increase 

them up to 10,000, which is five times higher than the initial amount that triggered a memory 

error for the unmerged file. This new matrix, containing roughly 1.1 billion values, was 

created without any errors after 5 minutes and 14 seconds. 

For extracting features, we worked with two different vectorising techniques: 

CountVectorizer, which attributes scores to a token’s frequency, and TfidfVectorizer, which 

uses TF-IDF statistics to provide scores for each token. For both techniques, we generated a 

list of the 50 highest-ranking words. 88% of the words in both lists were the same, with many 

of them being in the same position. However, as latent semantic analysis (LSA) with Scikit-

learn consists of the two steps TF-IDF and singular value decomposition, we continued with 

TF-IDF as the basis for the TruncatedSVD function. The top 50 tokens for SVD are very 

different from both lists generated before: 6 appear in both other lists as well, 6 appear in just 

one of them, and the remaining 38 words did not appear in the CountVectorizer list nor in the 

TfidfVectorizer list. All three lists can be found in Appendix 2. 

The first source of inspiration for our feature selection was the scoring system on 

RateBeer.com. Every review is accompanied by scores for the following characteristics: 
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appearance, aroma, palate and taste, as well as an overall score. As we assumed that 

reviewers are likely to mention these in their review, be it intentionally or unconsciously, we 

sought after tokens that represent these characteristics. 

● “Appearance” did not show up in the lists. Therefore, other ways to describe a beer’s 

appearance were selected. Chosen words are “head”, describing the layer foam on top 

of a beer, and “color”. 

● The word “aroma” appears in all three lists with a high ranking and was subsequently 

selected, as well as “nose”, another word to describe the smell of a beer. 

● For “taste”, the word itself showed up in all three lists, and the synonym “flavor” too. 

The latter appears as “flavour” as well. All three were considered for the analysis. 

● The last of the four, “palate”, was not mentioned in the lists, neither its synonym 

“mouthfeel”. It was covered, however, by “body”, which ranked high for both 

vectorizers. 

All four features from RateBeer.com were thus covered by one or more tokens from the 

feature extraction list. Additional tokens with a high rank that we looked into, are “notes”, 

hints of e.g. fruit or chocolate in the drink, which can be considered part of the overall taste; 

“sweet” and “bitter”, two distinctive types of taste; “finish”, the aftertaste of the beer; 

“carbonation”, the amount of carbon in the beer; “hops” and “malts”, two of the main 

ingredients for brewing beer; “yellow”, “orange”, “amber” and “white”, several colours to 

describe either the beer or the foam; “grapefruit”, “blueberry” and “banana”, some fruits that 

might be tasted; “spicy”, another noticeable characteristic of taste; “smoke”, a taste feature 

specific to certain types of beer; “alcohol”, which may be more present in some beers than in 

others; “thin”, which can indicate that a beer is watery; “coriander”, as this herb has a very 

distinctive flavour that is not liked by everyone. 

By adding one of these keywords, combined with words indicating sentiment (such as “very” 

or “bad”), as an extra row to the term-document matrix, cosine similarity could be computed 

between the keywords and all 110,000+ reviews in the dataset. The reviews with the highest 

similarity were manually checked by us to see if the keywords were actually mentioned, and 

whether it expressed any sentiment in the review. For example, the word “head” is 

accompanied in many reviews by words as “nice” and “tall”, or described as “long-lasting” or 

“quickly diminishing”. This led us to believe that “head” will be a useful feature to compare 

beers on, as there seems to be sufficient sentiment expressed around this feature. The 

opposite could be said for the colours and fruits we looked into, as well as “coriander”: these 
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are all mentioned in a neutral fashion when people try to objectively describe the beer. 

Despite the fact that some of these words are mentioned quite frequently, a lack of sentiment 

indicates low value for our classification analysis. Table 4 contains an overview of the 

features we checked with cosine similarity which were considered useful. 

Token(s) Elaboration 

Aftertaste Very useful, clearly expressed as positive or negative. 

Alcohol Often used to indicate that there is a too strong alcohol taste, but does 

not always including sentiment. 

Aroma Rarely ambiguous, very good indicator. 

Bitter, 

bitterness 

Often accompanied by strong sentiment, examples include “stale” and 

“gross” bitterness. 

Carbon, 

carbonation 

Sometimes described as good or bad, but also often just as "low 

carbonation" without the writer indicating whether it is good or bad. 

Color Often neutral. Sometimes described as “nice” or “strange”. 

Finish Does not always indicate sentiment, but it is strong sentiment in the 

cases it does. 

Flavor, flavour Rarely used in a neutral way. 

Head Sometimes neutral, but often mentioned in terms of its size and the 

user’s opinion about that. 

Mouthfeel Often neutral, but sometimes expressing sentiment about the texture 

of the beer. 

Nose Quite clearly mentioned whether the smell is good or bad. Rarely 

neutral. 

Note, notes Very often indicating sentiment. “Notes” sometimes refers to a 

different meaning, like notes one writes down. This rarely occurs, 

however. 

Palate Like “mouthfeel”, mostly neutral. Sentiment is again closely related 

to the beer’s texture. 

Spice, spicy Very often neutral. Sometimes containing sentiment, about a beer 

being too spicy or nicely spiced. 

Sweet, 

sweetness 

Does not indicate sentiment that often as bitterness. Like spice, it 

sometimes describes how much the reviewer likes the sweet taste. 

Taste Very clear sentiment, mostly negative. 

Table 4: Useful beer features, assessed with cosine similarity. 
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As we ended up with 16 different features of which some sound quite similar, we decided to 

merge a few before proceeding with classification. We merged “aroma” and “nose”, as both 

describe the smell of the beer; we combined “aftertaste” and “finish”, as they are synonyms 

in terms of alcoholic beverages; “taste” and “flavor” can be considered synonyms as well; 

“palate” and “mouthfeel” were put together too. This leaves us with a final set of 12 features 

for comparing and classifying beers, in alphabetical order: alcohol, aroma, bitterness, 

carbonation, colour, finish, head, notes, palate, spiciness, sweetness, and taste. These features 

were used for preparing the training set, which the next section elaborates on. 

 

5.2 Classification 

As described in the methodology section, we randomly extracted 1000 reviews from our 

dataset and tried to classify them manually. For each feature we assessed whether it was 

mentioned in a negative, neutral or positive fashion. After we created our training set of 1000 

reviews, we evaluated the performance of the six prediction algorithms. Firstly, we tested the 

accuracy on the training set itself, which was followed by an evaluation technique called the 

holdout method. This involves dividing the training set into two sets of a 70-30 ratio, and 

analysed the prediction accuracy on a smaller sample. This way we could accurately examine 

the efficiency, because the smaller dataset contains the expected scores that are comparable to 

the predicted ones. In both tests we also took into consideration how the use of a stemmer 

affects the results and whether various parameters improve the accuracy of the algorithms. 

The best performing algorithm in the first test appeared to be random forest. Except for one 

feature, it managed to predict all features for reviews with a 100% correct accuracy. That one 

feature with the lower prediction score was still 99.9% correct, meaning that the random 

forest classifier could establish a very strong rule set and apply it on the data. To achieve this 

high accuracy, we set the number of trees in the forest to 200. This number indicates the 

number of decision trees used to determine the final classification score. 

On the second place we have the neural network. We applied the parameter “early_stopping”, 

as earlier literature advised it in order to prevent overfitting and improve performance. 

Compared to leaving this parameter disabled, we experienced twice as fast processing 

performance. However, even though this setting was meant to increase the accuracy as well, 

our tests shown that early stopping decreased the accuracy by 20 percentage points on 

average. It is also important to mention that accuracy results were very unstable. When we 
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performed the same analysis again and again on the same dataset, we sometimes got accuracy 

results around 70% while on other occasions it increased up to 93% for the same feature. 

Therefore, we decided not to use early stopping, since the accuracy rates of the neural 

network remained stable between 99 and 100 percent without it. 

Support vector machine also showed a decent and stable performance that brought it to the 

third place. It was only wrong 5 times out of 12,000 cases, which is a very low error rate of 

around 0.04%. 

On the fourth place we got maximum entropy, which had a very high overall accuracy: 

99.6%. However, there was not a single feature where maximum entropy could achieve an 

accuracy of 100%. This algorithm’s best score was 99.9%, while the worst was 99.3%. This 

is still an impressive accuracy performance with an error rate below 1%. 

Naive Bayes ended on the fifth place in our comparison test. We tested this algorithm with 

two different settings of the parameter “fit_prior”. This parameter determines whether the 

algorithm should learn the probabilities for the features in advance or not. If the algorithm is 

told not to learn it, it will use a uniform number for feature prediction. By default, this 

parameter is enabled, thus to first learn and then apply. Leaving the algorithm on the default 

settings lead to a prediction accuracy for the feature “head” of 86.5% while for the feature 

“color” it was 88.2%. When we instructed the algorithm to use a uniform prior, instead of 

learning it, our accuracy for the feature “head” raised to 88%, for “color” to 89.5%, and it 

improved for the remaining ten features as well. Even though naive Bayes did not perform as 

well as the aforementioned algorithms, its accuracy was just slightly below 90% on average, 

which is an acceptable rate. 

The least accurate algorithm was nearest neighbour. This algorithm had a mediocre accuracy 

that was between 61.7 and 85.2 percent, which is a very wide interval. This also means that 

its prediction error never went below 10%, and on average it it reached a precision of only 

74.4%, which is not reliable at all as predictions were made on the training set itself. 

After the first test, we compared the algorithms based on the usage of an additional stemmer 

algorithm. In theory, using a stemmer, thus transforming words to their base from, is 

supposed to increase overall prediction accuracy. In our test we found random forest, SVM 

and neural network to be affected barely by the stemmer, achieving equally high scores on 

both cases. On the other hand, the results for naive Bayes and maximum entropy showed a 

slight decrease in overall prediction accuracy. Unlike maximum entropy, naive Bayes still 
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managed to improve its scores in two cases, although these were negligibly low 

improvements. The only algorithm that could increase its precision was the nearest 

neighbour, however it still was not high enough to call it reliable in this test phase. 

When we calculated accuracy with the holdout method, we received more realistic results. In 

this evaluation round we found maximum entropy to be the most accurate algorithm out of 

the tested ones. It is interesting to note that this algorithm finished only on the fourth place in 

the previous tests, yet seems to be the most trustworthy with its precision rate of 77.3% in a 

“real” test, as the training and test data are not the same with the holdout method. Even 

though this algorithm was performing best, it only could achieve the second highest score for 

a specific feature with a score of 90%. The highest score, 91%, was achieved by the second 

best performing algorithm according to this test, namely support vector machine. Together 

with random forest, both algorithms achieved an overall score around 75%. While random 

forest seemed to establish a very strong decision set at first, applying it to unknown data 

decreased its accuracy to the third place. 

Neural network also performed below our expectations compared to the previous tests. It had 

an average of 70.1%, which brought it to the fourth place. In this second test, we again 

compared the performance with and without early stopping and found that disabling this 

option significantly improves the accuracy. However, it also greatly increased the processing 

time. Closely behind neural networks, naive Bayes finished on the fifth place with an 

accuracy of 68.7%, while nearest neighbour was the least accurate with an average score of 

67.5%. 

After the first round of the second test, we also performed all tests with a stemmer algorithm 

to see if it would negatively affect the accuracy in general, as we have seen it in the first test. 

Surprisingly, applying a stemmer on other data than the training set helped to slightly 

improve the accuracy. However, the difference is almost negligible. Half of the twelve 

features showed a higher accuracy when the stemmer was applied, while the other half did 

not. The average score showed a slight advantage for the stemmer. Even though some 

algorithms performed slightly worse with the stemmer, based on the overall picture we 

decided to proceed with a stemmer in the next steps of our analysis. 

It is also worth mentioning that features performing best were “notes”, “alcohol” and 

“spiciness” with an average prediction accuracy ranging from 81% to 88.9%. On the other 

hand, the features “taste”, “head” and “aroma” were the hardest to predict with very low 
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overall scores between 50% and 57.3%, meaning that only every second time the score was 

predicted accurately. 

Compared to our initial expectations, when we believed that neural network or SVM would 

be the best performing algorithms, while naive Bayes would be the least accurate one, we 

came across unexpected results. After the first test, we found the order very surprising, while 

in the second test round the results were more balanced. As a result of these tests, we decided 

to continue our research with the five top performing algorithms: NB, random forest, SVM, 

neural network and maximum entropy. Since we need an odd number of algorithms, we 

agreed on dropping nearest neighbour from our final code. Appendix 1 contains detailed 

information about the accuracy tests. 

As the next step after the accuracy tests, we created our scoring table that served as the basis 

for our recommender system. For this process we used our entire dataset on a review level. 

With the five selected algorithms we tried to classify all reviews according to features and 

their sentiment expressions. This process required the most computational power as well as 

processing time of all stages of our analysis. When we tried to analyse our dataset as a whole, 

we could not finish it due to memory errors. This is no wonder, since the dataset contains 

nearly three million of reviews which have to be classified according to twelve features based 

on five different algorithms. Therefore, we tried to process the dataset in small pieces, more 

precisely reading our dataset in cycles of beers. This would mean our application runs 

112,113 cycles and puts the results into a matrix containing beers and their corresponding 

scores for the features. This approach, however, was extremely slow and would have lasted 

38 days 4 hours and 40 minutes to process without disabling the parameter of “early 

stopping” for the neural network. Fortunately, we managed to find a solution to this problem. 

We split our dataset into files containing approximately 45,000 lines. This is roughly the 

amount of data that our laptops could handle at once. Also, we paid attention not to split the 

files in a way that half of the reviews for the same beer would appear in two separate files, 

since it was important to process them together and simultaneously. With this approach, we 

achieved a serious improvement in data processing. With enabling “early stopping” for the 

neural network, processing the data took three and a half hours, while disabling it, it took 

slightly more than eight hours. At the end of this process, we got a table containing beers 

with their unique identifier and style, a number representing the amount of reviews for 

individual beers, which was used as a threshold to exclude beers with too few reviews, and 

the calculated scores for each of the features. 
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After creating our beer rating table, we focused on our last phase: finishing the code for the 

recommender system and evaluating it with potential users. The code worked very similarly 

to the analysis described before. However, it will be described further in the following 

section. 

 

5.3 System evaluation 

The developed prototype of our recommender system has been evaluated with a series of user 

testing. 17 participants were asked to sample 10 to 20 cl of beer, served in a transparent 

plastic cup. The participants did not know which beer they were tasting. We tested four beers, 

and participants tested in groups sized three to five. Prior to the tasting, all participants were 

explained how the test is conducted: they were told that they would write a short review 

about a beer sample they were about to taste, and they got a sheet mentioning the 12 features 

our system uses as inspiration for their review. We stressed that these features were meant as 

inspiration and that it is completely optional for participants to include those in their review. 

Participants who tasted the same beer were together in the same room during the test, but 

were not allowed to talk to each other before everyone handed in their review. After that, we 

ran our script with the reviews, one by one. The participants could watch the system perform 

the analysis and were told what exactly the recommender system was doing in several stages. 

When the system was done analysing a review, the recommended beer would be listed and 

the features would be highlighted that were perceived by the system as either positive or 

negative in the participant’s review. Those features with perceived sentiment formed the 

basis for the recommendation. The system accompanies the positive and/or negative features 

with a line of text. If no sentiment was picked up, it describes the participant as being 

“indifferent” about the beer; if only positive sentiment was picked up, the system assumes the 

user likes the beer; if only negative sentiment was perceived, the participant receives an 

apology since they did not seem to like the beer; if both types of sentiment were perceived, 

the system described the user’s review as “balanced”. 

Almost all participants that reviewed the same beer got the same beer recommended to them. 

This can be explained by the scoring system, that attributes most points to similarity between 

the two beers and additional points if negative sentiment is picked up from the review. 

Therefore, if the system fails to detect sentiment in several user reviews and marks them all 

as “indifferent”, these users will get the same recommendation. Within all four testing 
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groups, everyone got the same beer recommended to them, except for one participant: the 

system detected two negative features in her review. However, sentiment was detected in 

several other reviews, which still got the same recommendation as the participants writing the 

“indifferent” reviews. 

After receiving the recommendation, each participant was asked whether they trust in the 

recommendation, based on their agreement with the argumentation. Of the 17 participants, 9 

replied with “yes”, corresponding to a rate of 52.9%. One participant argued that she trusts 

the system since she is not that knowledgeable on the subject. Other participants trusted in the 

system, despite their reviews being classified as indifferent while they expressed sentiment in 

their text. One participant gave the same argument for not trusting in the system: failing to 

pick up any sentiment made the recommendation baseless. Another participant mentioned 

that the system picked up sentiment incorrectly; she described the aftertaste as “not strong” 

and argued that this is not necessarily bad, while the system classified it as negative. 

The second question concerns novelty. Participants were asked whether they heard of the 

beer before that the system recommended. All participants stated that they have never seen 

the beer before nor did they hear about it, therefore, our novelty rate is 100%. A partial 

explanation of this high rate is that a large number of beers are locally produced and 

distributed, hence the majority of people do not know about it. Some participants heard about 

the brewery before, but not about the specific beer that was recommended. 

The next question revolves around serendipity. In addition to being new, the recommended 

beer should also be appreciated by the user. This was assessed by asking each participant 

whether they would try the beer that was recommended, based on a picture of this beer and its 

product description on RateBeer.com. Almost all of the participants answered this question 

with “yes”: 15 out of 17, which corresponds to 88.2%. Since the novelty rate is 100%, the 

serendipity rate, which is the product of the two percentages, is 88.2%. An explanation for 

the high rate could be that trying a new beer is a favourable experience for beer drinkers. It is 

not that costly and it does not take a long time. With other product types, such as movies, it 

could be different as people would have to sit and watch 90 minutes. 

The last question checks whether participants perceive diversity between the beer they 

reviewed and the beer that was recommended. We asked whether the participants think that 

the differences between the two beers substantial enough for the recommendation to be 

valuable, despite both beers being of the same beer style. 10 out of 17 participants answered 
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with “yes”, which is a rate of 58.8%. Some participants who failed to see sufficient diversity 

between the beers argued that the description of the recommended beer contained several 

aspects of the flavor that they also tasted in their beer sample. Therefore, they perceived the 

beers to be too similar. 

The fifth evaluation goal to consider is the coverage of our system. This is measured by 

checking the number of beers available and the number of them that can be recommended. 

We selected all beers within the beer style of the reviewed beer, and checked how many of 

them have been reviewed 15 or more times. As mentioned in the methodology section, this is 

done to ensure that ratings are not too dependent on a few people’s opinions. Because every 

beer style contains a different number of beers, the coverage rate for each style is different. 

The four beers we tested are all of different styles. The coverage rates varied from 16.7% for 

Brown Ale to 24.8% for India Pale Ale, with an average of 20.3%. On average, the 3713 

beers in the style category, of which 777 were left after applying the threshold of 15 reviews. 

To conclude, all four evaluation goals have rates higher than 50%. Trust and diversity are not 

that high, whereas serendipity is almost 90%, and novelty even reaches a perfect rate of 

100%. Coverage was not included in the 50%-hypothesis, as it has nothing to do with the 

user’s testing experience with the system. A complete overview of user testing data can be 

found in Appendix 3 and Appendix 4.  
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6 Discussion and conclusion 

 

Recommender systems can be used in several ways to enhance customer experience. 

Commonly, they can be considered a form of targeted marketing as the recommendations are 

personal (Linden et al., 2003). We looked into a possible increase in customer satisfaction by 

using sentiments expressed in product reviews. As our research question targets the way how 

this can be achieved, the answer lies in the prototype we created and the development behind 

it. Reviews form the basis for the system and consist of free text, which makes it difficult to 

compare them to each other. Through unsupervised feature extraction and selection, relevant 

product characteristics can be derived from the review texts, which can consequently be used 

for collaborative filtering. By creating a training set containing sentiment scores that are 

manually created, we have the possibility to apply classification algorithms that score all 

products in the dataset, per feature. Once this dataset of scores has been established, reviews 

can be compared to each other based on the sentiment perceived in the way they mention the 

selected product features, after which the product with the largest amount of points will be 

recommended. The largest number of points is based on similarity between the two products, 

as well as a neutral or positive score for the recommended beer concerning the features that 

were mentioned negatively in the review, according to our recommender system. 

We can also assess our theoretical contribution with the knowledge contribution framework 

for design science research, developed by Gregor and Hevner (2012). The framework is a 2x2 

matrix that distinguishes solution maturity and application domain maturity (both high/low). 

The latter is high, as the application domain, review-based recommendations, is not new at 

all. Since we developed a new recommender system, the solution presented in this paper has 

low maturity. This combination places us in the quadrant called “improvement”. Especially 

when we limited the application domain to our product category, beer, there are not many 

solutions in place at the moment. Research improvements that are common for 

“improvement” studies are the creation of new artifacts, preferably those that perform better 

than what is out there currently, and the creation of new methods for creating such artifacts. 

As we focused on sentiment as a decisive factor for the recommendation, our scoring system 

is different from other recommender systems. Our system does not look for similarity only, as 

this type of system has been researched extensively by the collaborative filtering community 

already. The work of Wei et al. (2010) is similar to ours, but differs in terms of research 

design: we developed a prototype that has been evaluated with user testing, and this provides 



 46 

us with information which is unavailable without involving participants face-to-face. Several 

studies combine sentiment analysis and reviews, but these do not employ a design science 

approach, neither do they use latent semantic analysis for feature extraction (Fang & Zhan, 

2015; Leung, Chan & Chung, 2006; Wei et al., 2010). Instead, these papers use part-of-

speech tagging to extract sentiment from reviews and afterwards extracting features that 

indicate sentiment. Our approach follows the reverse order by detecting sentiment on features 

that have been extracted with unsupervised machine learning techniques, instead of 

supervised methods such as POS-tagging. 

The practical value of our recommender system is quite similar to that of most other systems 

using collaborative filtering. Companies using this system with their data are able to increase 

the satisfaction of their customers who write reviews, potentially increasing retention rates as 

well. In particular, the websites RateBeer.com and BeerAdvocate.com could benefit from the 

study as they have not incorporated this type of functionality in their websites as of now. 

However, the system is not limited to beer or the wider scope of alcoholic beverages. Any 

product dataset could work with our system, provided that product features are extracted and 

checked for sentiment prior to testing the system, like in this study. However, the system 

would not be perceived as valuable for any random product category. In order for 

recommendations to be of value, the product needs to have a short life cycle or a low price. 

Products that do not fit this description, such as consumer electronics, could work with the 

system provided that the customer still has warranty rights and thus can exchange the product 

for the recommended one, albeit most customers might not write a review in the first few 

weeks after the product was purchased. 

In some ways, the dataset from RateBeer.com limited our flexibility during the analytical 

process. As the data contained reviews in several languages and there was no column for the 

data indicating the language of the review, it was difficult to remove reviews written in 

languages other than English from the dataset. Despite these reviews being less than 1%, that 

rate still corresponds to 300,000 reviews out of 3 million. It would be too time-consuming to 

filter out all of these reviews. Another issue is that recommendations of the system frequently 

concerned beers that are only distributed locally. As RateBeer.com has distribution data for 

many of their beers, it would add value to the system if this data were available to us, to 

ensure that recommended beers are on sale in the country or local area of the reviewer. One 

of the beers that were recommended to our test users is not produced anymore. This has to do 

with the time period for which the data was collected. As the most recent reviews in our 
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dataset are from 2011, many beers currently sold are not available for reviewing in our 

prototype either. 

Like most collaborative filtering systems, our system suffers from a cold start problem: if 

there are no reviews, there are no recommendations. We tried to take out beers with only a 

few reviews by applying a review threshold of 15, as an average of a large amount of reviews 

would give us a more reliable and balanced judgement of the beer. However, this decreases 

the coverage of the recommender system, as all beers with less than 15 reviews are excluded. 

This trade-off between coverage and reliability is a topic to discuss and experiment with in 

future studies. Another aspect that should be balanced is the number of classifiers we used. 

On one hand, we can just take the classifier that has the highest prediction accuracy. On the 

other hand, using more classifiers makes the sentiment scores less dependent on individual 

classification algorithms, yet it also means that classifiers with relatively low accuracy rates 

are included. The question is then: how many algorithms should be included in determining 

sentiment scores, depending on their prediction accuracy? A minimum accuracy rate could 

perhaps be specified, or a maximum number of classifiers.  

There are also some improvements possible concerning our classification methods. If we 

would have used POS-tagging, we could have actually identified sentiment based on 

adjectives indicating good and bad. With the current setup, we depend on context information 

that is manually marked by us as either positive, negative or neutral for the reviews of the 

training data. Therefore, a poorly classified training set can lead to inaccurate 

recommendations and indirectly to dissatisfaction with the system as a whole. Features that 

appeared very frequently in the training set, such as “aroma”, “head”, and “taste”, were 

relatively difficult to classify as being positive or negative, whereas features that rarely 

appeared were quite easily scored; examples include “alcohol”, “carbonation”, “notes”, and 

“spiciness”. We could have improved the way we rated reviews in the training set, as we may 

have not rated each review consistently. By reading 1000 reviews we gathered knowledge 

about beer characteristics and for that reason we could rate reviews more accurately in the 

end than in the beginning. In addition, a set of 1000 is very small when the test data 

comprises almost 3 million reviews: the training set is as large as roughly 0.03% of the test 

set. However, rating 10% of the data manually, corresponding to 300,000 reviews, would 

take weeks, if not months to complete. In case a large training set would be possible, it is also 

worth exploring working with a different training set for each beer style as each style is 
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characterised by different features. For example, some beers are normally served with a large 

layer of foam, whereas others are supposed to be served without any foam at all. 

With our user testing round, we failed to measure scalability and stability. For a complete 

overview of evaluation goals, it could have helped to have these rates as well. However, our 

system would be likely to suffer from attacks as we did not create any specific safety 

measures in the code; it was not the objective of creating this artifact. Concerning scalability, 

the code we wrote is very flexible. The main limitation that holds us back from scaling to 

larger datasets is the huge amount of processing power it requires. Therefore, the limited 

scalability is not due to our artifact, but rather due to the platform it runs on. 

During the test we performed live recommendations, just a few minutes after the reviews had 

been written. This leads us to argue that user experience can sometimes be more important 

than prediction accuracy. A higher accuracy could be achieved with a larger training set and a 

more advanced scoring system, for example. In case of live recommendations, that would 

greatly increase the processing time for each review, and consequently decrease the user 

experience for the tester. A quick recommendation is appreciated more, often even despite 

some inaccurate arguments provided by the system. On the other hand, we could argue that a 

high accuracy rate could lead to a high trust rate for the system. If users are satisfied with the 

system during their first try, they might be more inclined to use it again. As our research 

interest is the improvement of customer satisfaction, high accuracy is always preferred over 

good user experience in a trade-off between the two. 

Some improvements that could be covered in future studies include experimenting with new 

classification algorithms. We looked into gcForest, a new technique similar to random forest 

(Zhou & Feng, 2017). It is so new that it is currently still under development. It looks very 

promising, however, and thus we would encourage looking into it in future work. Another 

idea is to distinguish beer by its container: tap beer, bottled beer and canned beer can have 

different taste experiences. Studies could lead to interesting insights when this data is 

available to the researchers. Another area worth exploring is the creation of user profiles to 

provide more sophisticated and personalised recommendations, by collecting more explicit 

feedback and building a history of reviewed and recommended beers for each user. 

In summary, this study explored ways to increase customer satisfaction by analysing negative 

sentiment in customer reviews. We tried to achieve this by using a combination of feature 

extraction, classification, and collaborative filtering by creating our own recommender 
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system. Because of our scoring system, the recommended product will be similar to the 

reviewed product. In addition, it will also have a better score for the features for which 

negative sentiment was perceived in the review. This is based on the assumption that the 

customer would be more satisfied with a similar product if that product differs in terms of the 

product characteristics that the customer did not like in the reviewed product. The feedback 

collected during user tests showed that our recommendations have high novelty and 

serendipity rates, although trust and diversity rates could be improved. Future research could 

build on this study by working with a larger training set and by applying POS-tagging for 

sentiment analysis, or by applying our methods to other types of products.  
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Appendix 1: Accuracy metrics for validation data 
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Appendix 2: Best scoring tokens with feature extraction 

 

Tokens marked in light grey appear in the list CountVectorizer or the list of TfidfVectorizer, 

but not in both. Tokens marked in dark gray appear in the list of TruncatedSVD, but not in 

either of the other lists. 

 

Rank CountVectorizer TfidfVectorizer TruncatedSVD 

1 head head hop 

2 aroma aroma hoppy 

3 sweet light bourbon 

4 light sweet amber 

5 beer white rye 

6 flavor malt quite 

7 malt flavor cask 

8 white beer creamy 

9 bottle finish sweet 

10 finish hops xx 

11 nice medium mild 

12 hops bottle banana 

13 taste caramel draught 

14 good nice bitter 

15 dark dark spice 

16 medium brown aroma 

17 pours bitter ginger 

18 caramel malty nitro 

19 brown good flavor 

20 body body draft 

21 like taste grapefruit 

22 bitter amber spicy 

23 color golden coffee 

24 bit notes blueberry 

25 notes cask clove 

26 chocolate pours de 

27 amber chocolate brew 

28 malty color brewpub 

29 little dry font 

30 nose fruity stillage 
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31 well clear lightly 

32 dry bit flavour 

33 hop hop smoke 

34 carbonation citrus honey 

35 citrus tap alcohol 

36 orange like size 

37 one orange porter 

38 clear nose oak 

39 alcohol hoppy apple 

40 malts flavour corn 

41 golden little coriander 

42 bitterness bitterness lager 

43 fruity thin really 

44 thin slightly barrel 

45 slightly yellow moderately 

46 coffee carbonation gbbf 

47 fruit malts colored 

48 small roasted well 

49 roasted hazy roast 

50 much small smoked 
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Appendix 3: User testing - evaluation goals 
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Appendix 4: User testing - reviews and sentiments 
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Appendix 5: Programming code 
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