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Abstract

In this thesis we study to which extent modern machine learning algorithms
and classical time series methods are capable of predicting the one-day-ahead
price trend of the well known Bitcoin cryptocurrency. More specifically, we
address this forecasting task by implementing four machine learning classi-
fiers. These include the logistic regression model and three neural network
architectures, namely the fully-connected-, GRU-, and convolutional neural
network. We compare their results with the prediction performances of the
classical ARMA model and the trend following momentum strategy.
Taking into account that an algorithm’s forecasting accuracy inevitably de-

pends on the quality of training data, we analyse a carefully selected set of
25 features. These include blockchain related market forces of supply and de-
mand, global macroeconomic and financial development indicators and com-
peting cryptocurrency market price data. Furthermore, we utilise attractive-
ness measures like Google Trends and Wikipedia Pageviews and additionally
use natural language processing to create a Google News feature, which ideally
captures the market sentiment concerning Bitcoin.
We find that the best GRU setup achieves a remarkable test accuracy of 62%

in predicting the next-day Bitcoin price trend, followed by the convolutional
neural network and logistic regression, which attain 59% and 57%, respect-
ively. With a test accuracy of only 52%, the fully-connected neural network
and the ARMA model rank last not being able to surpass the simple strategy
of going long in Bitcoin. However, all these results are excelled by the compu-
tationally cheap and intriguingly simple momentum strategy. It equalises the
GRU network’s test accuracy of 62%, but achieves better performance with
regards to its annualised Sharpe ratio and Jensen’s alpha.
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Chapter 1

Introduction

“I think that the Internet is going to be one of the major
forces for reducing the role of government. The one thing
that’s missing, but that will soon be developed, is a reliable
e-cash, a method whereby on the Internet you can transfer
funds from A to B without A knowing B or B knowing A.”

— Milton Friedman1, 1999

1.1 Motivation

It was not until a decade later when in January 2009 Friedman’s remarkably ac-
curate prediction became reality. Satoshi Nakamoto, an unknown identity, cre-
ated Bitcoin, the first decentralised digital payment system and currency that
enables anonymous and cryptographically protected transactions among its
users. It became the first kind of a new class of digital assets called cryptocur-
rencies that function as a medium of exchange and render centralised trusted
entities like banks and other financial intermediaries redundant. Today, Bit-
coin is the most prominent and valuable representative among over thousand
other cryptocurrencies which are all powered by an underlying software archi-
tecture called blockchain, a decentralised distributed public ledger containing
a digital currency’s complete transaction history. However, not only restricted

1Recipient of the Nobel Memorial Price in Economics in 1976.
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1.1 Motivation

to financial records, the blockchain is considered the next breakthrough tech-
nology that has the potential to vastly increase the efficiency and security of
global supply chains, asset ledgers and decentralised social networking. Since
its full capability was realised by a broader public over the past year, it fostered
the increased popularity of Bitcoin and generally cryptocurrencies, leading to a
dramatic increase in value. Sharply peaking in January 2018, Figure 1.1 shows
that the top 100 most valuable cryptocurrencies reached an aggregated mar-
ket capitalisation of over 600 billion USD, an amount greater than the market
value of Alphabet Inc., the parent company of Google. Though, as fast as
the cryptocurrencies’ values grew they also declined in the period thereafter,
indicating the high degree of volatility in the market caused by large scale
speculative exchange rate trading.
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Figure 1.1: Aggregated market capitalisation in billion USD of the top 100
cryptocurrencies (sorted by market capitalisation).

Just like Bitcoin and the blockchain, another buzz word creating an im-
mense media hype over the past few years is artificial intelligence (AI). The
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1.1 Motivation

broad term comprises the notion of machine learning, of which deep learning
is considered the most promising subset (see Figure 1.2 for an illustration).
Chollet and Allaire (2018) describe in their book, Deep Learning with R, that

Artificial Intelligence

Machine Learning

Deep Learning

Figure 1.2: Illustrated relation between the terms “artificial intelligence”,
“machine learning” and “deep learning”.

“we’re promised a future of intelligent chat bots, self-driving cars, and virtual
assistance”. Taking into consideration the recent successes in face and image
recognition (e.g. Apple’s Face ID or medical imaging analysis2) and natural
language processing (e.g. Amazon’s Alexa) this future might be approaching
faster than expected.
Being equally fascinated by the blockchain and AI technology plus Bitcoin’s

highly interesting characteristics as a volatile financial asset, we decided to
employ machine learning methods and in particular deep learning to predict
the one-day-ahead Bitcoin price trend in this work. We compare the pre-
diction accuracy of different neural network architectures with classical time
series models and implement the best performing model within an algorithmic
trading framework.

2As an example, see Kallenberg et al. (2016), who successfully apply deep learning to
mammographic breast cancer diagnosis.

3



1.1 Motivation

The results presented herein reveal determinants of Bitcoin and explore the
possibilities of generating returns uncorrelated to other asset classes. Build-
ing on these results one could create strategies beneficial in diversifying non-
cryptocurrency portfolios, which might be of interest for various investors like
hedge funds or asset managers.
To better understand the technicalities behind Bitcoin and the concept of

machine learning, the next two subsections give a short explanation.

1.1.1 Bitcoin and Blockchain

At the core of the Bitcoin payment system3 lie individual transactions which
together form the blockchain, a decentralised public record of all Bitcoin (BTC)
transactions ever executed. To execute a transaction each user of Bitcoin owns
a key pair, consisting of a public and a corresponding private key, that is stored
in his wallet. The public key, also called Bitcoin address and analogous to
a bank account, holds all of the user’s past transactions, and hence his BTC
balance. The record of transactions inside the public key is visible to everyone.
However, anonymity is ensured since a connection from the public key to the
owner’s identity cannot be made. The private key, cryptographically related
to the public key and comparable to a bank account’s password, is used to sign
new transactions and thus, enables access to the owner’s BTC balance. Only
transactions signed by the correct corresponding private key will be validated
by the network. Thereby, it is ensured that the transaction is executed by the
rightful owner plus that the owner possesses enough BTC for the transaction.
As a concrete example, assume Alice wants to send 10 BTC to Bob and the

past transaction record in her public key states a current balance of 20 BTC.
First, Alice needs to sign the transaction. She puts both, her private key
and the transaction details (amount of BTC sent, receiver), into her Bitcoin
software (cryptographical signing algorithm), that returns a digital signature.
Second, this signature gets broadcasted to the Bitcoin network for validation.
Specific mining nodes (more on that in the next paragraph) validate the trans-

3First described in Nakamoto (2008).
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1.1 Motivation

action by running the signature and Alice’s public key through a different
cryptographical validation algorithm. If the private key, used for signing, in-
deed corresponds to the public key, the algorithm confirms Alice being the
owner of the 10 BTC and not having spend them yet (initial balance of 20
BTC). The cryptographical achievement worth emphasising is, that the valid-
ation algorithm validates the transaction without actually knowing the private
key. However, the mathematical concept behind this lies beyond the scope of
this work.
The final element to fully understand Bitcoin is the blockchain and the

concept of mining. Mining nodes are special computers in the Bitcoin net-
work which not only validate transactions, but also gather them after their
approval in chronological order into blocks. These blocks are then chained to-
gether via a cryptographic hash function (see Appendix A for an explanation)
making the individual transactions tamper-proof and forming the blockchain.
The blockchain’s structure is illustrated in Figure 1.3. A single block consists
of two parts, the header and the body. The body contains all transactions
gathered inside the block and the header comprises different information used
for chaining the next block. Bitcoin uses the proof-of-work system to ensure
that on average only every ten minutes a new block is added to the chain.
This is achieved by letting mining nodes compete to solve a computationally
expensive math puzzle. The winning node adds its block to the blockchain and
gets rewarded a certain amount of BTC in return for the work. In detail this
proof-of-work process works as follows: to add Block 13 in Figure 1.3 to the
chain a mining node puts all of Block 13’s header information into the cryp-
tographic hashing function (SHA-256). If the resulting hash value is smaller
than a certain threshold the puzzle is considered solved and the block gets
added to the chain. To randomise this trial and error process, which is the
computationally intensive part of proof-of-work, the mining node iterates over
the so called nonce4, a single number at the end of the hash function input
message.
To further secure the blockchain a mechanism called distributed consensus

4Number once used.
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1.1 Motivation

Header
• Hash of previous
block header

• Hash of body
• Unix timestamp
• Nonce
• . . .

Body
• Transaction 1121
• Transaction 1122
• . . .

Block 11
Header
• Hash of previous
block header

• Hash of body
• Unix timestamp
• Nonce
• . . .

Body
• Transaction 2435
• Transaction 2436
• . . .

Block 12
Header
• Hash of previous
block header

• Hash of body
• Unix timestamp
• Nonce
• . . .

Body
• Transaction 3112
• Transaction 3113
• . . .

Block 13

Figure 1.3: Simplified illustration of the blockchain used within the Bitcoin
payment system.

verifies proof-of-work. If a mining node broadcasts its solution (hash value) to
the network all other nodes verify the solution before the block gets added to
the blockchain and synchronised across the system. Together, cryptographic
hashing, proof-of-work and distributed consensus ensure that the blockchain
is virtually tamper-proof (no altering or manipulation possible), securing all
transactions and thus, BTC balances.

1.1.2 Machine Learning

In classical programming, humans insert certain rules (a program) and data
to be processed according to these rules and the outcome is answers. In con-
trast, Turing (1950), while also introducing the famous Turing test, reflected
on whether a computer could be capable of learning and of originality. His
conclusion was, unsurprisingly to us now, that yes, they are able to learn and
apply the learned principals to the real world. Machine learning comes directly
from this insight: a computer is fed with data plus answers to the data and
learns patterns as well as rules so that he is able give answers when encoun-
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1.1 Motivation

tering new, unseen data. Thus, a machine learning system is trained and not
explicitly programmed.
To achieve this learning process, a machine learning algorithm needs three

components (names inspired by Chollet and Allaire (2018)):

• Input data, often described as x. For example, if the algorithm is
trained to discover whether or not a patient has the Parkinson’s dis-
ease, one could look into the speech pattern found in sound recordings of
patients (see, amongst others, Tsanas et al. (2012)). In the case of pre-
dicting the returns of financial assets one could look and test for a huge
amount of explanatory variables. More on that in the Section Feature
Selection.

• Examples of the expected output, the corresponding y to the before
mentioned x, also called the label of each observation. For the case of
classifying Parkinson’s disease this would be a binary variable describing
whether the patient has the disease or not. For the prediction of returns
of a financial asset this can either be the actual return or a binary variable
describing whether the return was positive or negative.

• A way to measure if the algorithm is doing a good job, also
described as the loss measure. This indicates how far off the algorithm
is in predicting the expected output with the current prediction. This
measurement is used as a feedback signal to make adjustments to the
procedure with which the machine learning algorithm works. This ad-
justment is why the system is able to learn from the data. A typical
loss measure for a classification task is cross-entropy (for an explana-
tion see Chapter 3, Subsection Fully-Connected Neural Network) and for
regression tasks the mean squared error.

The process of learning can also be seen as a search for better and more useful
representations for a given task of the data at hand. This process can involve,
but is not limited to, coordinate changes, linear projections, translations, and
nonlinear operations. Generally, machine learning methods are not creative in

7



1.2 Related Literature

finding these transformations. All they do is search through a predefined set of
operations, the so called hypothesis space H. For example, a hypothesis space
of a neural network consists of all possible combinations of weights for each
neuron (more on neural networks later). Usually, a machine learning algorithm
will stop either after a predefined number of adjustments or when a certain
threshold for the loss measure is reached.

1.2 Related Literature

Even though Bitcoin is a relatively new asset, researchers have spent a con-
siderable amount of time on how to predict its return and understand its
determinants. Looking into the latter, Garcia et al. (2014) hypothesised that
fluctuations in the Bitcoin price are driven by the interplay between differ-
ent social phenomena like volume of word-of-mouth communication in social
media, volume of information search on Google and user base growth. Using
these factors and lagged prices, they constructed a vector autoregression to
reproduce the price development. A similar strategy was applied in Matta
et al. (2015), who analysed 1,924,891 tweets combined with Google Trends.
As a conclusion, they confirmed the findings in Garcia et al. (2014) that so-
cial media and volume of searches may help predicting movements in Bitcoin
prices.
However, trying to predict the Bitcoin return explicitly with machine learn-

ing approaches has been looked into much more thoroughly. This might be due
to the fact that both, machine learning and Bitcoin, originate in the field of
computer science or that both are increasingly popular these days. One of the
first researches into this topic was conducted by Shah and Zhang (2014), who
applied a Bayesian regression to data collected before the 6th of May 2014 and
obtained a return of 89% in 50 days with a Sharpe ratio of 4.1. Madan et al.
(2015) achieved a Bitcoin trend accuracy of 50% – 55% with an algorithm using
both a random forest and a generalised least squares model. In the same year,
Greaves and Au (2015) compared the accuracy of forecasting the direction of
Bitcoin returns of a logistic regression, support vector machine, and neural

8



1.2 Related Literature

network and found the neural network to perform the best with an accuracy
of 55.1%. Kim et al. (2016) analysed user comments in online cryptocurrency
communities and were able to predict the 6 day ahead Bitcoin price with a
staggering accuracy of 79.6%, but their model proved inadequate when smal-
ler or larger time horizons were considered. In a thesis similar to this one,
McNally (2016) looked into the predictive power of recurrent neural networks
when applied to the Bitcoin price. He found that a long short-term memory
model is better suited for this task than a standard recurrent neural network,
as they had an accuracy of 52.8% and 50.3%, respectively. Amjad and Shah
(2017) used random forest, logistic regression, and linear discriminant analysis
models on Bitcoin data quoted in Chinese Yuans and realised an accuracy
close to 80%. In a comparison between a long short term memory model, a
gated recurrent unit model, and an ARIMA with dynamic regression, Torres
and Qiu (2018) found no considerable difference between these approaches,
but observed that the gated recurrent unit model takes significantly less time
to train. Finally, Jang and Lee (2018) exploited data similar to the one we
used by training a Bayesian neural network and reported a root mean squared
error of 0.0069 on their test set.
The phenomenon of consistent positive returns of trend following strategies5

is much less studied in cryptocurrencies than in traditional asset classes, which
might be due to the relatively tender age and the still small market capital-
isation. Nevertheless, Garcia and Schweitzer (2015) have shown positive res-
ults for a momentum strategy on Bitcoin data ranging from February 2011
to December 2014. Hong (2017) also found persistence in returns for one to
eight weeks for time series momentum in Bitcoin and credited this shorter time
span compared to traditional asset classes to the “much quicker nature and
shorter term memory of Bitcoin investors” (Hong (2017), p. 265). Rohrbach
et al. (2017) compared momentum strategies across various currencies, includ-
ing cryptocurrencies, and found while it is not profitable anymore for G10
currencies, it generated a return of up to 56.94% p.a. and had a Sharpe ratio

5For an in-depth explanation on trend following strategies see Chapter 3, Subsection Trend
Following Strategy (Momentum).
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1.2 Related Literature

of 1.68 for a cryptocurrency portfolio. However, the backtest suffered from a
small period of 18 months.
In this thesis we study and compare both approaches, which to our know-

ledge has not been done yet. On the one hand, the more classical approach,
where we try to predict the one-day-ahead Bitcoin trend using a momentum
strategy as well as an ARMA model. On the other hand, we apply vari-
ous neural network configurations, that attempt to learn patterns helpful in
forecasting the previously mentioned Bitcoin trend. Furthermore, we em-
ploy a carefully selected set of predictors, including, among others, various
blockchain-, cryptocurrency-, and macroeconomic data, plus news data gener-
ated via natural language processing. After extensive research into the topic,
we came to the conclusion that such a thorough study of possible predictors
and feature combinations for Bitcoin trend forecasting has not been attempted
before.
In the following our work is structured in four parts. The next chapter

presents the data and preprocessing steps used in the forecasting task. Chapter
3 explains the theory and methodological approach of our analysis. Chapter 4
displays and reviews results and Chapter 5 discusses limitations and concludes.

10



Chapter 2

Data

In our analysis we employ a broad range of features from different categories
and data sources which we assume to have predictive power with regards to
the one-day-ahead Bitcoin price. The next sections explicitly explain these
features and the underlying data retrieval process. Furthermore, we provide
details on the various preprocessing steps conducted, including natural lan-
guage processing, and present descriptive statistics for selected features.

2.1 Feature Selection

As a new digital financial asset, the price determinants of Bitcoin are sub-
ject to intensive academic research. Ciaian et al. (2016) divide potential price
drivers in three categories: blockchain related market forces of supply and
demand, global macroeconomic and financial development indicators and at-
tractiveness indicators measuring the public interest and hype around Bitcoin.
In our analysis we follow Kristoufek (2015) and leverage an extensive set of
features covering all three categories. To further capture relationships and
correlations within the cryptocurrency market we also include market price in-
formation from the three largest competitors of Bitcoin, namely Ether, Ripple
and Litecoin. Hence, along with the Bitcoin price data itself our feature set
comprises five categories containing a total of 26 features. Table 2.1 offers a
compact and structured overview of these features, their category, definition
and data source.

11



2.1 Feature Selection

Category Feature Description Source

Bitcoin price btc trend Binary feature indicating the daily Bitcoin
price trend, 1 equals an “up” move and 0
a “down” move.

Self engineered

btc close price Daily Bitcoin closing price in USD, taken
from Bitstamp exchange.

Quandl

btc open price Daily Bitcoin opening price in USD, taken
from Bitstamp exchange.

Quandl

btc high price Daily Bitcoin high price in USD, taken
from Bitstamp exchange.

Quandl

btc low price Daily Bitcoin low price in USD, taken from
Bitstamp exchange.

Quandl

btc volume Daily volume of traded Bitcoin at Bit-
stamp exchange (in BTC).

Quandl

Bitcoin
blockchain

btc addresses Daily number of unique Bitcoin addresses
used.

Quandl

btc hash rate Estimated daily number of giga hashes per
second (in billion) the Bitcoin network is
performing for proof-of-work.

Quandl

btc miner revenue (Number of Bitcoins mined per day +
transaction fees) · market price in USD.

Quandl

btc cost per tx Miners revenue divided by number of BTC
transactions (daily in USD).

Quandl

btc block size Average daily block size in megabyte. Quandl

btc tx volume Estimated total output volume of all Bit-
coin transactions per day without value
change (in BTC).

Quandl

btc number tx Total number of unique Bitcoin transac-
tions per day.

Quandl

btc tx conf time Daily median time for a transaction to get
validated and added to a block.

Quandl

Other
cryptocurrencies

eth close price Daily Ether closing price in USD, taken
from CCCAGG (CryptoCompare Current
Aggregate) index1.

CryptoCompare

xrp close price Daily Ripple closing price in USD, taken
from CCCAGG index.

CryptoCompare

ltc close price Daily Litecoin closing price in USD, taken
from CCCAGG index.

CryptoCompare

Macroeconomy fed funds rate Daily federal funds rate in %. FRED2
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2.1 Feature Selection

gold price Daily gold price in USD per troy ounce. Quandl

msci price Daily MSCI World Index closing price in
USD.

Onvista

usd/eur rate Daily USD/EUR closing exchange rate
(quoted in EUR).

Yahoo Finance

vix Daily closing value of the CBOE3 Volatility
Index (VIX)4.

Yahoo Finance

News and
momentum

google trends Daily Google Trends statistic of the
keyword “Bitcoin”.

Google

wiki views Daily pageviews statistic of the “Bitcoin”
article on Wikipedia.

Wikipedia

google news Daily Google News related to “Bitcoin”.
Detailed description on feature collection
and processing is presented in 2.2.

Google

momentum Binary feature computed from the aggreg-
ated BTC log return over the past 14 days.

Self engineered

Table 2.1: Data description and -sources.

In the following paragraphs we specifically explain the economic idea and
data retrieval process behind each category and the corresponding features
mentioned in Table 2.1. For the whole empirical analysis including data col-
lection, preprocessing, modeling, forecasting and evaluation we employ the R
programming language developed by the R Core Team (2017) and use the R
packages ggplot25 and xtable6 to generate empirical figures and tables. Fur-
ther, we restrict our study to a period of about five years and four month,
ranging from the 1st of January, 2013 to the 24th of April, 2018.
The first category in Table 2.1, “Bitcoin price”, contains the binary depend-

ent variable of interest we attempt to predict, the daily BTC price trend, which
1CCCAGG is a daily 24 hour volume weighted average aggregating transaction
data from over 70 exchanges. It is calculated for each crypto coin in each
currency it is trading in (here: CCCAGG BTC/USD). For details, see ht-
tps://www.cryptocompare.com/media/12318004/cccagg.pdf, retrieved on 09/05/2018.

2Federal Reserve Economic Data.
3Chicago Board Options Exchange.
4Implied volatility index calculated from S&P 500 index options.
5Wickham (2009).
6Dahl (2016).
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2.1 Feature Selection

is calculated from the daily BTC closing price in USD as

btc trendt =

1, if btc close pricet ≥ btc close pricet−1,

0, otherwise.

Furthermore, we select classical trading features adding more granularity and
information to the BTC time series. In particular these features are the daily
BTC open-, high- and low- price in USD as well as the daily volume of traded
BTC (in BTC). All price and trade data is taken from the Bitstamp exchange
and accessed via Quandl.com leveraging their open API (Application Program-
ming Interface) using the Quandl R package from Raymond McTaggart et al.
(2016).
The second category comprises Bitcoin blockchain data, also accessed via

Quandl. Specifically, we selected eight technical features from the blockchain
network capturing forces of supply and demand within the Bitcoin payment
system. On the demand side btc addresses, btc number tx and btc tx
volume proxy the size and usage of the Bitcoin economy. Since Bitcoin is
primarily utilised for transactions and exchange rate trading, let us emphasise
the difference between btc volume from the previous category and btc tx
volume. The former represents the BTC volume generated by exchange rate
trading and the latter the effective transaction volume used for purchases.
On the supply side the Bitcoin hash rate measures the mining productivity
assuring a balanced and deterministic BTC supply. In addition, the miners
revenue and average daily block size indicate the profitability of the network,
which is closely related to the incentive to mine and hence, to the supply of
Bitcoin. Lastly, btc cost per tx and btc tx conf time proxy the practical
and monetary expenses a Bitcoin user faces during a transaction, which is
expected to correlate negatively with the demand.
The third category aims to capture correlations within the cryptocurrency

market. It holds the closing prices in USD from the three biggest7 Bitcoin
competitors, namely Ether (ETH), Ripple (XRP) and Litecoin (LTC). The

7By market capitalisation.
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2.1 Feature Selection

time series are taken from cryptocompare.com utilising their public API for
historical coin data.
The fourth category includes macroeconomic variables reflecting, amongst

others, the global price level, industrial development and degree of financial
distress. Because the European Union (EU) is the largest trade partner of
the US, we chose the USD/EUR exchange rate (base currency USD, quoted in
EUR), extracted from Yahoo Finance via the quantmod R package8, to control
for price level changes in the US relative to the EU. As our Bitcoin price data
is denominated in USD it likely is affected by USD value changes relative to
other currencies like euro. As an example, assume that the USD appreciates
against the euro, it most likely also appreciates against the BTC. Hence, an
increase in the USD/EUR exchange rate decreases the BTC price denoted in
USD, since one BTC can be bought for a smaller USD amount. Moreover, we
selected the MSCI world price index, taken from onvista.de, to proxy the global
industrial development. It is a broad equity index representing the “large and
mid-cap equity performance across 23 developed market countries”9. The gold
price and VIX index attempt to capture potential BTC safe haven/commodity
characteristics and its exposure to financial distress, respectively. Finally, we
also added the fed funds rate, taken from FRED, as an indicator for US eco-
nomic growth, controlling inflation and thereby, the price level.
The last category contains four indicators quantifying the public interest

and momentum in Bitcoin on a daily frequency. Following Kristoufek (2013),
we employ the Google Trends and Wikipedia pageviews statistics to proxy the
daily amount of Bitcoin search queries on Google and to measure the daily
pageviews quantity of the Wikipedia Bitcoin article, respectively. Since the
1st of July, 2015 Wikipedia provides their pageviews statistics via a new API.
Unfortunately, structured and easily searchable statistics from before that date
are no longer available. We accessed the API via the pageviews R package
provided by Keyes and Lewis (2016). The data for the google trends time
series was collected via the gtrendsR R package from Massicotte and Eddel-

8Ryan and Ulrich (2017a).
9See https://msci.com/world for more details.
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2.2 Data Preprocessing

buettel (2018). Note that Google normalises its Google Trends statistics over
each requested time period to a maximum value of 100. As the longest period
for a single API call is limited to half a year, we combined the different periods
by scaling them according to their values from overlapping dates. Addition-
ally, we manually engineered a Google News and momentum feature. The
momentum feature is defined as a binary variable, computed from the aggreg-
ated BTC closing log returns10 over the past 14 days. More specifically,

momentumt =

1, if ∑T
i=1 btc close returnt−i ≥ 0,

0, otherwise,

where T = 14. The economic intuition behind the concept of trend following
and time series momentum is extensively described in Chapter 3 in the Trend
Following Strategy (Momentum) Subsection.
To mine raw Google News headlines and articles, we coded an automatic

web scraper in R utilising, amongst others, the rvest and jsonlite R packages
from Wickham (2016) and Ooms (2014). For each date in the analysed time
period, the scraper mined headlines, articles, and website names from the ten
most prominent “Bitcoin” search results on Google News. The cleaning and
preprocessing of this raw text data is explained in detail in the next section,
covering all preprocessing steps.

2.2 Data Preprocessing

2.2.1 General Preprocessing

Before turning to natural language processing, this subsection presents the
general data cleaning and preprocessing steps, equally applied to all features.
Alongside, we also introduce the notion of stationarity.
After merging the different features into a single multivariate time series

10See the General Preprocessing Subsection for details regarding the creation of log returns.

16



2.2 Data Preprocessing

object11 the first task consists of dealing with missing values (NAs). To preserve
the full sample size we zero-impute missing values at the beginning of a time
series (e.g. for younger features like eth-, xrp-, and ltc close price or
the wiki views statistics) and linearly interpolate NAs enclosed by existing
observations. The latter is especially relevant for financial features which only
trade during the week, like msci price, gold price, usd/eur rate and vix.
Prior to the next preprocessing step, we introduce the statistical concept

of (weak) stationarity. A time series yt is said to be weakly stationary, if “its
expected value and population variance are independent of time and if the pop-
ulation covariance between its values at time t and t+ s depends on s but not
on time” (see Dougherty (2002), p.365). More specifically, weak stationarity is
established if E[yt] = µ, which is a constant, and Cov[yt, yt+s] = γs, which only
depends on s, but is invariant to time shifts. In practice, this property is re-
quired to linearly model time series data via classical methods like ARMA (see
Chapter 3, Section 3.1.2 for a detailed explanation). Further, it ensures the
meaningfulness of sample statistics like mean, variance and correlation, which
are then valid descriptors of unknown future observations, due to their time
invariance. Lastly, stationarity eliminates trends and thereby the problem of
spurious causality. Assume a linear regression, where Bob’s body weight from
birth to his 18th year of life is regressed on Alice’s body weight over the same
period. Both time series exhibit a positive trend, and thus, are highly cor-
related. However, the regression outcome of a significant causal relationship
between Alice’s and Bob’s body weight is clearly wrong and misleading.
A common method to render a time series weakly stationary implies taking

the ith order difference, where in most cases the first difference is sufficient.
Because many of our features are financial asset prices we additionally take
the natural logarithm prior to differencing. This facilitates the interpretation
of the transformed features because they now represent log returns. Formally,
the log difference transformation can be written as

∆ ln[yt] = ln[yt]− ln[yt−1]. (2.1)

11xts object, leveraging the xts R package from Ryan and Ulrich (2017b).
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For features holding zero values we apply a slight modification of (2.1), namely

∆ ln[yt + 1] = ln[yt + 1]− ln[yt−1 + 1].

To verify whether our log differenced time series are truly stationary we employ
the Augmented Dickey-Fuller unit root test developed by Dickey and Fuller
(1979) and made available from the vars R package12. Its null hypothesis,
H0, implies the existence of a unit root and thus, non-stationarity. We first
conduct the test for all features with an included trend component. If its
coefficient for a certain feature is insignificant, we drop the trend and re-test.
Table 2.2 shows the test results. For the whole dataset it can be seen that the
test statistic in absolute terms is strictly greater than its critical value at the
1% significance level. Hence, the null hypothesis of a unit root can be rejected
at the 99% confidence level, which implies all features being weakly stationary.

During the last preprocessing step, we normalise the input features to zero
mean and unit variance, called z-score normalisation. Formally, this can be
expressed as

zt = yt − µ
σ

,

where µ and σ depict the time invariant population mean and standard de-
viation. z-score normalisation assures that the input data is centered and
bounded within a sufficiently small interval around zero, which eliminates the
vanishing gradient problem during the training and weight updating of neural
networks via backpropagation. In short, too large or small input values would
cause the gradient (first derivative) of certain activation functions (e.g. the
sigmoid function) to converge to zero, which prevents effective weight updat-
ing and thereby, learning. Backpropagation and neural network learning is
specifically explained in Chapter 3 in the Fully-Connected Neural Network
Subsection. It is important to note that we calculate the normalisation stat-
istics, µ and σ, based on only the training data. Hence, we implement the

12Pfaff (2008).
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Feature (log difference) Test statistic Critical value (p < 0.01)

btc close return −12.90 −3.43
btc open return −7.55 −3.43
btc high return −7.76 −3.43
btc low return −7.56 −3.43
btc volume −18.34 −3.43
btc addresses −12.48 −3.43
btc hash rate −7.34 −3.43
btc miner revenue −8.27 −3.96
btc cost per tx −9.08 −3.43
btc block size −9.02 −3.96
btc tx volume −7.89 −3.43
btc number tx −28.61 −3.43
btc tx conf time −7.14 −3.43
eth close return −10.25 −3.43
xrp close return −11.14 −3.43
ltc close return −9.74 −3.43
fed funds rate −14.37 −3.43
gold return −8.27 −3.96
usd/eur rate −6.93 −3.96
msci return −18.86 −3.43
vix −26.67 −3.43
google trends −14.94 −3.43
wiki views −24.59 −3.43

Table 2.2: Results from the Augmented Dickey-Fuller unit root test.

z-score normalisation within the expanding window validation, which is part
of the model selection process described in detail in Chapter 3, Section 3.2.1.
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2.2.2 Natural Language Processing

Natural Language Processing (NLP) describes the non-trivial task of pro-
cessing human language data (e.g. text) such that a computer is able to un-
derstand and interpret its content. Since every software and machine learning
algorithm requires numerical inputs at the computational level, the main dif-
ficulty lays within the conversion of raw text data into integer values, without
losing its semantics. To conduct this text vectorisation a range of different
methods has been proposed over the past years. One of the most simple but
still popular approaches is the Bag-of-Words (BoW) model, having its early
roots in a linguistic article by Harris (1954). The basic idea of Bag-of-Words
is to create a tokenised unsorted dictionary, holding all unique words from a
given text corpus, which might comprise several documents or sentences. As
an example, let us assume our corpus only consists of the following two news
headlines:

1. “Bitcoin hits record high”.
2. “Bitcoin is doomed to fail”.

Hence, the dictionary is made of eight unique words, tokenised as “Bitcoin”
→ 1, “hits” → 2, “record” → 3, . . . , “to” → 7 and “fail” → 8. Given this
dictionary, the simplest way of vectorising the headlines is via binary encoding,
which is visualised in Table 2.3.

Headline
Tokenised dictionary

1 2 3 4 5 6 7 8

“Bitcoin hits record high” [1 1 1 1 0 0 0 0]
“Bitcoin is doomed to fail” [1 0 0 0 1 1 1 1]

Table 2.3: Simple document vectorisation via Bag-of-Word and binary en-
coding.

However, this method suffers from several shortcomings. First, the dimen-
sion of the resulting vectors increases one to one with the dictionary size,
leading quickly to high dimensional vectors with more than 10,000 entries.
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Second, most of these entries are filled with zeros, which is why the vectors
are considered sparse and computational and informational inefficient. Third,
BoW discards word syntax and thereby, loses important context information.
The recent developments of powerful word embedding models like word2vec

from Mikolov et al. (2013) and GloVe (Global Vectors) from Pennington et al.
(2014) solve these limitations. In this work we particularly employ the GloVe
algorithm to generate low dimensional word and news headline vectors of fixed
size which keep their semantics and contextual meaning. Before turning to the
theory and implementation of GloVe, let us briefly describe the preprocessing
of the raw Google News headlines. Since raw text is messy and contains many
negligible information with regards to meaning and sentiment, its cleaning is
highly important for the performance of text vectorisation models like GloVe.
Utilising the textclean13, tm14 and textstem15 R packages, we restrict our
headlines to the standard US ASCII character set and convert all words to
lower case. Furthermore, we replace contractions such as “hasn’t” or “can’t”
with their full form, namely “has not” and “cannot”. Next, we remove punc-
tuation and frequent stop words like pronouns, prepositions and other words
not adding any contextual meaning. Lastly, we group inflected word forms
together to a single base form via lemmatisation (e.g. convert “running” and
“ran” into their common lemma, “run”). The following before-after compar-
ison of a sample news headline illustrates the conducted cleaning:

Before: “Hedge Funds Push the Price of Bitcoin to New Highs”.

After: “hedge fund push price bitcoin new high”.

After cleaning the raw headlines we implement the GloVe algorithm via the
text2vec R package, developed by Selivanov and Wang (2018). The first
ingredient of GloVe is the creation of a word co-occurrence matrix, denoted
by X. Each element, Xij, of this matrix tabulates how often word i occurs
in the context of word j. The context of word j is defined as a fixed size
13Rinker (2018).
14Feinerer et al. (2008).
15Rinker (2017).
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symmetrical window which comprises k words left and k words right from
j. In our implementation we set the context window size to k = 5. The
dimensionality of X equals the dictionary size of the text corpus, denoted as
V . Hence, matrix X is generated by sliding the context window over every
word j in the corpus and counting how often word i appears within that
window. To account for the fact that more distant word pairs likely share a
weaker contextual relationship, each individual occurrence count of word i is
weighted by 1

d
, where d denotes the amount of words i and j are apart.

For illustration purposes Table 2.4 shows the word co-occurrence matrix of
the example text corpus used in Table 2.3 (dictionary size of V = 8). For
simplification the context window size k is set to 1, and thus no distance
dependent weighting takes place (d = 1).

“Bitcoin” “hits” “record” “high” “is” “doomed” “to” “fail”

“Bitcoin” 0 1 0 0 1 0 0 0
“hits” 1 0 1 0 0 0 0 0
“record” 0 1 0 1 0 0 0 0
“high” 0 0 1 0 0 0 0 0
“is” 1 0 0 0 0 1 0 0
“doomed” 0 0 0 0 1 0 1 0
“to” 0 0 0 0 0 1 0 1
“fail” 0 0 0 0 0 0 1 0

Table 2.4: Illustration of word co-occurrence matrix based on the text corpus
of Table 2.3.

The GloVe authors utilise the above described word co-occurrence matrix
to develop the following cost function

J =
V∑

i,j=1
f (Xij)

(
wT

i w̃j + bi + b̃j − ln[Xij]
)2
,

where wi and w̃j represent the desired vectors of main word i and context
word j and bi and b̃j are additional scalar bias terms of both words. Lastly,
f(·) is a weighting function, preventing extremely common word pairs from
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receiving too much weight, which would hinder learning from less frequent
pairs. The cost function, J , is iteratively minimised by updating both weight
vectors, randomly initialised in the beginning, using Adaptive Gradient Des-
cent16 (Adagrad). The authors find that summing up the computed main and
context weight vectors yields the best result with regards to capturing word
semantics. Hence, we define the final word vectors as

w? = w + w̃.

Also note that the dimension of w? can freely be chosen at the beginning of
model training. In our GloVe implementation we train 50-dimensional word
vectors for all 12,567 unique words contained in the created Google News
headline dictionary. Table 2.5 shows in an exemplary manner the successful
preservation of semantics within the computed word vectors. Unarguably, the

Cosine similarity to
“blockchain” word vector

technology 0.86
ledger 0.84
distribute 0.78
decentralize 0.74
digital 0.73

Table 2.5: Five closest word vectors to the “blockchain” word vector based
on cosine similarity.

five closest words to “blockchain” measured by cosine similarity are indeed
semantically related to it.
The last step to incorporate the Bitcoin related Google News headlines as an

input feature for a machine learning algorithm is the averaging of the headlines’
individual word vectors. By doing so we create so called document- or in our
case headline vectors with the same dimension of the original word vectors.
16Similar to ADAM, which is in detail described in Chapter 3, Subsection 3.1.1.
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Since we scraped ten headlines per day, we end up with a 500-dimensional
Google News input feature (10 · 50-dimensional headline vectors).

2.3 Descriptive Statistics

This section shows the descriptive statistics of the data we are using in our
analysis. Table 2.6 illustrates the mean, standard deviation, minimum, and
maximum of all features which were previously transformed into log differ-
ences. One observation is the difference between btc low return and the
other Bitcoin price variables. The severe volatility of this feature is caused by
huge intraday price drops and can also be observed in the extreme values for
the minimum and maximum.
The generally high volatility in Bitcoin can further be seen in Figure 2.1,

which highlights the intense price explosion and following rapid decline during
2017 and early 2018. If this figure is compared to Figure 1.1 (the aggregated
market capitalisation of the top 100 cryptocurrencies) it becomes apparent
that the main driver of the market capitalisation of cryptocurrencies is in fact
the Bitcoin price.
Another example for this extraordinary volatility is portrayed in Figure 2.2,

which compares the log return of Bitcoin to the one of the MSCI World Index.
Note the unparalleled negative spike in early 2013, when the Bitcoin value
dropped from 266 US$ to 105 US$, a staggering 61% decline, in just six hours
on the 10th of April17. This was the result of Bitcoin’s main exchange at that
time, MTGox, struggling to handle trades during this day, which lead to a
panic sell-off among traders18.

17See http://www.businessinsider.com/bitcoin-crash-biggest-market-declines-2013-4, re-
trieved on 09/05/2018.

18See http://www.bbc.com/news/technology-22105322, retrieved on 09/05/2018.
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Feature (log difference) Mean Standard Deviation Minimum Maximum

btc close return 0.0034 0.0500 −0.6639 0.3375
btc open return 0.0034 0.0504 −0.6929 0.3360
btc high return 0.0034 0.0448 −0.4689 0.3328
btc low return 0.0034 0.2020 −5.9713 6.0256
btc volume 0.0012 0.6001 −1.9020 2.3110
btc addresses 0.0015 0.1331 −0.5175 0.5394
btc hash rate 0.0072 0.1240 −0.5486 0.5943
btc miner revenue 0.0030 0.1288 −0.6048 0.6393
btc cost per tx 0.0021 0.1526 −0.6140 0.5217
btc block size 0.0012 0.1413 −0.5882 0.6481
btc tx volume 0.0001 0.3133 −1.4687 2.0232
btc number tx 0.0011 0.1277 −0.5606 0.5087
btc tx conf time −0.0002 0.2270 −1.2465 1.1753
eth close return 0.0028 0.0587 −0.9163 0.3830
xrp close return 0.0021 0.0937 −0.9973 1.0280
ltc close return 0.0021 0.0742 −0.9345 0.8904
fed funds rate 0.0005 0.0147 −0.1178 0.1750
gold return −0.0002 0.0096 −0.0960 0.0484
usd/eur rate 0.0003 0.0068 −0.0503 0.0257
msci return 0.0000 0.0025 −0.0136 0.0122
vix 0.0001 0.0793 −0.2998 0.7682
google trends 0.0018 0.1469 −0.8518 1.1916
wiki views 0.0004 0.1769 −2.1654 2.5956

Table 2.6: Descriptive Statistics.
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Figure 2.1: Bitcoin closing price.
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Figure 2.2: Bitcoin and MSCI World Index in log returns.
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Chapter 3

Methodology

The goal of this chapter is twofold. In the first section, we lay the theoretical
foundation for the subsequently applied machine learning and classical time
series methods. These methods play an important role in the second section,
where we explicitly explain our methodological framework to predict the one-
day-ahead Bitcoin price trend and to evaluate corresponding trading strategies.

3.1 Theory

To account for methodological differences in modern machine learning and
classical time series approaches, we split these topics into two subsections.

3.1.1 Machine Learning Methods

Logistic Regression

It is almost always a good idea to start with a simple and inexpensive to
compute model when considering machine learning tasks before one deploys
the cavalry in form of complex models like a deep neural network. In our case,
for the prediction of a binary variable (Bitcoin trend), the most basic approach
would be to apply a logistic regression to the data at hand. This ensures that
the complexity we add to our model actually helps explaining the data. The
logistic regression model was developed by Cox (1958) and has been in use ever
since. Logistic regressions belong to the class of generalised linear models and
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are thus relatively easy to interpret and calculate. The form of a generalised
linear model is always

E[yt|xt] = θ(wT xt), (3.1)

where yt is the signal to be predicted, xt the independent variables, wT the
transposed weights, and θ(·) the link function. Equation (3.1) can be rewritten
as

P[yt = 1|xt] = θ(wT xt), (3.2)

since our dependent variable, the Bitcoin trend, is binary. In the case of the
linear regression model, the link function is simply θlinear(x) = x whereas for
the logistic regression framework it is the sigmoid function, which is defined
by

θsigmoid(x) = 1
1 + e−x

,

and whose output lays between 0 and 1. Hence, a logistic regression predicts
probabilities of a binary dependent variable given the vector of independent
variables xt (see Equation (3.2)).
The logistic regression model in (3.2) can be derived from an underlying

latent variable model, econometrically specified as

y∗t = wT xt + εt and yt =

1, if y∗t > 0,

0, otherwise,

where the errors εt are standard logistically distributed.
In contrast to many other nonlinear machine learning algorithms like support

vector machines or neural networks the interpretation of the logistic regression
weights w, numerically estimated via maximum likelihood estimation, is relat-
ively straightforward. For economists the weight’s sign indicates the direction
of the causal effect of xi on P[y = 1|x]. The exact causal effect of a marginal
increase in the input parameter xi to the probability predicted by the logistic
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model is calculated as

∂P[y = 1|x]
∂xi

= wi
ewT x(

1 + ewT x
)2 .

Fully-Connected Neural Network

Neural networks and deep learning have recently found huge success and fame
in academia as well as in industry applications. They achieved remarkable
results in many fields, e.g. image classification, speech recognition, digital
assistants like Siri from Apple, or superhuman Go playing engines like Google’s
AlphaGo. Day to day activities like translating a text or website with Google
Translate is nowadays done by a neural network with a stack of seven large
layers (see Chollet and Allaire (2018), p. 202) and thanks to autonomous
driving powered by them we might not have to worry about driving cars in
the future.
The basic idea behind neural networks is that various so called neurons

are chained together in layers. A neuron consists of an activation function
(equivalent to the previous mentioned link function), a prespecified amount
of inputs and outputs, and a weight for each input. Each layer contains an
also prespecified amount of neurons. The amount of layers and neurons form
a first set of hyperparameters that each neural network possesses. Figure 3.1
shows a basic fully-connected neural network, also called multilayer perceptron
(MLP), with only one hidden layer. Each blue dot represents a neuron and
each neuron has as many weights assigned to it as there are neurons in the
previous layer. A neuron j calculates the value it passes on, the output oj, by

oj = ϕ

(
n∑

k=1
wkjok

)
, (3.3)

where ϕ(·) is the activation function, n the number of neurons in the previous
layer, wkj the weight of the output from neuron k, and ok the output of neuron
k that is located in the previous layer. For a neuron located in the input layer
this ok will be input xk.
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Figure 3.1: A simple neural network with one hidden layer.

The activation function ϕ(·) can theoretically differ for each neuron, however
it is customary to set it to the same value for all hidden layers. Although, for
the output layer it is important to choose a function that appropriately models
the dependent variable’s type (e.g. binary, continuous, etc.). For example, it
does not make sense to choose an activation function for the output layer that
returns binary values when a regression task is the problem at hand. Without
an activation function the neural network would essentially be just a linear
regression model, which would be incapable of learning nonlinear tasks (see
Gupta (2017)). There exists a plethora of different activation functions, but
we only use four different ones, namely the already known sigmoid function,
equivalently formalised as

ϕsigmoid(x) = 1
1 + e−x

,

and used for the output layer to model probabilities, the rectified linear unit
(ReLU) function, defined as

ϕrelu(x) = max(0, x),

a variant of the ReLU, the leaky rectified linear unit (lReLU):

ϕlrelu(x) =

ax, if x < 0,

x, otherwise,
(3.4)
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and a hyperbolic tangent (Tanh) function, defined as

ϕtanh(x) = 2
1 + e−x

− 1.

Figure 3.2, 3.3, 3.4, and 3.5 show how each of these activation functions map
input data and illustrate their respective derivatives.
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Figure 3.2: Sigmoid – function and first derivative.

Neural networks are, regardless of the recent hype, not a new subfield of
machine learning. McCulloch and Pitts (1943) laid the foundation for their
mathematical and logical background. However, until the 1980s there was no
efficient way to train large neural networks. This changed when Rumelhart et
al. (1986) described a “new learning procedure, back-propagation, for networks
of neurone-like units” (see Rumelhart et al. (1986), p. 533). Backpropagation
is a way to train a neural network using gradient descent optimisation for the
weights of each neuron.
Basically, the process of backpropagation consists of two phases: propaga-

tion and weight update.
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Figure 3.3: Rectified linear unit – function and first derivative.
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Figure 3.4: Leaky rectified linear unit with a = 0.05 – function and first
derivative.
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Figure 3.5: Hyperbolic tangent – function and first derivative.

Phase 1: Propagation

1. Output values are calculated by applying the weights to the input of
each neuron, applying an activation function and passing the result to
the next layer (the so called forward pass).

2. Calculation of the error term Etotal with the loss measure `.

3. Calculation of the partial derivatives of Etotal with respect to each weight
wkj: ∂Etotal

∂wkj
.

Phase 2: Weight update

1. Each partial derivative ∂Etotal

∂wkj
is multiplied by the learning rate η and

then subtracted from its respective previous weight wkj to generate the
new, updated weight w+

kj.

This process is repeated until the error term Etotal reaches a certain threshold,
a predefined number of steps is exceeded, or another stopping criteria is met.

33



3.1 Theory

An appropriate loss measure ` for a classification task like the one at hand is
cross-entropy (see Friedman et al. (2009)). It describes how close the predicted
distribution is to the true distribution and is defined for the binary case as:

`(pt) = − (yt log(pt) + (1− yt) log(1− pt)) ,

where pt is the predicted probability and yt the actual label of observation t.
There are three different gradient descent variants: batch gradient descent,

stochastic gradient descent, and mini-batch gradient descent, which differ in
the way they update the weights and how much data they use to compute
the gradient of the loss function (see Ruder (2016)). Whereas batch gradient
descent will compute the gradient of the loss function for the entire training
set, stochastic gradient descent performs a parameter update for each training
observation. Mini-batch gradient descent is the mixture of both and updates
for every mini-batch of n training examples.
Albeit, these methods can run into some problems. One problem is the

tuning of the learning rate η. On the one hand, a too small learning rate
drastically slows down the convergence. On the other hand, a too large learn-
ing rate can hinder convergence and cause the loss function to not reach a
minimum. Another challenge is avoiding to get trapped in suboptimal local
minima and saddle points when minimising the error. Dauphin et al. (2014) ar-
gue that “(a) non-convex error surfaces in high dimensional spaces generically
suffer from a proliferation of saddle points, and (b) in contrast to conventional
wisdom derived from low dimensional intuition, local minima with high error
are exponentially rare in high dimensions” (see Dauphin et al. (2014), p. 8),
which makes saddle points the much more problematic of the two for finding
global minima in the usually very high dimensional loss functions of neural
networks.
To tackle these problems we employ the ADAM (Adaptive Moment Estim-

ation) algorithm, introduced by Kingma and Ba (2014). It computes adapt-
ive learning rates for each weight, meaning that it performs large updates
for infrequent- and smaller updates for frequent parameters, making it better
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suited for sparse data. A momentum factor is also incorporated, which in-
creases updates “for dimensions whose gradients point in the same directions
and reduces updates for dimensions whose gradients change directions” (see
Ruder (2016), p. 4). The algorithm stores an exponentially decaying average
of past gradients mt and past squared gradients vt (note that all operations
on vectors are element-wise in the following equations concerning the ADAM
update rule):

mt = β1mt−1 + (1− β1)gt, (3.5)

vt = β2vt−1 + (1− β2)g2
t , (3.6)

where mt is an estimate for the mean and vt for the uncentered variance of
the gradients, and gt is the gradient defined as:

gt = ∇w`(wt−1),

with `(·) being the loss function.
Kingma and Ba (2014) observed that mt and vt are biased towards zero

when initialised as a vector of zeroes. To control for this bias, they proposed
using bias-corrected mean and variance estimates:

m̂t = mt

1− βt
1
,

v̂t = vt

1− βt
2
.

The vector of weights w is then updated by:

wt+1 = wt −
η√

v̂t + ε
m̂t, (3.7)

where ε is an infinitesimal value to avoid dividing by zero and η is the learning
rate.
The authors have found “Adam to be robust and well-suited to a wide range

of non-convex optimisation problems in the field machine learning” and that
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“experiments confirm the analysis on the rate of convergence in convex prob-
lems” (see Kingma and Ba (2014), p.10).
When applied to multivariate time series (as in our case), multilayer per-

ceptrons face the challenge of handling the inter-temporal relation of this type
of data. In order to deal with this challenge we utilise the so called moving
window approach, in which the MLP is trained to predict the label y with
the explanatory variables x lagged by one time period up to the lookback l.
For a simple example, consider the case of only two explanatory variables x1

and x2 and a lookback period of l = 2. The dependent variable yt is then
predicted by x1,t−1, x1,t−2, x2,t−1, and x2,t−2. Grudnitski and Osburn (1993)
had considerable success with this method when forecasting S&P500 and gold
future prices and were able to correctly predict the direction of these with an
accuracy of 75% and 61%, respectively.

Recurrent Neural Network

The fully-connected neural networks we illuminated before have the charac-
teristic that they have no memory, meaning that each input is processed inde-
pendently and no state is kept in between. A recurrent neural network changes
this. It processes sequences by iterating through its elements and keeping a
state of what the network has already seen before. Therefore, a recurrent
neural network is essentially a neural network with an internal loop, where
the output of the previous observation is used in the calculation of the current
output (see Figure 3.6).
Hence, this basic recurrent neural network conceptionally looks like Figure

3.7, where the output t is inserted as (hidden) state t together with the input
t + 1 to compute the output t + 1. The very first state is initialised with an
all zero vector, called the initial state (see Chollet and Allaire (2018)).
More formally, given the input sequence x = (x1,x2, ...,xT ), a recurrent
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Output

RNN

Input

Recurrent
connection

Figure 3.6: A recurrent network: a network with a loop (source: Chollet and
Allaire (2018), Figure 6.7).

. . .
Outputt =

ϕ(w · Inputt +
U · Statet−1 + b)

. . .

Inputt−1 Inputt Inputt+1

Outputt−1 Outputt Outputt+1

Statet−1 Statet

Figure 3.7: A simple recurrent neural network, unrolled over time (source:
Chollet and Allaire (2018), Figure 6.8).

neural network updates its hidden state ht by

ht =

0, if t = 0,

ϕ(wxt + Uht−1 + b), otherwise,
(3.8)

where ϕ(·) is again the activation function as introduced in the previous
chapter, w the weights for the input x, U the trainable weights for the hidden
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state and b a bias vector to account for possible constants or intercepts.
Unfortunately, Bengio et al. (1994), amongst others, observed that it is

nearly impossible for a recurrent neural network to efficiently learn crucial in-
formation about inputs seen many timesteps ago. This is due to the vanishing
gradient problem, which describes the observation that gradients tend to van-
ish, or, albeit more rarely, due to the exploding gradient problem, in which the
gradient exponentially explodes. However, two models have been developed
to counteract these effects. First, the long short-term memory model (LSTM)
developed by Hochreiter and Schmidhuber (1997) and second, the gated recur-
rent unit (GRU), model proposed by Cho et al. (2014). For all our purposes
it is sufficient to know that they both achieve the same goal of handling the
two issues mentioned before, gradient vanishing and exploding, much better
than the vanilla recurrent neural network (see Chollet and Allaire (2018)).
Performance wise GRUs seem to be able to converge faster, are cheaper to run
and handle small datasets better, but might lose some representational power
when compared to LSTM (see Chung et al. (2014) and Chollet and Allaire
(2018)). Thus, we use a GRU neural network in our analysis, as one of the
main issues we are facing is the relatively small available dataset size due to
the infancy of Bitcoin relative to other financial asset.
Figure 3.8 visualises the functionality of a gated recurrent unit. As Cho

et al. (2014) describe in simple words, “the update gate z selects whether the
hidden state is to be updated with a new hidden state h̃” and “the reset gate
r decides whether the previous hidden state is ignored”.
More formally, the activation ht,j for a neuron j of a GRU neural network is

a linear interpolation between the previous activation ht−1,j and a candidate
activation h̃t,j:

ht,j = (1− zt,j)ht−1,j + zt,jh̃t,j,

where an update gate zt,j controls the magnitude of the update of each unit’s
activation and is computed by

zt,j = ϕsigmoid(wzxt + Uzht−1). (3.9)
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h r
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h̃ Input x
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Figure 3.8: Illustration of a gated recurrent unit (source: Chung et al. (2014),
Figure 1 (b)).

The candidate activation h̃t,j is calculated similarly to (3.8):

h̃t,j = ϕtanh(wxt + U(rt � ht−1)),

where rt is a set of reset gates and � is an element-wise multiplication. This
reset gate basically tells the neuron when to and how much of previous states
should be included in the computation. Hence, when rt,j is close to zero, the
neuron will not consider previously computed states. The reset gate rt,j is
computed quite similarly to the update gate in Equation (3.9):

rt,j = ϕsigmoid(wrxt + Urht−1).

Convolutional Neural Network

Whereas dense fully-connected neural networks learn global patterns in their
input feature space, convolutional neural networks (CNN) learn local patterns
which make the patterns they learn translation invariant. This means that
no matter where they find a certain pattern they will be able to recognise it.
Take for example the task of classifying images into certain categories, which
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is a typical field where convolutional neural networks shine. A fully-connected
neural network would have to find a previously recognised pattern in the same
location to classify it correctly, whereas a convolutional neural network can
recognise it anywhere in the image. This leads to phenomenal performance in
this area, as shown in many studies, for example Krizhevsky et al. (2012) or
Simonyan and Zisserman (2014). As documented in Chollet and Allaire (2018),
they also perform exceptionally well on time series forecasting, especially if the
amount of data is limited.
But before we get into time series forecasting, let us focus on what a con-

volutional neural network actually is. A convolution layer takes a feature
map, which can theoretically be a tensor of any rank, and outputs a tensor
of response maps by applying a certain kernel repeatedly to the feature map.
The kernel transforms the input by sliding a window of previously specified
dimension over the input feature map, extracting this patch, and performing
an element-wise product with the feature map window, followed by summing
up the result, which yields a scalar. In the following this calculation is called
element-wise dot product.
To better illustrate this, assume that we have a 2D input tensor of shape 4×4

only containing binary values (orange colour only for illustrative purposes):

Tin =



0 1 1 1

0 0 1 0

1 0 0 0

0 0 1 1


,

and a kernel of size 3× 3:

κ =


1 0 1

0 1 0

1 0 1

 .

The actual convolution is taking place when the element-wise dot product is
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taken between the kernel and the input. Clearly, one cannot simply multiply
Tin with κ, as the dimension of these do not match. But this is not what we
want to achieve. The kernel will be applied to a window of the same size as the
kernel and the only possible windows in Tin are the ones that have an orange
coloured number at its centre. Therefore, the first element of the result Λ of
the convolution is defined by:

Λ1,1 =


0 1 1

0 0 1

1 0 0

 ·


1 0 1

0 1 0

1 0 1


= 2,

the second element is:

Λ1,2 =


1 1 1

0 1 0

0 0 0

 ·


1 0 1

0 1 0

1 0 1


= 3,

and so on. Hence, the final result for the convolution is:

Λ =

Λ1,1 Λ1,2

Λ2,1 Λ2,2



=

2 3

2 1

 .
In practice, many kernels are usually applied and the actual values of the

kernels are learned from the data. The size and dimension of the output feature
map, also called convolved feature, is dependent on
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• Kernel size – A larger kernel results in a smaller convolved feature.

• Depth – Higher depth, meaning more kernels that are applied to the
input, increases the amount of learnable patterns and thus, the size of
the output feature map.

• Stride – It is possible to widen the steps between every kernel application
to more than one. Naturally, this decreases the size of the output. This
is rarely used in a convolution layer and the below described pooling is
usually preferred.

• Padding – One could add zeroes around the border so that the filter is
also applied to bordering elements, which increases the size of the output
feature map.

Another way of aggressively reducing the size of feature maps is to implement
a pooling operation after each convolution layer. Pooling consists of extract-
ing windows from the input feature map and applying a hardcoded function
to it, often taking the maximum, average, or sum of the window. Hence,
it is conceptionally quite similar to a convolution layer, but the learned lin-
ear transformation, called convolution kernel, is exchanged for an unchanging
function. Furthermore, pooling is usually done with an added stride having
the same size as the length of the window to downsample the feature map
and being able to learn patterns larger than the window size (see Chollet and
Allaire (2018)). Moreover, without adding pooling layers the amount of total
weights are growing immensely with the quantity of kernels, which leads to
intense overfitting (see Chollet and Allaire (2018)).
The main difference between using convolutional neural networks for tasks

like image classification and for time series forecasting is the dimension of the
convolution layer. Whereas it is customary to use a 2D convolution for the first
case, one would naturally use a 1D convolutional neural network to process
time series data (see Chollet and Allaire (2018)).
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3.1.2 Classical Methods

Autoregressive Moving Average Model (ARMA)

A simple and cheap, in terms of computing power, way to model a stationary
time series that exhibits autocorrelation on a linear level like many economic
variables do, is to fit an Autoregressive Moving Average, or short ARMA, model
to it. Since we assured in the previous Chapter Data that our time series is
stationary, differencing is no longer necessary and thus, we drop the integrated
part, “I”, of the more general ARIMA model. Hence, we arrive at the compact
ARMA(p,q) model, which can be formalised as

yt = β0 + β1yt−1 + ...+ βpyt−p + εt + α1εt−1 + ...+ αqεt−q

= β0 + εt +
p∑

i=1
βiyt−i +

q∑
i=1

αi + εt−i,

where yt is the variable to be explained at time t, β0 the intercept, εt the error
term at time t, βi the coefficients of the ith autoregressive part (AR compon-
ent), and αi the coefficients of the ith moving average part (MA component).
To find the optimal lag structure p and q one can either use the AIC, short for

Akaike information criterion (see Akaike (1974)), the BIC, short for Bayesian
information criterion (see Schwarz (1978)), or a combination of them. Another
option is to look at the correlogram of the autocorrelation- and partial auto-
correlation function, often simply shortened to ACF and PACF respectively.
The autocorrelation is the linear dependence of a time series on its previous
lags, whereas the partial autocorrelation is the linear dependence of a time
series on a specific lag after removing the autocorrelation of other lags. The-
oretically, for an ARMA(p,0) the ACF tails of gradually and the PACF cuts
of after p lags, whereas for an ARMA(0,q) it is the opposite: the ACF cuts of
after q lags and the PACF tails of gradually. If an ARMA(p,q) is present both
ACF and PACF converge gradually (see Tsay (2010) for this behaviour). The
plotted ACF and PACF of a stylised ARMA(1,0) with β1 = 0.75 can be seen
in Figure 3.9 and 3.10.
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Figure 3.9: Autocorrelation function for an ARMA(1,0) process with β1 =
0.75.
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Figure 3.10: Partial autocorrelation function for an ARMA(1,0) process with
β1 = 0.75.
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Trend Following Strategy (Momentum)

Trend following strategies for other asset classes than cryptocurrencies had
considerable success in the past and continue to perform well in today’s mar-
kets. The idea behind trend following strategies is simple: go with the trend,
i.e. if the market is trending up, buy and if the market is trending down, sell.
How to determine this trend can be as simple as summing over recent returns
or as difficult as applying a complex long, medium or short term transform-
ation to the returns. In this work we will only consider the most basic trend
following strategy: time series momentum. This should not mean that other,
more complex strategies are worse in predicting cryptocurrency returns. How-
ever, finding the optimal trend following strategy for a certain cryptocurrency,
say Bitcoin, would probably fill another thesis of this extent completely and
thus, is clearly beyond the scope of this work.
If a trader follows the time series momentum, he will go long markets that

exhibited positive recent returns and short those with negative recent returns.
To arrive at these returns and to form the trading signal (long or short) one
takes the sum over a previously specified period and sees whether they are pos-
itive or not. A positive (negative) sum implies a buy (sell) signal. Expressing
this in a more formal way for a lookback of l periods and a return rt in period
t the trading signal in period T would be

ST,Momentum =

1 if ∑T−1
t=T−l rt > 0,

−1 else.

According to Moskowitz et al. (2012), this strategy has been successful on
average for nearly all equity index futures, fixed income futures, commodity
futures and currency forwards since 1985. Hurst et al. (2017) have gone fur-
ther and investigated this strategy on 29 commodities, 11 equity indices, 15
bond markets and 12 currency pairs from, if available, 1880 to 2013. They
found that over this period longer than a century momentum strategies have
performed considerably and consistently well. This would suggest that “trends
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are pervasive features of global markets” (see Hurst et al. (2017), page 25).
In Pedersen (2015) a possible reason for this persistence is given by an initial

underreaction to news and delayed overreaction. This initial underreaction is
caused by various behavioural tendencies and market frictions (names taken
from Pedersen (2015)):

1. Anchor and insufficient adjustment. Historical data might influence
people too much and they do not change their views when new inform-
ation emerge (see Tversky and Kahneman (1974) and Barberis et al.
(1998)).

2. The disposition effect. People tend to sell winners too early to realise
their gains and keep losers because realising those losses is discomforting.
The first creates downward price pressure slowing upward adjustment
and vice versa (see Shefrin and Statman (1985) and Frazzini (2006)).

3. Non profit seeking activities. The activities of central banks and
investors who rebalance to certain strategic asset allocation (e.g. 60%
stocks and 40% bonds) fall under this category and will work counter-
active to the trend (see Silber (1994)).

4. Frictions and slow moving capital. Market frictions, delayed re-
sponses by significant market participants and slow moving capital could
also slow down price discovery (see Mitchell et al. (2007) and Duffie
(2010)).

The delayed overreaction may again be caused by different reasons:

1. Herding and feedback trading. After prices having moved in the
same direction for some time, a few traders and analysts may believe
that this trend is there to stay (see, amongst others, Bikhchandani et al.
(1992) and Welch (2000)).

2. Confirmation bias and representativeness. People tend to look for
information that is in line with what they already believe to be true
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and hence, they think that recent price movements are an indicator for
movements in the future. This could lead traders to buy assets that have
gone up recently and sell those which have fallen (see Wason (1960),
Tversky and Kahneman (1974) and Daniel et al. (1998)).

3. Fund flows and risk management. As investors likely pull money
from underperforming fund managers these managers are forced to re-
duce their positions in underperforming assets, whereas outperforming
fund managers will receive additional inflows and will invest those in their
outperforming positions. This adds selling pressure to the underperform-
ing assets and buying pressure to the ones outperforming. Additionally,
there are risk-management schemes that imply to sell in down markets
and buy in up markets (see Daniel et al. (1998)).

Both underreaction and overreaction are illustrated in Figure 3.11.

Initial underreaction

Delayed overreaction

Reversal to fundamentals

Date

Pr
ic
e

Fundamental Value Market Value

Figure 3.11: Stylised Momentum (inspired by Pedersen (2015), Figure 12.1).
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3.2 Bitcoin Trend Forecasting and Performance
Evaluation

The following two subsections describe our methodology and implementation
of predicting the one-day-ahead Bitcoin price trend and its utilisation in de-
veloping an automated trading strategy. Specifically, the first subsection ex-
plains the concept of the complex model selection process, which is employed
to determine the ideal feature set, lag structure, hyperparameter setup and
machine learning algorithm, yielding the highest prediction accuracy on inde-
pendent validation sets. The second Subsection illustrates how these Bitcoin
trend predictions are used to define an automated trading strategy. Further-
more, we introduce certain benchmarks and performance measures to compare
and evaluate the resulting strategies.

3.2.1 Model Selection

When confronted with a great variety of potential input features, machine
learning algorithms and model hyperparameters, a structured model selection
approach is needed to identify the optimal configuration for the prediction task
in question. In our case this model selection framework needs to determine the
following meta-parameters such that the chosen combination yields the best
forecasting performance:

• Set of input features, x, used to predict the Bitcoin trend.
• Lag structure or lookback period of this input feature set.
• Choice of the machine learning algorithm.
• Algorithm specific hyperparameters like

– Dropout rate, to fight overfitting.
– Amount of hidden layers and units (neurons) in the neural network

architecture.
– Kernel filter size and quantity in the convolutional neural network

architecture.
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– Tunable parameters of the ADAM backpropagation algorithm used
during model training.

Before turning to the analysis and actual selection of these free parameters,
let us first introduce the two non-competing, but rather interacting methods
for model selection discussed in the time series literature, namely the so called
filter and wrapper approach. Filters are exclusively used for feature selection,
including the choice of the feature’s lag structure. They make use of linear stat-
istics like autocorrelation analysis or stepwise regression to determine relevant
predictors or lags and thereby, reduce the search space of potential paramet-
ers. Due to their linearity and independence of specific prediction algorithms,
filters are computationally very efficient and fast. However, the same prop-
erties also cause reduced flexibility and filtering accuracy, since nonlinearities
and algorithm specific biases cannot be captured (see Crone and Kourentzes
(2010)).
In contrast, the wrapper approach incorporates the algorithm’s intrinsic

characteristics and biases. In fact, it performs a grid search on a range of
feature-, model-, and hyperparameter combinations to compute their predic-
tions and compare them based on the resulting forecasting accuracies. Hence,
depending on the machine learning algorithm at hand, the wrapper approach
considers nonlinear relationships in its evaluation and selects not only features,
but all possible meta-parameters. That is why “wrappers are often recognised
as a superior alternative for feature evaluation in supervised learning problems”
(Crone and Kourentzes (2010), p.1925). Nevertheless, they suffer from their
computational inefficieny, since implementing a grid-search requires looping
through all potential meta-parameter combinations (see the above list), which
increase exponentially in the amount of tunable characteristics. Therefore, the
application of wrappers is limited by the available computational power and
training time.
As a consequence, we follow Crone and Kourentzes (2010) and utilise both,

the filter and wrapper approach, to benefit from their respective advantages.
To initially reduce the search space of free parameters we leverage the autocor-
relation (ACF) and partial autocorrelation function (PACF) of each predictor
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to get a general idea of the lookback period (lag structure) for our feature set.
For illustration purposes Figure 3.12 and 3.13 plot the ACF and PACF of the
Bitcoin log return based on its closing price, respectively.
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Figure 3.12: ACF of Bitcoin log return based on its closing price.

Taking a look at the ACF in Figure 3.12 it can be observed that almost no
linear dependence in the time series is present. However, this behaviour might
not be unexpected for financial assets, since it is generally considered very hard
to deploy past performance as an indicator for future outcomes. Furthermore,
note that potential nonlinearities are not captured by the ACF. In addition,
the PACF plot in Table 3.13 displays a range of significant lags in the partial
autocorrelation of Bitcoin log returns. Taking into account both plots and
their potential shortfalls, we decide to incorporate and analyse two lookback
periods of 14 and 28 days in the subsequent wrapper approach.
On top of that, due to the previously stated time and computational limit-

ations, we exclude certain meta-parameters from tuning via grid-search. One
of these parameters is the dropout rate, which we include into each neural
network architecture by adding an extra dropout layer to efficiently reduce
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Figure 3.13: PACF of Bitcoin log return based on its closing price.

the amount of overfitting. Traditional overfitting can be defined as flexibly
training an algorithm so that it fully memorises the training data (zero train-
ing error), but fails to generalise well on unseen test data (high test error).
It especially occurs when training a complex high dimensional predictor on
too few training observations. The problem gets even more severe in our case
when employing sophisticated algorithms like fully-connected-, GRU- and con-
volutional neural networks with many weight parameters to estimate. Even
though other counter measures exist, Chollet and Allaire (2018) argue that
dropout, developed by Srivastava et al. (2014), is “one of the most effective
and most commonly used regularisation techniques for neural networks” (see
Chollet and Allaire (2018), p. 100). Basically, after dropout is applied to a
layer, the output vector oj (see Equation (3.3)) has a fraction of zero entries
distributed at random. This fraction represents the dropout rate and following
the findings in Srivastava et al. (2014), who describe that it is optimally chosen
between 0.2 and 0.6, we set it to a fixed value of 0.4.
For similar reasons we set the values for the ADAM backpropagation al-
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gorithm (see Equations (3.5), (3.6), and (3.7)) to the ones proposed by Kingma
and Ba (2014): 0.9 for β1, 0.999 for β2, 0.0001 for η, and 10−8 for ε. How-
ever, Kingma and Ba (2014) also tested a broad range of other hyperparameter
values and concluded that “Adam performed equal or better than RMSProp
[unpublished, alternative learning rate method1], regardless of the hyperpara-
meter setting” (see Kingma and Ba (2014), p.8).
Lastly, we determine that all neural network architectures, except the con-

volutional neural network, consist of only one hidden layer of neurons. For
the CNN we implement three hidden layers, namely two convolution and a
final fully-connected layer. Within that setup we use 16 and 8 kernels respect-
ively (for the first and second convolution) with a kernel length of 6 each. To
introduce nonlinearity, we apply the leaky ReLU activation function2 to each
convolution layer, which improves the performance significantly as documented
in Xu et al. (2015).
After fixing these meta-parameters our grid-search is reduced to a more

reasonable amount of tunable parameters. In particular we define the following
search space, which consists of:

• 4 different machine learning algorithms, namely the logistic regression,
fully-connected neural network, GRU neural network and convolutional
neural network.

• 32 unique feature combinations, employing different setups based on the
five categories introduced in the Data Chapter. The complete list of all
selected combinations can be seen in Appendix B.

• 2 lookback periods of 14 and 28 days, determined by the ACF and PACF
filter approach.

• 2 values, 16 and 32, for the amount of hidden neurons used in all neural
network models.

1Proposed by Geoffrey Hinton in Lecture 6e of his Coursera Class.
2See Equation (3.4) and Figure 3.4 in Subsection 3.1.1 within this Chapter.
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Hence, we evaluate all 32 ·2 ·2 = 128 parameter combinations for each of the
above listed algorithms based on their respective validation accuracies. When
facing cross-sectional data this is usually done by applying cross-validation to
avoid overfitting on the training data and to choose an optimal model config-
uration that generalises well to new unseen data (see, amongst others, Abu-
Mostafa et al. (2012)). While cross-validating, the training dataset is randomly
shuffled, and divided in K equally sized folds. The kth fold is set apart for val-
idation, and the model is trained on the remaining K−1 folds and validated on
the observations set aside before. This is repeated for each k = 1, . . . , K fold
until every data point is used for validation exactly once. The cross-validation
accuracy is then computed by averaging over the validation accuracies of these
folds.
In our work this method is problematic, as randomly shuffling time series

data eliminates the time dependence of observations, which is what is used in
many forecasting approaches, including ours. To still be able to determine the
remaining hyperparameters we apply a 4-fold expanding window validation
(K = 4) as described in Hyndman and Athanasopoulos (2014) and illustrated
in Figure 3.14. The procedure for this validation approach is as follows:

1. Select the observations of the first k folds, and train the model on this
data subset. Compute the accuracy on a validation set containing the
samples of the next (k + 1) fold.

• Repeat the above for k = 1, . . . , K and store the computed ac-
curacies.

2. Calculate the forecast accuracy by averaging over each validation accur-
acy computed in step 1.

A further reason for the validity of this approach is grounded in its direct
derivation from how one would evaluate a time series model in the real world.
If, at first, data is only available scarcely one has to work with what is at
hand. As soon as more observations are available the model can be retrained

53



3.2 Bitcoin Trend Forecasting and Performance Evaluation

Data

Train Validation Test

Train Validation Test

Train Validation Test

Train Validation Test
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Figure 3.14: Illustration of 4-fold expanding window validation for time series
data.

and tested on new data. Thus, the expanding window validation error reflects
what would have been observed if the strategy was applied in the past.
Our training and validation set for this expanding window method is com-

posed of observations from January 1st 2013 until May 31st 2017. Data for
the test set, composed of observations ranging from June 1st 2017 to April
19th 2018, was shelved for later use and was not included in the validation
stage (more on testing and strategy evaluation in the following Subsection).
By splitting the validation and test data in mid-2017, we ensure that the im-
mense Bitcoin price explosion (see Figure 2.1) is reflected in both, training and
unseen test data, which likely increases the models’ generalisation ability.
Even though we reduced the size of our grid-search already, looping though

all 128 parameter combinations while applying the 4-fold expanding window
validation requires an enormous amount of time. We employed a deep learning
instance from Amazon Web Service to run this model selection process. The
instance we chose is the one recommended in Chollet and Allaire (2018), titled
p2.xlarge, which is equipped with one Nvidia Tesla K80, 4 virtual CPUs, and
61 gigabyte of RAM. Utilising the R package keras (see Allaire and Chollet
(2018)), which is an interface to the deep learning library tensorflow (see
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Abadi et al. (2015)), the total initialisation, training, and validation process
still took 136.8 hours to complete on this setup.

3.2.2 Trading and Strategy Evaluation

Based on the model selection approach described above, we utilise the best
performing models m with their respective hyperparameter combinations to
predict the test set probabilities for the one-day-ahead Bitcoin price trend.
These probabilities, denoted as pt,m, are used to derive the predicted label
ŷt,m, representing the forecasted Bitcoin trend. Formally, ŷt,m is defined as:

ŷt,m =


0, if pt,m < 0.5− ω,

1, if pt,m > 0.5 + ω,

NA, otherwise,

(3.10)

where only probabilities are utilised that exceed a certain threshold controlled
by the confidence parameter ω, similar to Amjad and Shah (2017). In our
analysis, we set ω = 0.1, which appears to be a reasonable trade-off between
a higher signal certainty and a not dramatically reduced signal quantity.
Employing these predicted labels, we calculate a first measure of perform-

ance, the test accuracy of model m’s forecast:

Accm = 1− ŷm

T − nNA
,

with

ŷm =
T∑

t=1

0, if ŷt,m = NA,

|yt,actual − ŷt,m|, otherwise,

and nNA as the count of NAs in ŷt,m. Moreover, yt,actual is the actually observed
Bitcoin trend at time t and T denotes the size of the test set.
Building on the predicted signal ŷt,m from Equation (3.10) we create a return

series rm by simply going long in Bitcoin whenever the model predicts a 1 (= up
trend), short whenever it predicts a 0 (= down trend), and hold cash whenever
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it is unsure (ŷt,m = NA). More formally, the return from this long-short strategy
implied by model m is:

rt,m =


−rt,B, if ŷt,m = 0,

rt,B, if ŷt,m = 1,

0, if ŷt,m = NA,

(3.11)

where rt,B is the regular (non-logarithmic) return of Bitcoin at time t.
Besides the four machine learning algorithms we also employ two clas-

sical benchmark models, namely ARMA and momentum. We implement an
ARMA(2,2) model via the forecast R package from Hyndman and Khandakar
(2008), which determines the optimal lag structure by the small sample size
corrected version of the Akaike Information Criteria (AICc). The momentum
feature is constructed with a lookback l of 14 days, as described in Chapter 2.
For both benchmarks Equation (3.11) simplifies to:

rt,m =

−rt,B, if ŷt,m = 0,

rt,B, if ŷt,m = 1,

because no confidence parameter ω is applied.
It is noteworthy that in practice it is impossible to observe the closing price

and trade on it at the same time. Therefore, in our trading strategy we im-
plement the observation and signal creation process based on the closing price
and the actual trading on the opening price of the following day.
The return rt,m is used in our second performance measure: the Sharpe ratio,

developed by Sharpe (1966). We compute the annualised sharp ratio as:

Sm = E[rm − rf ]
σm

·
√

365, (3.12)

where rf is the daily risk-free rate3, σm the daily volatility of the strategy given
by model m and

√
365 the annualisation factor. The Sharpe ratio indicates

3As a proxy for the risk-free rate we use the daily federal funds rate.
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how well an investor is compensated for the risk involved in a particular asset.
A third and last performance measure we will look at is Jensen’s alpha.

Introduced by Jensen (1968), it describes the abnormal return of an asset
or portfolio above the theoretical expected return. This theoretical return is
usually taken from a model describing a market return, like the capital asset
pricing model, abbreviated to CAPM. According to the CAPM, every expected
return of security i traded on the market should lie on the security market line
(see, amongst others, Albrecht and Maurer (2008)):

E[ri] = rf + βi (E[rM ]− rf ) , (3.13)

where rM is the return of the market portfolio and rf again the daily federal
funds rate proxying the risk-free rate. The alpha of security i is then defined
by the abnormal return not explained by Equation (3.13):

αi = E[ri]− [rf + βi (E[rM ]− rf )] . (3.14)

In practice, this alpha is the intercept of a regression of the realised return
ri on rf + βi (rM − rf ). According to Nobel laureate Eugene Fama and the
Efficient Market Hypothesis, introduced in its current form in Fama (1970) and
which has been studied to great extend in many papers (see, amongst others,
Basu (1977), Malkiel (2005), or Fama and French (2012)), financial markets
are so efficient that repeatedly and consistently earning a positive alpha should
be impossible. Nevertheless, famous hedge funds like Renaissance Technologies
with their mysterious Medallion Fund earned significantly abnormal returns in
the past, beating benchmark indices like the S&P500 consistently in a 13 year
period between 2001 and 20134. Hence, financial markets rather seem to be
efficiently inefficient, meaning that enough active investors are compensated
for their costs, but additional active investing is discouraged (see Pedersen
(2015)).
One issue arises when calculating Equation (3.14) for the strategies in this

4See https://themarketmogul.com/easy-renaissance-technologys-medallion-fund/, re-
trieved 11/05/2018.
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work: How to define the market? On the one hand, just taking a typical bench-
mark for equity strategies like the MSCI World Index is surely not enough,
since this only accounts for the equity market. On the other hand, constructing
a market capitalisation weighted portfolio only consisting of cryptocurrencies
would not reflect the diversification and hedging potential of Bitcoin, docu-
mented in Brière et al. (2015). To account for these aspects we use both market
portfolios just mentioned. One that reflects the global equity market capital-
isation, namely the MSCI World Index, and one that represent the market of
cryptocurrencies, for which we are using the CRIX, short for CRyptocurrency
IndeX, developed and maintained by the Ladislaus von Bortkiewicz Chair of
Statistics at Humboldt University Berlin. This market cap weighted index
consists only of liquid cryptocurrencies exceeding a certain market capitalisa-
tion (see Trimborn and Härdle (2016)). The respective alphas for the model
m will be called αm,MSCI and αm,CRIX.
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Chapter 4

Results

In this chapter we explore the results from our analysis of Bitcoin price trends
with the methods previously described. Whereas the first section compares
prediction accuracies between strategies, the second part analyses their re-
spective returns based on the Sharpe ratio and Jensen’s alpha as typical per-
formance measures.

4.1 Prediction Accuracy

Using the combined filter and wrapper approach for model selection docu-
mented in the last chapter, we determine the optimal configuration for each
of the four machine learning algorithms previously described in the Theory
Section. Table 4.1 displays the best performing features for each algorithm.
Interestingly, the expanding window validation yields an almost identical fea-
ture selection for three out of four models, namely for the logistic regression,
fully-connected neural network, and the convolutional neural network. One
could conclude that these features hold some predictive power for the one-day-
ahead forecast of the Bitcoin price trend. In contrast, the optimal configuration
for the GRU neural network consists of only the Bitcoin return. This might
point in the opposite direction of other variables not helping at all in explain-
ing the next-day return. Another plausible explanation is that the algorithm
was unable to learn constructive patterns from these additional features due
to the relative small size of the training set. Nonetheless, up to this point
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it is rather unclear and might be algorithm dependent whether more or less
predictors are needed for good forecasting performance.

Model Features chosen

Logistic regression btc close return, btc open return,
btc high return, btc low return, btc
volume, eth close return, xrp close
return, ltc close return

Fully-connected neural network btc close return, btc open return,
btc high return, btc low return, btc
volume, eth close return, xrp close
return, ltc close return

GRU neural network btc close return

Convolutional Neural Network btc close return, btc open return,
btc high return, btc low return, btc
volume, eth close return, xrp close
return, ltc close return, momentum

Table 4.1: Chosen features via the model selection approach documented in
Chapter 3, Subsection Model Selection.

During the same model selection process we also pin down the two remain-
ing hyperparameters, the lookback period and the amount of neurons in the
hidden layer, visualised in Table 4.2. On top of the four algorithms and their
corresponding selected features, Table 4.2 also shows the set of hyperparamet-
ers for two additional feature configurations. The first, named Autoregressive,
is the straightforward case of only choosing lagged values of the Bitcoin re-
turn as explanatory variable (coinciding with what was chosen for the GRU
neural network via grid-search), whereas the second configuration uses all fea-
tures available, which we call the kitchen sink combination, and is likely prone
to overfit the training set due to its great dimensionality (see Barreto and
Howland (2005)). The set of hyperparameters of these supplementary con-
figurations were chosen based on the expanding window validation accuracy
of the fully-connected neural network. We add these two models to have a
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benchmark for our neural networks to see if the additional or left out features
actually improve the models’ performance.

Model Lookback period Neuron count

Logistic regression 14 –
Fully-connected neural network 28 16
GRU neural network 28 32
Convolutional neural network 14 32

Autoregressive 28 32
All features 28 16

Table 4.2: Chosen Lookback period & Neuron count via the model selection
approach documented in Chapter 3, Subsection Model Selection.

Employing the features and hyperparameters documented for each algorithm
in Table 4.1 and 4.2, we trained our models with their respective optimal
configuration on the whole training set ranging from the start of 2013 until
the 31st of May, 2017. Afterwards, we evaluated their performance on the
test set. The resulting training and test accuracies of the combinations chosen
during the model selection process as well as the accuracies of the two classical
benchmark models, ARMA and momentum, are reported in Table 4.3. To
make the comparison easier we also added a row describing the accuracy of
simply holding Bitcoin during the training and test period, i.e. these values
reflect the mean of the Bitcoin trend during these periods.
Looking at these accuracies a few interesting observations can be made:

• The logistic regression performs remarkably well for such a computation-
ally cheap approach, beating the fully-connected neural network as well
as the simple long strategy by a 5 percentage points higher test accuracy.

• Regardless of the implemented dropout rate, the fully-connected neural
network seems to struggle with immense overfitting, as the training ac-
curacy is 100%, but the model is unable to generalise and even beat the
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Model Training accuracy Test accuracy

Logistic regression 0.69 0.57
Fully-connected neural network 1.00 0.52
GRU neural network 0.70 0.62
Convolutional neural network 0.79 0.59

ARMA(2,2) 0.54 0.52
Momentum 0.60 0.62

Long Bitcoin 0.55 0.52

Table 4.3: Training and test accuracies of the combinations selected by the
filter and wrapper approach, the accuracies of the classical meth-
ods, and the accuracy of going long all the time.

long strategy’s test accuracy.

• The GRU neural network and hence, the one relying only on the Bitcoin
return and nothing else, generalises the best and achieves the leading
test accuracy of 62% among all machine learning approaches.

• As a relatively close second the convolutional neural network offers a
cheaper to compute alternative to the more expansive GRU neural net-
work.

• As could have been expected, the univariate ARMA is inadequate in
predicting the Bitcoin return, which is likely a result of its simplicity
and unrealistic assumptions, e.g. that only linear relations exist in the
data and that the volatility is homoskedastic.

• An intriguing surprise is presented by the performance of the momentum
strategy, offering a substitute for the best performing neural network at
a fraction of the computational power needed.

• The excellent performance of the GRU neural network and the mo-
mentum strategy could hint towards the previously mentioned idea that
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additional features do not help in predicting the Bitcoin price and are
thus not relevant price drivers.

The accuracies for the two benchmark feature combinations, autoregressive
and kitchen sink, are shown in Table 4.4 and 4.5 (trained and tested on the
same data as above). They can be viewed as sanity checks to identify whether
adding features to the models actually helps explaining the Bitcoin trend or
whether overfitting occurs when too many features are added. Both checks
seem to be fulfilled. On the one side, the test accuracy actually increases
for all models1 when the best performing features, selected by the expanding
window validation, are added (compare Table 4.3 and 4.4). On the other side,
the training accuracy hits 100% coupled with a lower test accuracy when all
features are included (compare Table 4.3 and 4.5).

Model Training accuracy Test accuracy

Logistic regression 0.65 0.53
Fully-connected neural network 0.91 0.51
GRU neural network 0.70 0.62
Convolutional neural network 0.89 0.49

Table 4.4: Training and test accuracies of the Autoregressive models (the only
feature is the Bitcoin return).

4.2 Strategy Returns

In this section we turn our attention to the returns resulting from each strategy
discussed before and evaluate the performance measures described in the pre-
vious chapter. Table 4.6 reports the daily mean and volatility of these regular
(non-logarithmic) returns on the test set. Here, one can see the effect of
the confidence parameter ω, as implemented in Equation 3.10. Without this
parameter, all models should have a similar relatively high standard deviation

1Except for the GRU model, since it represents the optimal configuration already.
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Model Training accuracy Test accuracy

Logistic regression 1.00 0.52
Fully-connected neural network 1.00 0.48
GRU neural network 1.00 0.49
Convolutional neural network 1.00 0.48

Table 4.5: Training and test accuracies of the kitchen sink models (all features
are incorporated).

because all return series are based on the same underlying asset, do not include
leverage and would be achieved by trading every period. However, ω ensures
that in uncertain periods, where the resulting thresholds (0.5 +ω and 0.5−ω)
are neither exceeded nor undercut, no trading occurs, which intuitively reduces
the strategies’ volatility. Looking at Table 4.6 it can be seen that all algorithms
but the fully-connected neural network exhibit a reasonably low volatility and
high mean return, indicating the successful usage of ω, causing less frequent
trading but higher certainty in their predictions. In contrast, the high volat-
ility of the fully-connected neural network shows that the model traded more
frequently (almost as frequent as the benchmark models), suggesting its sup-
posedly high prediction certainty. Albeit, the meagre mean return proves the
model wrong, which is another piece of evidence for its present overfitting.
Evaluating these returns over time by investing 1 USD at the start of the

test set period, makes a compelling comparison between the models and their
respective strategies easy. To account for the different strategy return volatilit-
ies caused by the confidence parameter ω, we normalise the standard deviation
of every return series to 1% per day. Figure 4.1 illustrates the development of
1 USD invested in the four strategies based on the machine learning algorithms
and the Bitcoin long as a benchmark. As expected from Table 4.3, the GRU
neural network ends up on top, but with the convolutional neural network as
a close second. Even though the accuracies of the other two algorithms were
at least on par with the one from the Bitcoin long strategy, they are unable
to benefit from these accuracies here. This is also a concern for the two “win-
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Model Mean Standard deviation

Logistic regression 0.0030 0.0452
Fully-connected neural network 0.0001 0.0548
GRU neural network 0.0051 0.0308
Convolutional neural network 0.0060 0.0433

ARMA 0.0035 0.0573
Momentum 0.0128 0.0559

Table 4.6: Daily mean and standard deviation of the returns on the test set
for each model.

ning” models, as they are only able to pull away when the Bitcoin price took
a downturn in early 2018.
In Figure 4.2 the same comparison is conducted for the two classical meth-

ods, ARMA and momentum. On the one hand, this plot reveals that the
already intriguing accuracy of the momentum strategy turns into a phenom-
enal return series, beating the Bitcoin long benchmark by a safe distance.
On the other hand, the accrued return of the ARMA model is as previously
expected unable to deliver a performance surpassing the benchmark.
Finally, Figure 4.32 depicts the two best performing models to make the

already apparent difference clearer. Despite the GRU neural network and mo-
mentum having similar accuracies, the momentum strategy is able to outshine
the much more computationally expansive machine learning model by quite a
margin.
A similar observation can be made from Table 4.7, which documents the

Sharpe ratios calculated by Equation (3.12). Unsurprisingly, the momentum
strategy again dominates among all models and the fully-connected neural
network is unable to achieve a Sharpe ratio much greater than zero due to its
small mean return.

2Figure C.1 in the Appendix C illustrates the same strategies with non adjusted returns
as shown in Figure 4.3 to show that not using volatility adjusted returns when plotting
the returns of trading strategies distorts the difference between the models.
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Figure 4.1: Development of the investment of 1 USD for the four machine
learning approaches. Bitcoin price development as a benchmark.

The last performance measure analysed in this work is Jensen’s alpha. Table
4.8 reports the CAPM regression coefficients (see Equations (3.13) and (3.14))
and their respective standard errors (in parentheses) and significance levels.
As expected from the previous results, the GRU and convolutional neural
network along with the momentum strategy achieve remarkable results. All
three have a positive, significant alpha with regards to both, the MSCI World
Index (αMSCI) and the CRIX (αCRIX). Furthermore, their beta with respect
to the global equity market, βMSCI, is insignificant, indicating distinct hedging
potential. Another interesting observation is that the βCRIX is significant for
all machine learning models, implying that at least parts of their return can be
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Figure 4.2: Development of the investment of 1 USD for the two classical
methods, ARMA and momentum. Bitcoin price development as
a benchmark.

explained by this cryptocurrency index, which might cause troubles for these
strategies when the whole cryptocurrency market crashes. This illustrates
another strength of the momentum strategy: there appears to be no linear
relationship between the cryptocurrency market and the strategy, indicating
that profits can likely still be made during a falling market.
Considering Figure 4.3 and Table 4.6, 4.7, and 4.8 a clear winner of this

analysis can be seen: the momentum strategy. Despite it being a rather cheap
to compute model it was able to beat the much more expansive machine learn-
ing models by quite a comfortable margin. Possible reasons for this result are
manifold:

• Whereas the momentum strategy essentially only requires data from the
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Figure 4.3: Development of the investment of 1 USD for the two best per-
forming methods, GRU neural network and momentum. Bitcoin
price development as a benchmark.

lookback period to compute a reliable signal, machine learning algorithms
tend to perform badly when the amount of training data is insufficient.
We suspect that, given enough data, neural networks are able to surpass
such a relatively simple trend following strategy, as the momentum char-
acteristics themselves could be learned and further be optimised from
the data. More data would also empower these algorithms to leverage
possible patterns present in other variables that the momentum strategy
has no access to.

• The existence of significant positive returns of the momentum strategy
hints towards the fact that certain behavioural mechanics exist in the
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Model Sharpe ratio

Logistic regression 1.23
Fully-connected neural network 0.02
GRU neural network 3.13
Convolutional neural network 2.64

ARMA 1.14
Momentum 4.36

Bitcoin long 1.85

Table 4.7: Annualised Sharpe ratios based on the returns for each model and
the daily federal fund rate as risk-free asset.

Bitcoin market3. It is quite likely that a good chunk of these behavioural
tendencies can be perfectly explained by social media data, for example
in the form of a news sentiment analysis. Even though we analysed these
in a separate feature configuration, this examination suffered once again
from the fact that our dataset is rather small. Burdening it with also
making sense of more than 500 added features (the combined headline
vectors), in addition to predicting the Bitcoin trend, simply leads to
extreme overfitting of the training data.

• Owing to the confidence parameter ω, there are periods where the ma-
chine learning algorithms hold cash instead of a long or short position
in Bitcoin. It might be a feasible approach to combine the different
strategies such that the algorithms keep trading using the momentum
signal for these periods of uncertainty. At the very least, holding the
risk-free asset would improve the performance without adding additional
volatility4.

3See the lists on initial underreaction and delayed overreaction in Subsection Trend Fol-
lowing Strategy (Momentum), Chapter 3 for possible explanations for these behavioural
mechanics.

4This is only true in theory, since in reality there is no such thing as a truly risk-free rate. All

69



4.2 Strategy Returns

Model αMSCI βMSCI αCRIX βCRIX

Logistic regression 0.0035 −1.1867∗∗∗ 0.0023 0.1119∗∗

(0.0025) (0.4358) (0.0025) (0.0454)

Fully-connected neural network 0.0004 −0.6680 −0.0007 0.1507∗∗∗

(0.0031) (0.5338) (0.0030) (0.0550)

GRU neural network 0.0052∗∗∗ −0.2793 0.0040∗∗ 0.1911∗∗∗

(0.0017) (0.3001) (0.0016) (0.0294)

Convolutional neural network 0.0063∗∗∗ −0.6231 0.0052∗∗ 0.1465∗∗∗

(0.0024) (0.4209) (0.0024) (0.0432)

ARMA 0.0036 −0.4237 0.0030 0.0798
(0.0032) (0.5585) (0.0032) (0.0580)

Momentum 0.0128∗∗∗ −0.0047 0.0127∗∗∗ 0.0056
(0.0031) (0.5458) (0.0031) (0.0568)

Bitcoin long 0.0051 0.9089 0.0023 0.6211∗∗∗

(0.0032) (0.5550) (0.0026) (0.0465)

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Table 4.8: Alpha (daily) and beta values for each model. The daily federal
fund rate was used as the risk-free asset. Standard errors in par-
enthesis.

• We only validated and tuned a certain limited range of hyperparameters.
Maybe the neural networks we looked at were to shallow and a much
deeper structure5 is required to find patterns that generalise better. Or
in general, other combinations of hyperparameters we did not test, e.g.
a longer lookback period, a different certainty threshold, or a longer or
shorter training time is needed. However, the main obstacle hindering us

available proxies, including the federal funds rate, exhibit additional risks, e.g. overnight
counterparty credit risks. However, analysing the advantages and disadvantages of these
proxies would fill another entire thesis, and thus are ignored in this work.

5The deepness of a neural network describes how many layers and neurons were used.
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from testing for all of these possible combinations is our lack of available
computational power, which could easily be solved by any large research
institution or company.

• To mimic the way a momentum strategy “learns”, i.e. only using the
newest data, our machine learning algorithms could be retrained prior
to predicting every test label using all observations that occurred before.
This would require enormous amounts of processing power, as for every
timestep in the test set new training is necessary. Despite this flaw, this
method is quite applicable in practice, considering that training a neural
network only once a day is not too demanding for professional investors.

Nevertheless, we think that the performance of the GRU and convolutional
neural network is still tremendously good, even if a bit overshadowed by the
momentum strategy.
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Chapter 5

Conclusion

In this thesis we study to which extent modern machine learning algorithms
and classical time series methods are capable of predicting the one-day-ahead
price trend of the popular Bitcoin cryptocurrency. More specifically, we ad-
dress this forecasting task by implementing four machine learning classifiers.
These include the logistic regression model and three neural network architec-
tures, namely the fully-connected-, GRU-, and convolutional neural network.
While the former algorithm belongs to the class of computationally efficient
generalised linear models, the latter three represent state of the art deep learn-
ing methods, able to learn highly nonlinear patterns. We compare their results
with the prediction performances of the classical ARMA model and the trend
following momentum strategy, which are equally popular in their respective
fields of time series econometrics and finance.
Taking into account that an algorithm’s forecasting accuracy inevitably de-

pends on the amount and quality of training data, we analyse a carefully
selected set of 25 features, which we suppose to have predictive power with
regards to the Bitcoin price. These features include blockchain related market
forces of supply and demand, global macroeconomic and financial development
indicators and competing cryptocurrency market price data. Furthermore, we
utilise attractiveness measures like Google Trends and Wikipedia Pageviews
and additionally use natural language processing to create a Google News fea-
ture, which ideally captures the market sentiment concerning Bitcoin.
Due to the great amount of potential feature combinations and tunable hy-

perparameter values we employ a combined filter and wrapper approach to
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identify the optimal model configuration for each algorithm. Our training
period ranges from the 1st of January 2013 to the 31st of May 2017. To avoid
overfitting on the training set we apply 4-fold expanding window validation in-
side the wrapper’s grid-search. In contrast to cross-validation, this validation
approach is suitable for time series data because it considers the data’s inter-
temporal dependencies. The best performing configurations of each algorithm
in the model selection process are then trained on the whole training set and
evaluated on the test set, ranging from the 1st of June 2017 to the 19th of April
2018.
We find that the best GRU setup achieves a remarkable test accuracy of 62%

in predicting the next-day Bitcoin price trend, followed by the convolutional
neural network and logistic regression, which attain 59% and 57%, respectively.
With a training accuracy of 100% but a test accuracy of only 52%, the fully-
connected neural network ranks last and does not generalise well to unseen
data due to overfitting. The ARMA model performs equally poor and thus,
is like the fully-connected network not able to surpass the simple strategy of
going long in Bitcoin, which also yields 52% prediction accuracy. However,
all these results are excelled by the computationally cheap and intriguingly
simple momentum strategy with a lookback of 14 days. It equalises the GRU
network’s test accuracy of 62%, but achieves better performance with regards
to its annualised Sharpe ratio and Jensen’s alpha.
This outcome was a bit unexpected and is particularly remarkable consid-

ering the simplicity of momentum. Although, the observation that the best
GRU configuration includes only the autoregressive Bitcoin return as explan-
atory variable, hints to the possibility of simpler model setups having better
chances in successfully predicting the price trend. Another potential explan-
ation for the relative weak performance of the sophisticated neural networks
compared to momentum might be the lack of sufficiently large training data.
We suspect that, given enough data, neural networks should be able to surpass
simple trend following strategies, as the momentum characteristics themselves
could be learned and more patterns from other variables could be leveraged.
On top of the above results, when reflecting on our work, we are aware
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of certain more or less severe limitations concerning this thesis, which leave
plenty of space for future studies, e.g. as part of a Ph.D. A first and obvious
simplification is the exclusion of any transaction costs, making any reported
returns infeasible to reproduce in the real world. On the one hand, these
transaction costs can be of financial nature, i.e. the ones occurring when
actually buying Bitcoins, like the transaction fee, which is mostly comprised
of the revenue the Bitcoin miners make, the bid-ask spread, or for large orders
the market impact cost (see also Pedersen (2015)). On the other hand, these
costs can also be of more practical nature, e.g. the time it takes for the
transaction to be validated. Theoretically, machine learning algorithms are
able to implement transaction costs into their optimisation problem, but this
would increase the complexity of the task at hand greatly, as a completely
different objective, i.e. the minimisation of trades made, has to be included.
As documented in Kim et al. (2016), we may achieve better results with our

machine learning approaches if we do not predict the one-day-ahead Bitcoin
trend but the trend at a later point in time (e.g. greater forecast horizon).
Whatever the case may be, finding an optimal forecast horizon would add
another tunable parameter to the grid-search, which increases the required
training time.
Furthermore, it might be feasible to use a higher granularity for the input

data, as variables like the Bitcoin price are readily available as tick data.
However, this causes issues for variables unrelated to cryptocurrencies, e.g. the
MSCI World Index or Google News data, as these have either a closing time
or simply do not occur as often. Moreover, working with tick data introduces
a plethora of other problems like handling values ticking at different times
and the question of what to do when no ticks take place. An option that
possibly solves these issues is to change the way data is processed in the models.
We use a method called batch learning, meaning that data is processed in
chunks and reused many times in the training process. In contrast, online
machine learning iterates over the complete dataset only once and uses every
observation independently. This cuts short the training time immensely and
would make using a higher granularity more reasonable.
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Similar to this limitation, one could also include additional features and test
for their predictive power, like the analysis of Twitter data, as done in Matta et
al. (2015), or other macroeconomic indicators. Although, finding and testing
for these determinants could and did fill whole research papers, as discussed
in Chapter 1, Section Related Literature.
Since we only tested two classes of machine learning methods, namely a

generalised linear model (logistic regression) and several neural network archi-
tectures, it might be that other well known algorithms like random forests or
support vector machines are able to better predict the Bitcoin trend. Evidence
for the exceptional performance of a random forest applied to the forecasting
of the Bitcoin trend was found in Amjad and Shah (2017), which could in-
dicate that this algorithm is able to surpass our GRU neural network or the
momentum strategy.
Lastly, one could also introduce a model that averages over the predictions

of previously selected models and thus, tries to get the best out of all worlds.
A method to achieve such an ensemble model is Bayesian model averaging,
described in Hoeting et al. (1999), which also accounts for model uncertainty.
Wright (2008) had considerable success using this method to forecast exchange
rates and Avramov (2002) also observed favourable outcomes when applying
it to the prediction of stock returns.
All in all, we think that future studies should and, given the increasing pop-

ularity of cryptocurrencies, will be conducted with regards to the determinants
and possible predictors of Bitcoin and other coins. Nevertheless, in our opin-
ion the results and interpretations presented in this thesis shed some light on
what drives the returns of the new and exciting asset Bitcoin. They demon-
strate that there exist strategies resulting in substantial positive performances,
opening doors to untapped hedging potential and remarkable returns.
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Appendix

A Hash Function

A.1 Definition

A hash function is a mathematical algorithm that maps input data of variable
size (e.g. a text message) to a fixed-size alphanumeric output value (a hash).
Its use for the blockchain and cryptography in general results from five main
properties:

1. A hash is deterministic given the input data, which means that the
same message will always result in the same hash.

2. A hash is unique, which means that different input data will always
result in different hashes.

3. A hash changes significantly (no visible correlations between old and
new hash), when making only minor alterations to the message

4. A hash is fast to compute.

5. Given a hash, it is infeasible to compute the corresponding message,
except by trying all possible messages (brute-force attack).

A.2 Example

The Bitcoin payment system uses the common SHA-256 (Secure Hash Al-
gorithm). The following hash function example using SHA-256 visualises prop-
erty 3. and 5. of the previous definition. Clearly no relation between both
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hash values can be seen.

SHA-256(“Hello World”)

=d87774ec4a1052afb269355d6151cbd39946d3fe16716ff5bec4a7a631c6a7a8,

SHA-256(“Hello World.”)

=1e67e76d642e07e24a34ec0069212ef437e0b6e11101ed2f64434b5fea35e3fe.
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B List of Feature Combinations used in
Grid-Search

For a comprehensive overview of all 32 feature combinations we assign each
individual predictor a number from 1 to 25.

btc close price = 1 xrp close price = 8 btc miner revenue = 15 msci price = 22
btc open price = 2 ltc close price = 9 btc cost per tx = 16 usd/eur rate = 23
btc high price = 3 btc addresses = 10 btc block size = 17 vix = 24
btc low price = 4 btc tx volume = 11 google trends = 18 google news = 25.
btc volume = 5 btc number tx = 12 wiki views = 19
momentum = 6 btc tx conf time = 13 fed funds rate = 20
eth close price = 7 btc hash rate = 14 gold price = 21

Subsequently, Table B.1 shows a grid, where the rows represent all unique
feature combinations and included features are marked as “x”.
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C Additional Graphics

To show that not using volatility adjusted returns distorts the difference between
the models when plotting the returns of trading strategies, Figure C.1 illus-
trates the same strategies with non adjusted returns as shown in Figure 4.3.
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Figure C.1: Development of the investment of 1 USD into the two best per-
forming methods, GRU neural network and momentum. Bitcoin
price development as a benchmark. Not volatility adjusted.
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