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Abstract

The Effects of Natural Disasters on Stock Returns

by Dominik Arndt & Franz Buchmann

This paper is concerned with estimating the effects of natural hazards on compa-

nies’ daily stock returns. Our main contribution is the novel approach of analyzing

these effects on a company level in consideration of companies’ exposure to natural

hazards. The damages to assets worldwide due to more frequent natural disasters

owing to climate change are substantial. The highest estimate for climate change’s

potential damages to global manageable assets is a staggering amount of $43 tril-

lion. For this reason, it is important to understand the effects of natural hazards

on companies’ stock returns to quantify and manage this substantial risk factor.

The econometric model in the analysis is a static Fixed Effects model. We show

that large (intensity based) earthquakes have a significant, negative effect on a

company’s stock return on the same day. This negative effect increases with the

company’s exposure to the earthquake. The pattern is similar for hurricanes but

the negative effect is not as strong. Additionally, we find a significant, negative ef-

fect for large (fatality based) earthquakes on the return of a company with median

exposure to the event. However, this effect is not increasing with the company’s

exposure to the earthquake. The finding is the same for floods, but the negative

effect is only weakly significant. Conclusively, some large natural hazards seem to

have a negative effect on companies’ returns on the same day. We also find some

evidence that this effect is increasing with companies’ exposure to these events.



Acknowledgements

We want to thank our supervisor Kristjan Jespersen for his guidance throughout

the whole process of writing the thesis. Also, a special thanks to Caleb Gallemore,

who taught us more about natural hazards than we ever imagined before. Without

their relentless support, this thesis would not be the same.

Furthermore, we want to thank our fellow students who provided comments, cri-

tique and confirmation when we doubted our work. Also, special thanks to the

proofreaders of our thesis. We hope that it was not too painful. However, any

mistakes left in the thesis fully remain to us and are in our responsibility.

Last but not least, we want to thank our families and girlfriends who provided

valuable emotional support throughout the up and downs of our thesis journey.

ii



Contents

Abstract i

Acknowledgements ii

List of Figures v

List of Tables vi

Abbreviations vii

1 Introduction 1

2 Literature Review 3

3 Data 9

3.1 Exposure Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

3.1.1 Raw Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

3.1.2 Data Manipulation . . . . . . . . . . . . . . . . . . . . . . . 10

3.1.3 Descriptive Statistics . . . . . . . . . . . . . . . . . . . . . . 13

3.1.4 Limitations and Assumptions . . . . . . . . . . . . . . . . . 17

3.2 Stock Return Data . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

3.2.1 Raw Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

3.2.2 Data Manipulation . . . . . . . . . . . . . . . . . . . . . . . 19

3.2.3 Descriptive Statistics . . . . . . . . . . . . . . . . . . . . . . 20

3.2.4 Limitations and Assumptions . . . . . . . . . . . . . . . . . 24

3.3 Natural Hazard Data . . . . . . . . . . . . . . . . . . . . . . . . . . 25

3.3.1 Earthquake Intensity and Earthquake Fatalities . . . . . . . 25

3.3.2 Flood Area and Flood Death . . . . . . . . . . . . . . . . . 27

3.3.3 Wind Speed . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3.3.4 Data Manipulation . . . . . . . . . . . . . . . . . . . . . . . 30

4 Methodology 31

4.1 Identification of Econometric Framework . . . . . . . . . . . . . . . 31

4.2 Specification of Functional Form . . . . . . . . . . . . . . . . . . . . 34

4.3 Classification of Natural Hazards . . . . . . . . . . . . . . . . . . . 37

iii



Contents iv

4.3.1 Threshold for Earthquake Intensity . . . . . . . . . . . . . . 37

4.3.2 Threshold for Wind Speed . . . . . . . . . . . . . . . . . . . 39

4.3.3 Threshold for Fatality Variables . . . . . . . . . . . . . . . . 41

4.3.4 Threshold for Flood Area Variable . . . . . . . . . . . . . . 42

4.3.5 Descriptive Statistics for Threshold Dummies . . . . . . . . 44

4.4 Construction of Company-Exposure Panel . . . . . . . . . . . . . . 46

5 Results 47

5.1 Visualization of Company-Exposure Panel . . . . . . . . . . . . . . 47

5.2 Results of the Fixed Effect Models . . . . . . . . . . . . . . . . . . 54

5.3 Results of Earthquake Intensity Model . . . . . . . . . . . . . . . . 60

6 Discussion 66

6.1 Diagnostic Tests for Model Quality . . . . . . . . . . . . . . . . . . 66

6.1.1 Linear Relationship between the Independent Variables . . . 67

6.1.2 Test for Family of Models . . . . . . . . . . . . . . . . . . . 69

6.1.3 Serial Correlation in the Error Terms . . . . . . . . . . . . . 71

6.1.4 Heteroskedasticity . . . . . . . . . . . . . . . . . . . . . . . 72

6.2 Limitations and Variable Quality . . . . . . . . . . . . . . . . . . . 77

6.2.1 Choice of Econometric Model . . . . . . . . . . . . . . . . . 79

6.2.2 Index and Time Dependency . . . . . . . . . . . . . . . . . . 81

6.3 Relation to Economic Theory . . . . . . . . . . . . . . . . . . . . . 81

7 Conclusion 84

Appendix 86

Definitions of Regions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

Bibliography 90



List of Figures

3.1 Mean of the 10 biggest clearly identified Countries . . . . . . . . . . 15

3.2 Mean of artificially-created Countries . . . . . . . . . . . . . . . . . 16

3.3 Number of Companies per Year . . . . . . . . . . . . . . . . . . . . 20

3.4 Density Function of Daily Returns . . . . . . . . . . . . . . . . . . . 22

3.5 Time Series of Daily Stock Returns (aggregated) . . . . . . . . . . . 23

3.6 Maximum Earthquake Intensity for all Trading Days between 2000
and 2016 on the Modified Mercalli scale . . . . . . . . . . . . . . . . 26

3.7 Earthquake Intensity for all Trading Days between 2000 and 2016
on the Modified Mercalli scale . . . . . . . . . . . . . . . . . . . . . 27

3.8 Area affected by Flood for all Days between 2000 and 2016 . . . . . 28

3.9 Area affected above 100,000 km2 for all Days between 2000 and 2016 28

3.10 Wind Speed truncated at 64 knots for all Days between 2000 and
2014 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

5.1 Ten Countries with Highest Number of Exposure Observations . . . 48

5.2 Number of Exposure Observations for the US and non-US . . . . . 49

5.3 Scatter Plot of Daily Returns and Exposures . . . . . . . . . . . . . 50

5.4 Boxplots of the Natural Hazard Dummies and Returns . . . . . . . 51

5.5 Scatter Plot of Returns and Earthquake Intensity Levels . . . . . . 60

6.1 Scatter Plot of Fitted Values and Residuals . . . . . . . . . . . . . . 73

v



List of Tables

2.1 Summary Literature Review of Natural Hazard Effects . . . . . . . 7

3.1 Summary Statistics of clearly-identified Countries . . . . . . . . . . 10

3.2 Summary Statistics of defined Regions . . . . . . . . . . . . . . . . 11

3.3 Summary Statistics of undefined Regions . . . . . . . . . . . . . . . 12

3.4 Summary Statistics Exposure Variable . . . . . . . . . . . . . . . . 13

3.5 Countries with overall most Observations . . . . . . . . . . . . . . . 14

3.6 Statistics for clearly identified Countries . . . . . . . . . . . . . . . 14

3.7 Statistics for artificially-created Countries . . . . . . . . . . . . . . 16

3.8 Descriptive Statistics of Daily Stock Returns . . . . . . . . . . . . . 22

4.1 Modified Mercalli Scale (abbreviated) . . . . . . . . . . . . . . . . . 38

4.2 Beaufort Scale . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

4.3 Fatality based Disaster Scale . . . . . . . . . . . . . . . . . . . . . . 42

4.4 Frequency of Events . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.5 Earthquake Fatalities Dummy per Country . . . . . . . . . . . . . . 45

4.6 Wind Speed Dummy per Year . . . . . . . . . . . . . . . . . . . . . 45

4.7 Earthquake Intensity Dummy per Country . . . . . . . . . . . . . . 45

4.8 Flood Area Dummy per Country . . . . . . . . . . . . . . . . . . . 45

5.1 Variables in the Natural Hazards Fixed Effects Regressions . . . . . 53

5.2 Variables in the Earthquake Categories Fixed Effects Regressions . 54

5.3 Fixed Effects Regressions of Natural Hazard Dummies on Returns . 55

5.4 Fixed Effects Regression of Earthquake Categories on Returns . . . 63

6.1 Pairwise Correlation Matrix of the Independent Variables . . . . . . 68

6.2 Fixed Effects Regressions of Natural Hazard Dummies on Returns
(Robust SE) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

6.3 Fixed Effects Regression of Earthquake Categories on Returns (Ro-
bust SE) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

vi



Abbreviations

ARIMA AutoRegressive Integrated Moving Average

BS Beaufort Scale

CAPM Capital Asset Prcing Model

EMEA Europe, the Middle East and Africa

FBDS Fatality Based Disaster Scale

GARCH Generalized AutoRegressive Conditional Heteroskedasticity

GDP Gross Domestic Product

GICS Global Industry Classification Standard

ISIN International Securities Identification Number

KPSS Kwiatkowski Phillips Schmidt Shin

MMIS Modified Mercalli Intensity Scale

NASDAQ National Association of Securities Dealers Automated Quotations

NYSE New York Stock Exchange

OLS Ordinary Least Squares

S&P Standard & Poor’s

UN United Nations

US United States

VIF Variance Inflation Factor

vii



Chapter 1

Introduction

Research has shown that climate change will increase the frequency and magnitude

of natural disasters (Rahmstorf and Coumou (2011), Francis and Vavrus (2012)).

The projected increase in natural disasters and related severe damage to the econ-

omy calls for extensive research in this area. Especially, institutional investors and

risk managers have an interest to know how their portfolio will behave when it

faces a severe natural disaster.

Worthington* and Valadkhani (2004) started the research in the area of natural

hazards on stock prices. They conducted an event study on the aggregated Aus-

tralian stock market and found partly positive and partly negative effects depend-

ing on the type of the natural hazard. Some research followed, but the results were

not consistent and varied depending on country, natural hazard and time horizon,

even though there is a tendency towards a negative impact on stock returns.

Based on the previous research, we state three hypotheses, which we aim to inves-

tigate in this paper:

H1: Large natural hazards have an effect on daily stock returns of the S&P 500

companies between 2000 and 2016.

The hypothesis investigates the topic in a similar fashion as previous research.

However, the methodology is different as most studies use an event study on

1



Introduction 2

aggregated indices, while we use a longitudinal Fixed Effects model on company

level. Our second hypothesis builds the foundation for our contribution to the

recent research gap:

H2: The effect is increasing with the company’s exposure to the large natural

hazard.

This hypothesis builds on an intuitive idea: If a company has a higher exposure to

a natural hazard, one expects a stronger reaction by the stock market. We quan-

tify the exposure by the fraction of sales in the affected country to total sales of

the company. The only paper to our knowledge that also incorporates exposure in

the analysis, models exposure with the location of the headquarter or a subsidiary

(Seetharam (2015)).

Our results show that for some type of natural hazards, large events do have a

negative effect on stock returns and are increasing in the exposure of the com-

pany. We found the clearest effect for earthquakes, while the effects for floods and

hurricanes are partly significant. These results led us to our last hypothesis:

H3: Larger earthquakes have a more negative effect on stock returns. The effect

is increasing with the company’s exposure to the respective earthquake.

We find that the negative effect indeed increases with the magnitude of the earth-

quake and the company’s exposure to it.

The rest of the paper is structured as follows: We start with a literature review

on the effects of natural hazards on stock returns and the usability of geographical

sales data. We continue with data selection and transformation. Afterwards, we

identify our econometric model and specify the functional form of the regression

equation. Thereafter, we explain our results and give an econometric interpreta-

tion of them. The discussion of our results follows, whereby we lie our focus on

testing the model, limitations and relate our results to economic theory. We finish

our paper with a conclusion.



Chapter 2

Literature Review

As already indicated in the introduction, there has been research about the effects

of natural hazards on stock returns. We begin with the literature investigating

the effects of natural hazards on stock returns and then continue with the research

covering geographical sales data. Thereby, we review the prior literature with

two main objectives: Firstly, we want to see whether natural disasters can have

an impact on stock returns. Secondly, we want to investigate the potential valu-

able information geographic sales data can provide, when estimating this impact

empirically.

We begin with the detailed review of two papers. Seetharam (2015) follows the

same idea to combine exposure to a natural hazard with stock returns, but is

significantly different to our paper. He uses the stock data of American firms

between 1980 and 2014 and measures the exposure of a company to a natural

hazard in a state. The author uses the top 122 natural hazards in the United

States, which included a much broader range of natural hazards than our analysis.

Seetharam (2015) models the exposure as a dummy variable that becomes 1 if the

company has its headquarter or a subsidiary in the state where a natural disaster

occurred, which is significantly different from our definition of exposure and does

not take into account the magnitude of the exposure as we do. The author finds

that exposed firms have a significantly lower return than non-exposed ones by

around 0.3% to 0.7% for up to 40 days after the event.

3



Literature Review 4

Another study investigating the effects of natural hazards on stock returns has been

done by Worthington* and Valadkhani (2004). They pioneered this research topic,

but did not include information about the exposure. They investigate the effect

of storms, floods, hurricanes, cyclones, earthquakes, tsunamis and bush fires of 42

natural hazard events on the Australian stock index, the All Ordinary Index from

1982 to 2002. Worthington* and Valadkhani (2004) use an ARIMA model and find

that bush fires have a positive effect on stock returns of a company on the day of the

event and the following days. On the other hand, cyclones and earthquakes have

a small negative effect on the day of the event and a positive and negative effect

respectively five days after. They find no significant relationship between floods

and storms and stock returns. Worthington* and Valadkhani (2004) is significantly

different from our paper since they investigate the effect on a complete index and

not on individual stock returns. The model employed is an ARIMA model and not

a Fixed Effects model and the explored range of natural hazards is much broader

than in our analysis.

There are several other studies investigating the effects of natural hazards on stock

returns. However, these papers usually focus on only one aspect of the possible

effects such as country, industry, volatility or special events. Also, none of these

papers specifies exposure explicitly or quantifies it as we have done in our analysis.

Cao et al. (2015) investigate the effects of natural hazards on the Chinese stock

market, covering the time period between 2006 and 2011, by accounting for two

events in the United States and in China. They conduct an event study on ab-

normal returns and conclude that natural hazards have a significant effect, but

the effect varies significantly across industries. Furthermore, they find that events

outside of China have a smaller impact on Chinese stock returns than events in

China itself.

Wang and Kutan (2013) compare the effects of natural hazards on the stock prices

in Japan and the United States. They consider 220 natural disasters in the US

and Japan from 1989 to 2011. They employ a GARCH model, and their findings

show that the Japanese and American composite stock markets show no significant



Literature Review 5

negative effects. However, there are significant losses for the American insurance

sector, while the Japanese insurance sector benefits from natural hazards1. Fur-

thermore, the volatility increases for all indices except the composite Japanese

stock market.

Worthington and Valadkhani (2005) explore the effects of natural, industrial and

terrorist disasters on the Australian stock market between 1995 and 2003. The

natural disasters comprise two events, the 1999 hailstorm in Sydney and the bush-

fires between October 2002 and February 2003. The conducted ARMA model

indicates only a significant effect for the materials sector. The effect is positive for

the first event, while it is negative for the second one.

Overall, the effect of natural hazards on stock returns seems to be challenging to

investigate, but there is a tendency towards finding a negative effect. So far and

to our best knowledge, most of the papers have considered the effects of natural

hazards on an aggregate index, while our analysis is on a company level. However,

as Ferreira and Karali (2015) pointed out, a stock index is likely to contain winners

and losers of the event and it is possible that the winners and losers cancel each

other out. In particular, there has been an ongoing debate whether the insurance

industry gains or loses from a natural hazard.

In their analysis, Shelor et al. (1992) found that insurance companies actually

benefit from a natural hazard. Even though the claim seems to be counter-intuitive

since insurance companies have to pay the claims of policyholders, they argue that

the insurance companies can negotiate higher premiums and face more demand in

the future. According to their theory2, these higher premiums are also offsetting

higher premiums to the reinsurance companies. In particular, Shelor et al. (1992)

investigated the Loma Pierta earthquake 1989 in California with an event study

on abnormal returns. They show a positive significant effect on the firm value of

insurance companies. The effect is especially pronounced if most damage caused

by the natural hazard is uninsured, as the positive effects remain, while no claims

have to be paid. Aiuppa et al. (1993) also investigated the Loma Pierta earthquake

1We will elaborate on the discussion for the effects in the insurance sector later on
2The theory is now accordingly called ”Gains from Losses”
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and found similar results, even though a slightly different methodology and data

set was used. However, there is also evidence for negative stock returns of insurers

due to a natural hazard. Lamb (1995) investigated the stock returns of insurers

after hurricane ’Andrew’ and found significant negative effects after the event.

Cagle (1996) conducted a similar study and found comparable results for insurers

following hurricane Hugo. However, it remains unclear how a natural disaster

affects returns of the insurance sector. A similar gaining from loss theory is also

possible for other industries, implying that it might be difficult to find an effect

on industry level.

As we will later especially elaborate more on the effects of earthquakes, previous

research about their effects on stock returns is of particular interest:

Ferreira and Karali (2015) investigate the effects of 24 earthquakes between 1994

and 2011 on 35 financial markets. They employ a GARCH model and find no

significant effects on stock returns except for the Malaysian market. However,

they state that possibly winners and loosers even out since they investigate the

aggregated market. They only find an increase in volatility in the Japanese market

following an earthquake.

Scholtens and Voorhorst (2013) find contrary results to Ferreira and Karali (2015),

in part due to a different methodology. Scholtens and Voorhorst (2013) investigate

the effects of more than 100 earthquakes on domestic financial markets for the

period from 1973 to 2011, while Ferreira and Karali (2015) investigate the effect

on all financial markets. They find significant negative effects, which increased

from the 1970s til today. Furthermore, they find no significant differences in the

reaction to an earthquakes with regards to its magnitude and wealth of the affected

country. It seems difficult to measure the effect of a specific natural hazard, as

winners and losers might cancel out. Loayza et al. (2012) show that the effect

of natural hazards depend on the company’s industry. However, we believe that

taking into account the company’s exposure to a natural hazard will increase

the quality of the model. Therefore, we continue to review prior research about

geographic sales data. By analyzing the existing literature, we want to show that

geographical sales data contains valuable information and can be used to evaluate
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economic questions. Table 2.1 provides an overview over the literature that we

reviewed so far.

Table 2.1: Summary Literature Review of Natural Hazard Effects

Study Data Methodology Natural Dis-
aster

Relationship

Seetharam
(2015)

US 1980-2014 Event Study Various Negative

Worthington*
and Valad-
khani (2004)

Australia
1982-2002

ARIMA Various Negative

Cao et al.
(2015)

China & US
2006-2011

Event Study Snow & tropi-
cal storm

Industry De-
pendent

Wang and
Kutan (2013)

US & Japan
1989-2011

GARCH Various Country De-
pendent

Worthington
and Valad-
khani (2005)

Australia
1993-2005

ARMA Hailstorm &
Bush Fire

Industry De-
pendent

Shelor et al.
(1992)

US Insurance Event Study 1989 Loma
Pierta earth-
quake

Positive

Aiuppa et al.
(1993)

US Insurance Event Study
(Industry Ad-
justed)

1989 Loma
Pierta earth-
quake

Positive

Lamb (1995) US Insurance Event Study Hurricane
Andrew

Negative

Cagle (1996) US Insurance Event Study Hurricane
Hugo

Negative

Ferreira and
Karali (2015)

35 finan-
cial markets
1994-2011

GARCH Earthquakes None

Scholtens and
Voorhorst
(2013)

Domestic
financial
markets
1973-2011

Event Study Earthquakes Negative
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Li et al. (2014), Balakrishnan et al. (1990), Roberts (1989) use the geographical

accounting data and combine them with macro forecasts of the specific countries

to produce superior forecasts on company level. Interestingly, there is evidence

that this connection also works the opposite way, i.e. the GDP can be predicted

more precisely from aggregated company earnings (Konchitchki and Patatoukas

(2014)).

Another way to use geographical accounting data is to generate abnormal returns

for investors. Huang (2015) finds that combining foreign sales data with the in-

dustry return in that country improves the forecasts of the whole company and a

superior trading strategy can be implemented based on these forecasts. Similarly,

Nguyen (2012) combines geographic sales data with the aggregated stock index

return of the previous month to predict the stock return for the following month

and generates abnormal returns.

From the review, it has become clear that geographical accounting data contains

valuable information, even though most sell-side analysts usually only use line-

of-business data (Behn et al. (2002)). Therefore, we believe that the quality of

geographical accounting data in general is suited to find an effect of natural haz-

ards on stock prices. There has been a huge debate about the effects of natural

hazards on the economy in general. As we have analyzed, finding consistent results

for the effects of natural hazards on an index or industry level has been challeng-

ing. Hence, our paper aims at filling the identified gaps in the literature. We

take a different econometric approach by linking the exposure of a company to

certain natural disaster events. Even though some papers implicitly take a similar

approach by only looking at the domestic markets, where exposure is usually the

highest, no paper has specifically quantified the exposure yet. In theory, our ap-

proach should yield more accurate results, since companies with a higher exposure

should have lower returns than companies with lower exposure all else being equal.

Therefore, our main contribution is to identify empirically the relationship be-

tween exposure of a company and natural hazards. Besides, we will develop an

econometric model that investigates the relationship between the magnitude of an

earthquake and the exposed company.



Chapter 3

Data

This paper aims to explain stock returns with the exposure of firms to natural

hazards. To estimate an effect, the data needs to be in the following format: For

each company, the exposure to a specific natural hazard and the company’s return

on the given trading days are required. Therefore, the required data consists of

three parts: exposure, stock returns and natural hazards. The stock data contains

the returns for each company on a trading day. The exposure data contains the

share of sales for each country and year. We will combine the data to get the

company-exposure data as described later in Section 4.4.

3.1 Exposure Data

The goal of the exposure data set is to link the exposure of each company in every

year to every country, the company operates in.

3.1.1 Raw Data

The raw data is retrieved from the Compustat database. The data includes all

companies that were constituents of the S&P 500 from 2000 to 2016. For each

company and year, the data set contains information about the sales. The sales

9
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are given for each region the company operates in. Unfortunately, there is no

consistent way across companies to report regions, so definitions differ. However,

we will deal with this as described later. Additionally, the data has information

about total sales of the companies and not only for the regions. From the infor-

mation above, we calculated the share of sales, which is our definition of exposure

per country. Furthermore, the data contains information about the industry code

of the company. In total, the data has almost 21,000 observations with 720 com-

panies in total, reporting almost 500 different regions. In the next section, we

describe how we split up the regions into specific countries.

3.1.2 Data Manipulation

Since the data for the natural hazard is on country level, the exposure data should

also be on country level. However, firms report their sales and assets inconsistently

and also across regions. Fortunately, a little more than half (11600 observations)

of the data set is already reported on country level, so no further adjustments for

these observations is needed.

Table 3.1: Summary Statistics of clearly-identified Countries

Country Observations Total Sales Average Sales

United States 5738 66662954 11618
Canada 1131 1795934 1588
United Kingdom 753 1451922 1928
Japan 643 973438 1514
China 377 631908 1676
Germany 348 717858 2063
Mexico 251 191826 764
Brazil 203 252813 1245
Australia 202 153086 758
France 183 281341 1537

Clearly identified countries means where the company reports, e.g.:
Sales in the United States 1$ billion

Since the data contains only S&P 500 companies, it comes at no surprise that the

United States are by far the most important country clearly stated in the annual
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report1. Additionally, almost all S&P 500 companies report the United States

explicitly and not as part of a region. However, the total impact of the United

States will be smaller as we will now split up the regions since these regions usually

do not contain the United States.

In total, there are 29 specific regions in the data set, which are mostly conti-

nents or parts of continents (e.g. Western Europe). Additionally, there are some

combinations of continents such as Europe, the Middle East and Africa (EMEA)

or differently defined groups like the European Union2. In total, there are 4,500

entries, which are consistent with our definition of regions

Table 3.2: Summary Statistics of defined Regions

Region Observations Total Sales Average Sales

Europe 1469 4389301 2988
Asia Pacific 741 1004811 1356
EMEA 402 1246309 3100
Asia 385 826938 2148
North America 371 2134641 5754
Latin America 357 405982 1137
Americas 234 1154891 4935
Pacific Rim 74 321228 4341
Africa Middle East 71 136872 1928
United States and Canada 71 1231138 17340

Table 3.2 is as expected. Europe is the most important trading partner of the

United States and has therefore the highest volume. Even though Asia increased

its economic output substantially in recent years, it has not reached yet the volume

of Europe. Additionally, trade with the region Americas in general is of high

volumes3, which intuitively makes sense due to the geographical closeness.

Until now, all clearly defined countries and regions were identified. The remaining

entries are unidentified and summarized in Table 3.3.

1Note, that all numbers are not adjusted for inflation or any other factor.
2The definitions of the regions are found in appendix 7
3We will discuss this in more detail in the section ”Descriptive Statistics”
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Table 3.3: Summary Statistics of undefined Regions

Regions Observations Total Sales Average Sales

International 727 4345813 5978
Other 717 1941517 2708
Other Foreign 426 1282291 3010
Foreign 345 675656 1958
Other Countries 212 1728594 8154
Other International 194 740637 3818
All Other 173 473453 2737
Other Americas 167 77114 462
Other Foreign Countries 123 437958 3561
Rest of World 112 302968 2705

From Table 3.3, it becomes clear that these regions do not contain any valuable

information about the location of companies’ exposure. Therefore, we will discard

these observations. In total, roughly 5,000 observations are discarded.

The next step is to split up the regions to the country level. Unfortunately, there

is no standard process to do this without drawbacks. Several other authors (Bal-

akrishnan et al. (1990), Roberts (1989), Li et al. (2014)), facing similar problems,

split up the regions by GDP weights. This approach takes all countries for a region

and their respective GDPs. The weights are calculated as the share of GDP of the

country to the total GDP of the region. Our algorithm detects if a region contains

a country where already explicit information about the country is stated in the

annual report. The algorithm excludes these countries and their GDP from the

splitting process, so the region’s GDP is not distorted. However, the algorithm

does not detect if a country is included in the definition of two regions4. For-

tunately, this problem is rarely the case, but we exclude the 2,000 observations,

where this is the case. We mark every observations that was created with our

splitting algorithm, with a dummy variable that becomes 1. If the country was

directly reported by the company, the dummy becomes 0. Obviously, this proce-

dure imposes a significant assumption on our models. We will further elaborate

on this assumption in the section ”Limitations and Assumptions”. We retrieve

4For example: The United States are in the regions Northern America and the Americas
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the GDP data from the UN. The GDP is in current prices5. Additionally, we

need definitions for the specific regions. Hence, we use the UN definitions for the

specific regions6.

3.1.3 Descriptive Statistics

In this subsection, some summary statistics are presented to give the reader an

understanding of the exposure data. The data set contains almost 200,000 ob-

servations in total, but most of the observations were created by our algorithm7

(roughly 185,000 observations), while the raw data set contained roughly 21,000

observations.

Table 3.4: Summary Statistics Exposure Variable

Statistic N Mean St. Dev. Min Max

Share of Sales 196,107 0.028 0.129 0.00000 1.000

Table 3.4 represents the summary statistics of our exposure variable. The mean ap-

pears to be low, which however might be driven by the great amount of artificially-

created observations. These observations have a fairly low mean as we will see in

our further analysis. The standard deviation is also high, because of the obser-

vations in the United States, which we expect to be rather high compared to the

mean. In the next paragraph, the attention is shifted to the different exposures to

different countries.

Table 3.5 displays some basic statistics for the countries where we have overall

the most observations available. It comes as no surprise that we have the most

observations for the United States since we only look at S&P 500 companies. The

same logic applies to the mean, which is significantly higher than for every other

country. The rest of the countries are all belonging to the region ”Europe”. On

5 The data was downloaded from the World Bank Database
6See Appendix 7 for the exact definitions and further information
7The splitting of regions increases the number of observations since one region (e.g. Europe)

gets split up into multiple countries (e.g., for Europe, 30 countries)

https://unstats.un.org/unsd/snaama/dnllist.asp
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Table 3.5: Countries with overall most Observations

Country Observations Mean Number Artificial Dummies

United States 6310 0.677 634
United Kingdom 2672 0.047 1920
Germany 2327 0.044 1979
France 2175 0.03 1992
Italy 2120 0.024 1993
Spain 2089 0.016 1993
Netherlands 2076 0.012 1992
Russia 2075 0.014 2038
Norway 2045 0.006 1984
Switzerland 2044 0.008 1993

top, the similar amount of ”Number of Artificial Dummies” indicates that most of

the observations were created by our algorithm. Since there is higher uncertainty

about the artificially-created exposures, we will divide the section now further

into the subsets of data: Data set 1, where the exposure is known, and data set

2, where the exposure was calculated by our algorithm.

Table 3.6: Statistics for clearly identified Countries

Country Observations Mean

United States 5676 0.7
Canada 1059 0.079
United Kingdom 752 0.09
Japan 614 0.103
China 373 0.143
Germany 348 0.084
Mexico 233 0.049
Brazil 203 0.087
France 183 0.045
Australia 158 0.056

The sub data with explicitly known exposure is described first. Table 3.6 shows

most observations are from the United States followed by their biggest and closest

trading partners. Interestingly, China has a relatively high share of sales. The

mean share of sales for the Non-US countries is hovering between 5% and 10 %

with observations ranging from 150 to 1,000. However, the summary statistic does
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Figure 3.1: Mean of the 10 biggest clearly identified Countries

not include information about how the mean behaved for the different countries

over time.

Figure 3.1 tracks the mean of share of sales for the 10 biggest countries over time.

We can see that the United States had a slightly negative trend over time, but

picked up. Furthermore, China increased its share steadily until 2010, but hovered

around this level since then. Germany almost doubled its share from 2015 to 2016

like most other countries as well. This might be due to the fact that companies

started to report Germany as an individual country. Therefore, Germany was

included in the explicitly known data set rather than in the unknown sample,

where it would have been part of the region ”Europe”. However, it seems likely

that the changes were due to changes in reporting standards rather than trading

patterns. Interestingly, the trade patterns for the artificially-created observations

look different.

Table 3.7 shows the countries with the most observations created from our al-

gorithm. As indicated before, Europe has the most observations and therefore
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Table 3.7: Statistics for artificially-created Countries

Country Observations Mean

Russia 2038 0.013
Austria 1993 0.004
Belgium 1993 0.005
Denmark 1993 0.003
Finland 1993 0.003
Italy 1993 0.023
Portugal 1993 0.002
Spain 1993 0.014
Sweden 1993 0.005
Switzerland 1993 0.006

European countries are the most important ones. Russia is also included in the

region ”Pacific Rim” and therefore has the most observations in this sample. It

also makes sense that the United States is not in this table since almost all com-

panies report sales in the United States explicitly. However, the means are much

lower than in the explicitly known exposure sub data set, hovering between 2.3%

and 0.3%.
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Figure 3.2: Mean of artificially-created Countries
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Figure 3.2 tracks the mean of share of sales from 2000 to 2016. Even though the

volatility for Italy, Spain and Russia seems high, the absolute magnitude is high,

as already noted before. The main driver for the volatility might be changes in

GDP as regions get split up by GDP weights.

3.1.4 Limitations and Assumptions

The most important limitation that the exposure data imposes on our analysis, is

splitting up regions by GDP weights. The split up implies that the company’s sales

are distributed across the region like the GDP of the respective countries. In the

individual case this will almost never be the case, but on average our assumption

seems fair and no bias should be introduced to our data set. In addition, the high

number of observations helps to reduce the variance according to the law of large

numbers. However, the low absolute magnitude of exposures and a potentially still

relatively high variance will make it difficult to find an effect for the artificially-

created observations.

Additionally, we make implicitly the assumption that the market does not know

more about the distribution of sales than stated in the annual reports. It seems

possible that investors know in some cases more about the companies’ distribution

of sales of a company than stated in the annual report. The management might

have given these information during investor’s call, presentations or on their web-

site, which would not be represented in our data set accordingly. Given a better

information basis, the investors could potentially justify a stronger or weaker re-

action (in terms of selling/buying the shares) a natural hazard than predicted by

our model. A similar effect could occur if the investor exactly knows how the

company is affected by a natural hazard. However, the investors might know how

much damage has been caused to the specific company due to news reports or

reports from the company. Nevertheless, it seems reasonable to assume that this

is rarely the case on the same day, which is the focus of our analysis.
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Furthermore, geographical sales are also to some degree subjective (Li et al.

(2014)). The company can often decide in which country sales are reported through

choices given by accounting standards. This method is often used for sales gener-

ated on the internet or through licensing deals. However, we believe that the sales

data is on average fairly accurate and that the huge amount of data will reduce

the variance of this measurement error. We will continue our analysis with the

introduction of the stock returns data set.

3.2 Stock Return Data

This section is concerned with the stock return data set. Since daily stock returns

will be the dependent variable of interest in the later analysis, the goal of this

section is to set up a data set linking the daily returns to the specific companies

of the S&P 500 index.

3.2.1 Raw Data

To construct the data set of daily stock returns of all the S&P 500 companies

from 2000 to 2016, the Compustat North America and Bloomberg databases are

used. Instead of picking the latest S&P 500 constituents and then tracking the

daily returns of only these companies back over the last 17 years, this paper sets

up a dynamic data set reflecting the way the S&P 500 is constructed. The main

purpose of the index is to act as a proxy for the US equity market by measuring

the large cap segment. On a regular basis a committee at Standard and Poor’s

decides about the constituents of the index based on a set of criteria out of all large

cap companies listed either on the NASDAQ or NYSE. Therefore, the components

change dynamically over the year with companies entering and others dropping

out.

For the stock return data set, the International Securities Identification Number

(ISIN) for every constituent of the S&P 500 gets extracted from Bloomberg for
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each year. If a company enters or leaves the index during the year it nevertheless

gets tracked over the whole year to avoid a selection bias. This also means, that

there might be more than 500 companies included in every specific year. In the

second step, the dynamic ISIN list is used to download the daily stock prices

alongside various other variables per company and year from Compustat North

America. These 17 data sets were merged in a last step to yield the daily stock

price panel for the dynamic S&P 500 constituents over the last 17 years.

3.2.2 Data Manipulation

Before the daily (continuously compounded) returns per company can be calcu-

lated, a further adjustment of the price data is needed. The closing price variable

(PRCCD) obtained from Compustat North America is unadjusted for corporate

actions, leading to the potential problem of inconsistencies across companies. The

daily stock price of a company can change just because of corporate financial ac-

tions affecting its market capitalization and not only because of the pricing in of

new information available to the market. If the raw price returns are used in the

analysis, this may introduce a bias in the computed effects of natural hazards on

stock returns. Therefore, the total daily return should be a more suitable metric

to assess these affects. To calculate the total daily return two additional variables

are needed to adjust the closing price.

Daily adjusted prices can be calculated using the already mentioned ”PRCCD”,

the ”Adjustment Factor (Issue)-Cumulative by Ex-Date” (AJEXDI) and the ”Daily

Total Return Factor” (TRFD) variables. The AJEXDI variable represents a ratio

which enables to adjust per-share data for all stock splits and stock dividends that

occur subsequent to the end of a given period. The TRFD variable adjusts for

cash equivalent distributions along with reinvestment of dividends and the com-

pounding effect of dividends paid on reinvested dividends. The adjusted price is

then given by the following formula:

PRRCDt

AJEXDIt
∗ TRFDt = Adj.Pricet
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The daily continuously compounded total returns per company can then be cal-

culated with the standard formula:

ln(
Adj.Pricet
Adj.Pricet−1

) = returnt

3.2.3 Descriptive Statistics

After the construction of the daily return data set, this section now deals with

examining the data to get a better understanding of the stock return data. First,

a figure depicting the number of different companies per year in our sample is

shown.
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Figure 3.3: Number of Companies per Year

It can be seen in Figure 3.3 that the dynamic sample consists of more than 500

individual companies per year and the fluctuations across years are not varying

much. On top, the sample consists of 872 unique firms across all 11 sectors and 24

industry groups according to the Global Industry Classification Standard (GICS).

Hence, the dynamic sample yields significantly more information to work with
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than just staticly tracking back the current S&P 500 constituents would have.

Also, since data across all sectors and industry groups is included, the results are

unlikely to be biased because of a selection bias.

Another point worth investigating is the distribution of individual daily stock

returns. Many of the most popular financial models like the CAPM (Sharpe

(1964)) or the Black-Scholes’ option pricing model (Black and Scholes (1973))

depend critically on the normality assumption. However, empirically observed

stock returns are often not following a normal distribution. The reason is mostly

due to heavy tails and many alternative distributions have been suggested like the

Student’s t-distribution.

In this sample there are a lot of arguments against the hypothesis that the daily

individual stock returns follow a normal distribution. Firstly, prior research finding

deviations from the normal distribution mostly looked at stock indexes like the

aggregated S&P 500 index. Individual outliers do not influence the overall daily

aggregated return by much and therefore the distribution of index returns has less

extreme values. If heavy tails are observed on an aggregated level, the problem will

be even more severe in this sample. Secondly, the daily returns of the companies

are not completely independent of each other. All companies belong to the large

cap US equity market and are therefore to some extent affected by exogenous

shocks to this market. Thirdly, the time horizon of this paper covers major crises

like the bursting of the Dotcom-bubble in March 2000, the Financial Crisis of

2007-2008 and the European Debt Crisis. Since these crises caused extreme daily

losses, our time horizon will most likely have more heavy tails than suggested by

the normal distribution.

All of this indicates that there is not much merit in extensively investigating if the

daily stock returns follow a normal distribution. Only the density function and

some brief comments are displayed here, since determining which distribution fits

the observed returns best is out of the scope of this paper.

Figure 3.4 shows that the distribution of returns peaks very close to 0 at 0.001.

When comparing the daily standard deviation with prior research using indexes
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Figure 3.4: Density Function of Daily Returns

(and a different time period) like Peiró (1994), the value of the standard deviation

is more than twice as big as in our sample. This observation supports the above

hypothesis of more individual outliers and a more volatile time horizon in our

sample. Also, Figure 3.4 seems to be a bit positively skewed, indicating that the

right tail is heavier than the normal distribution suggests.

Table 3.8: Descriptive Statistics of Daily Stock Returns

Statistic N Mean St. Dev. Min Max

Returns 1,960,218 0.001 0.026 −0.942 0.987

Unfortunately, from the figure alone the heaviness of the tails can not be inspected

and hence a descriptive comparison is used. In a normal distribution, 99.7% of the

values should be within three standard deviations from the mean but in our sample

only 98.5% of the values lie within this range. This comparison also supports the

arguments made above and descriptively describes the extent of heavy tails in the

daily stock returns distribution.
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Figure 3.5: Time Series of Daily Stock Returns (aggregated)

Figure 3.5 shows the individual stock returns over time. The first thing worth

noting is that the pattern is in line with historical events. Spikes appear to be

considerably more frequent during the earlier mentioned crises. Another important

point to discuss is if the daily returns time series is stationary. If it is not stationary,

the results in the further analysis may be spurious meaning that they indicate a

causal relationship between two (non-stationary) variables where there is none.

Also, the model choice depends on this property.

There seems to be no deterministic trend in the daily return series over time as

indicated by the stable red linear trend line in Figure 3.5, which is good news.

Although, the variance might be dependent on time since it appears to change

over time. Therefore, only a visual inspection is not enough and two tests for

stationarity are carried out. We perform the Augmented Dickey Fuller test with

the null hypothesis of non stationarity. The null hypothesis gets rejected on the 1%

significance level hinting towards the daily returns time series being stationary. To

confirm the result, the KPSS test with the reversed null hypothesis of stationarity

is conducted. Hence, the assumption of stationarity gets only rejected in the KPSS
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test, if the evidence against it is strong. The result of the test is a p-value of 0.1 so

the null hypothesis cannot be rejected at a 5% significance level. Therefore, both

stationarity tests indicate that the daily returns time series is stationary.

3.2.4 Limitations and Assumptions

Since all constituents of the S&P 500 are large publicly listed companies, the

quality of the price data obtained from Compustat North America is in general of

high quality without many missing values. Therefore, data limitations are mainly

due to assumptions and choices previously made.

The first small limitation is the choice of tracking a dynamic sample instead of a

static one. Allowing companies to exit and enter over time poses a challenge for

how to handle the companies who reenter the S&P 500 after they have dropped out

at an earlier point of time from the data set. For these companies it is not possibly

to calculate the return for the day when they reentered the panel, since the price

data from the previous business day is not included. We identify these companies

by designing an algorithm tracking the time difference in days between today and

the previous observation for every company. The longest time the New York Stock

Exchange was closed in our sample period is after the terrorist attacks of 9/11.

Hence, every observation with a bigger lag was reentering the panel. Luckily, we

find only 25 companies reentering the panel and only have 25 return observations

not available. This is a very minor number compared to the total amount of nearly

2 Million observations and like previously shown this choice significantly increases

the information available, so it seems to be a feasible trade-off.

The second limitation is due to the choice of calculating total returns instead of

simple price returns. While data quality is high for the price variable, the two

adjustments variables ”AJEXDI” and ”TRFD” are not available for all observa-

tions. This makes it impossible to calculate the total return on that business day

for the respective company. However, since the missing values do not seem to be

systematic and the sample still nearly has 2 Million observations after controlling



Data 25

for these missing values, neither selection bias nor attrition seem to be a major

concern. Also, the two adjustment variables might introduce some outliers. On

the business day the returns get adjusted for financial actions, the changes in total

returns can be quite severe since the effect does not get smoothed like it would

be with monthly returns. Only 2,000 observations of daily total returns in the

whole sample exceed the absolute value of 20%, hence limiting this potential bias.

Also, a visual investigation of the biggest outliers in the sample does not suggest

that these are mainly total returns on adjustment days. For example, the two

largest negative outliers are true events with the bankruptcy of Lehman Brothers

in September 2008 and the accounting scandal of MCI Inc in July 2002. On top, to

distort the results in the econometric analysis these adjustments have to happen

on the same day when a natural disaster happens. This illustrates the argument

that the distorting effect is at best very minor if existing at all.

3.3 Natural Hazard Data

This section describes the natural hazard data set. Firstly, the definitions and

sources are outlined. Afterwards, we transfer the data from a daily basis to a

trading day basis, so we can merge them later with the stock return data. The

goal is to have the data in the following format: For every country, natural hazards

have to be stated on a trading day basis. We will later transform the natural hazard

data points into dummy variables, as described in Section 4.3.

3.3.1 Earthquake Intensity and Earthquake Fatalities

The earthquake intensity and earthquake fatality data is retrieved from the Na-

tional Geophysical Data Center / World Data Service (2018). The data set con-

tains the intensity and fatalities of all earthquakes in every country on a daily basis.

Note, that the intensity is not given in the famous Richter magnitude scale, but

in the Modified Mercalli intensity scale, which incorporates the economic damage
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done. We will further elaborate on this in Subsection 4.3.1. Since the intensity of

a Modified Mercalli scale and also the fatalities of an earthquake are quite easy to

measure, we expect our data to be of good quality. Also, the fact that the Modified

Mercalli scale includes the economic damage, might make it a better proxy for the

impact on a company.

Figure 3.6 shows the maximum intensity of earthquakes from 2000 to 2016. One

can see that the frequency of earthquakes is low since by far most observations are

zeros. In total, there are 71 events in our data set for earthquakes with a minimum

intensity of 3. Earthquakes appear to be infrequent, but it is unclear what the

median and quantiles were over time.
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Figure 3.6: Maximum Earthquake Intensity for all Trading Days between 2000
and 2016 on the Modified Mercalli scale

Figure 3.7 shows that the median over time is stable with the exception of 2006.

This also makes intuitively sense since earthquakes should not be affected by cli-

mate change or other environmental factors as the other natural hazards. The

variance is relatively high, which can be explained by the low number of earth-

quake observations.
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Figure 3.7: Earthquake Intensity for all Trading Days between 2000 and 2016
on the Modified Mercalli scale

The picture is very similar for the earthquake fatalities as they are rare and stable

over time.

3.3.2 Flood Area and Flood Death

The data for major flood is retrieved from the Darthmouth Flood Observatory

(2018). The data set contains area affected and fatalities because of a major

flood. The data is on a daily basis and on country level.

Unfortunately, the Darthmouth Flood Observatory has different sources, which

have a varying reliability. It derives its data from ”news, governmental, instru-

mental, and remote sensing sources”. While governmental, instrumental, and

remote sensing sources should be of high data quality, the data quality is expected

to be lower for news. Nevertheless, we expect the news data to be a fairly good

indicator for the floods’ magnitude, even though the numbers might be affected

by a small measurement error.
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Figure 3.8: Area affected by Flood for all Days between 2000 and 2016
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Figure 3.9: Area affected above 100,000 km2 for all Days between 2000 and
2016
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Figure 3.8 shows that floods happen much more frequently than earthquakes.

However, one has to keep in mind that small floods will cause only relatively small

damages and therefore the impact on stock returns is limited. The next Figure

3.9 indicates the box plots for all events where the area affected by a flood was

greater than 100,000 km2.

The medians and outliers are relatively constant over time with the exception of

2000-2002. However, research has shown that in the future extreme weather events

will become more frequent due to climate change (Francis and Vavrus (2012),

Rahmstorf and Coumou (2011)).

3.3.3 Wind Speed
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Figure 3.10: Wind Speed truncated at 64 knots for all Days between 2000
and 2014

The source of the wind data is the Schreck, Carl & National Center for Atmospheric

Research Staff (2018). The raw data contains the maximal wind speed in a country

for a given day. The data has been endorsed by the the World Meteorological
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Organization Tropical Cyclone Programme. Therefore, we expect data quality to

be high. However, the data is only available until the year 2014.

The Figure 3.10 tracks the maximum wind speed for all days from 2000 and 2014.

The figure is truncated at 64 knots, to show only the days with major events. A

wind speed below 64 knots is usually considered to only cause minor damages. One

can see from the Figure 3.10 that the number of events is only moderate given the

high number of days. Furthermore, it seems that the events are relatively constant

over time and no trend is apparent.

3.3.4 Data Manipulation

We merged the data for all different natural hazards into one data set. The

hazard data currently tracks natural hazards for every country on a daily basis.

However, the data needs to be transferred to a trading day basis, so it can be

joined with the stock return data. Usually trading is paused on weekends and

public holidays, but natural hazards might occur on these days. So the earliest

the new information can be priced in, is the next trading day. As a result, we

have to aggregate all non-trading days with the corresponding next trading day,

so our dependent and independent variables have the same frequency. It should

be mentioned that our dependent variable determines the frequency and hence we

aggregate the natural hazard data to a trading day basis. Therefore, we take the

sum over all non-trading days until and including the next trading day for the

variables ”Flood Fatalities” and ”Earthquake Fatalities” and the maximum for

all other natural hazard variables. The natural hazard data set has now almost

800,000 observations.
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Methodology

The goal of this chapter is to develop an econometric model capturing the true sig-

nals of natural hazards on stock returns and providing a low dimensional summary

of the data set. We will begin with identifying an appropriate econometric frame-

work, suited to analyze the data set and examine our hypotheses. Afterwards, we

will move on to build a specific model within this framework. This specific model

will then be used in Chapter 5 to estimate a fitted model, which is the closest to

our data. The rest of the chapter will then deal with the data transformations

needed to be able to fit the proposed model within the econometric framework.

4.1 Identification of Econometric Framework

The choice of the econometric framework highly depends on the shape of the data

set and the research question asked. We want to estimate the effects of natural

hazards on the daily stock returns of the dynamic S&P 500 sample in the period

from 2000 to 2016. Please note, that the scope of this paper is limited to the

instantaneous effects of natural disasters on company’s stock returns. Therefore,

we want to estimate a static model only including variable values from the same

day. Hence, we do not estimate a dynamic model incorporating lagged dependent

31
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or independent variables to find the effects of natural hazards on stock returns

over time.

Another important point is the shape of the data set. Our final data set contains

information about - inter alia - stock returns per company for every business day.

Since we follow the same companies over time, the data set has both cross-sectional

and time series features. Data organized like this is also called panel data and we

have to rely on econometric techniques especially designed for this kind of data.

The main reason why we cannot deploy classic cross-sectional estimation methods

like OLS is, that the observations are not independent over time. For exam-

ple, unobserved company factors may influence the return of the company today

and might also influence it in one month. This is especially a problem for un-

observed, time-invariant factors, since they are in general hard to quantify and

almost never have a natural measurement unit1. If it is not controlled for these

unobserved company factors and they are correlated with any other regressor, the

regression will suffer from an omitted variable bias, the so called ”heterogeneity

bias” (Wooldridge (2015)). Since we have a wide range of diverse companies in

our sample, it seems not far fetched to assume, that they have individual time-

constant and unobservable traits, making them different from each other. Hence,

a normal OLS regression just pooling the observations and assuming that they are

independent over time would very likely be biased.

A popular method to circumvent this problem of omitting a time-fixed variable

is the fixed effects transformation2. The basic idea behind this transformation is

to time-demean the data. Such time-demeaned data does not include unobserved,

time-fixed factors anymore and hence OLS can be applied to this pooled data

without being biased by heterogeneity. Let us illustrate this fact on a simple

model with a single regressor (and without an intercept) for every company i for

1A common textbook example of such time-invariant, unobserved company factors are cor-
porate culture or managerial quality

2For the ease of reading, our illustration is the simplified version of Wooldridge (2015) Chapter
14, for a more in depth and mathematical derivation please refer to Wooldridge (2010) Chapter
10.



Methodology 33

every point in time t

yit = β1xit + αi + εit (4.1)

In Equation 4.1, it can be seen that the unobserved, time-fixed factor αi is per

definition independent of time, while the regressor xit is varying over time. Hence,

the average of Equation 4.1 over time for every company i is

ȳi = β1x̄i + αi + ε̄i (4.2)

If we now subtract Equation 4.2 from 4.1, we end up with the time-demeaned

Equation 4.3

yit − ȳi = β1(xit − x̄i) + εit − ε̄i

ÿit = β1ẍit + ε̈it

(4.3)

The main take away from Equation 4.3 is that the unobserved, time-fixed factor

αi is not part of the equation anymore, since it got differenced out. An esti-

mator based on Equation 4.3 is also called the within-estimator, because it ex-

ploits the variation over time of ÿit and ẍit within each cross-sectional observation

(Wooldridge (2015)). If we extend this model to a more general case, allowing for

multiple regressors not much changes. Under the assumption that x and β are

now vectors, Equation 4.3 becomes

ÿit = βẍit + ε̈it (4.4)

One drawback of the Fixed Effect estimator is, that through the transformation

observed time-fixed variables - like for example countries - would also get wiped

out of Equation 4.4. Hence, these variables cannot be directly included as regres-

sors. Since the main interest of this paper lies in natural hazards as the main

explanatory variables, this is not an issue here. The magnitudes of the respective

natural disasters varies across days and therefore are time variant. An unbiased

Fixed Effects estimator requires that all of the explanatory variables are strictly

exogenous, meaning that they are uncorrelated with the idiosyncratic error terms
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εit in all time periods t. On top, the εit have to be homoskedastic and serially

uncorrelated for the standard errors to be also unbiased3. All in all, the Fixed

Effects estimator seems to be an appropriate econometric framework in our case

to detect potential effects of natural hazards on daily stock returns and is the

estimation technique of choice in the further analysis.

4.2 Specification of Functional Form

After having identified the econometric framework, this section deals with speci-

fying a functional form of the regression equation.

The first important question is, how to model the natural hazard explanatory

variables, to be able to detect their effects on daily stock returns. In Subsection

3.3, it has become clear that this is not a trivial question in our data set. The

absolute values of the different natural hazard variables are nearly all on different

scales and are vastly different in absolute magnitudes. If we just include the

absolute variables in the regression equation, this could lead to two problems.

Firstly, linear regressions are sensitive to the range of the independent variables,

which could make it hard to find significant effects for the variables with small

ranges like the earthquake intensity variable. Secondly, because of the different

ranges it might also be hard to compare the coefficients with each other and to

determine which has the largest effect on daily stock returns. A popular method

solving this issue is to standardize all the independent variables so that they are

on the same scale. Then it is possible to compare the magnitude of the point

estimates, since they are all on the same scale (Wooldridge (2015)).

However, even after standardizing the regressors there is still a second issue to be

aware of. We do not expect natural hazards to have a significant effect on stock

returns across their whole range. For example, a small earthquake or flood only

minorly affecting the daily life of the population and with nearly no damages to

3The terms homoskedastic and serially uncorrelated get further explained and investigated in
Subsections 6.1.4 and 6.1.3
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the economy, is not expected to have an effect. Only large natural disasters with

severe damages should have an effect. This difference in impacts might make it

hard to find significant results for the standardized regressors overall, since the

effect is absent for small values of the standardized scales.

To account for that, we choose a different strategy for modelling the natural hazard

events. We construct a dummy variable with two levels for each natural disaster

differentiating between small events, where no effect is expected, and large events,

where we expect to find significant effects. Therefore, we have to define a cut off

point for every natural disaster variable to distinguish between the two dummy

levels according to a decision rule. The definition of this decision rule and the

classification of each natural hazard is conducted in Section 4.3.

Another important issue is how to include the exposure of the individual companies

to the respective natural hazards in the regression equation. If we just include the

previously defined natural hazard dummies, they only allow for inferences about

the effect of a large earthquake on company’s daily stock return independent of

their exposure to the event. Although this might be sufficient to answer the

first research question, we are unable to make any statement about the second

hypothesis. Hence, we decide to include an interaction term for every natural

hazard interacting the respective dummy with the company’s exposure to that

event. For example, this allows us to investigate the partial effect of a large

earthquake on daily stock returns of a company dependent on their exposure to

the large earthquake.

The last consideration is how to deal with aggregated time series trends. For

example, a shock affecting the whole market like the Financial Crisis in 2008 has

an aggregated negative effect on daily returns of most sample companies. This

could be a problem, since it could lead to spurious correlation between the main

independent variables and the dependent variable. For example, if a large natural

hazard by coincidence happens in the same time period as a negative systematic

shock, the respective natural hazard variable could pick up this effect, which has

nothing to do with the causal relationship. Therefore, we decide to also include
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daily fixed effects in the regression equation to control for these aggregated daily

trends. In practise this means, that for every day a dummy is included capturing

the aggregated trends on the given day.

Now we have all the parts to formulate the specific functional form of the regression

equation

retit = β0 + β1EQIntt + β2EQFatt + β3FloodAreat + β4Windt

+ β5FloodFatt + β6EQIntt ∗ Exposureit + β7EQFatt ∗ Exposureit

+ β8FloodAreat ∗ Exposureit + β9Windt ∗ Exposureit

+ β10FloodFatt ∗ Exposureit + Companyi +Dailyt + εit

(4.5)

Equation 4.5 states the original unobserved effects model before the fixed effects

transformation. Coefficients β1 to β5 indicate the effect of the five respective large

natural hazard types and β6 to β10 indicate the effect of the large natural hazards

dependent on the company’s exposure to the respective event. The time invariant

and unobserved company fixed effect is modelled by Companyi, the daily fixed

effect by Dailyt and the idiosyncratic error term by εit. If one now is interested in

the partial effect of a large hurricane, it is given by

∆return

∆Wind
= β4 + β9 ∗ Exposure (4.6)

Accordingly, if one is interested in estimating the partial effect of the exposure to

a hurricane, the estimate is

∆return

∆Exposure
= β9 ∗Wind (4.7)

As a last point a caveat seems appropriate. The interpretation of the five natural

hazard dummies becomes tricky, because of the inclusion of interaction terms.

Without the interaction terms, β4 would indicate the effect of a large hurricane on

the daily return of company i independent of their exposure to the event. With

the interaction terms, β4 is the effect of a large hurricane on companies with no
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exposure to the event. This is neither interesting nor possible in our upcoming

analysis. We will further investigate and deal with this issue in Section 5.2.

4.3 Classification of Natural Hazards

For the further analysis of the model, it is important to assess the severity of a nat-

ural hazard. A small natural hazard should cause smaller economic damages than

a large-scale event. In Equation 4.5, the different natural hazards are represented

by dummy variables with two levels, where 1 is indicating that a ”large” specific

cataclysm occurred on the date (in the respective country) and 0 that it did not.

To classify our five main natural hazard indicators in the above described way, a

threshold for the two levels is needed for each variable. The main decision rule

determining the threshold is if the natural hazard was strong enough according to

official scales and the existing literature to cause severe damages for the economy.

In the following sections, the different scales used to classify the cataclysm are

briefly introduced and thresholds are set according to the decision rule.

4.3.1 Threshold for Earthquake Intensity

The most common scale to measure and compare the intensity of an earthquake

is the Richter magnitude scale defined in 1935 by seismologists Charles F. Richter

and Beno Gutenberg. It measures the magnitude of an earthquake based on the

amplitude of the largest seismographic wave at a specific distance from the seis-

mic source. While this measure reliable indicates the magnitude, it has not much

explanatory power for actual impacts and damages of an earthquake. For exam-

ple, an earthquake of same Richter magnitude occurring in a densely populated

area will have drastically different effects than in a remote area like a desert. A

measure taking actual impacts of an earthquake into account, when assessing the

intensity, is the Modified Mercalli intensity scale (MMIS). It was developed in

1931 by seismologists Harry Wood and Frank Neumann based on prior work of
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Giuseppe Mercalli in 1884. The MMIS relies on subjective interpretations and

focuses on effects on people, environment and earth’s surface opposed to the ob-

jective assessment of the Richter scale. The abbreviated MMIS is shown in Table

4.1:

Table 4.1: Modified Mercalli Scale (abbreviated)

Intensity Shaking Description/Damage

1 Not felt Not felt except by a very few under especially favorable
conditions.

2 Weak Felt only by a few persons at rest,especially on upper
floors of buildings.

3 Weak Felt quite noticeably by persons indoors, especially on
upper floors of buildings. Many people do not recog-
nize it as an earthquake. Standing motor cars may
rock slightly. Vibrations similar to the passing of a
truck. Duration estimated.

4 Light Felt indoors by many, outdoors by few during the day.
At night, some awakened. Dishes, windows, doors dis-
turbed; walls make cracking sound. Sensation like
heavy truck striking building. Standing motor cars
rocked noticeably.

5 Moderate Felt by nearly everyone; many awakened. Some dishes,
windows broken. Unstable objects overturned.

6 Strong Felt by all, many frightened. Some heavy furniture
moved; a few instances of fallen plaster. Damage
slight.

7 Very Strong Damage negligible in buildings of good design and
construction; slight to moderate in well-built ordi-
nary structures; considerable damage in poorly built
or badly designed structures;

8 Severe Damage slight in specially designed structures; consid-
erable damage in ordinary substantial buildings with
partial collapse. Damage great in poorly built struc-
tures.

9 Violent Damage considerable in specially designed structures;
well-designed frame structures thrown out of plumb.
Damage great in substantial buildings, with partial
collapse. Buildings shifted off foundations.

10 Extreme Some well-built wooden structures destroyed; most
masonry and frame structures destroyed with foun-
dations. Rails bent.

Source: US Geological Survey

https://earthquake.usgs.gov/learn/topics/mercalli.php
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The full scale consists of twelve increasing levels (the two highest levels are omitted

in Table 4.1), where lower levels deal with the way people experience the earth-

quake and higher levels are based on observable structural damages. Since this

paper is concerned with the economic effects of earthquakes, the subjective and

relative MMIS is chosen for the analysis over the objective Richter scale. Before

moving on to identify the threshold value, mentioning one caveat seems appropri-

ate. While the magnitude of an earthquake and hence the Richter scale value is

normally directly available through seismographs, the classification in the MMIS

is conducted in retrospective by investigating reports of eyewitnesses and assessing

actual damages.

Since this paper is concerned with daily returns, one could argue that information

about the subjective intensity may not be available and therefore cannot be priced

in by stock markets on the same day. This argument may be valid when looking

at the differentiation between the exact intensity of a severe event. However,

through the fast media coverage and the high availability of news in today’s time,

it is possible to examine on the same day whether a small earthquake with no

economic impact or a large earthquake with severe damages to infrastructures

occurred. Like already stated, the main decision rule determining the cut off

point for classifying a non-large/large earthquake, is the severity of damages to

the economy. Since in the MMIS the level of VII is the first one mainly focusing

on damages to infrastructure and also is the first level where major damages can

occur, we choose it as the threshold for a large event in our classification. Hence,

the dummy variable for earthquake intensity is defined in the following way:

DummyEqInt =

 0 for Intensity ≤ 6

1 for Intensity > 6

4.3.2 Threshold for Wind Speed

There are many different scales classifying the intensity of a storm by linking wind

speed observed to the damages inflicted. One of the oldest and well known scales
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is the Beaufort scale (BS), which was proposed in 1805 by British navy officer

Francis Beaufort. The BS is not an objective scale as it is based on visual and

subjective observations of the storm’s effects on ships and the sea. This is why the

wind speed levels used to classify storm levels where only added later. It is still

in use today in many countries like China, Germany, Netherlands or the United

Kingdom. The BS and the effects of different wind speed levels are shown in Table

4.2.

Table 4.2: Beaufort Scale

Wind Force Description Knots Specifications

1 Light Air 1-3 Direction shown by smoke drift but
not by wind vanes.

2 Light Breeze 4-6 Wind felt on face; leaves rustle; wind
vane moved by wind.

3 Gentle Breeze 7-10 Leaves and small twigs in constant
motion; light flags extended.

4 Moderate Breeze 11-16 Raises dust and loose paper; small
branches moved.

5 Fresh Breeze 17-21 Small trees in leaf begin to sway;
crested wavelets form on inland wa-
ters.

6 Strong Breeze 22-27 Large branches in motion; whistling
heard in telegraph wires; umbrellas
used with difficulty.

7 Near Gale 28-33 Whole trees in motion; inconve-
nience felt when walking against the
wind.

8 Gale 34-40 Twigs break off trees; generally im-
pedes progress.

9 Strong Gale 41-47 Slight structural damage (chimney
pots and slates removed).

10 Storm 48-55 Seldom experienced inland; trees up-
rooted; considerable structural dam-
age.

11 Violent Storm 56-63 Very rarely experienced; accompa-
nied by widespread damage.

12 Hurricane 64 plus Devastation.

Source: Royal Meteorological Society

Like seen in Table 4.2, the BS consists of twelve increasing levels and their corre-

sponding range of wind speed in knots. Wind speed can also be measured in other

https://www.rmets.org/weather-and-climate/observing/beaufort-scale
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units like mph or m/s, but since our data is in knots, only wind speed in knots is

depicted in Table 4.2.

It is also worth noting that wind speed data is normally quickly available and

potential damages of a storm hitting the land mass can be approximated on the

same day. When deciding about the threshold dividing the wind speed variable

into non-large/large storms, potential economic damage is the main decision rule.

In Table 4.2, a wind speed over 63 knots is classified as ”Hurricanes” (level 12)

and their effect is described with ”Devastation”. When looking at other hurricane

scales, similar wind speeds get classified as a category 1 hurricane in the Saffir-

Simpson scale or Fujita scale and as a category 2 hurricane in the TORRO scale.

All categories associate these wind speeds with at least widespread, moderate

damages and as potentially life-threatening for civilian population. Therefore, the

choice of threshold gets supported by various different scales and the dummy for

wind speed is defined in the following way:

DummyWS =

 0 for Wind Speed ≤ 63 knots

1 for Wind Speed > 63 knots

4.3.3 Threshold for Fatality Variables

The previous two threshold sections illustrated that often natural hazards are

classified by looking at their respective intensity. Although, this makes sense

for every cataclysm by itself and enables comparisons of natural hazards of the

same type, natural hazard events of different types are incomparable, because

they are measured in different scales and units. There is currently no official

and validated scale in use, which can rate the intensity of every natural hazard.

Therefore, Caldera et al. (2016) tried to fill this gap in research and proposed a

one dimensional scale, which aims to compare the severity of any hazard based on

the number of fatalities. The fatality based disaster scale (FBDS) is presented in

Table 4.3:
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Table 4.3: Fatality based Disaster Scale

Level Type Fatality Range

1 Emergency 1 <= F < 10
2 Disaster Type 1 10 <= F < 100
3 Disaster Type 2 100 <= F < 1000
4 Catastrophe Type 1 1000 <= F < 10000
5 Catastrophe Type 2 10000 <= F < 0.1M
6 Calamity Type 1 0.1M <= F < 1M
7 Calamity Type 2 1M <= F < 10M
8 Cataclysm Type 1 10M <= F < 100M
9 Cataclysm Type 2 100 <= F < 1B
10 Partial Extinction 1B <= F < 10B

Source: Caldera et al.(2016)

The FBDS has ten different increasing levels to differentiate the severity of natural

hazards. Each level is associated with a specific range of fatalities inflicted ranging

from 1 to over 1 Billion fatalities.

When setting the threshold between non-severe/severe natural hazards based on

fatalities, the description of the individual levels gets closer inspected. The de-

scriptions are matched against our main decision rule and the first level where our

rule is met, gets chosen as threshold value. The level of ”Disaster” is the first

one where major damages can occur and the life of civilians is threatened on a

large scale. Since there are type 1 and type 2 disasters, the cut off-point is set

conservatively at 100 fatalities. So a natural disaster has to be at least classified

as a ”Disaster Type 2” to be coded as ”large” in the analysis. The coding of the

two dummies for earthquake fatalities and flood fatalities is then set accordingly:

DummyFat =

 0 for Fatalities ≤ 100

1 for Fatalities > 100

4.3.4 Threshold for Flood Area Variable

Our source of the flood data, the Darthmouth Flood Observatory (2018), directly

provides a measure for the magnitude of a flood. It is calculated with the following
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equation:

FloodMagnitude = Log(Duration ∗ Severity ∗ AffectedArea) (4.8)

In Equation 4.8, ”Duration” is derived from the start and end dates of flood

events. ”Severity” divides flood events into three classes on a scale from 1 to 2

and ”Affected Area” is the flood area variable used in our analysis.

The Darthmouth Flood Observatory (2018) classifies major flood events according

to magnitude with two thresholds. The first threshold is set at magnitudes above

four and the second at magnitudes above six. Both magnitude levels are associated

with significant damages to infrastructure or agriculture. Hence, like with the

fatality variables, we would like to set the threshold conservatively at six to only

capture events with severe damages to the economy. Unfortunately, we cannot

directly use the flood magnitude variable provided in the data set, because of

the inclusion of ”Duration” in Equation 4.8. The duration of a flood is unknown

ex-ante on the first day of the flood event. If we would directly use the flood

magnitude variable, our analysis might be subject to the so called look-ahead bias

by including information in the analysis that is not known on the day the flood

event occurred.

Hence, we use an alternative approach to proxy flood events with a magnitude

above six. Most of the floods affecting an area above 100,000 km2 are associated

with an magnitude above six, while most floods affecting a smaller area are linked

to lower magnitudes. Therefore, we use the cut off point of an area affected above

100,000 km2 as a proxy for magnitudes above six. The dummy variable for large

flood events according to area affected is then given by:

DummyFloodArea =

 0 for Area Affected ≤ 100,000 km2

1 for Area Affected > 100,000 km2
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4.3.5 Descriptive Statistics for Threshold Dummies

This section is concerned with a description of the threshold dummy data. After

this section, the reader should have a feeling for the frequency of events and

countries affected. Especially, the affected countries are relevant to interpret the

results accordingly in Chapter 5.

Table 4.4: Frequency of Events

Earthquake
Intensity
Dummy

Wind Speed
Dummy

Flood Area
Dummy

Earthquake
Fatalities
Dummy

Number of Events 39 96 472 26

Table 4.4 shows the frequency of events over the entire time horizon. As one can

see, flood events are most frequent followed by hurricanes and earthquakes. Ideally,

our classification procedure should yield more earthquake events in the data, but

the real-world relative distribution of natural hazards has also to be considered.

The distribution of our event dummy is very similar to the real distribution of

events4. Hence, our classification did not lead to a unrealistic distribution of

events. Furthermore, the high thresholds assure that the events are good proxies

for the severity of economic damages and hence should enable us to find potential

effects in the analysis.

Table 4.5 to 4.8 summarize the different events per country. It is can be seen

that usually the same countries have the most events. These countries are China,

Indonesia and the United States. This observation should come at no surprise

when thinking about areas where the natural hazards usually occur. The three

countries have a long coastline making them vulnerable to floods. Moreover, they

are in locations with frequent seismic activity. Furthermore, the United States are

especially vulnerable to hurricanes coming from the Atlantic Ocean5. However,

it should be noted that there is no event for earthquake fatalities in the United

States.

4For more information, please see the World Economic Forum
5For more information, please refer to AIR Worldwide.

https://www.weforum.org/agenda/2016/01/which-natural-disasters-hit-most-frequently/
http://www.air-worldwide.com/Blog/Five-Countries-Most-Frequently-Hit-by-Natural-Disasters/
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Table 4.5: Earthquake Fatal-
ities Dummy per Country

Country Events

Indonesia 4
China 3
Afghanistan 2
Iran 2
Italy 2
Pakistan 2
Algeria 1
El Salvador 1
Haiti 1
India 1

Table 4.6: Wind Speed
Dummy per Year

Country Events

Mexico 16
Australia 14
Philippines 14
United States 9
Madagascar 7
Japan 6
China 5
Cuba 5
Taiwan 5
Canada 2

Table 4.7: Earthquake Inten-
sity Dummy per Country

Country Events

United States 7
Chile 3
Mexico 3
New Zealand 3
China 2
Indonesia 2
Italy 2
Turkey 2
Algeria 1
Bulgaria 1

Table 4.8: Flood Area
Dummy per Country

Country Events

China 51
United States 44
India 36
Australia 35
Russia 23
Brazil 18
Colombia 13
Pakistan 11
Peru 10
Argentina 9

Even though the number of events might seem low initially, the total observations

of these events increase as multiple sample companies are usually exposed to the

same event. Thereby, we obtain one observation for each company exposed to

one event. As already noted, all companies have exposure in the United States

and most of the companies also have exposure in China. Hence, the scaling will

sufficiently increase the number of events as the United States and China are

among the countries with the most events in our final company-exposure data set.
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4.4 Construction of Company-Exposure Panel

The goal of this section is to describe how the data got merged to obtain the

desired format. For our further analysis, each daily observation needs to have the

following information: Stock return of the company, the natural hazard events

affecting the company (represented by the dummy variables) and their exposure

to these events. In the first step, the natural hazard data set gets reduced by all

observations, where all the natural hazard dummies are zero. These rows contain

no relevant information for explaining our dependent variable, the stock return of

a company.

Afterwards, we merged the exposure data set with the natural hazard data set

by corresponding countries and years. Since the natural hazard data is in daily

frequency, the company’s exposure does not change during a year. This new

data set then gets merged with the stock return data, by corresponding days and

companies. However, the data set can still contain several observations for the

same company on the same day. This might be the case when the company got

hit by a natural hazard in multiple countries on the same day leading to a potential

problem in the econometric analysis. If a company has multiple observations per

day, it would get weighted heavier in the Fixed Effects model than companies

with one observation per day. Hence, the coefficients of the models might be

biased because of these different weightings.

That is why the final data set should only include one observation per company

and day. Therefore, the observations for each company need to be aggregated.

Before aggregating, we calculate the interaction terms by multiplying each natural

hazard dummy times the exposure to the respective natural hazard. If a company

gets hit in multiple countries on the same day, the exposure gets aggregated by

the following formula: We take the sum for all individual interaction terms as a

higher value implies more exposure to natural hazards on the given day. Also,

the maximum is taken for all dummy variables of natural hazards, since they are

categorical variables and hence the values cannot be added. The final company-

exposure panel has roughly 250,000 observations.
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Results

The previous chapter was concerned with obtaining, transforming and understand-

ing the different data sets needed to construct the final company-exposure panel.

This panel can be used to generate knowledge and to test hypotheses H1 and H2.

To generate knowledge we focus on two main techniques, visualization and mod-

elling (Wickham and Grolemund (2016)). We will start out with the visualization

to explore the variation within certain variables and to explore the covariation

between the returns and different natural hazard dummies. The main motivation

of this section is to use insights gained here to propose relevant models. In the

modelling section, we will estimate the proposed models to reveal potential effects

of natural hazards on stock returns. The main focus is on testing our hypotheses

and revealing the magnitude of potential effects.

5.1 Visualization of Company-Exposure Panel

The first point worth investigating is the variation within our country variable

in the final company-exposure panel. Therefore, it is interesting to explore to

which countries companies are exposed when a natural hazard of any magnitude

happens1. This will help us to better understand the final company-exposure data

1Please note, that now the focus lies on the merged company-exposure panel and not the
individual data sets anymore

47



Results 48

Australia

Canada

China

India

Indonesia

Japan

Mexico

Philippines

Russia

United States

0 25000 50000 75000
Count

C
ou

n
tr

y Artificial
Dummy

0

1

Figure 5.1: Ten Countries with Highest Number of Exposure Observations

set and which subsets of the panel may drive the results in the different regressions.

Figure 5.1 plots the ten main countries to which sales are exposed on days where

a natural hazard of any magnitude happens.

From Figure 5.1 it becomes clear that the countries are vastly different from the

countries with most observations in the exposure data set (Table 3.5). The reason

is that most of the countries with many observations in Table 3.5 are from Europe

and rarely experience natural hazards. Hence, exposure in these countries is not

affected by natural hazards. Also, we see that a staggering amount of observations

comes from the United States. This intuitively makes sense since nearly all of com-

panies have exposure in the United States and natural hazards happen frequently

there. Moreover, the share of explicitly known sales varies across countries. While

in the United States the big majority of exposure is known from direct reporting,

this is not the case for other countries. This fact becomes even clearer when com-

paring the observations from the United States with all non-US observations in

Figure 5.2
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Figure 5.2: Number of Exposure Observations for the US and non-US

While this may not come as a surprise after reading Subsection 3.1.2, it highlights

an important question to consider in the econometric analysis: Are the results

driven by a specific sub sample of the data? The main takeaway for the upcoming

analysis are the following two points.

Firstly, through our algorithm the majority of the exposure variable is artificially

distributed on a country level. Therefore, if we find any significant effects in the

econometric analysis for the full sample, it makes sense to re-estimate the model

with the subset of only explicitly known exposures as a robustness check. If we

are also able to find similar significant effects in this subset, it indicates that

our results in the full sample are not driven by systematic noise we potentially

introduce with the algorithm. Secondly, according to Figure 5.2 it seems that

exposure observations are systematically different between the United States and

non-US countries. Although, this graph only highlights the differences in the share

of explicitly known exposure and does not show if the values are also systematically

different for these two subsets. In order to answer this question visually, we plot
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Figure 5.3: Scatter Plot of Daily Returns and Exposures

daily stock returns and exposure values of the company-exposure panel in a scatter

plot.

Figure 5.3 yields some interesting insights. Firstly, it seems like the exposure

variable is systematically different across the two subsets United States and non-

US countries as indicated by the two different colors in the figure. For the United

States the exposure variable covers nearly the whole range from 0 to 1, while the

non-US subset mostly consists of small exposure values. The reason is simple,

since the United States are the domestic market of the companies, they also make

a high proportion of their total sales there. So only a small proportion of the sales

is made outside the United States and gets split up on the individual countries,

where they make the residual sales. This effect is even enhanced by our algorithm

breaking down regional sales on country level. Visually the effect can be seen in

Figure 5.3 when looking at the left tail of the plot, which has a lot more values

than the right tail. The main takeaway for the upcoming econometric analysis is

that the exposure variable is indeed systematically different for the subsets United
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States and non-US. This will make it harder to find significant effects for the

interaction terms in the non-US subset, because the variation within the exposure

variable is small.

Another insight is indicated by the red linear trend line in Figure 5.3. There seems

to be no linear relationship between returns and exposures. This is good news,

since it seems hard to make an argument why a higher exposure value per se,

independent of if it was affected by a large natural hazard, should lead to higher

or lower daily returns. The practical implication is that we do not have to control

for the direct effect of exposure in addition to the interaction terms, since exposure

on its own seems to be unrelated to daily returns.

Figure 5.4: Boxplots of the Natural Hazard Dummies and Returns

A last point worth investigating is if our thresholds for the dummy variables have

resulted in variation in the dependent variable daily returns. The decision criteria

when setting the cut off point was that the natural hazard had to cause severe

damages to the economy. If this strategy was successful, daily returns of companies

should be somehow negatively affected if a large natural hazard occurs according
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to our hypotheses. Hence, we should see differences in the boxplots of the two

levels of different natural hazard dummies. Keep in mind, that this is just a

visual examination and a robustness check. Since we are not controlling for any

fixed effects and do not consider the exposure of companies to the hazard, it is

impossible to make any meaningful statement about our hypotheses just from this

figure.

Figure 5.4 shows the boxplots for the two dummy variables of earthquakes and

flood. The pattern seems to be similar across the dummies. On days where no large

natural disaster happens (dummy level equals 0) the median of the daily returns

is close to 0 and the upper and lower quartile appear to be nearly symmetric. The

picture changes for daily returns when a large natural disaster happens (dummy

level equals 1). The medians across the different dummies are lower and all below 0

indicating that the distribution of returns has more negative values on days where

are large natural hazard happens. The magnitude of this pattern varies across the

different dummies. But it seems like our selection of cut off points has yielded

variation in the dependent variable in line with our expectations.

As a conclusion, we summarize the main insights from the visualization part.

Firstly, it is for sure a good idea to re-estimate the relevant models with the

explicitly known exposure subset. If we find significant effects in the full sample,

they should also be apparent in the explicitly known exposure subset. Secondly,

the exposure variable seems to be systematically different for the United States

and non-US countries. Hence, there seems to be merit in further investigating

if significant effects in the full sample are driven by these subsets. This could

yield some interesting insights in the different treatment of exogenous shocks in

domestic and non-domestic markets. Thirdly, as we have seen a large proportion

of our observations are from the United States. To avoid that our results are solely

driven by the exposure to the United States, we control on top of the fixed effects

for company’s exposure to the United States in the Fixed Effects regression.

Before we turn our attention to the results of the Fixed Effects regressions, Table

5.1 and 5.2 give a summary and brief description of the variables used in the Fixed
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Effects regressions.

Table 5.1: Variables in the Natural Hazards Fixed Effects Regressions

Variable Description

Dependent Variable

Return Continuously compounded daily total returns
per company.

Independent Variables

Dummy EQ Int. Dummy variable with levels 0 and 1 indicat-
ing if a large earthquake according to intensity
occurred on the business day.

Dummy Wind Dummy variable with levels 0 and 1 indicating
if a large hurricane according to wind speed
occurred on the business day.

Dummy Flood Area Dummy variable with levels 0 and 1 indicating
if a large flood according to area affected by
the flood occurred on the business day.

Dummy EQ Fat. Dummy variable with levels 0 and 1 indicat-
ing if a large earthquake according fatalities
occurred on the business day.

Dummy EQ Int.*Exposure Interaction term indicating the company’s ex-
posure to a large earthquake according to in-
tensity on the business day.

Dummy Wind.*Exposure Interaction term indicating the company’s ex-
posure to a large hurricane according to wind
speed on the business day.

Dummy Flood Area*Exposure Interaction term indicating the company’s ex-
posure to a large flood according to area af-
fected by the flood on the business day.

Dummy EQ Fat.*Exposure Interaction term indicating the company’s ex-
posure to a large earthquake according to fa-
talities on the business day.

Control Variables

Exposure US Share variable ranging from 0 to 1 indicating
the exposure to the United States per com-
pany.

Company Company fixed effect controlling for unob-
served heterogeneity across companies.

Daily Time fixed effect controlling for daily aggre-
gated time series trends.
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Table 5.2: Variables in the Earthquake Categories Fixed Effects Regressions

Variable Description

Dependent Variable

Return Continuously compounded daily total returns
per company.

Independent Variables

Dummy Moderate Dummy variable with levels 0 and 1 indicating
if a moderate earthquake according to intensity
occurred on the business day.

Dummy Severe Dummy variable with levels 0 and 1 indicating
if a severe earthquake according to intensity oc-
curred on the business day.

Dummy Extreme Dummy variable with levels 0 and 1 indicating
if an extreme earthquake according to intensity
occurred on the business day.

Dummy Moderate*Exposure Interaction term indicating the company’s expo-
sure to a moderate earthquake according to in-
tensity on the business day.

Dummy Severe*Exposure Interaction term indicating the company’s expo-
sure to a severe earthquake according to inten-
sity on the business day.

Dummy Extreme*Exposure Interaction term indicating the company’s expo-
sure to an extreme earthquake according to in-
tensity on the business day.

Control Variables

Exposure US Share variable ranging from 0 to 1 indicating the
exposure to the United States per company.

Company Company fixed effect controlling for unobserved
heterogeneity across companies.

Daily Time fixed effect controlling for daily aggregated
time series trends.

5.2 Results of the Fixed Effect Models

This section deals with the explicit estimation of the model proposed in Section

4.2 with our final company-exposure panel. The focus lies on identifying the

significant variables and the magnitude of their effects on daily stock returns of

exposed companies on the same day. After having interpreted these variables, we

will conclude the section with answering two main research questions of this paper

with the knowledge gathered from the estimated Fixed Effect models.
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Table 5.3: Fixed Effects Regressions of Natural Hazard Dummies on Returns

Dependent variable:

Daily Return per Company

Full Sample Known Sample Non-US Sample

(1) (2) (3)

Dummy EQ Int. 0.06 −0.13 0.19
(0.10) (0.39) (0.13)

Dummy Wind −0.03 −0.12 −0.03
(0.07) (0.20) (0.08)

Dummy Flood Area −0.06∗ −0.10 −0.07∗

(0.03) (0.13) (0.04)

Dummy EQ Fat. −0.30∗∗ 0.28 −0.33∗∗

(0.14) (1.82) (0.15)

Dummy EQ Int.*Exposure −0.71∗∗∗ −0.87∗∗∗ 0.75
(0.18) (0.19) (2.00)

Dummy Wind*Exposure −0.26∗ −0.37∗∗ 0.40
(0.15) (0.16) (0.77)

Dummy Flood Area*Exposure −0.03 −0.03 0.24
(0.07) (0.08) (0.33)

Dummy EQ Fat.*Exposure 1.80 −0.68 1.11
(1.74) (3.01) (1.78)

Fixed Effects Yes Yes Yes

Control US Exposure Yes Yes No

Observations 208,736 100,834 125,845
Adjusted R2 0.33 0.30 0.36

Notes: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Standard Errors are in parentheses. Data are from the final daily Company-
Exposure Panel of the S&P 500 companies from 2000-2016. The four dummy
variable equals one if a large natural hazard according to the classification in 4.3 oc-
curred on that day, zero otherwise. The exposure variable is defined between 0 and
1 and centered around its respective median. The four interaction terms indicate
the exposure of companies to the respective large natural hazard. Each regression
controls for daily and company fixed effects. To avoid that our results are driven by
the exposure in the United States, Column(1) and Column(2) control for this value
for every observation. In Column(3) this additional control variable is not needed,
since the subset does not include the United States. Column(2) and Column(3)
have less observations since they are subsets of the full sample.
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Table 5.3 Column(1) shows that some of the large natural hazard events have a neg-

ative effect on daily stock returns of companies. For example, this finding is indi-

cated by the significantly negative interaction term ”Dummy EQ Int.*Exposure”.

On average, if an earthquake of large intensity occurs and the exposure of the

company to this event gets increased by 10 percentage points, we predict returns

of the company to be 0.071 percentage points lower on that day all else being

equal. While this effect may seem rather small, keep in mind that the ”Exposure”

variable is the share of total sales in the country affected by the earthquake and

is defined between 0 and 1. If we go to the more relevant case and marginally

increase the exposure variable by one2 the return on that day is reduced by 0.71

percentage points, which is quite sizeable. Also, the effect of the earthquake in-

teraction term is highly significant on the 0.1% significance level. On top, the

wind speed interaction term ”Dummy Wind*Exposure” is weakly significant on

the 10% level with a p-value of 0.08. However, the adverse effect of the wind

speed interaction term on stock returns is considerably lower than the effect of the

earthquake interaction term.

Interestingly, we also find that the ”Dummy EQ Fat.” has a negative effect on daily

returns of companies. One has to be cautious when interpreting this dummy. The

usual interpretation after including the interaction term would indicate the effect

of a large earthquake according to fatalities for companies with an exposure of

0. Through our merging of the data sets in Section 4.4, companies have to have

exposure to some extent to this event. If a large earthquake happens in a coun-

try in which the company has no sales, this observation drops out when merging

the natural hazard and exposure data sets, since the country is missing in the

exposure data set for the company. Therefore, the case of firms with no expo-

sure is neither possible in the data set nor interesting. Therefore, we center the

”Exposure” variable around its median3 prior to interacting, to make the analysis

more meaningful and interesting. Now the interpretation of the coefficient is more

2In practical terms, this means moving from a case where the company is not exposed to the
large earthquake to the case where it is fully exposed.

3The median over the mean is chosen as the measure for central tendency since it is less
sensitive to the extreme values seen in Figure 5.3.
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meaningful. On average, if a large earthquake according to fatalities occurs, we

expect the return of a company with median exposure to this earthquake to be

0.30 percentage points lower on that day all else being equal. The adverse effect

of ”Dummy EQ Fat.” is significant on the 5% level with a p-value of 0.03. Simi-

larly, we also find a weakly significant negative effect for ”Dummy Flood Area”.

However, the effect is rather small compared to the earthquake fatality dummy.

On average, if a large flood according to the flood area classification happens, we

predict the return of a company with median exposure to this flood to be 0.06

percentage points lower on that day all else being equal. This effect is significant

on the 10% level with a p-value of 0.09. Another point worth highlighting is that

the flood fatality variable is not included in any Fixed Effect regressions of Table

5.3 since the dummy and interaction term were insignificant in all regressions. It

is also assuring, that we are still able to find these significant negative effects even

after controlling for company and daily fixed effects, since these control for a lot

of the unobserved variation and effects, which otherwise could potentially bias our

results.

The results of Table 5.3 Column(1) are promising, but also raise some questions.

It is not clear why the ”Dummy EQ Fat.” is significant but not the corresponding

interaction term, while the interaction term for earthquake intensities is significant

but not ”Dummy EQ Int.” itself. The pattern for the earthquake intensity intu-

itively makes more sense. If there is any effect, it should be increasing with the

exposure and not just have an observable effect for companies with median expo-

sure to the event. Therefore, we use the main insights stated at the end of Section

5.1 and re-estimate the Fixed Effect regression with the sub set of explicitly known

exposures as a robustness check.

Table 5.3 Column(2) shows the results of this robustness check. It yields further

evidence for the negative, significant effects of the interaction terms for earthquake

intensity and wind speed, but not for the dummies of earthquake fatalities and

flood area. The ”Dummy EQ Int.*Exposure” interaction term is still highly signif-

icant on the 0.1% significance level and the size of the adverse effect increases from
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0.71 to 0.874. More interesting, the ”Dummy Wind*Exposure” is now significant

on the 5% level with a p-value of 0.02 and the magnitude of the negative effect

increases from 0.26 to 0.37. On average, if a large hurricane according to the wind

speed classification occurs and the exposure of the company to this event gets

increased by 10 percentage points, we predict the return of the exposed company

to be 0.037 percentage points lower on that day all else being equal. Nevertheless,

the magnitude of the adverse effect for the wind speed interaction term is con-

siderably smaller than for the earthquake intensity interaction term with a gap

of 0.005 per percentage point of exposure. Also, the dummies for a large earth-

quake according to earthquake intensity and large floods according to the flood

area classification become insignificant. It is now interesting to further investigate

why this is the case. As we have seen in Section 5.1 a large share of observations

in the subset used in Column(2) comes from the United States. We have also seen

that the ”Exposure” variable is systematically different for the United States and

non-US countries. Therefore, a possible hypothesis is that the significant negative

effect for the ”Dummy EQ Fat.” dummy is driven by the non-US subset. Hence,

the model is re-estimated with only using the non-US countries observations to

examine this hypothesis in Column(3).

Table 5.3 Column(3) yields exactly the opposite result of Column(2). Here, we

find further support for the significant, negative effect of the ”Dummy EQ Fat.”

dummy and for the weakly significant ”Dummy Flood Area” dummy. The mag-

nitude of the two dummies is marginally higher and the significance is marginally

increasing. Like already suspected, the four interaction terms are all insignificant

in Column(3). This supports the hypothesis that the diverse significant effects in

Column(1) are indeed driven by different sub sets of our data. The question now

is why this is the case? A possible explanation could be the systematic differ-

ences in the ”Exposure” variable across subsets of the full sample. In the subset

used in Column(2) the whole range from 0 to 1 of the exposure variable is covered.

4Please note, that strictly speaking the magnitude of effects is not directly comparable across
the three data sets, since the median exposure is different in all of them. But we also estimated
the models in an unreported robustness check with the original exposure variable and the pattern
of increasing effects stays the same.
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Therefore, it is possible to find the significant effects for the interaction terms after

controlling for exposure to the United States and fixed effects. On the other hand,

in the subset used in Column(3) the variation within the exposure variable is low5.

This could explain why we are unable to find a significant effect for any interaction

term in Column(3). However, this fact does not explain why we find significant

effects for different variables. Following the point from above, we would expect

to find a significant effect for the ”Dummy EQ Int.” in Column(3), if the only

difference between the subsets is the range of the exposure variable. Is it because

the relevant variables depend on the market or region in focus of the analysis? In

Chapter 6, potential reasons for the difference in significant variables are explored

and discussed.

As a conclusion, two hypotheses made in the beginning are now answered with the

results obtained from the analysis. We find support for our predictions for some,

but not all, natural hazard variables. Large earthquakes according to intensity and

to some extend also large hurricanes according to wind speed have a significant

negative effect on the returns of exposed S&P 500 companies on the same day in

the period from 2000 to 2016. The magnitude of this adverse effect is increasing

with the company’s exposure to these events. Hence, the observed effect is in line

with hypothesis H1 and H2.

Large earthquakes according to fatalities and (with reservation) large floods ac-

cording to flooded area have a (weakly) significant adverse effect on the returns

of S&P 500 companies with median exposure on the same day in the period from

2000 to 2016. The magnitude of this effect is only found for companies with me-

dian exposure and is not increasing with the exposure. Therefore, this effect only

supports H1 and not H2. A potential reason why no support for H2 is found

for this effect is that it is driven by the Non-US sample, which has only minor

variation in the ”Exposure” variable and hence the interaction terms.

5For a visual representation of this fact please refer to Figure 5.3
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5.3 Results of Earthquake Intensity Model

In the previous results section, we have seen that the earthquake intensity inter-

action term was highly significant and was the biggest in magnitude. Therefore, it

makes sense to further explore the earthquake intensity dummy and try to build

a more sophisticated model for earthquake intensity. We do this by first devel-

oping a more detailed differentiation between the intensities within our dummy.

Afterwards, we will repeat hypothesis H3 about the relationship between the new

dummy and the returns and will test this hypothesis with the already used Fixed

Effect model.
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Figure 5.5: Scatter Plot of Returns and Earthquake Intensity Levels

To further split up the earthquake intensity dummy, we conduct a visual exami-

nation of the range of intensities included in the dummy level of 1 (meaning that

a large earthquake occurred). Therefore, the intensities from 6 to 12 according

to the MMIS get plotted against the daily stock returns per company. We are

especially interested in seeing if there appears to be a relationship between these
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intensities and daily returns which can be used to motivate the re-coding of the

earthquake intensity dummy.

Figure 5.5 shows the scatter plot of daily returns and the intensity levels from 6

to 12. The first important point is, that there does indeed seem to be a negative

relationship between returns and higher earthquake intensity levels as indicated

by the red linear trend line. This variation within the dummy level of 1 can be

exploited to build a more precise earthquake intensity model. Also, there are

very few observations for the intensities 9 and 10 and no observations for 11 and

12 in our final daily company-exposure panel. This fact is not surprising since

earthquakes of these intensities rarely happen and so observations in our sample

are very limited. If such intensities occurred, they mostly affected countries where

our algorithm distributed the sales. As we have seen in Section 5.1, the variation

in exposure for these observations is often small. This will make it hard to find

significant effects for these interaction terms. Following the insights gained from

Figure 5.5, we define the earthquake intensity dummy as follows.

DummyEqInt =



0 for Intensity ≤ 6

1 for Intensity = 7

2 for Intensity = 8

3 for Intensity ≥ 9

As before, intensities of magnitude 6 or smaller are classified as ”minor/none”. An

intensity of 7 is coded as ”moderate”, while intensity 8 corresponds to ”severe”.

Due to the limited observations for intensities of 9 or greater, these are grouped

together in category ”extreme”. After having developed the re-coded dummy,

we now repeat the hypothesis about the relationship between daily returns and

earthquake intensities.The Hypothesis is formulated as follows:

H3 : Larger earthquakes have a more negative effect on stock returns. The effect

is increasing with the company’s exposure to the respective earthquake.
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If our hypothesis is correct, we expect the coefficients of the interaction terms to

be negative. Furthermore, the coefficients for the interaction terms should become

more negative for more severe earthquakes.

Since we focus on the estimation of the re-coded earthquake intensity dummy with

multiple categories, we cannot use the same model as proposed in Section 4.2.

Our earthquake intensity dummy is an ordinary variable with 0 being the lowest

intensity category and 3 the highest. We choose to model every category as an

independent dummy variable like proposed in Wooldridge (2015). These dummies

then also get multiplied with the company’s (centered) exposure to create the

interaction terms. Also, like in the previous model, it is controlled for daily and

individual company fixed effects and exposure to the United States. Hence, the

regression formula is written as follows:

retit = β0 + β1EQ1t + β2EQ2t + β3EQ3t + β4EQ1t ∗ Exposureit

+ β5EQ2t ∗ Exposureit + β6EQ3t ∗ Exposureit + β7Exposure.USit

+ Companyi +Dailyt + εit

(5.1)

The omitted category in the equation is the ”minor/none” category of 0 and hence

is the base group. The interpretation of the dummies and interaction terms does

not change a lot. For example, β1 indicates the effect of a moderate earthquake on

the stock return of a company with median exposure to the event on the same day

all else being equal. Accordingly, if a moderate earthquake occurs, β4 indicates

the effect of the company’s exposure to this event on their stock return on the

same day all else being equal.

Equation 5.1 gets estimated again with the Fixed Effects regression using the final

company-exposure panel. After the presentation of the results, the significance

and magnitude of the effects gets interpreted. The section concludes with an

assessment if the results are in line with H3.

Table 5.4 shows that an exposure to earthquakes of categories ”Moderate” and ”Se-

vere” has a negative effect on daily stock returns of companies. This finding is indi-

cated by the significant negative interaction terms ”Dummy Moderate*Exposure”
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Table 5.4: Fixed Effects Regression of Earthquake Categories on Re-
turns

Dependent variable:

Daily Return per Company

Full Sample Known Sample

(1) (2)

Dummy Moderate 0.20
(0.18)

Dummy Severe −0.12 −0.19
(0.13) (0.41)

Dummy Extreme −0.15 -2.71
(0.28) (3.92)

Dummy Moderate*Exposure −0.68∗∗ −0.75∗∗

(0.31) (0.33)

Dummy Severe*Exposure −0.71∗∗∗ −0.90∗∗∗

(0.22) (0.24)

Dummy Extreme*Exposure −0.15 −6.79
(3.46) (6.26)

Fixed Effects Yes Yes

Control US Exposure Yes Yes

Observations 208,736 100,834
Adjusted R2 0.33 0.30

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Standard Errors are in parentheses. Data are from the final daily
Company-Exposure Panel of the S&P 500 companies from 2000-
2016. The three dummy levels ”Moderate”, ”Severe” and ”Ex-
treme” indicate the intensity of the earthquake event according to
the classification done in Section 5.3. Earthquakes with an inten-
sity below or equal to 6 are classified as ”minor/none” and coded
with a zero. The exposure variable is defined between 0 and 1 and
centered around its respective median. The interaction terms in-
dicate the exposure of companies to the respective category of the
earthquake. Each regression also includes a control variable indi-
cating exposure to the United States to avoid that the results are
driven by the United States. On top, in both regressions it is con-
trolled for daily and company fixed effects. Column (2) has fewer
observations since it only includes the subset where the exposure
is explicitly know through the reports of the companies.
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and ”Dummy Severe*Exposure”. On average, if a moderate earthquake occurs

and the exposure of the company to this event gets increased by 10 percentage

points, we expect returns of the company to be 0.068 percentage points lower all

else being equal on that day. The reason for this interpretation is that ”Exposure”

is the share of total sales in the country where the moderate earthquake happens

and hence is a share variable. Similarly, on average, if a severe earthquake happens

and the exposure of the company to this event gets increased by 10 percentage

points, we expect returns of the company to be 0.071 percentage points lower all

else being equal on that day.

Also, the negative effect on returns when keeping the exposure fixed is higher if

exposed to a severe than to a moderate earthquake. We are unable to find a signifi-

cant effect for the exposure to an ”Extreme” earthquake but this is most likely due

to the few observations and low variation within the exposure variable for these

events. We also do not find an effect for different earthquake categories on daily

stock returns of companies with median exposure to these events as indicated by

the three insignificant dummy categories ”Dummy Moderate”, ”Dummy Severe”

and ”Dummy Extreme”.

It is remarkable that we are still able to find the results after controlling for

daily and company fixed effects and company’s exposure to the United States. To

validate our results and to rule out that they are driven by our algorithm artificially

estimating the sales in unreported countries, we re-estimate the model in Column

(2) with the smaller subset of explicitly known exposures6. The insights stay the

same for this subset, indicating that our findings are robust and not driven by the

algorithm. It is worth mentioning that here the significant negative effects for the

two interaction terms are bigger and the absolute gap between the two interaction

coefficients is with -0.15 noticeable wider than before with -0.03 per percentage

point of exposure.

6Please note that the dummy for ”Dummy Moderate” cannot be estimated by the model
since already too much of the variation is explained by the other variables, namely the ”Dummy
Moderate*Exposure” interaction term, the control variable and fixed effects.
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Conclusively, the results of the Fixed Effects regression of earthquake categories

support mostly our hypothesis H3. Earthquakes of intensity ”moderate” and ”se-

vere” indeed seem to have a significantly negative effect on the daily stock returns

of companies exposed to them. The size of the adverse effect is increasing with the

exposure as indicated by the significant interaction terms. Furthermore, this effect

is bigger for severe earthquakes than for moderate ones. Unfortunately, we are not

able to find this effect for the ”Extreme” category with intensities of 9 or higher.

Also, the different earthquake categories do not have a significant, negative effect

on daily stock returns of companies with median exposure to the event.
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Discussion

The focus now lies on discussing the methods used and empirical results obtained.

The discussion chapter will be divided into three parts. Firstly, we investigate our

Fixed Effects models further and test for common issues which could potentially

bias our coefficients and standard errors. Secondly, we explore and discuss the

limitations of the paper with a special focus on the quality of the natural hazard

variables. Thirdly, the results found are put into the context of existing economic

and finance literature to see which theoretical models are consistent with our

empirical results.

6.1 Diagnostic Tests for Model Quality

In Section 4.1, we have seen that two important assumptions of the Fixed Effects

estimator are homoskedasticity and serially uncorrelated error terms. If these are

not fulfilled, the standard errors of the estimated coefficients are biased. Hence, we

investigate in this section if the standard errors of our Fixed Effects models might

be biased by a violation of one of the assumptions. Two other issues potentially

affecting the standard errors are multicollinearity and the choice of the Fixed

Effects estimator over alternative estimation methods. We address and discuss all

four topics in the following subsections.

66
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6.1.1 Linear Relationship between the Independent Vari-

ables

We start with investigating the linear relationship between the independent vari-

ables. If the linear relationship between one independent variable xi and the resid-

ual independent variables - or in other words if the residual independent variables

explain a lot of the variation of xi - is high, multicollinearity would be present in

the econometric analysis. Multicollinearity does not bias the estimated coefficient

of xi, but leads to a large standard error for the estimated coefficient, which makes

it hard to find a significant estimate for βi. A good indication for the presence of

multicollinearity is the (pairwise) correlation between the independent variables.

If two independent variables are highly correlated, the standard errors of the re-

spective coefficients can become large. Hence, all else being equal it is better to

have less correlation between the independent variables to estimate coefficients

(Wooldridge (2015)).

One could make the argument that the ”Dummy EQ Int.” and ”Dummy EQ

Fat.” variables in our sample might be highly positively correlated. If a large

earthquake according to intensity occurs, it is likely that it causes a high number of

fatalities leading also to a large earthquake according to fatalities. Also, ”Dummy

Wind” and ”Dummy Flood Area” might be highly positively correlated. If a large

hurricane occurs, it might lead to a large flood event because of the collateral

coastal flooding in countries with a long coastline. Therefore, we visually inspect

the pairwise correlations of the independent variables to see visually if there is any

evidence for multicollinearity.

Table 6.1 shows the pairwise correlations between all independent variables used

in the Fixed Effect models1. The pairwise correlations are throughout close to 0

for the dummies and control variable and there is no evidence for multicollinearity.

Unsurprisingly, the only exception is the positive correlation of 0.66 between the

”Exposure US” and the ”Exposure” variable. Many exposure observations in our

1Please note that the interaction terms are not included, since they will be by construction
highly correlated with the natural hazard dummies.
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Table 6.1: Pairwise Correlation Matrix of the Independent Variables

Exposure
US

EQ Int. Wind Flood
Area

EQ Fat. Exposure

Exposure US 1
EQ Int. 0.02 1
Wind −0.01 −0.02 1
Flood Area −0.04 −0.02 −0.04 1
EQ Fat. −0.03 0.10 −0.02 −0.02 1
Exposure 0.66 0.06 0.01 −0.01 −0.06 1

sample come from the United States and we use ”Exposure US” as a control

variable for the effect of the United States, so per default these two variables

will often have the same value. However, since we do not directly include the

”Exposure” variable in the regressions and only use it to create the interaction

terms, this rather high correlation is not a concern here.

To validate this finding, we additionally calculate the variance inflation factor

(VIF) from the estimated coefficients of the Fixed Effect regression in Table 5.3

Column(1). The VIF for coefficient βi is the factor by which V ar(βi) is higher

because the independent variable xi is correlated with the residual independent

variables. The lowest possible value for V IFi is 1. Hence, we would like the VIF

to be as small as possible for all regressors all else being equal. Unfortunately,

there is no clear cut off value for when the VIF indicates multicollinearity. A rule

of thumb is that V IFi for all regressors βi should be lower than 5-10. The VIF for

all independent variables (excluding interaction terms) of the three Fixed Effects

regressions is well below 2, so not even close to the lowest threshold value of 5.

Conclusively, there seems to be no indication of a strong linear relationship between

the independent variables and the standard errors of the coefficients estimated

seem not to be inflated by multicollinearity.
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6.1.2 Test for Family of Models

Also, we investigate if our choice of the Fixed Effects model was appropriate or

if there is a more efficient estimator for the company-exposure panel. Efficiency

in this context means that the estimator is the one with the lowest variance of

all unbiased estimators. Another popular model used for panel data estimation

is the Random Effects model. The main difference between the two models is

the additional assumption the Random Effects model makes about the relation-

ship between the unobservable company fixed effect and the other independent

variables:

Cov(xitj, Companyi) = 0 (6.1)

Equation 6.1 states the assumption that the individual, unobserved company fixed

effect has to be uncorrelated to all regressors xij in all time periods t. If this holds,

the Random Effects estimator is more efficient than the Fixed Effects estimator

and hence makes it easier to find significant effects. Although not being the most

efficient anymore, the Fixed Effects estimator is still unbiased. If Equation 6.1 does

not hold, the Random Effects estimator is biased, while the Fixed Effect estimator

is still consistent. Therefore, the model choice between the two critically hinges

on whether or not Equation 6.1 holds in our panel data set.

We will first start out with some qualitative arguments analyzing this assumption.

It is questionable in this panel data set whether the unobserved company fixed

effect is uncorrelated to all the regressors. While it makes sense to assume this for

the different natural hazard dummies, this may not be the case for the ”Exposure”

variable used for the interaction terms and the ”Exposure US” control variable.

The exposure of companies to different countries and therefore where they gener-

ate their sales, is an individual choice process by companies and depends on the

business model and where customer demand is the highest. All of these preferences

should be captured by the unobserved company fixed effect Companyi. Another

argument against the assumption is that the companies are not drawn randomly
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from a large population. By using a dynamic panel of S&P 500 companies, we

limit our scope to a sample, which has to match certain criteria postulated by

Standard& Poor’s to be part of the S&P 500. Therefore, the unobserved company

fixed effect can be rather seen as an intercept to be estimated for every cross-

sectional observation than a random variable (Wooldridge (2015)). Conclusively,

both arguments tend to reject Equation 6.1 leading to a biased estimator if the

Random Effects model is chosen.

Another way of testing the assumption and not only relying on qualitative argu-

ments about the traits of the panel is the Hausman test (Hausman (1978)). To

conduct the test, both models have to be estimated with the same set of indepen-

dent variables and the same panel data set. The null hypothesis of the test is that

Equation 6.1 holds.

H0 : Cov(xitj, Companyi) = 0 (6.2)

If we fail to reject H0, it means that both models yield sufficiently close parameter

estimates so the choice of the model does not really matter for the estimated

coefficients. However, the Random Effects estimator should probably be preferred

since it is efficient. If H0 gets rejected, the coefficient estimates are significantly

different so Equation 6.1 is violated and Random Effects estimates are biased. In

our case, the Hausmann test rejects H0 on a 5% significance level yielding another

argument in favor of the Fixed Effects model.

All in all, our qualitative and quantitative analysis suggest that Equation 6.1 does

not hold in our company-exposure panel. Therefore, the choice of a Random

Effects over a Fixed Effects model would lead to a biased estimators. This is

a bigger concern for the econometric analysis than potential efficiency gains of

the Random Effects model. Hence, the Fixed Effects model seems to be the

appropriate choice in this case.
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6.1.3 Serial Correlation in the Error Terms

Another potential problem is the presence of serial correlation in the idiosyncratic

error terms. If it is present, the Fixed Effects estimator is still unbiased but

standard errors are not, meaning that the estimator is not efficient anymore. The

condition for no serial correlation in the error terms is stated below:

Corr(εit, εis) = 0 for all t 6= s (6.3)

Practically speaking, Equation 6.3 states that the idiosyncratic errors should be

uncorrelated over time. If this is not the case, a high error term from yesterday

would indicate that the error term is also high today if there is positive serial

correlation. In the presence of serial correlation in the error terms, the standard

errors of coefficients are normally biased downwards (too low), because most of

the time the correlation is positive between error terms. Therefore, the standard

errors have to be adjusted to account for the downward bias.

We conduct the test proposed by Wooldridge (2010) for serial correlation in the

idiosyncratic error terms to check if this is an issue in our Fixed Effects models.

The null hypothesis is that there is no serial correlation in the error terms. Hence,

if the H0 gets rejected, serial correlation in the error terms is present in the Fixed

Effects model. We are clearly unable to reject the H0 on the 5% significance

level with a p-value of 0.76. This is good news, since there is no evidence that

the standard errors are biased because of serial correlation in the error terms2.

We hypothesize that the main reason for the non-presence of serial correlation in

the error terms is the incorporation of daily fixed effects in the analysis, because

they capture most of the variation over time not internalized by the independent

variables.

2This finding yields another argument in favor of using the Fixed Effects model. If there
would have been evidence for serial correlation in the error terms the not further discussed
First-Differenced estimator would be more efficient than the Fixed Effects estimator.
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6.1.4 Heteroskedasticity

The last potential issue is the presence of heteroskedasticity. Generally speaking,

heteroskedasticity means that the variance of a variable is unequal across the

range of the variable it tries to predict. In the context of this paper, an important

assumption of the Fixed Effects model is that the variance of the residuals is equal

across the range of fitted values - the so called ”homoskedasticity assumption”.

The implications for a violation of this assumption is similar to the case of serial

correlation in the error terms. The Fixed Effects estimator is still unbiased, but

the standard errors of the coefficients are not. Whether the standard errors are

upwards or downwards biased, depends on the form of heteroskedasticity.

We start out with a visual inspection of the relation between the fitted values and

residuals of our Fixed Effects estimation. If the homoskedasticity assumption is

fulfilled, the variance of the residuals should be independent of the regressors and

unobserved company fixed effect.

V ar(εit|Xi, Companyi) = V ar(εit) = σµ for all t (6.4)

Since the fitted values are just a linear combination of the regressors and fixed

effects, they should also be uncorrelated to the variance of the residuals. If this is

the case, we would expect the fitted values-residual plot to look like random noise.

There are two main insights when looking at Figure 6.1. Firstly, there seems to

be no linear trend in the mean of residuals over the range of fitted values, which is

good news. Secondly, the variance of the residuals seems to depend on the size of

fitted values. More extreme fitted values estimated with our Fixed Effect model

are linked to lower residual values, meaning that they are closer to the observed

values. Hence, the plot does not look like random noise as one would expect if

Equation 6.4 holds and hints towards the presence of heteroskedasticity.

We want to verify this finding by also testing quantitatively for presence of het-

eroskedasticity. A popular test is the Breusch-Pagan test proposed by Breusch
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Figure 6.1: Scatter Plot of Fitted Values and Residuals

and Pagan (1979). A key assumption of the test is that errors are not serially cor-

related. In Subsection 6.1.3, we have shown that our Fixed Effects models are not

affected by serial correlation in the error terms. Hence, we test for the presence

of heteroskedasticity with the Breusch-Pagan test. The null hypothesis of the test

is that the residuals are homoskedastic. Therefore, a rejection of the H0 indicates

the presence of heteroskedasticity. In our case, the H0 gets rejected on the 5%

significance level. This result verifies the finding of the visual inspection of Figure

6.1. Heteroskedasticity seems to be apparent in the residuals of the Fixed Effects

models and the standard errors have to be adjusted by using a robust covariance

matrix.

Conclusively, the standard errors of the coefficients seem unbiased by multicollinear-

ity and serial correlation in the error terms. We only find evidence for the pres-

ence of heteroskedasticity biasing the standard errors in the Fixed Effects models.

Therefore, we have to account for heteroskedasticity by re-estimating the Fixed

Effects models for the natural hazard dummies and the earthquake categories with
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heteroskedasticity-robust standard errors. The results of the Fixed Effects models

with robust standard errors can be seen in Table 6.2 and 6.3.

The robust results from Table 6.2 indicate that not much changes when using

robust standard errors. Only the ”Dummy Flood Area” in Column(1) and Col-

umn(3) slightly slips across the 10% significance level with p-values of 0.107 and

0.105. Since these two coefficients were only weakly significant in the original Fixed

Effects regressions and are not crucial for the argumentation, this is only a minor

issue. The other significant coefficients stay significant at the same significance

level like in Table 5.3. A similar pattern is also observed in the earthquake inten-

sity model with robust standard errors presented in Table 6.3. Only the ”Dummy

Moderate*Exposure” interaction term slightly moves across the 5% threshold with

a p-value of 0.057, while the other coefficients stay significant at the same level like

in Table 5.4. Hence, most of our results stay robust after adjusting the standard

errors for heteroskedasticity and the main findings stay the same.

Another interesting point is that for some coefficients the standard errors actually

get lower. This is most apparent in the ”Dummy EQ Fat.*Exposure” interaction

term in Column(1) of Table 6.2 and the ”Dummy Extreme*Exposure” in Col-

umn(2) of Table 6.3, where standard errors drop by roughly one third. This might

seem puzzling on first sight, since robust standard errors are normally increasing.

An explanation for this phenomenon can be seen in the fitted values-residuals

Figure 6.1. We can see that the further the fitted values are moving away from

their mean value (which is roughly at 0) the lower the variance of the residuals

gets. Therefore, the squared distance between the fitted values and the mean of

fitted values is negatively correlated with the residuals’ variance. This negative

correlation leads to normal standard errors being too large for some coefficients

and their robust counterparts tend to be smaller. Another way of thinking about

this is that more extreme observations contain more information, so the variance

of residuals for these values is lower than in the homoskedastic case. In most em-

pirical studies, this correlation is positive and hence robust standard errors tend

to be bigger than normal ones.
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Table 6.2: Fixed Effects Regressions of Natural Hazard Dummies on Returns (Robust
SE)

Dependent variable:

Daily Return per Company

Full Sample Known Sample Non-US Sample

(1) (2) (3)

Dummy EQ Int. 0.06 −0.13 0.19
(0.09) (0.38) (0.15)

Dummy Wind −0.03 −0.12 −0.03
(0.07) (0.19) (0.08)

Dummy Flood Area −0.06 −0.10 −0.07
(0.04) (0.11) (0.04)

Dummy EQ Fat. −0.30∗∗ 0.28 −0.33∗∗

(0.15) (1.14) (0.16)

Dummy EQ Int.*Exposure −0.71∗∗∗ −0.87∗∗∗ 0.75
(0.21) (0.22) (2.16)

Dummy Wind*Exposure −0.26∗ −0.37∗∗ 0.40
(0.15) (0.16) (0.87)

Dummy Flood Area*Exposure −0.03 −0.03 0.24
(0.08) (0.08) (0.32)

Dummy EQ Fat.*Exposure 1.80 −0.68 1.11
(1.30) (2.11) (1.30)

Fixed Effects Yes Yes Yes

Control US Exposure Yes Yes No

Observations 208,736 100,834 125,845
Adjusted R2 0.33 0.30 0.36

Notes: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Heteroskedasticity-Robust Standard Errors are in parentheses. Data are from the
final daily Company-Exposure Panel of S&P 500 companies from 2000-2016. The
four dummy variable equals one if a large natural hazard according to the classifi-
cation in 4.3 occurred on that day, zero otherwise. The exposure variable is defined
between 0 and 1 and centered around its respective median. The four interaction
terms indicate the exposure of companies to the respective large natural hazard.
Each regression controls for daily and company fixed effects. To avoid that our
results are driven by the exposure in the United States, Column (1) and Column(2)
control for this value for every observation. In Column(3) this additional control
variable is not needed, since the subset does not include the United States. Col-
umn(2) and Column(3) have less observations since they are subsets of the full
sample.
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Table 6.3: Fixed Effects Regression of Earthquake Categories on Re-
turns (Robust SE)

Dependent variable:

Daily Return per Company

Full Sample Known Sample

(1) (2)

Dummy Moderate 0.20
(0.21)

Dummy Severe −0.12 −0.19
(0.11) (0.41)

Dummy Extreme −0.15 -2.71
(0.24) (2.80)

Dummy Moderate*Exposure −0.68∗ −0.75∗∗

(0.36) (0.38)

Dummy Severe*Exposure −0.71∗∗∗ −0.90∗∗∗

(0.25) (0.27)

Dummy Extreme*Exposure −0.15 −6.79
(3.30) (4.75)

Fixed Effects Yes Yes

Control US Exposure Yes Yes

Observations 208,736 100,834
Adjusted R2 0.33 0.30

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
Heteroskedasticity-Robust Standard Errors are in parentheses.
Data are from the final daily Company-Exposure Panel of S&P
500 companies from 2000-2016. The three dummy levels ”Moder-
ate”, ”Severe” and ”Extreme” indicate the intensity of the earth-
quake event according to the classification done in Section 5.3.
Earthquakes with an intensity below or equal to 6 are classified as
”Minor” and coded with a zero. The exposure variable is defined
between 0 and 1 and centered around its respective median. The
interaction terms indicate the exposure of companies to the re-
spective category of the earthquake. Each regression also includes
a control variable indicating the exposure to the United States to
avoid that the results are driven by the United States. On top,
in both regressions it is controlled for daily and company fixed ef-
fects. Column (2) has fewer observations since it only includes the
subset where the exposure is explicitly know through the reports
of the companies.
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6.2 Limitations and Variable Quality

Even though we evaluated the limitations of our data already in Chapter 3, the

interpretation of the results also depends highly on the underlying data. Thus, we

account for this in this section.

The first variable of interest is the earthquake intensity variable. Our analysis

found insignificant effects for the dummy, but the interaction was negative and

highly significant in the full sample and the known sample. The earthquake inten-

sity was measured by the Modified Mercalli Scale, which is somewhat subjective,

but does include economic damages. Hence, this variable appears to be a relatively

good proxy for economic damages and of high quality. Therefore, the coefficients

are significant and relatively high. Additionally, an earthquake happens surpris-

ingly and can not be anticipated, so the effect on stock returns should usually not

be spread across multiple days.

A possible explanation for the differences in the two sub samples could be the

differences in the exposure variable. As already noted in Section 5.1, the exposure

to the United States is significantly higher than for any other country and from

Figure 5.2 we know that the explicitly known exposure sample is mainly driven by

the United States. If we combine the two facts with the information from Table

4.7 that the United States is often exposed to an earthquake intensity event,

the information available for estimating the interaction term is high and thus

the coefficient significant. The high availability of the variable with also a wide

variance in the exposure is beneficial, when trying to find a significant effect. The

story for the Non-US sample is potentially different. As there are only relatively

small exposure values, it is difficult to find a significant effect. Overall, it seems

that the results are driven by the good quality of the variable in general since

it includes the economic damages done and has a high availability for different

countries and levels of exposure.

The quality of the wind speed variable is not as good as for the earthquake intensity

variable. Firstly, we lack the wind speed data after 2014, which should not cause
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a bias since the events seemed to be relatively stable for the given time horizon

as seen in graph 3.10. Secondly, the wind speed variable only records the wind

speed, but does not incorporate if it caused economic damages or if it just affected

uninhabited land. Moreover, investors might anticipate large hurricanes as they

usually have to build up over water multiple days before they reach land. As a

result, investors can already price in the potential effects of the hurricane before

it actually occurs. These effects would not be covered in our analysis as we only

consider the day of impact. These imprecisions indicate that wind speed is not

as good as a proxy for economic damages as earthquake intensity is and thus

finding an effect becomes more difficult. This is a possible explanation for the

insignificance of the dummy in all data sets. However, the interaction terms are

significant in the full and explicitly known exposure data set. They potentially

follow the same pattern as the earthquake intensity variable. It seems likely that

the high variation within the exposure makes up most of the effect we measure,

while the Non-US data set lacks variance in the exposure variable.

In contrast, the interaction terms are insignificant for flood area, while the dum-

mies are significant for the full and Non-US data set. However, some factors reduce

the variable quality of flooded area. As the wind speed variable, flood area does

not incorporate the economic damages and does only measure the absolute land

area flooded. Additionally, area flooded is highly correlated with the size of coun-

tries as larger countries have usually more area that can be flooded, which can be

seen in Table 4.8 mainly containing large countries. Hence, it seems likely that

the variable is a more imprecise proxy for economic damages and thus finding an

effect is difficult.

The earthquake fatality variable is also correlated with the type of countries. The

threshold for an event is set at 100 fatalities, which is a much higher threshold for

developed countries than for developing countries. Regulations require buildings

to be much more resilient to earthquakes in developed countries, especially in

regions where earthquakes are frequent. As a result, the number of events in

developed countries is much lower, or even zero as in the United States. Table 4.5

supports this theory as most of the countries are rather poor and have a rather large
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population. We find no significant effect for the explicitly known exposure sample,

which makes intuitively sense since it mostly consists of developed countries. The

opposite effect might drive the effect for the Non-US sample as there are more

large earthquakes according to fatalities, but unfortunately it is likely that the low

variance in exposure prevents us from finding an effect for the interaction term.

However, the full data set has a significant negative dummy, so the effect from

the Non-US data set is apparent even after including the explicitly know exposure

sample.

Overall, our model indicates adverse effects of natural hazards on the return of

S&P 500 companies between 2001 and 2016. However, our methodology does

not allow for a generalization of our results to companies in other indices or time

horizons. We will elaborate more on this topic in Section 6.2.2.

6.2.1 Choice of Econometric Model

Usually, event studies follow the approach proposed by Fama et al. (1969). The

usual first step is to calculate the coefficients of the CAPM model:

Rit = αi + βRmt + ε (6.5)

Thereafter, one can calculate the abnormal returns:

ARit = Rit − αi − βRmt (6.6)

These abnormal returns are already accounting for movements in the market. One

can track these abnormal returns from the time of Event T until a given point

after the event t and see if the return is statistically different from 0. It is usual

to test the cumulative abnormal returns3:

CARit =
t∑
T

ARit (6.7)

3For example, Cao et al. (2015) use this methodology with some further specifications
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However, the methodology requires the calculation of individual β′s for every

company. In our case that would require the calculation of almost 900 β′s, which

is computationally not feasible with companies leaving and entering the data set.

Moreover, the β′s might not be constant over time, which would further introduce

a measurement error. Therefore, we decided to use a Fixed Effects model to

account for systematic movements affecting the whole market.

Fixed Effects models have been used before to estimate the effect of weather on

stock returns (Hirshleifer and Shumway (2003)). As already noted, Fixed Effects

models remove the unobserved, time-invariant effects from the regression other-

wise leading to an omitted variable bias. For our models, we use fixed effects for

company and time. The reasoning behind using daily fixed effects is to control for

all factors that drove the whole market that day. There are certain macro factors

that drive the whole market and hence will also impact the individual stock price.

If one would not use daily effects these factors might be picked up by our indepen-

dent variables. Even though the advantages of daily fixed effects are appealing,

they also have some disadvantages for our models. Since the daily fixed effect will

remove any unobserved effect for the whole day, the systematic effects of severe

natural hazards affecting the whole market might also be eliminated. Accordingly,

we expect the significance of the negative natural hazard effects to be rather too

low, because of the potential increased standard errors of the main explanatory

variables. However, the significance level for some dummies and interactions terms

indicate that even after controlling for this effect on the whole market, the adverse

effect of natural hazards on stock returns is strong enough to still persist on the

individual level.

The firm fixed effect imposes another assumption on our model, since it needs to

be time-invariant over time. An example for an important time-invariant factor is

the business model of companies. Most business models remain relatively constant

over time, but individual strategic changes are possible. However, the individual

measurement errors should be fairly small relative to the total size of our data set.

As a result, our model should only have a negligible bias due to the firm fixed

effect.
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6.2.2 Index and Time Dependency

Even tough some coefficients in our Fixed Effects models are significant, one has

to handle the results of our models with caution. Since they only include the

companies of the S&P 500 for the time horizon from 2000 to 2016, implications

about the other time periods or other samples of companies cannot be made.

Although it might seem logical that the behavior in stock markets remains similar

across time and countries, this is not necessarily the case. Research has found

evidence for a change in the behavior of stock markets over time in some cases.

For example, Arshanapalli and Doukas (1993) find that the co-movements across

international stock markets have significantly changed after October 1987. This

indicates that relationships in stock markets are not necessarily constant over time.

Additionally, it is possible that the same natural hazard has different effects to

samples of different indices, as already indicated in the literature review by studies

of Wang and Kutan (2013) and Cao et al. (2015). Overall, further studies have

to be made to clarify how natural hazards impact stock returns in different time

horizons and in different markets.

6.3 Relation to Economic Theory

In the past, there has been a huge debate about whether or not financial markets

are efficient. In his famous paper, Fama (1970) defines markets as efficient if

prices ”fully reflect” all available information at any time. His main argument

is that arbitrageurs will exploit any inefficiency until the inefficiency disappears.

Contrary to the efficient market theory, behavioral finance has gained a lot of

recognition in recent years. Their main argument is that arbitrageurs will not

always be able to exploit inefficiency, so inefficiencies remain at least for some

time (Shleifer (2000)). The effect of natural hazards is potentially interesting for

investigating the efficient market hypothesis as suddenly a lot of new information

arrives at the market, which potentially require the adjustment of stock prices.

Following the discussion from above, there is one explanation for stock movements
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in favor, independent of and against the efficient market hypothesis: Updating of

probabilities, changes in risk aversion and availability heuristics.

Updating of probabilities is an efficient reaction to the event. In a perfect world

the investors have a perfect model about the likelihood of natural hazards. This

model gets updated continuously and the occurrence of an event causes the model

to predict a higher probability of an event in the future. However, the higher

probability is rational and will only change the background risk (Cameron and

Shah (2015)). A higher probability of an event in turn leads to a decrease in the

value of the company as the risk of the company has increased due to the higher

probability of a natural hazard affecting the company.

However, the updating of probabilities can also lead to an overestimation of the

underlying probability as the recent event has to much weight. Research has

shown that humans potentially overreact to recent events and overestimate the

probability of such an event occurring again (Tversky and Kahneman (1973)).

This reaction is not efficient as the probability of is exaggerated by the judgment

of humans after a recent event. As a result, the reduction of the company’s value

will be larger than what can explained by the updating of probabilities theory and

the can be classified as inefficient. An example for this phenomenon was found

by Kliger and Kudryavtsev (2010). They find among other results that stock

movements to a positive recommendation are stronger, when accompanied by a

positive movement in the aggregated stock market. Hence, it seems possible that

investors in reaction to a natural disaster overestimate the underlying probability.

However, the opposite could also hold meaning that investors react correctly to a

natural hazard. To find out which effect is stronger, one has to know, what an

efficient reaction would look like.

Another possible explanation for a negative return on the day of an event is a

change in risk aversion. Gollier and Pratt (1996) showed that adding an unfair

background risk will increase the risk aversion to other independent risk factors.

A higher risk aversion of the investors would mean that they require a higher risk

premium, which drives down the demand for risky assets. As a result, the price
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for risky assets would drop. There has been also some studies investigating this

effect empirically: Cameron and Shah (2015) show that people in Indonesia, who

have recently suffered from a flood or an earthquake, show a higher risk-aversion.

Contrary to this result, Eckel et al. (2009) show that people, who suffered from

hurricane Katerina become more risk-loving. Overall, the effect is difficult to

assess on an aggregated level. However, a shift in risk aversion will not influence

the efficiency of the market since the equilibrium in an efficient market depends

on the risk preferences of investors (Cochrane (2009)).

Unfortunately, it is unclear which of the three theories explains our results. We

found a negative effect for the S&P 500 companies from 2000 to 2016. As already

indicated above, our results cannot be translated to other time periods or compa-

nies from other indices. Moreover, our results represent only an average reaction

and will not be correct in every individual case. For example, if a company has

high sales in one country, which are concentrated in a big city like Beijing and

an earthquake hits Shanghai, our model would predict a negative impact on the

return, while there is no obvious reason why the stock should fall as the economic

impact for the company should be at maximum minor. As a result, our analysis

represents a new approach to understand the effects of natural hazards on stock

returns, but further research is needed to make implications about the efficient

reaction of company’s stock prices to a natural hazard.
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Conclusion

The economic impact of natural hazards on stock returns will increase due to

climate change. The highest estimate for potential damages to global manage-

able assets is a staggering $43 Trillion. Also, past natural disasters have already

caused substantial damages with $150-200 Billion by the hurricanes Harvey and

Irma combined (World News Media (2018)). Therefore, research is needed to

better understand the impact of natural hazards on not only macro economic

variables like GDP, but also on stock returns on a company level. This is the main

motivation to build a model that investigates this relationship in more detail.

We use a Fixed Effects regression to measure the effects of natural hazards (floods,

earthquakes and hurricanes) on stock returns of S&P 500 companies in the time

period from 2000 to 2016. The modelling of exposure to natural hazards on com-

pany level represents our main contribution to the current research gap. We define

company’s exposure to a natural hazard as share of total sales in the country af-

fected by the event. We are the first to our knowledge that quantified exposure to

natural hazards in this manner. Seetharam (2015) uses an alternative modelling

of exposure, which is defined as presence of the headquarter or a subsidiary in

the state that was exposed to a natural hazard. Our approach is a notable im-

provement since we also account for the magnitude of exposure instead of only

constructing one simple dummy variable.

84
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Our results support all three aforementioned hypotheses. We find significant neg-

ative results for flood area and earthquake fatality events in our base line scenario

of a company with median exposure. The main driver of these effects appears to

be the Non-US sub sample. Additionally, the negative effect increases in exposure

for earthquake intensity and hurricane events, thereby supporting the second hy-

pothesis. Contrary to the first hypothesis, this effect appears to be driven by the

explicitly known exposure sub sample. Lastly, the results for the third hypothesis

are twofold: the coefficients indicating company’s exposure to a severe earthquake

are negative, significant and increasing in exposure and are higher for more severe

earthquakes. The effects are consistent across samples.

The results of our analysis are promising, but are limited to the S&P 500 companies

for the period between 2000 and 2016. Future research could extend our idea to

other indices, time horizons and methodologies to find further evidence for our

results. Moreover, the differences between indices could lead to interesting insights

about regional differences in the effect of natural hazards on stock returns.

Our results also have relevance for practitioners as climate change will increase the

frequency and magnitude of natural disasters and their impact on the portfolios

of asset managers. The results might also be relevant to risk managers, who

want to quantify their exposure to natural disasters. Our empirical approach

could be especially useful since these managers might have more accurate data

about the geographical distribution of company sales, which would increase the

accuracy of our models. Additionally, managers might also be interested in this

field as it shows that exposure to large natural hazards decreased the firm value

of S&P 500 companies between 2000 and 2016 on the same day. These results

might influence their investment decisions to reduce their geographical exposure

to natural hazards.
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Definitions of Regions

We define the regions coherent with the definitions of the UN1

Africa: Algeria, Egypt, Libyan Arab Jamahiriya, Morocco, Tunisia, Western Sa-

hara, Benin, Burkina Faso, Cape Verde, Cote d’Ivoire, Gambia, Ghana, Guinea,

Guinea-Bissau, Liberia, Mali, Mauritania, Niger, Nigeria, Senegal, Sierra Leone,

Togo, Burundi, Comoros, Djibouti, Eritrea, Ethiopia, Kenya, Madagascar, Malawi,

Mauritius, Mayotte, Mozambique, Runion, Rwanda, Somalia, Sudan, Uganda,

United Republic of Tanzania, Zambia, Zimbabwe, Angola, Cameroon, Central

African Republic, Chad, Congo, Democratic Republic of the Congo, Equatorial

Guinea, Gabon, Sao Tome and Principe, Botswana, Lesotho, Namibia, South

Africa, Swaziland

North Africa: Algeria, Eygpt, Libyan Arab Jamahiriya, Morocco, Tunisia, West-

ern Sahara

West Africa: Benin, Burkina Faso, Cape Verde, Cote d’Ivoire, Gambia, Ghana,

Guinea, Guinea-Bissau, Liberia, Mali, Mauritania, Niger, Nigeria, Senegal, Sierra

Leone, Togo

Asia: Kazakhstan, Kyrgyzstan, Tajikistan, Turkmenistan, China, Hong Kong,

Macao, Democratic People’s Republic of Korea, Mongolia, Republic of Korea,

Brunei Darussalam, Cambodia, Indonesia, Laos, Malaysia, Myanmar, Philippines,

Singapore, Thailand, Timor-Leste, Viet Nam, Afghanistan, Bagladesh, Butan, In-

dia, Iran, Maldives, Nepal, Pakistan, Sri Lanka, Armenia, Azerbaijan, Bahrain,

1Source for region definition
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Cyprus, Georgia, Iraq, Israel, Jordan, Kuwait, Lebanon, Occupied Palestinan Ter-

ritory, Oman, Qatar, Saudi Arabia, Syrian Arab Republic, Turkey, United Arab

Emirates, Yemen, Japan

South East Asia: Brunei Darussalam, Cambodia, Indonesia, Laos, Malaysia,

Myanmar, Philippines, Singapore, Thailand, Timor-Leste, Viet Nam

South Asia: Afghanistan, Bangladesh, Bhutan, India, Iran, Maldives, Nepal,

Pakistan Sri Lanka

Latin America and the Caribbean: Aruba, Bahamas, Barbados, Cuba, Do-

minican Republic, Grenada, Guadeloupe, Haiti, Jamaica, Martinique, Netherlands

Antilles, Puerto Rico, Saint Lucia, Saint Vincent and the Greadines, Trinidad and

Tobago, United States Virgin Islands, Belize, Costa Rica, El Salvador, Guatemala,

Honduras, Mexico, Nicaragua, Panama, Argentina, Bolivia, Brazil, Chile, Colom-

bia, Ecuador, French Guiana, Guyana, Paraguay, Peru, Suriname, Uruguay, Venezuela

Caribbean: Aruba, Bahamas, Barbados, Cuba, Dominican Republic, Grenada,

Guadeloupe, Haiti, Jamaica, Martinique, Netherlands Antilles, Puerto Rico, Saint

Lucia, Saint Vincent and the Greandines, Trinidad and Tobago, United States

Virgin Islands

Central America: Belize, Costa Rica, El Salvador, Guatemala, Honduras, Mex-

ico, Nicaragua, Panama

South America: Argentina, Bolivia, Brazil, Chile, Colombia, Ecuador, French

Guiana, Guyana, Paraguay, Peru, Suriname, Uruguay, Venezuela

Oceania: Fiji, French Polynesia, Guam, Micronesia, New Caledonia, Papua New

Guinea, Samoa, Solomon Islands, Tonga, Vanuatu

Europe: Albania, Belarus, Bosnia and Herzegovina, Bulgaria, Croatia, Czech

Republic, Estonia, Greece, Hungary, Latvia, Lithuania, Montenegro, Poland, Re-

public of Moldova, Romania, Russian Federation, Serbia, Slovakia, Slovenia, Mace-

donia, Ukraine, Austria, Belgium, Channel Islands, Denmark, Finland, France,

Germany, Iceland, Ireland, Italy, Luxembourg, Malta, Netherlands, Norway, Por-

tugal, Spain, Sweden, Switzerland, United Kingdom

Western Europe: Austria, Belgium, Channel Islands, Denmark, Finland, France,
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Germany, Iceland, Ireland, Italy, Luxembourg, Malta, Netherlands, Norway, Por-

tugal, Spain, Sweden, Switzerland, United Kingdom

Continental Europe: Albania, Belarus, Bosnia and Herzegovina, Bulgaria, Croa-

tia, Czech Republic, Estonia, Greece, Hungary, Latvia, Lithuania, Montenegro,

Poland, Republic of Moldova, Romania, Russian Federation, Serbia, Slovakia,

Slovenia, Macedonia, Ukraine, Austria, Belgium, Denmark, Finland, France, Ger-

many, Italy, Luxembourg, Netherlands, Norway, Portugal, Spain, Sweden, Switzer-

land

European Union: Albania, Bulgaria, Croatia, Czech Republic, Estonia, Greece,

Hungary, Latvia, Lithuania, Montenegro, Poland, Slovakia, Slovenia, Austria, Bel-

gium, Denmark, Finland, France, Germany, Italy, Netherlands, Portugal, Spain,

Sweden, Switzerland

Asia and Pacific: China, Hong Kong, Macao, Democratic People’s Republic

of Korea, Mongolia, Repulbic of Korea, Brunei Darussalam, Cambodia, Indone-

sia, Laos, Malaysia, Myanmar, Philippines, Singapore, Thailand, Timor-Leste,

Viet Nam, Bangladesh, Butan, India, Maldives, Nepal, Pakistan, Sri Lanka, Fiji,

French Polynesia, Guam Micronesia, New Claedonia, Papua New Guinesa, Samoa,

Solomon Islands, Tonga, Vanuatu, Japan, Australia, New Zealand

Pacific Rim: China, Hong Kong, Macao, Democratic People’s Republic of Korea,

Republic of Korea, Japan, Brunei Darussalam, Cambodia, Indonesia, Malaysia,

Philippines, Singapore, Thailand, Viet Nam, Fiji, French Polynesia, Guam, Mi-

cronesia, New Caledonia, Papua New Guinea, Samoa, Solomon Islands, Tonga,

Vanuatu, United States of America, Canada, Mexico, Costa Rica, El Salvador,

Guatemala, Honduras, Nicaragua, Panama, Chile, Colombia, Ecuador, Peru, Rus-

sian Federation

Latin America: Brazil, Mexico, Colombia, Argentina, Peru, Venezuela, Chile,

Ecuador, Guatemala, Cuba, Haiti, Bolivia, Dominican Republic, Honduras, Paraguay,

Nicaragua, El Salvador, Costa Rica, Panama, Puerto Rico, Uruguay, Guadeloupe,

Martinique, French Guiana

Middle East: Egypt, Iran, Turkey, Iraq, Saudi Arabia, Yemen, Syria, United

Arab Emirates, Israel, Jordan, Lebanon, Oman, Kuwait, Qatar, Bahrain
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North America: United States of America, Canada, Belize, Costa Rica, El Sal-

vador, Guatemala, Honduras, Mexico, Nicaragua, Panama, Aruba, Bahamas, Bar-

bados, Cuba, Dominican Republic, Grenada, Guadeloupe, Haiti, Jamaica, Mar-

tinique, Netherlands Antilles, Puerto Rico, Saint Lucia, Saint Vincent and the

Grenadines, Trinidad and Tobago, United States Virgin Islands

Americas: United States of America, Canada, Belize, Costa Rica, El Salvador,

Guatemala, Honduras, Mexico, Nicaragua, Panama, Aruba, Bahamas, Barbados,

Cuba, Dominican Republic, Grenada, Guadeloupe, Haiti, Jamaica, Martinique,

Netherlands Antilles, Puerto Rico, Saint Lucia, Saint Vincent and the Grenadines,

Trinidad and Tobago, United States Virgin Islands, Argentina, Bolivia, Brazil,

Chile, Colombia, Ecuador, French Guiana, Guyana, Paraguay, Peru, Suriname,

Uruguay, Venezuela

EMEA: See the definitions of Europe, Middle East and Africa.

Africa and Middle East: See the definitions of Africa and Middle East.

Central and South America: See the definitions of Central and South America.

Europe and Africa: See the definitions of Europe and Africa.

Europe and Middle East: See the definitions of Europe and Middle East.
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