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Abstract 

 

This paper investigates a range of first-order implications of Bitcoin within economics and 

finance through a holistic approach and deduces a testable hypothesis concerning the 

ability of Twitter sentiment to predict Bitcoin price movements. In combination, a 

technological, theoretical and empirical review of Bitcoin ensure the necessary breadth and 

depth to appropriately advance the knowledge frontier of a highly relevant but less 

researched topic. Among the economic aspects investigated, a perspective on what type of 

money Bitcoin is and how it performs as money is included followed by an analysis of how 

Bitcoin impacts financial intermediation, money supply and money creation. This paper 

finds that Bitcoin can be characterized as synthetic commodity money while it does not 

perform well as money. Bitcoin makes trust in a centralized third party redundant in 

facilitating payments and can fundamentally alter the dynamics of money supply and 

creation. However, Bitcoin has currently no impact of economic significance. Among the 

financial aspects investigated, an analysis of how Bitcoin relates to traditional asset classes 

and the implications of considering Bitcoin as part of a new asset class was conducted. 

Subsequently, the shortcomings of conventional finance theory in explaining Bitcoin 

returns were analyzed followed by an assessment of the applicability of behavioral finance 

in relation to Bitcoin. This paper finds that Bitcoin is conceptually a currency but is mainly 

perceived as an investment vehicle. Furthermore, it was found that conventional finance 

theory is inadequate in explaining Bitcoin returns and that behavioral finance theory holds 

explanatory power concerning the ability of sentiment to influence prices. Based on the 

conclusions from this first part the paper, a testable hypothesis was deduced on the 

predictive ability of Twitter sentiment on Bitcoin price movements. This paper conducts a 

textual sentiment analysis on more than 1.1 million tweets using three different lexica to 

construct a sentiment variable as input in three different models. By using both an 

autoregressive distributed lag model, a logistic version of the same model and an artificial 

neural network, this paper confirms the hypothesis of Twitter sentiment’s predictive ability 

when considering a 6-hour time interval, which is reflected in the profitability of the 

associated trading strategy. 
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1 Introduction 

Few topics have received attention to the extent of Bitcoin during the past few years within economics, finance 

and general media. Despite being introduced in 2008, a large degree of mystery continues to surround Bitcoin as 

to what exactly it is, what it can do and what it cannot do. While Bitcoin was originally intended as an electronic 

peer-to-peer payment system by its inventor(s) only known under the pseudonym Satoshi Nakamoto, it seems to 

continuously divide the field between supporters and proponents. Some believe Bitcoin to be a technological 

revolution, an ideological milestone or a potential disruptor of the existing financial system. Yet, others perceive 

it as nothing but the largest bubble since the Tulip Mania or dismiss it as an instrument to facilitate illegal activities. 

Regardless of the diverse opinions as to what exactly Bitcoin is, the increasing popularity and turbulent price 

development remains indisputable. Forbes Magazine announced 2013 to be Year of the Bitcoin, primarily rooted 

in rising awareness and an increasing price, which reached USD 1,242 (Forbes, 2013). Even strong supporters of 

Bitcoin plausibly did not expect the Bitcoin price to reach almost USD 20,000 by December 2017 with Forbes 

Magazine announcing that 2017 Will Be Remembered as the Year of Bitcoin (Forbes, 2017). Recently, the aspects 

of Bitcoin receiving the most attention has indeed been the price development. 

An emerging body of research connects findings from behavioral finance, changes in market sentiment and 

fundamental principles of asset pricing (Bodie, et al., 2014). Market sentiment is the general attitude among 

investors, reflecting its crowd psychology, which is in part driven by emotion (Baker & Wurgler, 2007; Bodie, et 

al., 2014). While a host of factors influence the prevailing market sentiment, it is not necessarily the case that 

sentiment is synonymous with fundamentals as it is influenced by emotions and is not solely based on fundamental 

factors (Bodie, et al., 2014). Currently, limited research has been devoted to the intersection between investor 

sentiment and cryptocurrencies due to their recency, but findings suggest that Bitcoin shares characteristics with 

securities that are relatively more sensitive to broad waves of investor sentiment, which makes biases more relevant 

(Baker & Wurgler, 2007). A quote by one of the most famous economists of all time, John Maynard Keynes, 

neatly summarizes how prices can be influenced by sentiment: “Markets can remain irrational longer than you 

can remain solvent” (Munk, 2017, p. 352). Bitcoin shares some of the characteristics with the type of securities 

that are sensitive to changes in investor sentiment while the question of Bitcoin’s fundamental value remains a 

complex and intricate topic, which will be explored further in this paper. Current findings have established that 

the Bitcoin price is sensitive to news and events and that investor sentiment is an important underlying force of 

price movements. The demand for Bitcoin has been found to respond to a diverse range of influences ranging from 

national regulation by sovereign states, hacking of a cryptocurrency exchange and even rumors (Feng, et al., 2017; 

Alvarez-Ramirez, et al., 2018). In today’s telecommunications-oriented world with online mass media, such as 
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Twitter, news is transmitted and received instantaneously, which can influence the prevailing market sentiment 

and thereby Bitcoin prices. Among the Bitcoin participants, only a small group of approximately 2.3% has been 

found to be currency users while almost 35% have been found to be investors (Baur, et al., 2018). Since the Bitcoin 

price skyrocketed during the last six months of 2017, the user segment comprising speculators, day traders and 

gamblers has been the largest and fastest growing segment (Lehman, 2017). This segment is especially prone to 

act on incremental information while it exhibits a range of behavioral biases. A relationship between Twitter 

sentiment and stock price movements has previously been established, but such a relationship with Bitcoin is 

currently a less researched topic. Based on a comprehensive and holistic review of the various aspects of Bitcoin, 

this paper has found technological, theoretical and empirical justification for attempting to employ econometric 

and machine learning methods to investigate the predictive ability of Twitter sentiment for Bitcoin price 

movements. 

The limited and sporadic academic literature is not confined to Bitcoin in isolation but to cryptocurrencies in 

general. While cryptocurrencies currently remain in an early phase of adoption, their potentially significant 

applicability and disruptive implications within economics and finance underline the importance of further 

advancing the academic foundation related to cryptocurrencies. A core proposition of this paper is to adopt a 

holistic approach to address the most important first-order implications within economics and finance related to 

Bitcoin in addition to investigating the predictive power of Twitter sentiment on Bitcoin price movements. To 

fully comprehend the potential of Bitcoin, a brief technological understanding is necessary as the economic and 

financial implications are directly related to the technological features of Bitcoin. This paper therefore adopts a 

framework comprised by a technological review, a theoretical review and an empirical review to ensure the 

necessary breadth and depth of the topic, which generates conclusions and insights for deducing a testable 

proposition concerning the predictive ability of Twitter sentiment on Bitcoin price movements. While it is an 

emerging field of research, most research has been devoted to Bitcoin since it was the first cryptocurrency to be 

introduced, it has the largest market capitalization, the highest daily turnover and remains the most widely covered 

cryptocurrency in academia and media (Feng, et al., 2017). While numerous heterogeneous cryptocurrencies exist, 

Bitcoin will be the focal point of this paper for the same reasons. 
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2 Research Question 

A primary overarching research question reflecting the motivation of this paper has been developed with 

supporting sub-questions, which will facilitate the development of a comprehensive research design and guide the 

analyses of this paper. Due to the recency of cryptocurrencies as a topic within academia, a core proposition of 

this paper is to employ a conceptually wide primary research question. This will enable a thorough analysis of 

Bitcoin and facilitate the development of an adequate methodological approach to investigate the ability of social 

media sentiment to predict Bitcoin price movements. Further considerations related to the research design of this 

paper are included in the subsequent section. 

The motivation for articulating a holistic research question is to enable a contribution to the existing literature, 

which is currently limited and sporadic in addressing the most important questions within economics and finance 

related to cryptocurrencies and the underlying dynamics of price movements. To develop a framework that can 

provide the necessary breadth and depth to establish the central theoretical implications of Bitcoin while 

investigating the predictive ability of Twitter sentiment on Bitcoin price movements, the following research 

question has been articulated: 

- What are the implications of Bitcoin within economics and finance, and can social media 

sentiment predict Bitcoin price movements? 

To appropriately guide the work of this paper, a range of supporting sub-questions within each aspect of the 

primary research question are included. The primary research question is thereby answered through the included 

sub-questions. While they contribute to establishing the central implications of Bitcoin within finance and 

economics, the theoretical findings are instrumental in developing the methodological approaches adopted for 

predicting Bitcoin price movements. While several aspects of the implications of cryptocurrencies within 

economics and finance deserve to be studied, the elements contained in the articulated sub-questions have been 

assessed to be the first-order effects of greatest importance. 

To establish the relevant economic implications of Bitcoin, the following sub-questions have been articulated: 

1. What type of money is Bitcoin, and how does it fulfill the functions of being a medium of exchange, 

store of value and unit of account? 

2. How does Bitcoin impact financial intermediation, money supply and money creation? 

In addition, to establish the range of relevant financial implications of Bitcoin, the following sub-questions are 

included: 
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3. How does Bitcoin relate to traditional asset classes, and what are the implications of considering 

Bitcoin as part of a new asset class? 

4. Can conventional finance theory explain Bitcoin prices or does behavioral finance provide a better 

alternative? 

The conclusions reached through the four sub-questions above provide the foundation and justification for 

developing the core sub-question of this paper: 

5. Can lexicon-based sentiment on Twitter be used as input in supervised learning models to predict 

Bitcoin price movements? 

The primary research question will thereby be addressed through the five sub-questions in combination. To 

address the sub-questions of this paper, an appropriate research design is adopted, which comprises a prism 

through which the relevant aspects of Bitcoin are analyzed. This will provide the necessary foundation for 

justifying the prediction of Bitcoin price movements based on social media sentiment and the associated 

methodological considerations. 

3 Research Considerations and Research Design 

This section is devoted to outline the considerations related to the construction of an appropriate research design 

and the reflections underlying the conceptual approaches of this paper. 

3.1 Research Design 

The structural research philosophy adopted in this paper is that of pragmatism, which recognizes that multiple 

philosophical positions towards conducting research exist without a single stance necessarily being able to reach 

a definitive and complete truth (Saunders, et al., 2012). Thereby, the central determinant for adopting a certain 

stance is the research question itself, and multiple philosophical positions can thus be used that validly address a 

research question (Saunders, et al., 2012). This implies that methodological choices are based on their ability to 

advance the knowledge for a particular research question (Saunders, et al., 2012). With reference to Saunder’s 

(2012) conceptual model of the ‘research onion’, this paper will predominantly rely on a deductive research 

approach where the analysis begins at an abstract, broader level and gradually deduces a testable proposition 

related to sentiment and Bitcoin price movements. 

This paper adopts a sequential mixed methods research design in which a combination of qualitative and 

quantitative methods is utilized to address the research question (Saunders, et al., 2012). Such a research design is 

appropriate for answering the main research question of this paper where an initial theoretical perspective provides 
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direction and focus for the further research (Teddlie & Tashakkori, 2009), which is aligned with the philosophical 

orientation of pragmatism (Saunders, et al., 2012). The first phase of the research design is therefore based on a 

predominantly qualitative and exploratory approach through which the first four sub-questions are addressed based 

on existing literature and conventional theoretical foundations of economics and finance. Based on the insights 

and conclusions of the first phase, a testable proposition is developed through deductive reasoning, which is 

captured in the fifth sub-question of this paper. The second phase of this research design is thus predominantly 

quantitative and explanatory in nature. In combination, the sequential research design will yield conclusions 

necessary for answering the main research question through the five sub-questions of this paper in a coherent 

manner. 

The methodological approach underlying the two phases differ, and considerations related to the first exploratory 

phase for investigating the implications of Bitcoin within economics and finance are outlined in the subsequent 

section. The methodological considerations for testing the predictive capacity of Twitter sentiment on Bitcoin 

price movements are discussed in depth in Section 8 of this paper. 

3.2 A Necessary Trinity of Perspectives 

Due to their infancy, cryptocurrencies are currently an emerging topic within academia, and they remain in an 

early phase of adoption. Due to the potential of cryptocurrencies within economics and finance they constitute an 

important topic to explore further as current literature is sporadic. In addition to being a relatively less researched 

topic, some of the existing work contains some misconceptions, which result in invalid inferences concerning the 

potential implications within economic and finance. Thus, this paper will rely primarily on peer reviewed literature 

to ensure legitimate and valid conclusions.  

To fully comprehend the economic and financial implications of Bitcoin, a technological understanding is 

necessary as the absence hereof often leads to faulty assessments. As certain aspects and features of the innovation 

underlying Bitcoin can be attributed with certain implications, a technological aspect is indispensable. Thereby, 

this paper will assess the implications of Bitcoin through a prism comprised by a technological, theoretical and 

empirical perspective. In combination, this trinity of perspectives will provide the foundation and justification for 

developing a testable hypothesis on the ability of Twitter sentiment to predict Bitcoin price movements. While all 

the sub-questions of this paper are addressed through conclusions of the various sections to some extent, the sub-

questions are predominantly answered through certain sections. To provide a general overview of which sections 

yield conclusions for specific sub-questions, Figure 1 has been created. The purpose of Figure 1 is thus to provide 

an overview of the paper while highlighting the relevance and contribution of the various sections. 



6 

 

 

Figure 1 - Overview of Paper and Relevance of Each Section 

It should once again be emphasized that the conclusions of certain sections are not limited to solely answer the 

sub-question to which they are attributed in Figure 1. Instead, they contribute to the foundation of insight required 

to answer the different sub-questions, and Figure 1 thus depicts the sub-questions to which a section provides a 

predominant source of insight. 

As outlined, based on the first four sub-questions in the first phase of the research design, a testable hypothesis is 

deduced and articulated. A unique approach will be employed to test whether price movements of Bitcoin can be 

predicted based on Twitter sentiment, which is elaborated in the technological, theoretical and empirical 

justification of Section 8.1. A further elaboration on the methodological approach is deferred to Section 8.2. 

3.3 Scope and Delimitation 

While numerous cryptocurrencies have been developed, this paper will adopt Bitcoin as the working example of 

a cryptocurrency. As cryptocurrencies differ, the dynamics and implications are heterogenous, and the conclusions 

reached in this paper cannot necessarily be extrapolated to all cryptocurrencies. Bitcoin has been selected because 

it was the first cryptocurrency to be introduced, it has the by far largest market capitalization, the highest daily 
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turnover, it remains the most widely adopted cryptocurrency and remains the most widely covered cryptocurrency 

within academia and media (Feng, et al., 2017). 

As the economic and financial theoretical foundation is pivotal for developing the methodological approach to 

predicting Bitcoin price movements, more attention is devoted to these sections while the technological perspective 

is intended to briefly outline the technological underpinnings relevant for the objective of drawing valid 

conclusions. 

While specific limitations concerning the employed methodologies and analytical approaches are deferred to the 

relevant sections, a general limitation of this paper concerns the computational capacity available. As more than 1 

million Bitcoin-related tweets are generated per month, it was not possible to analyze more than a month’s tweets 

with the computer power available to the authors. 

4 Technologic Background 

When professional investors perform a due diligence of a potential acquisition, they do so based on the notion that 

one cannot evaluate what one does not understand. In line with this analogy, it is necessary to investigate the 

technological background of Bitcoin to appropriately assess its economic and financial implications and potential. 

A technological background is therefore necessary to answer the research question of this paper. More specifically, 

the insights obtained through the technological review are primarily used to address the first and second research 

sub-questions, which concern the economic implications of Bitcoin while certain insights are relevant for the third 

sub-question. Finally, a comprehensive technological review of Bitcoin will provide the required technological 

justification to address the fifth sub-question of this paper, which is outlined in Section 8.1. 

An adequate understanding of the technological opportunities and limitations of the Bitcoin protocol is necessary 

to facilitate the theoretical analyses and assess the associated economic and financial implications. Understanding 

the process of transaction verification enables an intelligent discussion of elements such as transaction 

irrevocability, transaction fees and capacity as a medium of exchange. Before initiating the technological review 

of Bitcoin, it is relevant to outline its intended core objective:  

“An electronic payment system based on cryptographic proof instead of trust, allowing 

any two willing parties to transact directly with each other without the need for a trusted 

third party” (Nakamoto, 2008, p. 1) 

A central element of this objective concerns the avoidance of a trusted third party. As the name indicates, this third 

party provides trust, which is structurally redundant in a system based on cryptographic proof, which is an 

important consideration that will be elaborated upon. 



8 

 

The technological review will include an outline of the problem with digital assets in form of double spending and 

how Bitcoin solves this problem in Section 4.1, which is fundamental to answer the first sub-question concerning 

how Bitcoin relates to money. Subsequently, an assessment of the requirements for developing a cryptocurrency 

like that of Bitcoin is provided in Section 4.2, which is organized in four core technological pillars. This assessment 

is essential for the second sub-question addressing how Bitcoin impacts financial intermediation, money supply 

and money creation. Finally, an overview of key properties of Bitcoin will be provided in Section 4.3, and the 

findings of the technological review will be put in perspective to the research question of this paper in Section 4.4. 

4.1 The Problem with Digital Assets 

Since the rise of the internet, it has been a consistent challenge for rightful owners of digital assets that their private 

property can easily be copied and thus stolen (Furht & Kirovski, 2005). This is no different for digital cash, and 

in a modern economy where only a fraction of the aggregate money supply is in the form of physical currency, 

this is not an irrelevant problem. According to Burda and Wyplosz (2013), it is only 17.6% of the aggregate money 

supply in Europe that takes the form of physical currency, where the aggregate money supply is defined as M1, 

i.e. all money in circulation including highly liquid bank deposits (Burda & Wyplos, 2013). While a physical coin 

cannot be spent twice, as the very transaction involves the physical transfer of the coin, the same is not the case 

for a digital currency. Without an intermediating bank, one could easily spend a unit of currency twice while 

claiming it was unspent; a procedure known as double spending. 

Consequently, there is a need for banks in providing security that a transaction is valid. A valid transaction must 

thus be one where both the sender and receiver are whom they claim to be, where the agent sending the money has 

already received the money she claims to possess and where this money has not already been spent. In a system 

where banks provide this service, it is evident that they should receive compensation for this service, which covers 

at least the associated cost. This payment comes in terms of fees, and it is one of the major revenue streams of 

commercial banks in the modern economy (McLeay, et al., 2014). 

4.1.1 How Bitcoin Solved the Double Spending Problem 

The main innovation of Bitcoin was not the provision of a purely digital currency, instead, it was how it solved 

the double spending problem. Creating a system independent of a trusted third party is only possible insofar this 

system can perform the function previously performed by this third party. The novelty of the Bitcoin system 

thereby lies in the imbedded proof of transaction validity. This proof is based on the ability of proving 

authentication, i.e. the ability of participants to prove that they are whom they claim to be – a service usually 

provided by banks. Additionally, it is based on the ability of the system to keep records of accounts, such that it 

can be determined whether coins have already been spent – again a service usually provided by banks. 
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Trust based systems, like conventional payment systems, imply that all participants must bear some sort of risk. 

In economic terms, risk is a cost as whoever bears the risk must be compensated for it (Burda & Wyplos, 2013). 

In conventional payment systems, it is indeed possible to transfer risk, but only by compensating the party to whom 

the risk is transferred. Following the logic that trust implies risk, which in turn implies a cost, there obviously must 

be efficiency gains to be reaped by redesigning the entire system to eliminate the need for trust in the first place. 

Bitcoin has exactly revolutionized the payment system because it offers a trust-less alternative for conducting 

transactions (Nakamoto, 2008). The fact that agents can transact without a third party, like a bank, is thus not an 

additional feature of the system. Instead, it is a required and imbedded aspect of any trust-less system, as the 

opposite would require trust in this third party. 

4.2 Replacing Trust with Proof: The Requirements for Developing a Cryptocurrency  

This section will define the requirements for building a cryptocurrency such as Bitcoin by specifying the key 

properties it must exhibit. The technological foundation of Bitcoin has implications relevant for most of this paper, 

however, it is especially relevant for the first and second sub-questions.  

Based on a thorough review of the Bitcoin whitepaper (Nakamoto, 2008), which outlines the structure for Bitcoin 

as a peer-to-peer payment system, four required building blocks have been identified. First, it should be possible 

to validate that people are whom they claim to be, so that only the rightful owners of coins can spend them. The 

twist is that authenticity must be reached without compromising anonymity, which are two features usually 

considered as being opposites. Secondly, there must be mechanisms, which ensure agreement on bookkeeping. 

Usually, a bank can tell how much money an individual has in her account, but for cryptocurrencies, the objective 

is to ensure that everyone in the system can check and reach consensus on the value of accounts. Thirdly, it must 

be ensured that the decentralized system is synchronized such that the entire network agrees on the chronological 

order of transactions. If this is not ensured, it will not be possible to determine which coin was spent fairly and 

which was double spent. Finally, the system must be ensured against attacks by making it difficult to include false 

transactions in the ledger while still making it easy to verify and announce new transactions, such that people will 

still use the system. In the four subsections below, each of these building blocks will be elaborated. In combination, 

they outline how the Bitcoin protocol works in practice, which is of relevance to properly address the sub-questions 

of this paper. 

4.2.1 Pillar 1: Ensuring Anonymous Authenticity - Proving Identification in a Digital World 

The first building block of a cryptocurrency, like Bitcoin, is to ensure authenticity such that only the rightful owner 

of a coin can spend it. While this might seem straightforward, the complication arises when it is done while keeping 

integrity of the network in a manner where all participants remain anonymous. The solution to this challenge is 
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encryption, and more specifically, public-private key encryption (Nakamoto, 2008). While encryption has been 

used for centuries, public-private key encryption was first discovered in 1976 by Diffie and Hellman (1976), and 

together with hash functions, it is one of the two key mathematical pillars for Bitcoin. 

In public-private key encryption, every agent has two keys, a public and an associated private key1 (Schneier, 

1996). The public key is, as the name suggests, publicly announced while the private key is kept secret. If person 

A wants to send an encrypted message to person B, she encrypts the message with person B’s public key. This 

ensures that only person B can decrypt the message as only person B holds the private key associated with the 

public key (Schneier, 1996). If person A instead wishes to prove that she is the owner of her public key, she will 

sign a document with her own private key, which person B then can verify is from person A by decrypting it with 

person A’s public key (Schneier, 1996). The dynamics of such encryption are illustrated in Figure 2. 

  

Figure 2 - Public-Private Key Encryption 

Transacting in the Bitcoin system requires that one has generated a public-private key pair (Nakamoto, 2008), and 

most people get this key pair when they register at a cryptocurrency exchange and obtain a wallet. A wallet is 

nothing but a pair of private and public keys (Narayanan, et al., 2016). In a decentralized system, accounts naturally 

cannot be provided by banks, and instead accounts are given simply by the public key, which is also called an 

address (Antonopoulos, 2014). The counterpart to a password in the Bitcoin system is the private key, and it is 

used to provide digital signatures, i.e. to prove that one is the owner of the public key associated with a given 

amount of Bitcoin as shown in Figure 2. It is of paramount importance to understand that authenticity in the Bitcoin 

system is confirmed simply by holding the private key to a corresponding public key that one claims ownership 

                                                      
1 Both keys take the form of alphabetic letters and numbers, i.e. alphanumeric characters (Schneier, 1996) 
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of. Identification is thus proved without the need for any information about the individual(s) holding the private 

key, and anonymity is thus perfectly preserved. 

While this first building block ensures authenticity, it does not prevent double spending. Person A could easily 

have sent the same Bitcoin to person C already. Preventing double spending without a trusted third party therefore 

requires a bookkeeping mechanism such that only valid transactions are accepted. 

4.2.2 Pillar 2: Ensuring Agreement - The Distributed Ledger 

Conventional payment systems rely on trusted third parties to process electronic payments (Nakamoto, 2008). This 

third party is responsible for the objective truth in electronic transactions, and the system is dependent on them to 

keep records of the balance of accounts to prevent double spending (Southgate, et al., 2014). To develop a peer-

to-peer payment system without a centralized third party to separate valid from invalid transactions, it is thus a 

requirement that there is an imbedded bookkeeping mechanism. Critically, the mechanism cannot be dependent 

on any single source of truth, i.e. it must be decentralized. The Bitcoin protocol solves this issue by enabling any 

party connected to the network to take part in the verification process (Nakamoto, 2008). The absence of double 

spending can, however, only be confirmed by ensuring that the coin in question has not been previously spent, 

which requires all previous transactions to be made publicly available (Nakamoto, 2008). Transactions are thereby 

announced by the transacting parties and are broadcasted to all network participants, also known as miners 

(O'Dwyer & Malone, 2014), who validate the absence of double spending. It is thus a central feature of any 

decentralized payment system that transactions must be publicly announced (Antonopoulos, 2014). This 

decentralized bookkeeping mechanism is the distributed ledger, popularly also labeled a blockchain, and it is 

essentially a database without any central server or any central governing body (Greenspan, 2016). Importantly, 

anonymity is not compromised by publicly announcing all transactions as the only relevant information for 

checking double spending is the public keys associated with every transaction, which do not convey any 

information about the private keys or the holders of these keys (Schneier, 1996).  

It is crucial to understand the two-pronged system of Bitcoin. There is a sharp distinction between those 

announcing transactions, which is any party taking part in a transaction, and those validating transactions (O'Dwyer 

& Malone, 2014). Those validating transactions, called miners, participate because they receive a reward in terms 

of newly created coins and transaction fees (Nakamoto, 2008). In economic terms, there is an incentive 

compatibility constraint, which must be satisfied, as miners will only participate in the validation process if the 

cost incurred is smaller than or equal to the benefit received. 
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While the second building block eliminated the need for a financial intermediary in preventing double spending, 

there is still a need for a third building block as disputes about the chronological order of payments cannot be 

avoided as not all miners necessarily will receive an announced transaction at the same time (Nakamoto, 2008). 

4.2.3 Pillar 3: Ensuring a Single History - Chronological Order of Payments 

A distributed ledger is only useful for checking double spending insofar it not only contains past transactions but 

also the chronological order of transactions. Hence, the objective of the third building block is to develop a “system 

for participants to agree on a single history of the order in which they [red. transactions] were received” 

(Nakamoto, 2008, p. 2). In illustrative terms, the aim of the third building block is to concatenate each transaction 

after the other in the distributed ledger such that every miner can verify which transaction came first. However, 

simply connecting transactions after each other does not ensure a single history, as there also must be mechanisms 

in place that prevent anyone from altering the sequence of transactions once they have been recorded in the 

distributed ledger. The solution to this is based on one-way hash functions, which is the second mathematical pillar 

underlying Bitcoin (Narayanan, et al., 2016).  

A one-way hash function takes an input of variable length and produces an output of fixed length using 

cryptographic techniques (Schneier, 1996). The specific hash function employed in the Bitcoin protocol is the 

SHA256 algorithm, which produces an output of 256 bits (O'Dwyer & Malone, 2014). One could use the SHA256 

algorithm to hash e.g. the Bible, which contains billions of bits and get a hash of only 256 bits2. A proper one-way 

hash function must exhibit two key properties (Schneier, 1996). First, it must be difficult to reverse engineer, 

which implies that the input cannot easily be recovered if one only knows the hash. It is important for the 

understanding of the security of Bitcoin to notice that the previous sentence stated that it should be difficult to 

reverse engineer rather than impossible. In cryptography, nothing is proven safe, and security instead relies on 

probabilities (Schneier, 1996). One could potentially just guess the input from the hash, but the probability of 

being right would be extremely low. The second property is that even a small change in the input, e.g. an additional 

comma in the Bible, results in a completely unrelated hash. This second property is important when considering 

the objective of ensuring a single history of transactions. If one connects the nth transaction to the chain of past 

transactions by including a hash of the n-1 transaction (which also contains the hash of the n-2 transaction), it is 

clear that the second property of a hash function ensures that the sequence of transactions cannot be altered without 

other people noticing it. If a cheating agent decides to rewrite history by deleting one of his past payments, the 

hashes in all subsequent transactions would no longer match, and such cheating would immediately be spotted 

                                                      
2 A SHA256 hash is represented by 64 alphanumeric characters. To get 64 characters into just 256 bits, hexadecimal 

representation is used such that each character code is 4 bits. Using binary encoding would result in the SHA256 hash to be 

represented by just 32 alphanumeric characters.  
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(Southgate, et al., 2014). The second property is illustrated below where line I illustrates the SHA256 hash of the 

abstract of this paper while line II shows the same abstract, but with the number “1” included in the end: 

23c5afc5ad360ddab75a9b8ab1825bb6adca74032a3fea346de5be3eddde1724  (I) 

f4a7420131a990d9518749bc7ec0a08b34a9b3ad54bf9afacec7e6f498cc8276  (II)  

As can be seen from the two hashes above, a hash is changed radically even when adding only an additional 

character to an abstract of 2,415 characters. 

The Bitcoin protocol works by incorporating the hash of a previous transaction and the public key of the new 

owner and include it in the transaction item (Nakamoto, 2008), which is shown in Figure 3. This hash is then 

signed by the sending party in the transaction, i.e. the previous owner of the coin (Nakamoto, 2008). Figure 3 is 

essentially nothing but a coin itself, as a Bitcoin is defined as a chain of digital signatures (Nakamoto, 2008, p. 2). 

Defining a coin in this manner has three implications. First, it implies that the new owner can verify that the coin 

was sent from the rightful owner by decrypting the digital signature with the public key of the past owner. 

Secondly, it implies that only the rightful owner of the receiving party’s public key can spend the coin as only he 

holds the corresponding private key. Thirdly, it implies time linearity as the continuous hashing prevents people 

from altering past transactions unnoticed (Nakamoto, 2008).  

 

Figure 3 - Transactions in the Bitcoin System 
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When incorporating the transactions in the public ledger, transactions are combined into blocks with a maximum 

size of 1 MB (O'Dwyer & Malone, 2014) which are hashed along with the hash of the previous block (Nakamoto, 

2008). This has given rise to the term blockchain, and the principle is shown in Figure 4 (Buterin, 2014). 

 

Figure 4 – Blockchain Technology 

The purpose of the third pillar is to ensure a single history of transactions. The proposed method for doing so is to 

timestamp blocks of transactions by hashing the block along with the hash of the previous block such that the 

sequence of transactions cannot be altered by any single party without all other network participants realizing that 

something is wrong. One can think of the chain of hashes as a mechanism through which time linearity is imposed, 

as a hash at any given time can be used to prove all past transactions that existed at that exact time, and thereby 

also to prove if someone altered the past (Buterin, 2014).  

Even though the third building block ensures decentralized synchronization, it does not provide a secure alternative 

to traditional electronic payment systems. If the distributed ledger was in fact implemented by simply connecting 

all blocks after each other with a hash of the previous block, it would not prevent an attacker from announcing and 

validating false transactions by hashing them into the chain of transactions. The problem is that creating a hash is 

easy and the concept of hashing does therefore not provide disincentive for cheating. Hence, there is a need for 

some difficulty in finding the hash, which creates a new block and thereby incorporates the included transactions 

in the distributed ledger. 

4.2.4 Pillar 4: Ensuring Resilience Against Fraud - Proof of Work 

The first three building blocks essentially ensure a working cryptocurrency, but also a cryptocurrency, which gives 

little incentive to only announcing and validating honest transactions. The consensus mechanism in the Bitcoin 

protocol is for all participants to take the longest chain of blocks as the valid one (Nakamoto, 2008). However, it 

is easy for anyone to produce a long chain if one simply needs to create a hash of a block of items.  
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The solution to this problem is called proof-of-work and it exists to make it difficult to produce a hash to a block 

of transactions, i.e. to make it difficult for miners to include transactions in the distributed ledger. In practice, it 

works by imposing requirements to the hash of a block. In the Bitcoin protocol, it is specifically implemented by 

requiring the hash to have a certain amount of leading zero bits (Nakamoto, 2008), which means that not every 

hash qualifies for incorporating a block into the distributed ledger. Miners therefore include a number in the block 

of transactions, and if the resulting hash does not qualify for the required amount of leading zero bits, i.e. if it is 

not below a certain value, miners increment the value of the included number and try again. Miners repeat this 

process until a hash is found that satisfies the requirements (Nakamoto, 2008). The amount of leading zero bits 

required can be calculated from the difficulty3 (O'Dwyer & Malone, 2014), which is a number without a unit. The 

number included in the block is called a nonce, and when academic papers and articles refer to the mathematical 

puzzle, which miners are trying to solve, they are in fact referring to miners trying to find a nonce that produces 

the desired hash. Considering the hash properties discussed in the previous section, it should be clear that there is 

not much of a puzzle to such mining activity, as the hash does not give any information about the input and the 

first nonce value to be tested by a miner is therefore chosen at random (Narayanan, et al., 2016). The term brute 

force work would thus be more appropriate than mathematical puzzle. The term brute force work reflects more 

accurately that finding the nonce that produces a hash, which satisfies the required level of difficulty, cannot be 

found by applying mathematical formulas, but only by trying different nonces. The greater computing power a 

person employs, the more hashes can be produced per second, i.e. the more nonces can be checked per second, 

and the greater is one’s probability of mining the next block (Narayanan, et al., 2016). Satoshi Nakamoto, the 

unidentified person(s) behind the Bitcoin whitepaper, is describing this property by stating that “proof-of-work is 

essentially one-CPU-one-vote”4 (2008, p. 3).  

Implementing a proof-of-work scheme implies that it becomes difficult to include new transactions in the 

distributed ledger while it remains easy to check whether any fraudulent transactions are included as this simply 

involves checking the digital signatures (Narayanan, et al., 2016). This balances the incentive structure towards 

being honest as it now becomes expensive for miners to include blocks in the distributed ledger. Proof-of-work is 

therefore a feature, which requires cryptocurrency miners to step outside of the digital realm and expend resources 

in the real world, which thereby acts as the bridge between the cryptographic and the physical world. This bridge 

                                                      
3 The Bitcoin network difficulty is reported online at www.blockchain.info, and by dividing 2224 (this number is known as the 

maximum target and is given by the Bitcoin source code) with the difficulty, one obtains the number a hash must be smaller 

than or equal to, in order to be considered valid (O'Dwyer & Malone, 2014) 
4 A CPU is the central processing unit of a computer and was originally used as hardware in the mining activity 
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is important as only resources in the physical world can make it costly for miners to include blocks in the ledger. 

The resources expended are hashing hardware and electricity cost. 

Proof-of-work schemes incorporate important microeconomic dynamics as they provide an incentive mechanism, 

which makes it costly to modify earlier blocks (so that a coin can be double spent) (Southgate, et al., 2014). 

Cheating means that an attacker must go back to a block before the attacker initially spent coins and make it the 

longest chain to get consensus that it is the valid chain (Nakamoto, 2008). Since making a chain long under a 

proof-of-work scheme requires computing power, it also explains why such attacks are called 51% attacks, as they 

essentially require the attacker to get more than half of all the computing power of the network to outpace the 

currently longest chain (Southgate, et al., 2014). Security in the Bitcoin protocol, and other proof-of-work based 

cryptocurrencies, thus relies on honest miners controlling more than 50% of all computing power.  

Understanding that proof-of-work schemes do not exist as a verification mechanism, but rather as a security 

mechanism, should make it obvious that the energy usage of the Bitcoin system serves a security purpose (Houy, 

2014). 

Combining the four building blocks, there is a foundation for developing a working and secure cryptocurrency 

albeit several details have been left out to avoid making the section excessively technical. As originally intended, 

this section served the purpose of establishing the technological properties necessary to answer the research sub-

questions. Figure 5 summarizes the four technological pillars underlying Bitcoin. 

 

Figure 5 - Summarizing Overview of Bitcoin’s Technological Underpinnings 
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4.3 The Economics of Cryptographic Payment Systems 

While the previous section established the technical foundation upon which proof-of-work based cryptocurrencies 

like Bitcoin is built, this section will take a first step towards a more economic perspective by assessing some of 

the fundamental features of Bitcoin and other electronic payment systems. The features include transaction fees, 

inflation, scalability and governance and collusion, which are necessary to briefly touch upon for the further 

analyses of this paper. This section is thus especially relevant for the first and second sub-questions of this paper. 

4.3.1 Why Elimination of Financial Intermediaries Does Not Eliminate Transaction Fees 

With the four building blocks discussed in Section 4.2, it should be clear that since Bitcoin transactions flow 

directly from payee to payor, there is no credit or liquidity risk associated with financial intermediaries (Southgate, 

et al., 2014). It is a common misconception that due to the lack of financial intermediation, transaction costs are 

eliminated (Lo & Wang, 2014). From the preceding discussion, it should be clear that the elimination of financial 

intermediaries, and the associated risks, happens due to a distributed ledger, which is maintained by miners 

expending resources on doing so. 

4.3.1.1 The All-Pay Auction Market for Mining Rewards 

To satisfy the incentive compatibility constraint, it must be the case that marginal revenue from mining must be 

greater or equal to the cost of mining. Thus, miners receive a reward in terms of newly created coins, which is 

called the coinbase reward, as well as transaction fees associated with the transactions in the given block 

(Nakamoto, 2008). The economics of mining therefore resembles an all-pay auction in which the reward 

incentivizes all miners to expend resources, but where only a single miner reaps the reward. 

4.3.1.2 The First Price Auction Market for Block Space 

As shown in Figure 6, transaction fees are significant but also highly volatile in the Bitcoin transaction system. At 

the time of writing, the last full day of trading, 12th of April 2018, had transaction fees of 280,240 USD and a total 

of 210,879 transactions, which implies an average fee per transaction of 1.33 USD (blockchain.info, 2018). At its 

peak, 22nd of December 2017, total transaction fees were 22,724,841 USD while the total number of transactions 

was 380,648 implying an average fee per transaction of 59.70 USD (blockchain.info, 2018). 
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Figure 6 - Transaction Fees and Transactions 

As illustrated in Figure 6, both the number of total daily transactions and the total daily fees have changed 

significantly since 2011 while they both continue to remain volatile. As evident, the number of daily Bitcoin 

transactions has grown from approximately 5,000 in 2011 to 218,000 year-to-date in 2018. In addition, the average 

daily transaction fee has increased remarkably from being roughly below USD 0.1 per transaction during the period 

2001-2015 to being USD 5.32 in 2017 and USD 10.81 year-to-date in 2018. 

When miners collect transactions to be included in the next block, they naturally select the transactions giving 

them the most transaction fees. As the size of a block in the Bitcoin protocol is limited to 1 MB, there is competition 

between the issuers of transactions to be included in a block (O'Dwyer & Malone, 2014). In economic terms, the 

1 MB limit is analogous to a capacity constraint on supply, and it incentivizes miners to select transactions with 

high fees per byte, also called a high fee rate (Houy, 2014). When transacting parties want to be included in a 

block, they thus compete in a market for block space that resembles a first price auction in which each party 

submits its bid but where only the winning bids pay. Interestingly this implies a fundamental difference to 

conventional payment systems in which transacting parties are discriminated to a lesser extent in terms of fees as 

these are usually fixed or categorized beforehand. 
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In times of high transaction volume, and in times where transaction issuers are impatient to have their transactions 

included in the ledger, fees may therefore increase. 

4.3.2 Algorithmic Inflation 

From a macroeconomic perspective, an interesting feature of cryptocurrencies is that their money supply is 

determined by the underlying computer code (Southgate, et al., 2014). In contrast to traditional fiat currencies, the 

money supply cannot be changed arbitrarily, and economic agents can thus form expectations with regards to 

inflation based on perfect and complete information. The caveat to this statement is that there may be individuals 

who lose their private key, which will have a deflationary impact, which cannot be perfectly anticipated. 

The economic theoretical implications will be discussed in Section 5, and the rest of this section is instead devoted 

to highlight the inflation mechanisms implemented in the Bitcoin code. For every block mined into the public 

ledger, there is a transaction called the coinbase transaction, which includes newly created Bitcoins granted to 

whoever mines the block (Narayanan, et al., 2016). When Bitcoin was first introduced in 2009, this coinbase 

transaction included 50 Bitcoins and, as specified in the source code, this will decrease by 50% for every 210,000 

blocks mined (Antonopoulos, 2014). At the time of writing, the coinbase reward is 12.5 Bitcoins and the total 

supply is approximately 16.9 million (blockchain.info, 2018). With the coinbase reward starting at 50 and halved 

every 210,000 blocks, simple math reveals that total supply will approach, but never fully reach, 21 million 

Bitcoins. 

4.3.3 Zero Scale Economics by Design 

The transaction capacity of proof-of-work cryptocurrencies, as measured by transactions per second, is determined 

by two parameters being i) the size of each block and ii) the number of blocks that can be added over a given time 

period. 

The first parameter is the block size, which for Bitcoin is limited at 1 MB. According to data from the past 365 

days as of March 21st, 2018, the average number of transactions per block was 1,776 (blockchain.info, 2018). The 

average number of transactions per block fluctuates significantly around this average and was as high as 2,723 on 

December 20th, 2017, and as low as 847 on February 25th, 2018, which is evident from Appendix 1. The block 

space is often fully utilized, and during the last 365 days as of March 21st, 2018, the block space was 0.96 MB on 

average, which is evident from Appendix 2. 

The second parameter is the number of blocks that can be added per time span. A capacity constraint on block 

space does not in itself imply lack of scalability in terms of transaction speed since a block in theory could be 

added instantly, which would make the capacity constraint nonbinding. In the case of Bitcoin, the system targets 

an average of 1 block per 10-minute time span. As noted above, the average number of transactions per block was 
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1,7765, which implies an average of 2.96 transactions per second given that the average time span for a block is 

equal to its 10-minute target. 

As discussed in Section 4.2.4, a new block is, however, not created exactly every 10th minute but whenever a miner 

finds the nonce producing the hash with the required number of leading zero bits. As miners join the network, and 

as more efficient hashing hardware is developed, the time per block would thus go significantly below 10 minutes 

if there was no adjustment mechanism. The adjustment mechanism implemented is the difficulty, which adjusts 

itself every 2,016 blocks (O'Dwyer & Malone, 2014). If blocks are created too fast, the difficulty increases, which 

implies that the required amount of leading zero bits increases (Nakamoto, 2008). 

This mechanism has the property that the long-run effect of increasing hashing power in the Bitcoin system is not 

affecting the transaction speed. However, in the short term, i.e. within 2,016 blocks, the time span per block will 

decrease if hashing power is increased, but only until the difficulty is adjusted. From an economic point of view, 

it means that hashing power and the difficulty level cancel each other out and it is exactly this property that gives 

rise to the zero scalability of Bitcoin and other proof-of-work cryptocurrencies. 

Analyzing cryptocurrencies through an economic lens, the scale-less design clearly implies a negative externality 

(Southgate, et al., 2014). The negative externality stems from the fact that the expected reward from mining is 

increasing in one’s own hashing power, but due to the offsetting effect from the difficulty level, the expected 

reward is decreasing in aggregate hashing power. As agents are assumed to exhibit individual profit maximizing 

behavior, they do not take the negative externality into account when deciding on their own hashing capacity, 

which leads to a situation known as the prisoner’s dilemma (Cabral, 2000). 

4.3.4 Governance and Collusion 

Based on the preceding sections, it should be evident that Bitcoin is not a bulletproof alternative to conventional 

payment systems and that security in the system rests in the hands of miners, and not in the hands of those actually 

using the Bitcoin system to transact. Coinbase rewards and transaction fees act to keep miners incentivized to 

participate while proof-of-work makes it expensive to cheat. Proof-of-work requires usage of CPU6 power to add 

blocks to the distributed ledger, and a security threat to Bitcoin is thus a 51% attack, in which an attacker assembles 

51% (or more) of all hashing power in the network, which will make the attacker mine the next block 51% of the 

time. In a probabilistic sense, this means the attacker can go back in the blockchain and start a new chain from a 

point before the attacker spent a given coin. Thereby, an even longer chain could be made enabling the attacker to 

                                                      
5 Average for the past 365 days as of the 21/03/2018 
6 It is no longer possible to use a CPU to mine Bitcoins. Instead one must use the GPU or specialized hardware. For further 

technical information this paper refers to the Bitcoin source code: https://github.com/Bitcoin/Bitcoin 
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spend the coin again. It is important to note that a 51% attack does only enable double spending. It does not enable 

the attacker to steal all other coins or something similar. As noted in the Bitcoin whitepaper, an attacker might 

therefore find it more profitable to support the network, and thereby the value of the coins she possesses and can 

gain from block rewards, than undermining the whole system (Nakamoto, 2008). 

Currently, the 51% problem has been relevant not because a single miner has been close to achieve 51% of all 

hashing power alone, but because miners organize themselves in large mining pools7 where they share rewards 

according to contributed hashing power (Narayanan, et al., 2016). 

A last point regarding the governance of cryptocurrencies relates to public-private key encryption. Since the 

control of coins is solely dependent on the private key associated with a Bitcoin address, i.e. the public key, there 

is no authority that can seize one’s wealth, and no governing authority which can claim right to one’s coins without 

first obtaining the private key. Furthermore, if one by mistake sends coins to a wrong address, or if one loses a 

private key in e.g. a fire, there is no central authority that can give back the coins or recover one’s private key. In 

case of fraud, there is similarly no regulatory constellations regarding consumer protection, which implies lack of 

reimbursement (Mishkin, 2016). 

4.4 Bitcoin’s Transaction Capacity as a Medium of Exchange 

This section will briefly summarize preceding sections and relate the findings to the first research sub-question 

from a technological perspective. 

Answering the first sub-question as to whether cryptocurrencies can be used as a medium of exchange, it was 

shown that the average transaction speed for Bitcoin is 2.96 transactions per second8, which rules out the possibility 

that the currency can ever be used as a medium of exchange on a global scale. With 2.96 transactions per second, 

the capacity is 255,744 transactions per day. If it is assumed that an average person makes 5 electronic transactions 

per day and they are evenly spread out throughout the 24 hours of the day, the Bitcoin system can support a 

maximum of 51,149 users. This simple calculation does not even take into account that transactions are often 

centered around peak hours, which would further limit the number of users the system can support. 

In addition to the limited transaction capacity, the confirmation time for each block is on average 10 minutes, 

which is infeasible if one for example is buying groceries at the supermarket. Moreover, since one can only be 

sure a block is securely stored in the distributed ledger if it is buried beneath a sufficient number of other blocks, 

one must wait even longer. A rule of thumb is that at least six blocks should be included after a given block before 

                                                      
7 An overview of the distribution of hashing power across mining pools is included in Appendix 3 
8 Average for the past 365 days as of the 21/03/2018 
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one can be certain it is securely implemented in the valid ledger (Credit Suisse, 2018), which results a waiting time 

of one hour on average. 

Finishing the technologic background, it can thus be concluded that cryptocurrencies such as Bitcoin only have 

the potential of being a medium of exchange for a small subset of the population due to the limited capacity and 

the chronically slow transaction speed, and only for transactions where instantaneous confirmation is not a strict 

requirement. 

5 Economic Theoretical Background 

This section is devoted to examining the economic theoretical foundations relevant for Bitcoin to assess the 

implications and potential from an economic perspective. This section is therefore essential to address the first and 

second sub-question. To fully comprehend the central aspects of Bitcoin from an economic theoretical point of 

view, several fields within economics will form a foundation through which Bitcoin can be assessed. 

Initially, a perspective of money is included, which relates to the first sub-question and aims to address a 

cornerstone of the ongoing debate – whether Bitcoin is a new type of money and how it relates to the core 

characteristics and functions of money. Subsequently, significant themes concerning financial intermediation, 

money supply and money creation are included, which address the second sub-question of this paper.  

5.1 Money 

A central aspect of the first sub-question of this paper concerns the establishment of what exactly money is, what 

role money has in the economy and how Bitcoin compares to the characteristics and functionality of money. 

Several theories will be included to provide theoretical breadth and depth in the investigation of Bitcoin as it 

remains essential to obtain clarification on the currently rather complex topic of how cryptocurrencies relate to 

money in abstracto, which underlines the relevance of the first sub-question. 

As this section will illustrate, various theories of money hold explanatory power in relation to Bitcoin. As the 

theories are linked to the evolution of money, it also relevant to establish what has comprised money throughout 

time with a focus on the underlying properties of the prevailing constituent of money. 

While there is an apparent complexity related to the structural differences between Bitcoin and current forms of 

money, the review is conducted in the spirit of Galbrait (1995): 

“There is nothing about money that cannot be understood by the person of reasonable 

curiosity, diligence and intelligence” (Galbraith, 1995, p. 3). 
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5.2 What is Money? 

Money has taken different forms at different times throughout history (Yermack, 2015). However, money has 

always been fundamental to the functioning of the economy (Nash, 2002). Despite the evolution in what has 

constituted money, money is – in short – something that is generally accepted as payment for goods, services or 

repayment of debts (Mishkin, 2016; Hayek, 1990). Various objects have satisfied such requirements throughout 

time across societies and economies. A range of precious metals are well-known examples of objects being 

generally accepted as payment, but other commodities have also met the criteria of being generally accepted such 

as tobacco, beads, shells and even cigarettes, which functioned as money in prisoner-of-war camps during World 

War II (Southgate, et al., 2014; Mishkin, 2016). In fact, Nobel laureate Friedrich Hayek finds that it is unfortunate 

that ‘money’ is a noun rather than an adjective, which different objects can possess to various degrees as different 

kinds of money differ among each other along a range of dimensions (Hayek, 1990). While money in concreto 

has taken various forms, this paper will employ the conventional economic conceptualization of money as being 

something that is generally accepted as payment for goods, services and repayment of debts while also functioning 

as a store of value and unit of account (Mishkin, 2016). 

Despite various objects have been considered as money throughout time, certain functions of money have 

continuously characterized the various forms (Mishkin, 2016), which will be discussed in the subsequent section. 

5.2.1 Functions of Money 

Prior to the adoption of money, goods and services were exchanged directly for other goods and services in a so-

called barter economy (Mishkin, 2016). Thereby, prior to money, non-monetary exchange could take place only 

when the constraint of double coincidence of wants was satisfied (Champ, et al., 2011; Mishkin, 2016). This 

implies significant transaction costs and complexity in quoting prices of a given good. In an economy with 10 

goods, there would be 45 unique prices where the price of a good is quoted in terms of another. With an economy 

of 1,000 goods there would be 499,500 prices9 (Mishkin, 2016). 

Despite a development in what has constituted money throughout history, which is discussed in Section 5.2.2, 

money has three core attributes in conventional economic theory being to function as a medium of exchange, unit 

of account and a store of value (Yermack, 2015; Mishkin, 2016; Damodaran, 2017). The success of anything 

functioning as money depends on its ability to deliver on these three dimensions (Bjerg, 2016). It is important to 

distinguish between the ability of Bitcoin to perform on the various dimensions – which often traces to the 

technological features of Bitcoin – and how Bitcoin actually performs on such dimensions. As a relatively larger 

                                                      
9 The general formula to compute the number of pairs with N items is: 

𝑁(𝑁−1)
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body of research addresses Bitcoin’s applicability as money, a brief empirical review is included in the 

forthcoming sections, which reaches the same conclusions as existing literature on the topic. 

5.2.1.1 Medium of Exchange 

A fundamental attribute of a comprehensive candidate for money is that it remains feasible to use in paying for 

goods and services while being easily accessible and transportable (Damodaran, 2017). With a viable medium of 

exchange, any individual can trade their own goods or services for a common monetary unit rather than having to 

satisfy the double coincidence of wants in a barter economy, which drastically reduces transaction costs (Mishkin, 

2016). In addition, money functioning as a medium of exchange will promote economic efficiency by encouraging 

specialization and division of labor (Mishkin, 2016). 

Thus, in evaluating Bitcoins, fundamental attributes such as transportability and accessibility are essential to 

consider. In the case of Bitcoins – or any other cryptocurrency – it arguably remains just as feasible in terms of 

transportability as electronic money in the form of a debit card. However, in terms of accessibility, Bitcoin might 

prove to be a slightly better alternative due to avoidance of third parties, which potentially have ‘non-operating’ 

hours. While the two attributes are important, the most relevant parameter on which Bitcoin should be evaluated 

is the ability to actually trade goods and services for Bitcoin as a common unit. As outlined in the technological 

review, Bitcoin’s ability to obtain widespread adoption as a medium of exchange is significantly limited due to 

the lack of scalability. Besides the structural limitations of Bitcoin, another aspect in this regard obviously concerns 

the current penetration among vendors who accept Bitcoin, which by any measure compared to fiat currencies 

remains low. An additional important aspect concerns the fact that countries differ in terms of their reliance on 

physical currency relative to electronic money in executing transactions. Thereby, the adoption of electronic 

money in executing transactions is a central obstacle for the penetration of Bitcoin in being an actual medium of 

exchange. Such differences in the adoption rates of electronic money can be attributed to a host of factors of which 

culture, norms, history, political and economic conditions are some. 

5.2.1.2 Unit of Account 

The second function of money is to provide a unit of account, which implies that money is used as a common 

measure of value in an economy (Mishkin, 2016). Thus, the value of goods and services are measured in terms of 

money, which significantly reduces complexity of exchange relative to the barter economy. For something to 

effectively function as a unit of account it must be fungible, which implies that all units are similar, divisible and 

countable (Damodaran, 2017). 
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Bitcoin’s ability to function as a unit of account is, on the other hand, at least at par with fiat currency if not better. 

In terms of fungibility, Bitcoin is virtually a perfect candidate due to perfect similarity of Bitcoins – in other words, 

all Bitcoins are the same. 

In addition, Bitcoin is far more divisible than fiat currency. Most fiat currencies have a maximum of two digits 

when a price is quoted such as USD 19.95, while the IT infrastructures of retailers are programmed to incorporate 

only two digits (Yermack, 2015). Bitcoin, in contrast, is divisible to a minimal unit called a Satoshi, which 

corresponds to one 100th million of a Bitcoin. At the time of writing10 the price of a Bitcoin is USD 7,360.00, 

which implies that the value of a Satoshi corresponds to USD 0.0000736. As such, a Bitcoin is far more divisible 

than any fiat currency since the lowest denominator is often a 1 cent coin – as for USD – and value can thus be 

exchanged at much greater granularity. Highly related to the divisibility is the feature of countability, which in the 

case of Bitcoin is a bit more ambiguous. In fact, according to Yermack (2015), the divisibility of Bitcoin and the 

eventual fixed supply might prove to be a double-edged sword as it mentally is a challenging task to relate prices 

to each other or sum different amounts of Bitcoin when it is necessary to consider a large amount of decimals. 

Dealing with many decimals is cumbersome and time consuming, and the need for doing so increases as the Bitcoin 

price increases, which in turn will drive the need for smaller increments of Bitcoin to assign value. 

Among additional aspects of relevance is e.g. the need for continuously updating prices due to price volatility of 

Bitcoin, which is the main hurdle for Bitcoin to effectively function as a unit of account. Consequently, while 

Bitcoin can function as a unit of account, the exchange rate volatility impedes its actual use thereof. 

5.2.1.3 Store of Value 

Money furthermore functions as a store of value and as a repository of purchasing power over time (Mishkin, 

2016). For something to function as money effectively, it must be the case that it will not lose value – at least not 

too quickly (Damodaran, 2017). Several other assets can function as a store of value and some might even increase 

in value over time such as art, real estate or stocks. However, money remains attractive even in face of some degree 

of depreciation due to its liquidity, since it functions as a medium of exchange (Mishkin, 2016). The other 

examples of storing value implies that these assets most likely must be converted into something else to conduct 

a purchase, which implies a range of other costs and possible discounts (Mishkin, 2016). 

As there is no entity guaranteeing the value of a Bitcoin, and none is committed to support the price at a certain 

level, the worth of a Bitcoin is determined by supply and demand dynamics. Currently, the extreme volatility of 

the Bitcoin price implies that it does not perform well as a store of value. As previously outlined, the predetermined 

                                                      
10 April 3rd, 2018 
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maximum supply of Bitcoin has a potentially deflationary property. For something to perform well as a store of 

value, it must be the case that it does not exhibit too high inflation nor deflation rates. In fact, according to Bank 

of England (2014), expected price deflation has potentially detrimental macroeconomic implications, which are 

welfare destroying. These effects include the incentive to postpone or abandon spending, an increase of minimum 

required returns among investors, lower aggregate output and permanently higher unemployment rates (Southgate, 

et al., 2014).  

5.2.2 The Evolution of Money 

The introduction of money has significantly reduced transaction costs, promoted economic efficiency and is 

described by Nobel laureate John Nash as being a lubricant that enables the efficient conduct of trade and transfer 

of utility (Nash, 2002). While money and monetary exchange has taken various forms throughout time, certain 

categories can be identified, which are relevant when discussing what type of money Bitcoin is for the first sub-

question. 

5.2.2.1 Commodity Money 

From ancient times and until a few centuries ago, monetary structures centered around commodity money where 

a scarce and valuable commodity (or several commodities) would function as money. For the majority, gold, silver 

and copper have been the primary commodities functioning as money while the exact value ratios among these 

commodities have been dynamic over time (Galbraith, 1995). For a commodity to function effectively as money, 

it has to meet certain criteria. More specifically, it must be: 

i) Easily standardized making it simple to ascertain its value 

ii) Widely accepted 

iii) Divisible so that it is easy to ‘make change’ 

iv) Easy to carry, and 

v) Must not deteriorate quickly (Mishkin, 2016).  

While the earliest introductions of commodity money are unlikely to meet all of such criteria, innovation implied 

that commodities eventually improved at functioning as a medium of exchange (Galbraith, 1995; Hayek, 1990). 

From commodity money, a transition has taken place towards fiat money. 

5.2.2.2 Paper backed by precious metals 

The transition towards paper money was initially a system where paper money was backed by a precious metal, 

mostly gold (Hayek, 1990). In such a system, a piece of paper issued by a sovereign authority became gradually 

accepted even though the token itself had no significant value as it represented a claim on some stipulated quantity 

of gold (Hayek, 1990). Such a gold standard can be traced back to 1717 when Isaac Newton in his position as 
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Master of the Mint set a standard quantity of gold to correspond to the currency called pound sterling (Nash, 2002). 

Such a gold standard collapsed in most countries between the 1920s and 1970s, partly due to pressures from 

financing two world wars and since mining of gold did not keep pace with economic growth (Yermack, 2015).  

5.2.2.3 Fiat money 

Eventually, money evolved into fiat, which is paper currency decreed by governments as legal tender, which is 

not convertible into any commodity (Mishkin, 2016). As such, fiat money is valuable as long as there is trust in 

the authorities who issue it and if the printing of fiat money has reached a state where counterfeiting is close to 

impossible (Mishkin, 2016). 

5.2.2.4 Checks, Electronic Payments and Electronic Money 

Checks are considered as money and is essentially an instruction to transfer money from one account to another 

once the check is deposited (Mishkin, 2016). Checks facilitate transactions without the need of transporting large 

amounts of currency. The advent of the internet and the increasing affordability of computers eventually made it 

possible to process checks electronically (Mishkin, 2016). Today, electronical money can substitute both checks 

and cash and was originally invented in the form of a debit card (Mishkin, 2016). Despite the technological 

advances enabling such transitions, cash is still used as money alongside a range of other manifestations.  

5.3 Bitcoin – What Kind of Money Is It? 

How Bitcoin relates to money and its potential as a currency is a topic that has received unprecedented attention 

during the past few years. Having established the functions and manifestations of money, this section will 

investigate Bitcoin from two core theoretical perspectives of monetary theory – commodity theory and fiat theory 

of money. More specifically, as Bjerg (2016) illustrates, it is possible to consider Bitcoin – and its structural 

features – as a gold standard without gold, as fiat money without a state and as credit money without debt. 

5.3.1 Commodity Theory of Money – Is Bitcoin A Commodity Type of Money? 

A range of classical economists considered money as a commodity such as gold or silver in a commodity theory 

or metallic theory of money (Bjerg, 2016; Maurer, et al., 2013). According to Bjerg (2016), commodity theory 

fails to incorporate two central aspects of money being the role of a sovereign authority in establishing a 

commodity as money and the relationship between money and debt. However, recognizing such shortcomings, a 

conventional commodity theory of money can be employed to illuminate the discussion concerning if – and to 

which extent – Bitcoin can be considered as a commodity type of money from a monetary perspective (Bjerg, 

2016).  
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While Bitcoin is not backed by anything, a range of features of Bitcoins implies that it resembles money within 

commodity theory to a certain extent. According to Maurer et al (2013), Bitcoin reintroduces the importance of 

matter in the Bitcoin protocol whereby privacy, labor and resources are incorporated, which parallels features of 

commodity money and a gold standard. Maurer et al. (2013) introduces the term of digital metallism in relation to 

Bitcoin due to the materiality taking form of hardware and infrastructure where computer rigs are required for 

mining coins, thus resembling money as a material commodity. Satoshi Nakamoto described the incentive structure 

underlying Bitcoin as a process whereby the addition of a new constant amount of coins was similar to actual gold 

miners expending resources (hardware and electricity in the case of Bitcoin) to mine gold and add it into circulation 

(Nakamoto, 2008). How Bitcoin relates to a commodity money concerns in part the fact that Bitcoin does not rely 

on a central authority, the supply is finite and it is costly to add additional Bitcoins to the stock as real resources 

are required to be expended (Bjerg, 2016; Selgin, 2015). Since Bitcoin does not rely on a central authority, such 

potentially corruptible or self-interested authority cannot influence the supply as it is solely determined through 

algorithmic control (Maurer, et al., 2013). According to Maurer et al. (2013), this provides a reason as to why the 

creation of new Bitcoins is termed mining rather than minting. 

Selgin (2015) considers Bitcoin from an elaborated conceptualization of the base money types in a fiat-money 

versus commodity-money dichotomy. According to Selgin (2015), Bitcoin can be considered as a form of synthetic 

commodity money rather than commodity money due to an important distinction. While the two share the same 

feature of absolute scarcity (both Bitcoins and e.g. gold have an absolute scarcity), they differ on their potential 

nonmonetary use, where it is argued that gold has nonmonetary usability while Bitcoin does not (Selgin, 2015). 

Furthermore, Selgin (2015) argues that the increasing marginal cost of mining a Bitcoin makes it resemble a 

precious metal standard without being vulnerable to potential supply shocks, as the supply is exogenously 

determined. Finally, according to Selgin (2015), a fundamental aspect of commodity money concerns the 

costliness of expending real resources to add to the stock of money, which is also the case for Bitcoin. 

Thereby, Bitcoin shares a range of similarities with a commodity type of money from a theoretical perspective. In 

addition, while Bitcoin exhibits the theoretical properties of commodity money, it arguably also performs well as 

a commodity money candidate based on the requirements according Mishkin (2016). A Bitcoin is standardized, 

highly divisible, easy to carry and does not deteriorate.  As argued by Bjerg (2016), Bitcoin can to a certain extent 

be considered as a commodity type of money, an observation described as a gold standard without gold. 
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5.3.2 Fiat Theory of Money – Is Bitcoin Fiat Money? 

According to fiat theory of money, a sovereign entity establishes a money scheme through two arrangements 

(Bjerg, 2016): 

1. The sovereign entity creates specific objects to legally function as money 

2. The sovereign entity requires the specific object functioning as money to be a method of paying taxes, 

debt, etc. from citizens to the sovereign entity 

Thus, the sovereign entity is initially creating supply as well as demand, which stimulates circulation in the 

economy with the demand eventually becoming generalized driving adoption of the fiat money in other 

transactions (Bjerg, 2016). However, for such fiat money to be feasible and achieve wide adoption, trust in the 

sovereign entity is required (Mishkin, 2016). A central aspect of ideal typical fiat money is the absence of any 

intrinsic value, which implies that fiat money only has value as long as a community has trust in the sovereign 

entity and is willing to accept it as payment (Mishkin, 2016; Bjerg, 2016). Bitcoin differs structurally from such 

ideal typical fiat money as it was created to circumvent the need for trust in a centralized entity. While Bitcoin 

differs from fiat money issued by states, it shares some characteristics with the idea of money from fiat theory 

(Bjerg, 2016). Just as typical fiat money, Bitcoin has no intrinsic value, and it too will only have value if there is 

a community willing to accept it (Bjerg, 2016). Bitcoin differs from typical fiat money as there is no sovereign 

entity demanding Bitcoin in payment of taxes, debt, etc. – it is purely voluntary as no individuals are legally 

obliged to accept it. According to Bjerg (2016), Bitcoin can be considered as a post-fiat money as it has no intrinsic 

value while it simultaneously circumvents having trust in a central authority – a type of fiat money without a state. 

A final perspective on the theoretical foundation of Bitcoin as money can also be obtained from fiat theory, more 

specifically as to how fiat money is created and enters the system. Essentially, fiat money can be regarded as debt 

(Bjerg, 2016). The current money system can be considered as a system consisting of two actualizations of money, 

which circulate at par with equal legality of being valid tender and are thus the same (Bjerg, 2016): 

1. Fiat money in form of physical cash or central bank reserves held by e.g. a commercial bank 

2. Fiat money as credit in the form of deposits in commercial banks held by a private money user 

In short, the current financial system is structured in a way whereby a central bank in part acts as a clearing bank 

with a central ledger where accounts are held by various financial institutions, such as commercial banks 

(Southgate, et al., 2014). While each commercial bank holds a balance at the central bank, other actors such as 

individuals hold an account at the commercial bank, which results in a tiered arrangement as depicted in Figure 7 

(Southgate, et al., 2014). 
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Figure 7 - Tiered Banking System 

Due to a fractional reserve banking system, a commercial bank can create new credit from reserves, which is a 

concept known as the deposit multiplier (Mishkin, 2016). As such, all money is debt, but not all debt is money 

(Bjerg, 2016). For debt to be considered as money it must be the case that it circulates at a constant nominal value. 

When a loan is made, it is most often merely recognized in the digital accounts while such newly issued credit can 

function as money (Bjerg, 2016). While it is in fact possible to have such credit converted into physical cash, it is 

unnecessary due to the advent and convenience of electronic payment systems (Mishkin, 2016), where the 

commercial bank credit circulates at par with fiat money in the form of physical currency issued by the sovereign 

authority – the two actualizations of fiat money (Bjerg, 2016). Today, the majority of payments are in fact an 

exchange of commercial bank credits according to Bjerg (2016), while such credits are rarely redeemed in another 

form than more bank credit. As such, Bjerg (2016) argues that the contemporary system can be characterized as 

‘post-credit money’, in which credit ultimately is a contractual relation between debtor and creditor where 

materiality is of little importance. Due to the typical virtual nature of credit and electronic bookkeeping, such credit 

in part resembles Bitcoin. While the blockchain functions as a digital public ledger where the value of a Bitcoin 

wallet is reflected in the recorded transactions in the blockchain (Southgate, et al., 2014), there are important 

differences between the apparently similar features of credit and Bitcoin. When a commercial bank is able to issue 

credit denominated in the currency of the sovereign entity, it is in effect granted the license to issue money of that 

entity (Bjerg, 2016). This implies that credit is circulating at par with physically issued cash witnessed by the fact 

that both merchants and the state accept both types as payment (Bjerg, 2016). In contrast, Bitcoin creates money 
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denominated in its own currency, while it simultaneously is free of debt. According to Bjerg (2016), Bitcoin thus 

also resembles a form of credit money without debt. 

5.4 Financial Intermediation 

In extension of the previous theoretical review of money, a natural economic theoretical extension concerns 

financial intermediation, which is relevant for the second sub-question. While financial intermediation is a 

conceptually wide topic, this paper will have a focus anchored around intermediaries’ role in facilitating payments 

and transfer of funds as this currently constitutes the functions paralleling the applications of Bitcoin. While the 

technology underlying some cryptocurrencies potentially can be applied in other areas (Southgate, et al., 2014), it 

is beyond the scope of this paper. 

This section will briefly outline the theoretical role of financial intermediation and review why centralized 

intermediation is economically feasible. Subsequently, an assessment of how Bitcoin fundamentally alters the 

structure of intermediation while simultaneously maintaining core functionality characteristics of intermediation 

is conducted. 

5.4.1 The Role of Financial Intermediation 

In essence, financial intermediaries connect various actors in the economy, both directly and indirectly, while 

reducing transaction costs (Mishkin, 2016). In extension of the previous section, for any asset to viably function 

as a medium of exchange, it is essential that it can be securely transferred while maintaining records of value 

storage (Southgate, et al., 2014). A centralized intermediary is economically feasible as it significantly reduces 

transaction costs, enables risk sharing and solves issues related to asymmetric information (Mishkin, 2016). Both 

centralized and decentralized structures seek to avoid double spending – along with a host of other issues – but 

with different approaches. 

5.4.2 Trust in a Central Third Party 

While early payments for goods and services took form as an exchange of valuable items – such as gold coins – 

banks eventually introduced a revolutionary invention, which is still used today – the ledger (Southgate, et al., 

2014). Such ledgers enabled payments as being merely a change and update in the ledger rather than physically 

exchanging the underlying asset. As the complexity of the economy grew, a need arose for introducing a central 

clearing bank within which all member banks could hold accounts to enable cross-bank payments being conducted 

by altering a central ledger (Southgate, et al., 2014). This eventually gave rise to a tiered structure in which 

individuals can hold accounts in banks, which themselves hold an account in a central clearing bank, which today 

is a function often held by the central bank (Mishkin, 2016). Essentially, this structure has been maintained, and 

modern electronic payment systems rely on a trusted third party to facilitate and process transfers and payments 
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(Southgate, et al., 2014). In that way, centralization enables efficiency through reduction of transaction costs at 

various levels. 

5.4.3 Challenges of Centralization 

While costs associated with transferring funds and conducting payments have significantly decreased, the financial 

intermediaries processing payments and transferring funds are operated as commercial enterprises generating 

profits through various types of fees. According to Maurer, Nelms & Swartz (2013), the promise of Bitcoin is to 

potentially function as a means of exchange free from oversight and large fees charged by a central intermediary, 

which instead is converted to a fee set to induce miners to incorporate the transaction in the next block. The authors 

suggest how Bitcoin can challenge such flow capitalism, where intermediaries earn large profits, since the Bitcoin 

system provides new Bitcoins for the miners in addition to a fee set by the transacting parties to ensure the 

transactions is incorporated (Maurer, et al., 2013). Yet, the introduction of new coins has an inflationary impact, 

which essentially functions like a fee or tax on current holders of Bitcoin. 

While centralized intermediation has made payments and transfers more efficient, there are certain risks to the 

implied tiered structure, including i) credit risk, ii) liquidity risk, iii) operational risk and iv) a host of other risks, 

including fraud (Southgate, et al., 2014). Credit risk arises when a paying bank might turn insolvent while having 

a large amount of money owed to other members of the tiered system. Liquidity risk arises, when a bank might be 

fundamentally solvent but does not have the required funds to settle a given payment at a particular moment. 

Operational risk can arise in an intermediary engaged in a payment transaction or transfer, which ceases to 

function, e.g. due to an information technology failure (Southgate, et al., 2014). Other risk factors such as the risk 

of fraud are important to include, as payment details and personal information can be abused. Thus, while the 

centralized structure of third party intermediation has significant economic benefits, several risks and costs still 

exist.  

5.4.4 Potential of Decentralized Ledgers 

Rather than relying on trust in a central third party to process and facilitate payments and transfers, a distributed 

ledger – which is inherit to Bitcoin – functions by relying on cryptography as a method of reaching consensus on 

transactions11 (Southgate, et al., 2014). This implies that intermediaries can potentially become redundant for 

processing payments, which simultaneously can be conducted at any time between any users regardless of time 

and place. The motivation for developing such cryptocurrencies includes various factors including ideology and 

lower transaction costs. Ideological considerations concern a desire to avoid centralized control of money supply 

                                                      
11 Some cryptocurrencies reach consensus through non-cryptographic means, however, Bitcoin is used as the working example 

of this paper 
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and payment systems, reduced need for trust in the integrity of a third party and privacy (Maurer, et al., 2013) 

(Southgate, et al., 2014). In addition, as a distributed ledger implies that central intermediation can become 

redundant, a potential reduction in transaction costs can be achieved by transitioning to such a system. In addition, 

a decentralized system removes the credit risk and liquidity risk associated with central intermediation, while it 

can become more resilient to operational risk as it does not rely on one third party (Southgate, et al., 2014).  

Thereby, there are important theoretical and practical implications of the structural organization of the system 

facilitating payments and transfers. Whether a centralized or decentralized structure is prevailing, the conduct of 

facilitating payments differs as argued above. 

5.5 The Supply and Creation of Money 

As outlined in Section 4.1, only 17.6% of the monetary aggregate M1 takes the form of physical currency in 

Europe (Burda & Wyplos, 2013). In this case, M1 is defined as currency in circulation and highly liquid bank 

deposits. If a broader definition of the monetary aggregate is used to also include savings deposits, physical money 

only makes up 9.8% of total money supply (Burda & Wyplos, 2013). The remaining 83.4% takes the form of 

liquid bank deposits. Distinguishing between physical money and bank deposits is important because it is central 

banks that create the former and commercial banks that create the latter (McLeay, et al., 2014). Despite money is 

often perceived as a symbol of statehood, it is private enterprises that create the majority of money (Burda & 

Wyplos, 2013). In a cryptocurrency context, it is important to understand these dynamics as it enables a discussion 

of the implications from replacing fiat currencies with cryptocurrencies such as Bitcoin. This perspective is 

essential to address the second sub-question of this paper. 

5.5.1 Fractional Reserve Banking 

Modern economies are based on fractional reserve banking systems, in which commercial banks hold only a 

fraction of their deposit liabilities as reserves at the central bank (Blanchard & Johnson, 2013). The reserves of 

commercial banks held at the central bank are called bank reserves and together with the physical currency in 

circulation, they form the monetary base M0, which is the money created by central banks (Burda & Wyplos, 

2013). Since commercial banks hold only a fraction of their deposit liabilities as reserves, it should be clear that 

central banks only create a fraction of the total money supply (Burda & Wyplos, 2013). In mathematical terms, 

this can be expressed by the money multiplier12: 

1

𝑐 + 𝜃(1 − 𝑐)
𝐻 = 𝑌 ∗ 𝐿(𝑖) 

                                                      
12 For a derivation of this formula, please see Blanchard & Johnson (2013) chapter 4 
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The above is simply an expression that the supply of money (left hand side) equals demand of money (right hand 

side). The aggregate demand for money is thus given by the national income, 𝑌, times a function of the interest 

rate, 𝐿(𝑖) (Blanchard & Johnson, 2013). The money demand is decreasing in the interest rate as a high interest rate 

incentivizes people to hold bonds rather than money (Blanchard & Johnson, 2013). The supply of money is given 

by the supply of central bank money, 𝐻, times the money multiplier,  
1

𝑐+𝜃(1−𝑐)
, in which 𝑐 is the proportion of 

money people hold in physical currency and 𝜃, is the reserve ratio that commercial banks must hold at the central 

bank (Blanchard & Johnson, 2013). If both c and 𝜃 are equal to 10%, the money multiplier is slightly above 5 

meaning that central banks create less than one fifth of the total money supply. The remainder, which is created 

by commercial banks, is what creates a financial system with cheap credit, but also what creates a significant 

amount of risk (Burda & Wyplos, 2013). Since Satoshi Nakamoto (2008) proposed Bitcoin in the wake of the 

financial crisis, and because Bitcoin eliminates the need for financial institutions in facilitating electronic 

payments, it is likely that he13 was unsatisfied with this inherent risk of the financial system. For that reason, money 

creation by commercial banks will be discussed next. 

5.5.2 Money Creation by Commercial Banks and its Regulation 

A less well-understood property of commercial banks is that they play the central role in money creation in the 

modern economy (McLeay, et al., 2014). Whenever a bank grants credit, it creates an asset, which is the loan, and 

a liability, which is the deposit in the borrower’s bank account (Burda & Wyplos, 2013). At this moment, new 

money is ”created at the stroke of the banker’s pen” (McLeay, et al., 2014, p. 16) This is the reverse sequence 

that is often described in economic text books in which commercial banks are often pictured as intermediaries 

lending out the deposits of savers (McLeay, et al., 2014). However, such a notion ignores that savings deposits are 

just money that would, in the case they were spent, have showed up at a merchant’s bank account (McLeay, et al., 

2014). 

A central bank will control the quantity of loans and deposits by monetary policy that influences the price of 

reserves, i.e. the interest rates (McLeay, et al., 2014). Because the interest rate on central bank reserves affect a 

range of other interest rates in the economy, an increase in the central bank interest rate ultimately makes it less 

attractive to borrow money, thereby decreasing money supply (McLeay, et al., 2014). As highlighted in the 

previous section, money demand is decreasing in the interest rate and demand therefore also drops to ensure 

equilibrium (Blanchard & Johnson, 2013). The reserve ratio is instead set to ensure capital adequacy, and 

                                                      
13 It is not known whether Sathoshi Nakamoto is a man, woman or a group of people 
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regulations such as Basel I and II set clear guidelines for this, which ensure resilience against a drop in the value 

of loans, which can decrease if the borrowers are unable to repay them (Burda & Wyplos, 2013). 

5.5.3 Implications on Money Supply and Creation from Transitioning to Cryptocurrencies 

In the hypothetical setting in which an entire economy replaced fiat currencies with Bitcoin, three different aspects 

with respect to money supply and creation would no longer be valid. 

First, as briefly explained in Section 4.3.2, the supply of Bitcoin is specified by computer code and is thereby 

predetermined. The role of the central bank in printing money is thus eliminated. Inflation expectations can hence 

be formed based on almost perfect information. Other cryptocurrencies have different supply schemes, which 

range from all money being pre-mined to an eternally growing supply (Narayanan, et al., 2016). 

Secondly, since Bitcoin is fully digital, the parameter 𝑐 in the money multiplier, which specifies the fraction of 

money people prefer to hold in physical currency (Blanchard & Johnson, 2013), must be equal to 0. This increases 

the money multiplier, which at first may be seen as giving commercial banks more power, but in fact it works the 

other way. The reason is that it does not make sense for a Bitcoin holder to store a Bitcoin, which essentially just 

represents ownership of a secret, the private key, at a bank. This would naturally imply that the holder should give 

away her private key to the bank, which, by definition, is the same as transferring ownership. As it is a core 

principle in public-private key cryptography that one keeps the private key secret, this mechanism does naturally 

not work (Schneier, 1996). The traditional role of commercial banks in creating money through the creation of 

loans is thus eliminated. 

Thirdly, as commercial banks no longer have a role in providing credit, nor do they need to hold reserves at the 

central bank, which causes the parameter theta, 𝜃, to equal zero. In such a case there is no difference between the 

monetary base M0, and the monetary aggregate M1, and the entire money supply is thus given by whatever is 

specified in the cryptocurrency source code at any given time less any Bitcoins associated with lost private keys. 

Importantly, this means there is no regulation with respect to the supply of credit. 

Crucially, it must be noted, that the cryptocurrency space is rapidly evolving, and there may be solutions developed 

that can govern efficient borrowing and lending of cryptocurrencies, such as smart contracts (Buterin, 2014). 

Today, such smart contracts govern borrowing and lending of fiat currencies (Buterin, 2014), but as specified in 

this section, there is a number of obstacles in doing the same for cryptocurrencies due to the secret nature of private 

keys. 

Satoshi Nakamoto (2008) is however not alone in being unsatisfied with the trust individuals need to place on 

commercial banks in the financial system. Nobel laureate Milton Friedman has criticized the reserve banking 
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system for leaving too much power in the hands of commercial banks (Friedman, 1960), and so has the economist 

Irving Fisher, who argues that a system where the reserve fraction, 𝜃, is equal to 100%, which would make the 

money multiplier equal to one, would give the central bank the power to easily combat inflation, which was the 

main problem of concern when he wrote his contribution on inflation (Fisher, 1936). On the other hand, proponents 

of the fractional reserve system claim it is what gives rise to cheap credit and thereby an efficient and regulated 

financial system (Burda & Wyplos, 2013). Additionally, some academics have even argued against a 100% reserve 

banking system as they fear it will make people search for credit at other, and unregulated places (Diamond & 

Dybvig, 1986). 

Relating these insights on money supply and creation to the second research sub-question, it can be concluded that 

an economy purely relying on cryptocurrencies poses a significant threat to the necessity of commercial and central 

banks. In the case where cryptocurrencies are only used among a minor subset of the population in making 

electronic payments, which is currently the case, it has no influence on money creation in the overall economy 

(Southgate, et al., 2014). 

6 Finance Theoretical Background 

This section is devoted to the finance theoretical foundation relevant for assessing Bitcoin, which is relevant for 

the third and fourth sub-question of this paper. 

Initially, a conceptual review of what Bitcoin is from a finance perspective is conducted reflected by the third sub-

question, which is imperative to the methodological approach for this paper in pricing rather than valuing Bitcoin. 

In this review, the conceptual approach employed by Damodaran (2017) is considered, which will establish a 

theoretical argument in the discussion of what Bitcoin is. While this approach eventually will consider Bitcoin as 

a currency, it is important not to disregard a theoretical investigation of Bitcoin through a lens which considers it 

as part of a new asset class. In fact, as will be discussed, only a minor subset of participants uses it as a currency 

while a majority perceive Bitcoin to be an investment vehicle (Baur, et al., 2018). The relevance of the third sub-

question of this paper is therefore evident and a theoretical perspective on the dynamics of Bitcoin when considered 

as part of a new asset class is therefore justified. 

Subsequently, a perspective of how conventional finance theory falls short in predicting the price of Bitcoin is 

included along with a perspective on the explanatory power of behavioral finance and investor sentiment, which 

is vital to address the fourth sub-question. As will be outlined, substantial findings support the applicability of 

behavioral finance when considering Bitcoin, which is an instrumental aspect of the development of a testable 

hypothesis, which is included in the fifth sub-question of this paper. 
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6.1 What is a Bitcoin? Currency, Revenue Generating Asset, Commodity or Collectible? 

Diverse opinions exist concerning what exactly cryptocurrencies are – whether it is in fact a currency, a new asset 

class, a commodity or something completely different. Some believe that Bitcoin is a new type of currency, which 

provides an alternative to state-issued currencies to be used as a medium of exchange, others consider it as part of 

an emerging asset class to be included in a portfolio and yet others perceive it as something completely different. 

The objective of this section is thus to provide a foundation to address the third sub-question of this paper. 

Following the approach of Damodaran (2017), from a finance perspective, the implications of which category 

cryptocurrencies can be ascribed to is conceptually important as it is a determinant of whether a cryptocurrency 

can be priced, valued or both (Damodaran, 2017). As argued by Damodaran (2017), to value something, it must 

generate a cash flow, while this does not have to be the case in order to price something. Thereby, not everything 

can be valued, but almost everything can be priced. The clear distinction between price and value is thus important. 

While these considerations are important for this paper, the analysis will be substantiated and nuanced with other 

perspectives. 

6.1.1 Revenue Generating Assets 

A revenue generating asset either generates or is expected to generate a certain cash flow in the future (Damodaran, 

2017). Important parameters used to value a cash generating asset includes the cash flow itself, growth and risk 

(Bodie, et al., 2013). Obvious examples include claims on the cash flows of an operating business such as a stock 

or a bond. A fundamental truth in valuation is that an asset with higher cash flows and less risk are valued higher 

than assets with lower cash flows and more risk (Munk, 2017). In addition, assets can also be compared relative 

to each other by scaling the price to a common metric, such as a ratio, which in the case of a stock could be a price-

earnings ratio (Damodaran, 2017). Based on such metrics, pricing judgments can be formed regarding which stocks 

are relatively cheap and relatively expensive, by comparing the valuation with the prevailing market price. 

6.1.2 Commodities 

According to Damodaran (2017), a commodity derives its value from its usability as a raw material to meet a 

certain need, such as energy, food or shelter. In addition, a commodity can be valued – however difficult – by 

estimating demand and supply while taking into account lead and lag times (Damodaran, 2017). Due to the 

apparent difficulty, commodities are usually being priced, often relative to their price history, as an average price 

across a cycle (Damodaran, 2017). 

6.1.3 Currencies 

On their own, currencies do not generate any cash flows and can thus not be valued (Damodaran, 2017). However, 

while currencies according to the logic above cannot be valued, they can be priced against other currencies 
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expressed as a rate of exchange, which then can be perceived to be fair or not. In the long run, currencies that are 

more widely accepted as a medium of exchange, and those who preserve their purchasing power better, should 

experience a rising relative price (Damodaran, 2017). In the short term, a range of other forces can drive price 

movements, such as exchange rate manipulation and government intervention (Damodaran, 2017). 

6.1.4 Collectibles 

The final element of the prism through which Damodaran (2017) considers Bitcoin is a collectible. Collectibles 

do not generate any cash flows and they do not function as a medium of exchange. Thereby, a collectible cannot 

be valued as it does not generate cash flows, but it can be priced based on other peoples’ desire for it. A collectible 

can have aesthetic and emotional value, such as a painting, which is a determinant for its price along with perceived 

desirability and scarcity (Damodaran, 2017). 

6.1.5 What Is a Bitcoin? 

Based on the conceptual approach outlined above, a nuanced discussion of what a Bitcoin is can be made. 

Obviously, according to the logic above, Bitcoin is not a revenue generating asset as it does not generate a cash 

flow on its own. In addition, according to Damodaran (2017), it is neither a commodity as Bitcoin cannot be used 

to produce something useful (Damodaran, 2017). Finally, as argued by Damodaran (2017), Bitcoin is not a 

collectible but rather a currency, despite not being a good one yet, due to the limited adoption as a medium of 

exchange and limited feasibility as a store of value and unit of account driven by the high volatility. The perspective 

of Damodaran can be contrasted. As argued by Jeff Currie, Bitcoin resembles a commodity as it is not securitized 

(CNBC, 2018). According to Jeff Currie, a security is securitized to a real asset and thereby represent an obligation 

or a liability to the given real asset (CNBC, 2018). For instance, a stock is securitized to a real asset while a US 

dollar bill is a liability of the Federal Reserve (CNBC, 2018). In contrast, a commodity has no liability, which is 

also the case for Bitcoin, which is mined (CNBC, 2018). However, according to Jeff Currie, Bitcoin differs from 

other commodities such as oil or wheat as it is cheap and easy to store while it does not deteriorate (CNBC, 2018).  

While different perspectives exist concerning what a Bitcoin is, based on the features of Bitcoin, it resembles a 

currency albeit it currently does not perform well on the conventional parameters of being a medium of exchange, 

store of value and unit of account. The rationale and deduction provided by Damodaran (2017) seems to be 

supported by the technical underpinnings of Bitcoin as well as its very ideology and raison d’être presented in the 

technical review of this paper. For the future analyses of this paper, the perspective of Bitcoin being a currency is 

supported as it implies that it cannot be valued but only priced according the logic of Damodaran (2017). This 

aspect is if importance for the further methodological considerations for this paper. 
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Despite strong theoretical and practical arguments for Bitcoin being more of a currency than anything else, the 

occurrence of derivative trading and evidence of a large fraction of participants perceiving it as a new asset class 

highlights the importance of also considering Bitcoin as part of a new asset class and the associated implications, 

which is of further importance for the third sub-question. 

6.2 Cryptocurrencies as a New Asset Class 

Despite the fact that Bitcoin was intended to be an electronic payment system (Nakamoto, 2008), it does de facto 

not meet such an original purpose currently as it is considered as an alternative investment vehicle for the majority 

of participants (Hong, 2017; Baur, et al., 2018). According to Baur et al. (2018), who conducted an analysis of 

transaction data available in the public ledger from 2011-2013, Bitcoin is primarily used as a speculative 

investment and not as a medium of exchange. In fact, Baur et al. (2018) found that as little as 2.3% of Bitcoin 

users could be characterized as dedicated currency users while almost 35% were characterized as investors14. Even 

though such a metric is a snapshot of 2013, it is plausibly representative of Bitcoin users today due to the 

emergence of institutional investors and investment funds entering the market in pursuit of higher returns (Hong, 

2017) and private investors who look to ‘supercharge’ overall portfolio returns by devoting a portion of it to 

Bitcoin as argued by Damodaran (2017). Thus, the share of Bitcoin used as an investment cannot be neglected, 

and it is thus important to include a theoretical perspective on cryptocurrencies as a new asset class as it is in effect 

a primary source of usage, which is relevant for addressing the third sub-question. 

In addition, if Bitcoin is perceived as an investment vehicle by the majority of its users, it can potentially be a 

contributing factor to structurally high volatility, which in turn challenges the feasibility of Bitcoin as a currency 

and medium of exchange (Baur, et al., 2018). 

6.2.1 A Theoretical Foundation for Bitcoin as Part of a New Asset Class 

To illuminate the theoretically relevant aspects of Bitcoin as part of a new asset class, conventional finance theory 

in the form of Markowitz’ mean-variance analysis can appropriately be applied, which is in accordance with 

existing literature on the topic (Hong, 2017). In such a context, some of the relevant parameters to consider include 

expected return, variance and covariances with other assets as well as the distribution of returns (Munk, 2017). 

Thereby, in accordance with existing literature, this paper will touch upon four moments of Bitcoin in addition to 

correlations with other assets. 

In terms of the return of Bitcoin, there is an important difference relative to e.g. stocks, as Bitcoin pays no dividend. 

While the concept of a fork has received various opinions in terms of classification within conventional finance 

                                                      
14 The segmentation of user types was conducted based on available information such as lifetime transaction activity, 

transaction sizes (measured in USD value) and Bitcoin balances over a period from 2011-2013 
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theory, as it shares some features with both a dividend, a stock split and an option, forks are not considered further 

in this paper due to the lack of convention. The price development of Bitcoin is depicted in Figure 8, in which the 

total return and average daily geometric return are provided annually since 2011. 

Rational investors prefer higher returns and lower risk and are thus mean-variance optimizers (Munk, 2017). 

However, as suggested by Nobel laureate William Sharpe, there is a risk-return tradeoff associated with assets, 

whereby assets with higher returns often are associated with higher risk (Munk, 2017). When considering the 

second moment, which is the variance, it is important to note that volatility is not static but varies throughout time, 

which seems to be an important consideration when assessing Bitcoin. In addition, Bloom (2009) modelled a time-

varying second moment of stocks to illustrate how variance increases in the wake of events and shocks, which is 

of relevance when considering the price history of Bitcoin. A time-varying volatility, potentially sensitive to events 

and news, thus seems to be a fundamental aspect of Bitcoin, which is an incorporated perspective of Figure 8. 

The third and fourth moments – the skewness and kurtosis of the distribution of returns – is assumed to be the 

same as for a normal distribution within Markowitz’ mean-variance analysis (Munk, 2017). Such an assumption 

is usually a fairly close approximation to reality when considering large and broad stock indices over longer 

periods of time (Munk, 2017). Despite being a close approximation, the skewness and kurtosis of stock indices 

such as the S&P500, FTSE 100, IBEX 35 and OMXC20 do, however, not perfectly resemble a normal distribution 

when considered over the period 1990-2016 (Nielsen & Jørgensen, 2017). Current findings on Bitcoin have 

documented that in addition to high volatility, there has been a negative skewness and positive kurtosis when 

considering the period from 2010-2015 (Baur, et al., 2018). Due to the significant changes in the price development 

of Bitcoin, it is important to note that the chosen time period has implications on the obtained results. 

The price development of Bitcoin and the associated returns are provided in Figure 8. While Hong (2017) found 

and documented certain time ‘regimes’ of relative (in)stability, this paper does not attempt to identify such periods, 

and Figure 8 thus illustrates the development on an annual basis from 2011 to 2018 year-to-date. Regarding the 

volatility, the approach adopted by Bloom (2009) is used to investigate the unstable nature of the Bitcoin return 

volatility. As illustrated in Figure 8, the 30-day rolling standard deviation fluctuates significantly throughout the 

period. Despite an increase in the return volatility over the past ~1.5 years, Bitcoin returns remained more volatile 

in the earlier years. 
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Figure 8 - Price and Volatility Development 

As evident from Figure 8, the return, standard deviation and beta15 values suggest that Bitcoin indeed has 

experienced years of relative instability, which at face value supports the arguments of Hong (2017). A further 

analysis into these dynamics is beyond the scope of this paper. 

From the perspective of mean-variance optimization, not only the return and variance of assets are relevant, but 

also how assets move together (Munk, 2017). Bitcoin has been found to have no significant correlations with 

traditional asset classes such as stocks, bonds and commodities (Hong, 2017; Baur, et al., 2018)16. In addition, it 

has been found that the lack of correlation with traditional asset classes is present in both normal times and periods 

of financial and political turmoil (Baur, et al., 2018). This, in turn, implies that Bitcoin has diversification potential. 

Other findings suggest that including a relatively small amount of Bitcoin to an equity-only portfolio enhances 

return performance and risk structure (Hong, 2017), which potentially can explain the increasing interest among 

individuals for investing in Bitcoin to enhance portfolio returns (Damodaran, 2017). 

                                                      
15 Beta values are included for convenience and completeness and since they are to be discussed in the forthcoming sections 
16 Baur et al. (2018) found Bitcoin to have the following correlations: S&P500 at 0.05, gold at 0.05, silver at 0.02, oil at 0.01, 

gas at 0.00, corporate bonds at -0.03 and US treasury bonds at 0.05 during the period of July 2010 to June 2015 
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As illustrated in Table 1, it is the case that Bitcoin is uncorrelated to traditional asset classes represented by both 

equities, bonds, commodities, and the Euro to also include a currency, during the full period of 2011-2018 year-

to-date, which is also the case for the remaining top 5 cryptocurrencies as measured on market capitalization17. 

Table 1 - Correlation Matrix 

 

Despite being uncorrelated to traditional asset classes, there are relatively higher intra-cryptocurrency correlations. 

Figure 9 illustrates the development in correlations by employing a rolling 1 trading year correlation calculation 

window. Thereby, the first value is the correlation in the beginning of 2012, which is calculated based on the full 

2011 period18. 

As illustrated by the shaded area in Figure 9, which covers correlation values ranging from -0.1 to 0.1, the 

traditional asset classes are fluctuating almost entirely within this span with few exceptions. In contrast, ETH and 

LTC have systematically been more positively correlated with BTC while XRP has been increasing in its 

correlation with BTC. Based on these results, it is evident that cryptocurrencies exhibit low to none correlation 

with traditional asset classes while there are relatively higher correlations among the different cryptocurrencies. 

While the traditional asset classes have correlations that remain relatively stable throughout time, there is 

significant fluctuation among the included cryptocurrencies and BTC while there has been a tendency of rising 

correlations recently. Further research is necessary to substantiate the perspective of cryptocurrencies potentially 

being an emerging asset class, however, it is beyond the scope of this paper. 

 

                                                      
17 The top 5 cryptocurrencies in terms of market capitalization as of April 2018 include Bitcoin (BTC), Ethereum (ETH), 

Ripple (XRP), Bitcoin Cash (BCH) and Litecoin (LTC). 
18 The lines for the cryptocurrencies do not begin at the origin as they were introduced later than 2011. BCH is not included 

as it has not been in existence for a full trading year. 
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Figure 9 - Correlation Development (1 Trading Year Rolling) 

6.2.2 Additional Findings on Bitcoin and Recent Developments as an Asset Class 

In addition to the findings concerning Bitcoin as being a highly volatile investment, which is uncorrelated to 

traditional asset classes with a negative skew and positive kurtosis, a range of other findings are of importance and 

should be recognized. Such findings include the observation that certain ‘periods’ or ‘regimes’ in Bitcoin returns 

can be identified and evidence of momentum in Bitcoin returns. While this section is intended to cover additional 

findings, no further empirical evidence on the development of Bitcoin fundamentals is provided due to the scope 

of this paper. 

Firstly, according to Hong (2017), the Bitcoin price has experienced different ‘regimes’ or extended periods of 

either price stability, price increase or price decrease. Thereby, as Hong (2017) suggests, any result obtained related 

to Bitcoin is sensitive to the chosen time period. Changes in both the number of investors as well as a shift in the 

composition of investor types are some of the underlying drivers for this property (Hong, 2017). The notion of 

phases of price stability and instability is also adopted by Baek & Elbeck (2015), who emphasize that Bitcoin is – 

at least in time of their writing – in an introductory life-cycle stage. 
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Secondly, Hong (2017) finds evidence of significant momentum in Bitcoin returns. More specifically, it was found 

that Bitcoin exhibits momentum in periods of up to 8 weeks of persistence followed by partial reversion. The time 

length of return continuation and reversal of Bitcoin returns at 8 weeks is significantly shorter relative to that of 

equities, which is approximately 1 year (Hong, 2017). According to Hong (2017), this might be an indication of 

certain investor characteristics, e.g. that more emphasis is put on news and similar information with quicker 

reactions, which emphasizes the potential explanatory power of behavioral theories. According to Munk (2017), 

the presence of momentum magnifies upside potential and downside risk of an investment in the short run and 

highlights that timing is of importance, which is a relevant consideration when reflecting on the suggested types 

Bitcoin users and their motivation for holding Bitcoin. 

6.3 Shortcomings of Conventional Finance Theory in Pricing Cryptocurrencies 

Whether conventional finance theory can explain Bitcoin prices is at the core of the fourth sub-question. This 

section will incorporate empirical data to provide a brief assessment, which is relevant for appropriately addressing 

the first aspect of the fourth sub-question. As the analytical objective of this paper centers around the predictability 

of Bitcoin price movements based on social media sentiment, this analysis is confined to include a few archetypical 

asset pricing models. As it is not the objective of this paper provide a further perspective on the explanatory power 

of conventional finance theory, additional finance models will not be included. 

In addition to providing initial empirical analyses, a range of shortcomings associated with the conventional 

finance models are briefly discussed. 

6.3.1 Applying Conventional Finance Theoretical Models 

The Capital Asset Pricing Model (CAPM) is the archetypical model in finance when predicting fair returns and 

takes the form: 

𝐸[𝑟𝑖] = 𝑟𝑓 + 𝛽𝑖(𝐸[𝑅𝑚] − 𝑟𝑓) 

Where 𝐸[𝑟𝑖] is the expected return of security i, 𝑟𝑓 is the risk-free rate, 𝐸[𝑅𝑚] is the expected return on the market 

portfolio, usually proxied by broad stock indices such as the S&P500 (Berk & DeMarzo, 2014). 𝛽𝑖 is the beta of 

security i and is the expected percentage change in its return given a 1% change in the return of the market portfolio 

(Berk & DeMarzo, 2014). The beta is calculated as follows: 

𝛽𝑖 =
𝑐𝑜𝑟𝑟(𝑟𝑖,  𝑟𝑚) ∗ 𝑆𝑡𝑑(𝑟𝑖)

𝑆𝑡𝑑(𝑟𝑚)
=

𝑐𝑜𝑣(𝑟𝑖,  𝑟𝑚)

𝑣𝑎𝑟(𝑟𝑚)
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Where std is the standard deviation, var is the variance, corr is the correlation and cov is the covariance. From the 

formula above, it is evident that beta is a measure of the co-movements of security i with the market. According 

to the CAPM, only two kinds of risk exist being market risk, also known as systematic risk, and idiosyncratic risk, 

which is specific to the individual security. Since idiosyncratic risk can be eliminated by investing in a diversified 

portfolio, the CAPM holds that investors should only be compensated for systematic risk (Berk & DeMarzo, 2014). 

To calculate the CAPM predicted return, estimates of the above variables are required. From Figure 8, the beta of 

Bitcoin was estimated for the period 2011-2018 year-to-date to be 0.14. The risk free rate, which is a zero-beta 

asset19, which is difficult to find, but it is usually approximated by the yield of long term government bonds 

(Petersen & Plenborg, 2012). The treasury yield on 30-year US treasury bonds is 3.09% (US Department of 

Treasury, 2018), which will be used20. The market risk premium is sensitive to the time period chosen, and the 

median market risk premium used by 487 US professors, which is 6.7% according to Petersen and Plensborg 

(2012), will be used. The fair return on Bitcoin according to the CAPM is thus: 

𝐸[𝑟𝑖] = 𝑟𝑓 + 𝛽𝑖(𝐸[𝑅𝑚] − 𝑟𝑓) = 3.09% + 0.14 ∗ 6.7% = 4.03% 

This modest return is in sharp contrast to the realized returns on Bitcoin, which in 2017 was 1,338% 

(blockchain.info, 2018). 

To substantiate the analysis further, the Fama-French 3- and 5-factor models will additionally be used along with 

Carhart’s 4-factor model. The most adopted multi-factor model is the Fama-French 3-factor model, which in 

addition to the excess market return includes the return of two portfolios being small-minus-big (SMB) and high-

minus-low (HML) (Munk, 2017). The SML is the return on a portfolio of stocks in small companies less the return 

of a portfolio of stocks in large companies, which is measured by market capitalization (French, 2018). The HML 

is the return of a portfolio of high book-to-market stocks less the return of a portfolio of low book-to-market stocks 

(French, 2018). As an additional multifactor model, the Fama-French 5-factor model is used, which includes two 

additional factors. The first additional factor is RMW, which is the difference between the returns of portfolios 

with robust and weak profitability (Fama & French, 2014). The second additional factor is CMA, which is the 

difference between the returns of portfolios with conservative and aggressive investments (low and high capital 

expenditures) (Fama & French, 2014). Carhart’s 4-factor model extends the 3-factor model outlined above to 

include momentum (MOM). The MOM is the return on a portfolio of recent ‘winners’ less the return of a portfolio 

of recent ‘losers’ as measured by previous returns (Munk, 2017). The models take the following form: 

                                                      
19 A zero-beta asset implies that the investor is not incurring any risk (Holthausen & Zmijewski, 2013) 
20 Alternatively, one could use the yield on Triple-A rated government bonds with a 30-year maturity in the EU, which is 

1.24% (European Central Bank, 2018) 
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       3 − 𝐹𝑎𝑐𝑡𝑜𝑟:           𝑅𝑖𝑡 − 𝑅𝐹𝑡 = 𝛼𝑖 + 𝛽𝑖(𝑅𝑀𝑡 − 𝑅𝐹𝑡) + 𝑠𝑖𝑆𝑀𝐵𝑡 + ℎ𝑖𝐻𝑀𝐿𝑡 + 𝑒𝑖𝑡,  and 

       4 − 𝐹𝑎𝑐𝑡𝑜𝑟:           𝑅𝑖𝑡 − 𝑅𝐹𝑡 = 𝛼𝑖 + 𝛽𝑖(𝑅𝑀𝑡 − 𝑅𝐹𝑡) + 𝑠𝑖𝑆𝑀𝐵𝑡 + ℎ𝑖𝐻𝑀𝐿𝑡 + 𝑚𝑖𝑀𝑂𝑀𝑡 + 𝑒𝑖𝑡,  and 

   5 − 𝐹𝑎𝑐𝑡𝑜𝑟:           𝑅𝑖𝑡 − 𝑅𝐹𝑡 = 𝛼𝑖 + 𝛽𝑖(𝑅𝑀𝑡 − 𝑅𝐹𝑡) + 𝑠𝑖𝑆𝑀𝐵𝑡 + ℎ𝑖𝐻𝑀𝐿𝑡 + 𝑟𝑖𝑅𝑀𝑊𝑡 + 𝑐𝑖𝐶𝑀𝐴𝑡 + 𝑒𝑖𝑡 

To further nuance the perspective, an extension to the established Fama-French 3-factor model is included. 

Inspired by the considerations of Petkova (2006), additional economic variables are included, which are argued to 

reflect aspects of the investment opportunity set, which are the yield curve and the conditional distribution of asset 

returns. As a measure of the yield curve, this paper will also rely on the term spread between the yields on 10-year 

and 1-year US government bonds (TERM). Measures for the conditional distribution of asset returns are chosen 

as the aggregate dividend yield of the S&P500 index (DIV), and the default spread as measured by the difference 

in yields between Baa-rated corporate bonds and 10-year US government bonds (DEF) in line with Petkova 

(2006)21. While Petkova (2006) originally considered these variables in the context of an intertemporal CAPM 

(ICAPM), such further modeling is considered to be outside the scope of this paper, and the logic for introducing 

the variables by Petkova (2006) motivates their use in this context. The outlined factor model will take the 

following form: 

𝑅𝑖𝑡 − 𝑅𝐹𝑡 = 𝛼𝑖 + 𝛽𝑖(𝑅𝑀𝑡 − 𝑅𝐹𝑡) + 𝑠𝑖𝑆𝑀𝐵𝑡 + ℎ𝑖𝐻𝑀𝐿𝑡 + 𝑑𝑖𝐷𝐼𝑉𝑡 + 𝑡𝑖𝑇𝐸𝑅𝑀𝑡 + 𝑓𝑡𝐷𝐼𝑉𝑡 + 𝑒𝑖𝑡 

Based on the database provided by French (2018), an OLS regression is run to estimate the coefficients for Bitcoin 

for the respective factors. Monthly data for the past 5 years is used, which corresponds to 60 observations as 

suggested by Munk (2017). The results obtained are summarized in Table 2. 

Table 2 - Factor Model Betas 

 

                                                      
21 Data for the additional time series are obtained from the Federal Reserve Bank of St. Louis (2018) 
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Having obtained the relevant coefficients, the return predicted by the factor models can be estimated. As previously 

outlined, the factor values are sensitive to the time period considered. Thus, the relevant values for the factor 

portfolios, which are also provided in the database maintained by French (2018), are obtained based on annual 

averages for a 20-year and a 5-year period. The predicted returns are provided in Table 3. 

Table 3 - Factor Model Predicted Returns 

 

While the factor models predict a higher return than those obtained by the CAPM in general, they also provide 

inadequate predictions. Thus, based on the results, it can be concluded that the included models are inadequate in 

predicting Bitcoin returns. 

Two drivers can explain the conflicting returns as the return of 1,338% in 2017 is either too high or the return 

suggested by the models too low. Practically, this means that either the historical returns of Bitcoin cannot be used 

as a reasonable proxy for the future, or the models fail to incorporate factors beyond those included, which should 

give Bitcoin a much higher return. These two drivers will be discussed next. 

6.3.1.1 Does History Repeat Itself? 

The conventional CAPM and the factor models have a fundamental bias as they are notoriously forward-looking 

but estimate future returns by using historical data. Fundamentally, they therefore assume that the future is like 

the past (Brealey, et al., 2012). Over sufficiently long time periods, in which no changes in the fundamental factors 

affecting the parameters in question occur, this assumption is reasonable (Brealey, et al., 2012). In the case of 

Bitcoin, however, the return history is so short that the assumption is unlikely to hold. Additionally, as can be seen 

in Figure 8, the market is immature and constantly developing with no two years showing similar returns. 

It is clear that for an asset like Bitcoin, which has yet to reach a steady state, the assumption that the past can act 

as a reasonable proxy for the future is unlikely to hold. Nevertheless, this does not mean that the expected return 

should necessarily be as predicted by the included models, which will be discussed next. 

6.3.1.2 Should Cryptocurrency Investors Be Compensated for Additional Factors? 

The core principle of the models is that the premia grow linearly in the relevant factors, which is reflected in the 

relevant beta values (Berk & DeMarzo, 2014). Using the CAPM as an example, this principle is based on the fact 
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that systematic risk is the only risk investors cannot diversify away, which means they must be compensated for 

bearing it (Berk & DeMarzo, 2014). In the case of Bitcoin, systematic risk as measured by the beta is relatively 

low for the full 2011-2018 YTD period, which suggests that investors should only be compensated little for holding 

Bitcoin in their portfolios. However, when considering that in most jurisdictions it is illegal to create private 

currencies (Rabiner, 2012), and that the enforcement mechanism of law is hampered by the anonymous and 

decentralized nature of cryptocurrencies as discussed in Section 4.3.4, it is obvious that cryptocurrencies carry a 

high degree of regulatory risk. The regulatory risk factors are difficult to evaluate as the breadth of aspects is 

diverse and includes e.g. taxation, price manipulation and legality as tender while regulators are confined to 

sovereign boarders with Bitcoin not belonging to any state. 

To continue the argument within a CAPM universe, regulatory risk is in a vacuum between systematic and 

idiosyncratic risk. It is not systematic as it does not influence all securities in the market portfolio, but it can only 

be idiosyncratic if it is diversifiable, i.e. if it is averaged out in the final portfolio (Berk & DeMarzo, 2014). 

However, since the legality of a security is notoriously binary – it is either legal or illegal – and if it is assumed 

that investors only hold legal assets, it is clear that legal risk is not diversifiable. If e.g. an asset class in an investor’s 

portfolio becomes illegal, and thereby arguably becomes worthless, it is not possible to have the effect averaged 

out as the remainder of the portfolio is already legal. 

The legal risk posed by private currencies being illegal is best illustrated by a historical case from 1930s rural 

Austria, in which the mayor, in response to the great depression, created his own private currency with a built-in 

inflation mechanism22 to avoid having people hoard money (Fisher, et al., 1933). The introduction of the new 

currency halved unemployment from 80% to 40% but as the Austrian government found out about the private 

currency, they banned it, thereby making it worthless (Fisher, et al., 1933). This historical example demonstrates 

that regulatory risk is a relevant risk factor for private currencies. 

However, extending the CAPM or one of the other factor models to include regulatory risk is not a straightforward 

task due to the difficulty of measuring it. 

It can be concluded that huge differences between historically observed Bitcoin returns and the expected returns, 

as predicted by the CAPM and multifactor models, exist. Possible explanations are that history does not repeat 

itself or that the cryptocurrency investors care about other factors than those reflected in the models. While it is 

not possible to conclude which explanation is true based on this illustrative analysis, it is likely that both hold 

                                                      
22 The inflation mechanism worked by any currency bill only being valid if it had a stamp on it less than one month old. For 

every stamp it had, its original value depreciated with 1% (Fisher, et al., 1933).   
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some truth, and the only indisputable conclusion is thus that the included conventional finance models perform 

poorly in explaining Bitcoin returns. 

6.4 Behavioral Finance and its Applicability Concerning Bitcoin 

This section is devoted to assess the applicability of behavioral finance in relation to Bitcoin, which is an essential 

aspect of the fourth sub-question as well as the foundation upon which a testable hypothesis for the fifth sub-

question will be deduced. The premise of behavioral finance is essentially that conventional financial theory 

ignores how people make decisions in reality (Bodie, et al., 2014). Behavioral therefore finance takes its starting 

point in conventional finance theory by repealing the assumptions that agents are fully rational and that markets 

are efficient (Berk & DeMarzo, 2014). Conventional finance theory holds that security prices reflect all relevant 

information, which formally is captured by the efficient market hypothesis, which comes in three forms with 

varying interpretations of what constitutes ‘all relevant information’ (Bodie, et al., 2013). A stream of literature 

thus addresses how agents are subject to various bias and sentiment, which is foundational for this paper. 

This section will investigate investor sentiment and how sentiment can be an important predictor of market 

movements. In addition, this section will assess the behavioral profiles of Bitcoin participants along with a range 

of perceptional biases prevailing in the Bitcoin market. 

6.4.1 Investor Sentiment and Crowd Psychology 

Behavioral finance devotes significant attention to market sentiment, which can be interpreted as the general level 

of optimism among investors (Bodie, et al., 2014). As such, market sentiment is the overall attitude of investors 

towards a given asset or a financial market (Bodie, et al., 2014) . As it is the feeling or tone of a market, and thus 

its crowd psychology, it is reflected through trading activity and price movements (Bodie, et al., 2014). According 

to Baker & Wurgler (2007), it is no longer a question whether investor sentiment affects security prices, but rather 

how to measure and quantify it. Importantly, market sentiment is not always based on fundamentals, as it is in part 

driven by emotions. 

While limited research has been devoted to the intersection between market sentiment and cryptocurrencies, it has 

been an established topic for other assets such as stocks. Baker & Wurgler (2007) argue that changes in investor 

sentiment influences security prices and find that certain securities are disproportionately sensitive to market 

sentiment. More specifically, stocks that are of low capitalization, young, unprofitable, volatile, non-dividend 

paying or have extreme growth potential are more difficult to value, which makes them subject to be influenced 

by various bias to a greater extent, which makes valuation mistakes more likely (Baker & Wurgler, 2007). Thereby, 

it is more difficult to establish what their fundamental values are. As stocks that are difficult to value tend to be 

difficult to arbitrage, sentiment can play a relatively more important role for such securities as arbitrageurs are less 
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aggressive in forcing prices to fundamentals due to greater difficulty and costliness (Baker & Wurgler, 2007). An 

important observation for this paper is how Bitcoin shares some of these fundamental characteristics. 

Several sources have been used approximate market sentiment, which include financial market-based measures 

such as trading volume or volatility, survey-based sentiment indices, textual sentiment, internet searches and news 

media (Ribeiro, et al., 2016; Baker & Wurgler, 2007). Social media channels, such as Twitter, are increasingly 

being utilized to represent market sentiment, such as in the studies conducted by Bollen et al. (2011) and Stenqvist 

& Lönnö (2017). Central to this paper is the hypothesis that investor sentiment can be approximated based on 

social media channels and that such sentiment is representative for the prevailing market sentiment. 

While social media sentiment can be seen as a factor proxying investor mood, it can plausibly also be a factor 

affecting it. The latter factor is driven in part by the cognitive bias of herd mentality, which will be discussed in 

the forthcoming sections, but also by what is known as crowd wisdom, which refers to the concept that in the 

information age, people tend to seek answers from the ‘crowd’ online rather than from individual experts (Chen, 

et al., 2014). In addition, in a survey of more than 4,000 investors, it was found that 34% of them use social media 

for investment purposes (Business Wire, 2013), while other studies have found it to be as high as 70% (Langlois, 

2013). 

Thereby, market sentiment has been found to be a predictor of market movements (Bodie, et al., 2014), which is 

an instrumental finding for the methodology of this paper. While this section established the relevance of investor 

sentiment, a further empirical review of sentiment in relation to both traditional asset classes and Bitcoin is 

included in the empirical review. 

6.4.2 Behavioral Profiles in the Cryptocurrency Market 

According to Richard Lehman (2017), professor in behavioral finance, cryptocurrencies as a phenomenon is “the 

most significant behavioral event to occur since the emergence of behavioral science” (Lehman, 2017, p. 3). 

According to Lehman (2017), Bitcoin may be the most purely behaviorally driven market that the world will ever 

see. According to Nobel laureate, Robert Schiller, “the Bitcoin market is a marvelous case study in ambiguity and 

animal spirits” (Schiller, 2017, p. 2). As the intrinsic value of a Bitcoin is zero, Lehman (2017) argues that a better 

and more insightful approach to understand the cryptocurrency market is to analyze the behavioral dynamics and 

constraints of all major participant groups. In line with this logic, Lehman (2017)  segments the Bitcoin market 

into 8 groups based on their behavioral profile as seen in Table 4. Instead of employing demographic or 

sociographic variables, the segments are constructed around the cognitive biases and key purchase rationales each 

group has for buying Bitcoins (Lehman, 2017). The value from pursuing such a methodology comes from 

acknowledging that Bitcoin investors are a heterogeneous group with different cognitive biases, which implies 
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that they perceive Bitcoin in different ways (Lehman, 2017). These different groups have entirely different 

rationales for holding Bitcoin, and only by understanding these rationales, and the underlying biases, can one 

attempt to understand the Bitcoin market (Lehman, 2017). 

Table 4 - Behavioral Groups in the Bitcoin Ecosystem 

 

As evident from Table 4, there are groups such as the Bitcoin founders, insiders and whales and Bitcoin believers. 

Such groups hold Bitcoin for ideological reasons and are resistant to price shocks, mentally attached to the Bitcoin 

project, also in the long term, while the main motivation is not to earn a trading profit. Instead, the motivation is 

to support the mission of Bitcoin to replace financial intermediaries, inflated fiat currencies and in ensuring 

anonymity. In contrast to this group is the Gamblers, speculators, day traders, etc. whose main motivation is to 

earn a quick profit (Lehman, 2017). This segment is cognitively not attached to Bitcoin as a political mission and 

have a short-term focus, which make them more likely to trade on incremental information and even rumors. On 

the even more extreme is a group of professional traders, such as hedge funds, which in 2017 began to increasingly 
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participate in the cryptocurrency market (Helms, 2018). Professional traders, such as hedge funds, do not 

participate because they find value in neither the political cause nor the investment potential of Bitcoin, but rather 

in the other, often unprofessional, market participants and the generally inefficient market (Lehman, 2017). 

With the research question of this paper in mind, it is relevant to segment the market participants based on 

psychographic variables as it has the different perceptions of individuals and their sentiment with respect to Bitcoin 

as the focal point. As previously outlined, this paper aims to develop a model that can predict Bitcoin price 

movements from social media, in this case Twitter sentiment, as it is assumed that it is representative of the 

prevailing market sentiment towards Bitcoin. If it was the case that the majority of Bitcoin market participants 

were Bitcoin founders, insiders and whales or Bitcoin believers, such a hypothesis would have no theoretical 

foundation as these groups exhibit an attachment to Bitcoin, and their behavior is not comparable to that of traders, 

which is arguably more sensitive to sentiment (Lehman, 2017). Instead, the hypothesis is theoretically valid if 

most participants are Gamblers, speculators, day traders, etc. because this segment is mainly participating to earn 

a quick profit and more likely to act on incremental information, which affects the prevailing investor sentiment. 

As Lehman (2017) argues, since this segment is indeed the largest and fastest growing, it makes sense from a 

behavioral finance perspective to employ the methodology of predicting price movements from social media 

sentiment. In addition, Lehman (2017) argues that since June 2017, when the price skyrocketed, the market became 

increasingly dominated by speculative behavior mainly driven by the cognitive biases of herd mentality and fear 

of missing out, which are linked to investor sentiment as they reflect emotions and attitudes among investors. Such 

cognitive biases are central in behavioral finance and will be discussed next. 

6.4.3 Perceptional Biases in the Cryptocurrency Market 

The Bitcoin market is dominated by a high degree of misinformation, which makes perceptional biases even more 

pronounced (Lehman, 2018). Perceptional biases are at the heart of behavioral finance as this stream of academic 

research repeal the notion of rational agents: 

“How humans should act is often different from how humans do act, and those who only 

look at the should part are simply altering reality to suit their own judgments” (Lehman, 

2017, p. 3) 

With vast degrees of incomplete information, humans are prone to search through their existing knowledge base 

for anything similar when faced with a new phenomenon (Lehman, 2018). This is a cognitive shortcut known as 

representativeness (Kahneman, 2003), and it can partly explain why different individuals are experiencing Bitcoin 

in different ways. Cryptocurrencies are often highly misunderstood and sometimes believed to resemble precious 

metals or equites with intrinsic value (Lehman, 2018), which can also be explained by humans making cognitive 

shortcuts when faced with incomplete information. 
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A plausible misconception in the Bitcoin market is that the price increase in 2017 resulted from a mass attention 

to Bitcoin as it potentially also can be the other way around according to Reynolds (2017). According to Oxford 

economist Willemien Kets, the extreme price increase in the latter half of 2017 caused a massive herding effect 

partly driven by the fear-of-missing-out bias (Reynolds, 2017). The herding effect is driven by a conformity bias, 

pushing humans to conform to everyone around them, according to psychologist Peter Ayton (Reynolds, 2017). 

With more and more people interested in Bitcoins, and with the subject receiving increased media attention, an 

additional number of people are feeling they are missing out on a new trend, which causes more people to join the 

system (Lehman, 2018). Essentially, this can be a self-fulfilling prophecy, in which it is the belief that other people 

will buy into the idea that creates the upward price swing rather than the underlying asset itself (Kornberger, et al., 

2016). A dangerous aspect of herd mentality and self-fulfilling prophecies is that they work in exactly the opposite 

direction when the price starts to decrease. 

Another evident bias in the cryptocurrency space is that of a reference price bias in which the price of almost any 

cryptocurrency is related to that of Bitcoin without taking the quantity or underlying fundamentals into account 

(Lehman, 2018). In addition, according to neuroeconomist Benedetto De Martino, the human mind also tends to 

place a lot of importance on round numbers despite these numbers not being more important than any other number 

(Reynolds, 2017). When Bitcoin first reached $10,000, it was put on the front page of Financial Times, which 

highlights the importance that both investors and the media place on such round numbers (Reddit, 2017). 

7 Empirical Background 

While empirical studies on Bitcoin price movements remain limited, it is currently an emerging field within 

academic literature. Having established a range of theoretical aspects of Bitcoin, this section is devoted to review 

the empirical foundation relevant for the research question of this paper. This section is especially relevant to 

address the fourth sub-question as it provides important findings necessary for the development of a testable 

hypothesis for the fifth sub-question. 

To briefly summarize the central findings of the previous sub-questions of this paper, it has been established that 

Bitcoin supply is deterministic and follows a transparent scheme. As Bitcoin price dynamics are determined by 

supply and demand interactions, it is deduced that Bitcoin price movements stem from changes in demand. It is 

therefore relevant to review how the demand for Bitcoin is influenced and driven. The field of behavioral finance 

has been found to have explanatory power concerning investor behavior and specifically how financial decisions 

are significantly driven by emotion and mood (Karalevicius, 2018). Thereby, it is important to review the empirical 

research concerning the different influences on the demand for Bitcoin. More specifically, it is relevant to first 
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review how sentiment has been found to relate to price developments, and how such sentiment can be 

approximated, and secondly to examine other potential drivers of price movements. 

The following sections are thus relevant to further address the fourth research question while providing empirical 

justification for the fifth sub-question. 

7.1 Empirical Findings on Predicting Bitcoin Prices Based on Sentiment 

This section is devoted to review the findings concerning the predictive ability of sentiment on Bitcoin and stock 

prices while the next section will review other drivers of Bitcoin price movements. 

7.1.1 Twitter Sentiment as Predictor of Bitcoin Price Movements 

Twitter, a popular medium of communication, has in recent years been used by professional investors as a source 

of information on which to base investment decisions (Wieczner, 2015). However, in this paper, Twitter is not 

perceived to be a source of information, which ordinary investors consciously base their trading choices on, but 

rather as an approximation for market sentiment, which can influence the price development. As argued in previous 

sections of this paper, the Bitcoin market is in part driven by market sentiment (Schiller, 2017), and an 

investigation of the Bitcoin price using Twitter sentiment thus makes sense, also from a theoretical point of view. 

However, as full access to Twitter data, which when including fixed and variable fees can amount to $1.5 million 

per year (Wieczner, 2015), it is restricted to deep-pocketed investors. 

In a recent study, Stenqvist and Lönnö (2017) conducted a sentiment analysis of 2.27 million Bitcoin-related tweets 

to predict Bitcoin price fluctuations. The employed method was simple rule based, which analyzed aggregate 

sentiment change within a 5-minute timespan and then shifted this 1-4 periods forward in time to make binary 

predictions as to whether the price would increase or decrease (Stenqvist & Lönnö, 2017). The threshold was set 

at a 2.2% sentiment change, and the employed methodology resulted in a 79% accuracy (Stenqvist & Lönnö, 

2017), which is significantly higher than other studies. The accuracy was measured by the sum of true positives 

and true negatives divided by the total sum of observations, which is sensitive to class imbalance23 as was the case 

for their data set24, where the Bitcoin price mainly increased. Their achieved accuracy should therefore be 

evaluated when taking class imbalance into account. While this paper will not replicate Stenqvist and Lönnö’s 

(2017) model, which has some shortcomings and does not involve any fitting based on a minimization criterion, 

it will take inspiration from the methodology they employ to clean the data set and perform the sentiment analysis. 

                                                      
23 Class imbalance refers to the situation in which there is a minority and majority observation. If e.g. the price is increasing 

for 80% of the observations and decreasing for 20% of the observations. In such a setting, the random prediction benchmark 

should not be set at 50%, but at 80%.  
24 The sample period lasted from 11th of May to the 11th of June 
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To reduce noise, they identified common words, phrases and hashtags associated with automatically generated 

tweets from bots and deleted tweets containing these from the dataset (Stenqvist & Lönnö, 2017). The sentiment 

scores were obtained using the VADER lexicon, which is a publicly available binary lexicon used specifically for 

social media analysis (Stenqvist & Lönnö, 2017). A binary lexicon assigns either a positive or negative score to 

the words in a text (Stenqvist & Lönnö, 2017). 

Stenqvist and Lönnö (2017) also note that a weakness of their study is the short time period of observation since 

they only were able to process a month’s tweets. As the Bitcoin price mainly increased in the 31 days they 

investigated, it is unlikely that their findings are representative for a bearish market too. Another weakness of their 

study is the arbitrary and static threshold they use to predict whether the Bitcoin price will increase or decrease 

(Stenqvist & Lönnö, 2017). 

Colianni, Rosales, and Signorotti (2015) provide another study on the relation between Twitter sentiment and the 

movement of Bitcoin prices. In contrast to the study of Stenqvist and Lönnö (2017), which employs a prediction 

methodology with shortcomings, the methodology of Colianni, Rosales, and Signorotti (2015) is based on 

supervised learning algorithms, which lead to a 85% predictive accuracy (Colianni, et al., 2015). The sentiment 

methodology employed is binary and conducted using the third-party API of text-processing.com, which returns a 

score between zero and one for each tweet (Colianni, et al., 2015). The supervised learning models, which consist 

of both a naive Bayes, logistic regression and support vector machines were all trained on 70% of the data and 

subsequently tested on the remaining 30%. This paper will take inspiration from the methodology of Colianni et 

al. (2015) with respect to the training procedure by relying on out-of-sample testing, but instead use k-fold cross-

validation such that each part of the dataset serves as a test set as this methodology is more sensitive to overfitting 

(Bishop, 2006). 

Another study conducted by Linton, Teo, Bommes, Chen and Härdle (2016) investigated a range of online forums 

on which Bitcoin is a widely debated topic. While their empirical foundation was not tweets, the methodology 

employed is of relevance for this paper. They built a web scraper to obtain data on thread topic, post texts, post 

titles, timestamps, and quotes of others from the online forum Bitcointalk.org and used dynamic topic modelling 

to detect topics being discussed (Linton, et al., 2016). To remove words not containing much information, Linton 

et al. (2016) removed all stop words25, which is a method that will also be used in this paper and elaborated in the 

methodological section. 

                                                      
25 Stop words are the most common words, such as and, the, a, or, etc.  
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7.1.2 Related Twitter Sentiment Work Focusing on Stock Markets 

As the specific methodology of predicting market movements using supervised learning on Twitter sentiment is 

central to this paper, an additional few, but highly important, cornerstone and peer-reviewed journal articles will 

be discussed as they contribute to methodological considerations associated with the fifth sub-question. These 

articles focus on predicting stock markets rather than cryptocurrencies, but as their methodologies have been 

instrumental for the development of the research design of this paper, they will be discussed briefly. 

A cornerstone article on sentiment analysis, and one of the earliest studies on Twitter mood, is that of Bollen, Mao 

and Zeng (2011) who use Twitter mood as an explanatory variable in predicting the Dow Jones Industrial Average 

(DJIA). The sentiment score methodology relies both on a binary approach classifying a tweet as either negative 

or positive and a six-dimensional approach26 classifying each tweet according to the emotions of calm, alert, sure, 

vital, kind, and happy (Bollen, et al., 2011). Using a Granger causality test, they find that a model with 7 lags of 

daily scores for both approaches has predictive power with respect to the DJIA index (Bollen, et al., 2011). 

However, only the 1-day lag has a statistically significant effect for the binary sentiment approach while the 2-6-

day lags had statistical significant effects for the calm emotion and the 6-day lag had a significant effect for the 

happy emotion. Because Granger causality analysis is based on linear relationships, whereas it is hypothesized by 

Bollen et al. (2011) that the relationships between stock prices and mood is non-linear, they construct a Self-

Organizing Fuzzy Neural Network (SOFNN) model with three lagged values of the DJIA index, and a SOFNN 

model with these three lag variables as well as lagged variables of the sentiment scores. As the predictive accuracy 

significantly improve when they include lagged sentiment scores, they conclude that sentiment scores indeed have 

predictive power (Bollen, et al., 2011). 

One of the weaknesses of the study mentioned by Bollen et al. (2011) is that they track a US stock index but collect 

global tweets. In this paper, the Bitcoin price is used, which does not belong to a particular sovereign state, and a 

sentiment approach using Twitter data is thus more feasible. Additionally, they mention that because they employ 

lags on a day-by-day basis, it is likely that reverse causality is affecting the public mood rather than vice versa due 

to the speed at which digital information travel (Bollen, et al., 2011). Therefore, this paper will employ a more 

granular approach by aggregating sentiment at time intervals ranging from every fifth minute to every twelfth 

hour, which limit the scope for intra-period bidirectional effects. A peer-reviewed study of Jong, Elfayoumy and 

Schnusenberg (2017) looked closer into the potential bidirectional relationship between stock prices and tweets 

mentioned by Bollen et al. (2011). Importantly, they find little evidence for a reciprocal relationship between 

                                                      
26 The binary approach was conducted using the OpinionFinder lexicons while the six-dimensional approach relied on the 

Google-Profile of Mood States (GPOMS) 
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tweets and stock prices as 87% of stock returns are influenced by lagged Twitter sentiment while only 7% of 

sentiment scores are influenced by lagged stock prices (Jong, et al., 2017).  

Another cornerstone study is that of Smailovic, Grcar, Lavrac and Znidarsic (2013) who use a fundamentally 

different natural language approach where they train a model on 1.6 million tweets of which half has been labelled 

positive and the other as negative (Smailovic, et al., 2013). As such datasets are not as easily attainable as e.g. 

sentiment lexica, this paper will rely on a lexicon-based approach.   

7.2 Bitcoin Price Impact from New Information and Informational Efficiency 

This subsection will outline the empirical studies concerning news, events and detection of bubbles. 

7.2.1 Empirical Studies on News and Events 

A subfield of empirical studies have taken the efficient market hypothesis as starting point to investigate the 

efficiency of Bitcoin prices and how the Bitcoin price reacts to news and events. A fundamental question in such 

a context is what constitutes relevant information for Bitcoin, which is at the heart of a recent paper by Vidal-

Tomás & Ibañes (2018), who test the semi-strong version of the EMH. Vidal-Tomás & Ibañes (2018) conducted 

an event study in which a series of events27 characterized as being either Bitcoin related, in line with Feng et al. 

(2017), or as international monetary policy events, were identified from September 2011 to December 201728. 

With a total of 50 Bitcoin related events and 39 international monetary policy events, it was found that Bitcoin 

responds to Bitcoin related events but not to events related to international monetary policy. Concerning Bitcoin 

related events, the coefficients for negative events were all negative and significant at the 1% level (both for the 

negative abnormal returns on the day of the event, AR0, and the cumulative abnormal return, CAR(-1,1)), which 

document that Bitcoin returns respond quickly to negative events. Similar but slightly weaker results were obtained 

for positive events. Feng et al. (2017) also adopt an event study methodology to document informed trading ahead 

of major cryptocurrency related events. In addition, Feng et al. (2017) find that a large amount of buy (sell) orders 

are placed prior to positive (negative) events, and that such order size imbalance is an indication of informed 

trading, which suggest that informed market participants trade on the directional price movement of Bitcoin prior 

to a price impacting event. This has implications the degree to which the efficient market hypothesis holds for the 

Bitcoin market. 

                                                      
27 The authors compiled 50 Bitcoin related events of which 28 were classified as being negative and 22 as being positive. The 

Bitcoin related events were additionally characterized according to type (market, policy, tech, hacking, crime and 

investigation) in line with Feng et al. (2017). 39 monetary policy events were included, which are events conducted by central 

banks within the US, EU and Japan, of which 27 were positive and 9 were negative. 
28 A full overview of the included events is provided in Appendix 4. 
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7.2.2 Empirical Detection of Bubbles and Studies on Informational Efficiency 

While this paper does not intend to investigate the detection of bubbles, the findings by (Cheah & Fry, 2015) and 

(Cheung, et al., 2015) on the presence of a bubble are highly relevant as they confirm the thesis that Bitcoin prices 

are influenced by market sentiment. 

Some previous academic studies of Bitcoin focus extensively on analyzing the extent to which Bitcoin was a 

speculative bubble. Cheah and Fry (2015) conducted such a study ranging from July 2010 to July 2014 to document 

that Bitcoin exhibits characteristics of a speculative bubble. They use a methodology in which bubbles are 

identified by anomalous behavior in the volatility and drift term of a standard time series equation (Cheah & Fry, 

2015). 

Another relevant study is that of Cheung, Roca, and Su (2015), who use a methodology designed to detect 

stochastic explosive behavior of a times series as this is usually associated with speculative bubbles. During a 

period from 2010-2014, they find 3 large bubbles lasting from 66 to 106 days, the largest one being the one leading 

to the bankruptcy of the Mt Gox exchange (Cheung, et al., 2015). In combination these findings suggest that the 

Bitcoin price plausibly has exhibited bubble characteristics, which supports the argument for sentiment as being 

an influencer of the Bitcoin price. 

An additional body of research investigates Bitcoin price efficiency through a range of other methodological 

approaches, which is important when investigating if market sentiment can predict prices. Alvarez-Ramirez et al. 

(2018) find that it is hard to conclude that Bitcoin prices are informationally efficient while Tiwari et al. (2018) 

find that Bitcoin prices are informationally efficient during most of the period July 2010 to June 2017 based on 

various long-range dependence estimators. Alvarez-Ramirez et al. (2018) construct an efficiency index to find that 

Bitcoin prices are efficient with exceptions of inefficiency during the period April-August in 2013 and August-

November 2016. Recent findings suggest that Bitcoin prices are sensitive to real news as well as rumors (Alvarez-

Ramirez, et al., 2018), while Bartos (2015) uses an error correction model (ECM) to show that Bitcoin prices react 

to publicly announced information, captured in 14 events, and that the reaction is larger for negative events. The 

finding that Bitcoin price movements are larger for negative events supports the findings of Feng et al. (2017). 

Finally, Urquhart (2016) uses a variety of tests to analyze the price efficiency, and finds that Bitcoin returns are 

inefficient on the full sample period29. However, when splitting the sample in two equal 3-year periods, Urquhart 

(2016) finds some evidence that Bitcoin returns are efficient in the latter period from 2013-2016. Thus, Urquhart 

                                                      
29 The sample period goes from August 1st, 2010, to July 31st, 2016 
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(2016) suggests that Bitcoin returns might become more efficient over time and that the degree of price efficiency 

might be increasing. 

8 Methodology 

This section will outline the rationale for developing the methodology to appropriately address the fifth research 

sub-question and provide justification for deducing a testable proposition. Additionally, the limitations of the 

research design will be highlighted followed by a discussion on how best to mitigate these. 

This section is structured to initially provide justification for including the fifth sub-question, which is based on 

the conclusions obtained in the first four sub-questions. Secondly, the methodological considerations will be 

thoroughly elaborated, which includes the data collection, cleaning and adjustment along with model development 

and regularization. Finally, the performance measurement for evaluating the included models’ predictive ability is 

discussed. 

8.1 Summary of Findings and Justification of Methodology 

This section will justify the methodologies employed to answer the fifth research sub-question and why it is 

relevant. The proposed methodological approach to answer the fifth research question will be justified based on 

insights from the technical, theoretical and empirical review, and the methodologies have been selected and 

customized to achieve the highest degree of reliability and validity. Rather than to summarize the findings of the 

technological, theoretical and empirical review, the objective of this section is to outline how the insights from 

these reviews, in addition to answering the first four research sub-questions, form the basis for deducing the 

testable hypothesis that Bitcoin price movements can be predicted using sentiment analysis based on Twitter data. 

8.1.1 Technological Justifications 

As outlined in Section 4.3.2, the money supply scheme of Bitcoin is predetermined and specified in the open 

source code and can be predicted with very high certainty over the long term as the difficulty of the proof-of-work 

adjusts to changes in aggregate mining power (Nakamoto, 2008). As the money supply is known with near 

certainty, it must be the case that price movements reflect changes in demand (Southgate, et al., 2014). It is this 

property of Bitcoin price fluctuations that motivates a demand-based sentiment analysis from a technical 

perspective. 

8.1.2 Theoretical Justifications 

A central conclusion of the theoretical review is that Bitcoin cannot be valued but only priced (Damodaran, 2017). 

Pricing an asset requires a specific methodology, which is specifically focused on the supply and demand 

equilibrium condition, and not on intrinsic value.  
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As argued by Lehman (2017), the Bitcoin market consists of various participants, each with different behavior, 

and therefore each group is also expected to react differently to Bitcoin related sentiment. The proposed 

methodology of this paper makes sense from a behavioral finance perspective because the largest group of Bitcoin 

participants is what Lehman (2017) calls Gamblers, Speculators and Day Traders, which is supported by Baur et 

al. (2018) who found that the largest group of Bitcoin participants could be characterized as investors. This group 

perceives Bitcoin as an investment vehicle rather than as an alternative currency, which implies it is the group that 

is most likely to trade based on sentiment and emotions (Lehman, 2017). In contrast to e.g. the Bitcoin Believers 

segment, which according to Lehman (2017) is small, the speculators do not hold on to Bitcoin if they believe the 

price is likely to drop since their sole behavioral motivation is to secure a profit. From a methodological standpoint, 

it is of paramount importance that the Gamblers, Speculators and Day Traders is a significantly larger group than 

the Bitcoin Believer, which is also what is suggested by Lehman (2017) and supported by Baur et al. (2018), as 

this implies that a methodology using investor sentiment as an input variable in predicting price movements has 

theoretical validity. 

Social media sentiment has much better internal validity for predicting cryptocurrency movements than stock 

movements for two reasons. The first reason is the one provided by Lehman (2017), which is the fact that the 

largest and fastest growing group in the cryptocurrency market are mainly short-term speculators likely to respond 

to incremental information and rumors on social media. The second reason is that in contrast to the Bitcoin market, 

investors in stock markets form their investment decisions on multiple information sources such as annual reports 

and third party analyst reports, which can assist investors in estimating a fair intrinsic value for stocks, which has 

important implications for stock price movements (Berk & DeMarzo, 2014). As argued by (Damodaran, 2017), 

Bitcoin cannot be valued but only priced, and to estimate the demand, which is relevant as supply is deterministic, 

requires a way to measure investor sentiment towards Bitcoin. 

8.1.3 Empirical Justification 

The research design of the paper is empirically justified both in terms of the methodology of using Twitter 

sentiment as a proxy for market sentiment and the specific choice of investigating Bitcoin price movements based 

on Twitter sentiment. 

In the empirical review, it was established that Bitcoin demand is in fact influenced by sentiment and that a large 

fraction of the Bitcoin participants perceives Bitcoin as an investment vehicle (Baur, et al., 2018), which in 

combination with the theoretical review of this paper suggest that the trading decisions of such a group is likely to 

be driven by investor sentiment. This observation has been studied empirically and Twitter sentiment has been 

found to influence both stock and Bitcoin returns. Twitter is a popular medium of mass communication, which is 
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also used by investors. By using Twitter as foundation to approximate investor sentiment, Bollen et al. (2011) 

conducted one of the earliest studies with such an approach and concluded that sentiment has explanatory power 

in relation to DJIA returns. To test the internal validity of the conceptual methodology, Jong et al. (2017) found 

little evidence of a reciprocal relationship as Twitter sentiment mainly affected prices, and not vice versa. 

Specifically related to Bitcoin, Twitter has been used to approximate investor sentiment by Stenqvist & Lönnö 

(2017) and Colianni et al. (2015) and both conclude, despite certain methodological limitations, that Twitter 

sentiment contains a high degree of predictive accuracy concerning Bitcoin price movements. While sentiment 

can be approximated in various ways, textual methods have been adopted in recent studies and have been used in 

relation to Bitcoin. 

Thereby, using Twitter data to approximate investor sentiment and predict Bitcoin price movements is empirically 

justified while previous empirical findings support the internal validity of this paper. 

8.2 Predicting Bitcoin Price Changes from Twitter Sentiment 

Based on the conclusions reached through the first four sub-questions of this paper, a testable proposition is 

deduced, which is justified based on the technological, theoretical and empirical foundations as outlined in the 

previous section. The hypothesis of this paper is that social media sentiment on Twitter can predict Bitcoin price 

movements. 

The following sections will outline the employed methodology to investigate if social media sentiment on Twitter 

in fact can be used to predict Bitcoin price movements. Firstly, the data collection, cleaning and preparation is 

covered. Especially the approach through which sentiment data is extracted from individual tweets is elaborated 

upon as great consideration must be devoted to this process as it ultimately concerns the construction of a 

fundamental data series of interest. Subsequently, the model development and specification, performance measures 

and associated aspects will be discussed. 

To ensure academic rigor and transparency, the core R code used to perform the analyses is included in the 

Appendix while the following sections will contain the intuition and important methodological considerations 

behind them. 

8.2.1 Data Collection 

This paper has, based on the theoretical and empirical review of Bitcoin and empirical precedence, identified social 

media platforms as an appropriate data source to approximate market sentiment. As Twitter is by far the largest 

source of data in this sphere (Akan, 2017), it was selected as the input for the sentiment analysis. 
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Bitcoin related tweets were collected directly through the Twitter Application Programable Interface (API) using 

the R code shown in Appendix 5. Due to limitations of the free version API, it is not possible to collect historical 

Bitcoin-related tweets, and the data was therefore collected in real time by scraping 12,000 tweets30 every 8th hour 

in a time span ranging from the 9th of March 2018 to the 9th of April 2018. The final and uncleaned dataset thus 

consisted of 1,116,000 tweets. Ideally, tweets should be collected over an even longer period, but due to the size 

of the dataset in terms of giga bytes, and the computer processing power available to the authors, it was practically 

infeasible to process more tweets. Collecting tweets in real time has the advantage that it avoids the potential 

weakness of tweets being deleted post publication (Wieczner, 2015) and only tweets, which were deleted within 

the first 8 hours are thus not part of the dataset. More than 500 million tweets are generated daily, which amounts 

to several terabytes of data (Wieczner, 2015). This paper therefore applies filters to isolate tweets that include the 

words Bitcoin or btc, which is the ticker symbol of Bitcoin. 

Data on the Bitcoin to USD exchange rate was obtained from Kraken, which is one of the largest exchanges 

measured on Bitcoin volume (Coinmarketcap.com, 2018). Kraken was selected as it provides price data in 5-

minute intervals, which imply additional opportunities for analyzing and aggregating tweets to unlock deeper 

insights into the speed at which sentiment diffuses from social media to cryptocurrency markets. 

8.2.2 Data Cleaning 

The 1,116,000 tweets collected do not constitute the final empirical foundation as a significant amount of data 

cleaning was necessary. Within the stream of academia focused on data mining and predictive analytics, it is a 

well-established fact that the majority of effort often must be devoted to the data cleaning and processing phase 

(Fayyad, et al., 1996). The primary aspects of the data cleaning process included duplicate tweets, tweets not 

related to Bitcoin and bot-generated content. The considerations and assumptions related to these decisions are 

elaborated upon in this section. 

The R code in Appendix 6 shows how duplicate tweets were removed and how tweets focused on Bitcoin Cash, 

Bitcoin Gold and Bitcoin Diamond31 were eliminated from the dataset. With tweets being collected every 8th hour 

for 31 days, certain tweets were duplicates simply because less than 12,000 tweets were generated in the 8-hour 

time span. As only tweets with the same text from the same author at the same time were deleted, it was avoided 

that the same tweet from a different user was deleted. In addition to the removal of duplicate tweets, it was 

necessary to remove tweets not strictly related to Bitcoin. As some alternative cryptocurrencies contain the word 

Bitcoin in their name, it was necessary to remove all tweets containing Bitcoin Cash, Bitcoin Gold and Bitcoin 

                                                      
30 Due to rate limits of the free version of the Twitter API, no more than 12,000 tweets can be scraped per query 
31 All three labels concern forks of Bitcoin and are thus not directly related to Bitcoin itself 
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Diamond. RegEx32 was employed to avoid tweets containing text such as Bitcoin cashout or Bitcoin goldrush from 

being removed. 

Appendix 7The R code that cleans the tweets for special characters, punctuation, and numbers and converts letters 

to all-lower case to enable word matching with the employed lexica is shown in Appendix 7. In addition, all 

retweets were removed, as information on the number of retweets is already included in the data scraped from 

Twitter. 

8.2.2.1 Removal of Bot-Generated Content 

As outlined in Section 8.1.2, a theoretical assumption underlying the methodology of this paper is that Twitter 

sentiment reflects market sentiment. For this assumption to be valid, it must hold that all tweets are generated by 

individuals or institutions capable of making their own investment decisions in the Bitcoin market. Therefore, all 

automatically generated tweets were removed to ensure that the methodology is valid. It has been found in previous 

studies that a significant amount of bot-generated content exists on Twitter (Colianni, et al., 2015), and hence this 

paper uses the Levenstein distance to detect any such automated tweets33. The Levenstein distance between two 

strings is the minimal number of edits required to make them perfectly similar (Doran & Van Wamelan, 2010). A 

sample review revealed that many tweets that seemed to be automatically generated were in fact only different due 

to differences in contained links that still direct a clicker to the same URL address34. Hence, there is justification 

for not only removing perfectly similar tweets but also tweets that are very close to be the same. For that reason, 

a measure which computes similarity in percentage terms was constructed by dividing the Levenstein distance 

with the number of characters of the tweet. The threshold was set at 95% similarity as a bit.ly link35 often has 5-6 

unique characters and because the average tweet had 107 characters. At a 95% similarity level, 14,552 bot-

generated tweets were identified while the 100% level revealed 11,632 tweets. A review of the additional 2,920 

tweets confirmed that they were indeed similar to their nearest neighbors besides a bit.ly link. The R code used for 

computing the Levenstein distance is included in  

Appendix 8. Identifying bot-generated content using a methodology such as the Levenstein distance comes with 

the inherent risk of removing tweets which are similar by chance and not because they are automatically generated. 

                                                      
32 Regular expressions (RegEx) is a text processing language used for string searching algorithms 
33 This paper only constructed the Levenstein distance to a tweet’s nearest temporal neighbor. An alternative approach would 

be to compare the Levenstein distance to all tweets in the dataset. However, as this would require a matrix of dimension 

1,116,000 x 1,116,000 it was outside the computational capacity of the authors’ computers.  
34 Links to the same URL address are often different due to click attribution which determines how credit for online sales and 

conversion is attributed 
35 URL links in tweets are often shortened to bit.ly links due to the 140 character limit 
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The only way to completely avoid this issue would be to manually assess the more than 1.1 million tweets, which, 

however, would be practically infeasible. 

Table 5 illustrates the cleaning process through which the raw sample of 1,116,000 tweets is reduced to 238,375 

tweets. The reduction to 21% of the original sample might seem excessive but is in line with previous studies that 

have used tweets for sentiment scoring (Bollen, et al., 2011; Stenqvist & Lönnö, 2017). The most significant 

reduction occurs when removing all retweets from the dataset. As argued, the information on retweets is already 

contained in the retweet variable, which enables supervised learning models to either treat retweets on equal 

footing as original tweets or differently. 

Table 5: Cleaning Process of Tweets 

 

8.2.3 Data Preparation 

Relevant for the data preparation is the construction of a sentiment value based on a given tweet, which is the 

approach through which investor sentiment is quantified. Extracting sentiment through a textual methodology 

requires thorough consideration due to the complexity and uniqueness of each tweet. Therefore, a methodology 

was employed, which takes each individual tweet and scores it on a common metric from which it can be compared 

to other tweets. This methodology is called a lexicon-based sentiment analysis, and it will be discussed next. 

8.2.3.1 Feature Extraction: Sentiment Scoring 

Text mining is often concerned with quantifying text to a numeric variable such that statistical tests and inferences 

can be made. As this paper is focused on measuring investor mood from Twitter, textual sentiment analysis is used 

as it quantifies the sentiment of a specific text. Sentiment analysis as a methodology can take a document-wide 

level, a sentence-by-sentence level, or a word-by-word level. Due to the microblogging nature of tweets, only the 

latter two are relevant for the analyses of this paper. However, as a sentence-by-sentence level requires 

sophisticated natural language processing (NLP) models, it is outside the scope of this paper. A word-by-word 

approach is thus selected in which each word in a text is compared to the words in a reference lexicon and 

subsequently assigned with a numerical value. In a simple example, if a text contains two positive words, which 

are assigned a score based on binary identification, it receives a positive score of 2 given that each word is equally 

weighted. As sentiment analysis has been found to be sensitive to the choice of lexicon (Bollen, et al., 2011), 3 

Process Cleaning Rules Sample Size % of Original

Raw tweets 1,116,000     100%

Removal of duplicate tweets Remove if same tweet from same user at same time 948,209        85%

Removal of non-Bitcoin tweets Remove if about Bitcoin cash, Bitcoin gold or Bitcoing diamond 752,975        67%

Removal of retweets Remove all retweets but keep originals 252,927        23%

Removal of bot-generated content Remove if Levenstein ratio to nearest neighbor is less than 5% 238,375        21%

Cleaned tweets 238,375        21%
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distinct lexica have been employed to minimize any systematic bias resulting from relying only on a single lexicon. 

The lexica employed in this paper have been constructed and tested by researchers in the academic community to 

ensure robustness of the relationship between the actual meaning of texts and corresponding sentiment scores. The 

first lexicon is the BING lexicon developed by Liu and Hu (2018), which contains 6,791 unique words and has 

been constructed especially for identifying opinions on social media platforms. The Liu and Hu (2018) lexicon is 

an equally weighted binary lexicon in which each word is classified as either positive or negative. In contrast, 

AFINN is the second lexicon employed, which classifies every word as either positive or negative, but with a score 

ranging from +5 to -5 (Nielsen, 2011). This lexicon contains 2,476 words and is used as it differentiates between 

high and low valence. Furthermore, the AFINN lexicon contains words specifically used within finance, which 

may be relevant for Bitcoin related tweets (Nielsen, 2011). The final lexicon used is the NRC Emotion Lexicon, 

which contains 6,468 words and is a 10-dimensional lexicon in which words are classified into the emotions of 

anger, anticipation, disgust, fear, joy, negative, positive, sadness, surprise, and trust (Mohammed & Turney, 

2013). This lexicon was selected due to its differentiation with respect to emotions, which enables conclusions to 

be drawn that are not possible with a purely binary lexicon. 

The lexicon-based sentiment analysis is thus based on a word-by-word methodology, which is illustrated below 

with the example tweet: “Bitcoin is an impressive financial innovation. However, it has many downside risks”. 

Each tweet is cleaned as described in the previous section and transformed to all lowercase to allow for accurate 

matching with the employed lexica. 

[
 
 
 
 
 
 
 
 
 
 
 

𝑏𝑖𝑡𝑐𝑜𝑖𝑛
𝑖𝑠
𝑎𝑛

𝑖𝑚𝑝𝑟𝑒𝑠𝑠𝑖𝑣𝑒
𝑓𝑖𝑛𝑎𝑛𝑐𝑖𝑎𝑙
𝑖𝑛𝑛𝑜𝑣𝑎𝑡𝑖𝑜𝑛
ℎ𝑜𝑤𝑒𝑣𝑒𝑟

𝑖𝑡
ℎ𝑎𝑠

𝑚𝑎𝑛𝑦
𝑑𝑜𝑤𝑛𝑠𝑖𝑑𝑒

𝑟𝑖𝑠𝑘𝑠 ]
 
 
 
 
 
 
 
 
 
 
 

      →      𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑀𝑎𝑡𝑐ℎ𝑒𝑠 

[
 
 
 
 
 
 
 
 
 
 
 
0
0
0
1
0
1
0
0
0
0
0
0]
 
 
 
 
 
 
 
 
 
 
 

− 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 𝑀𝑎𝑡𝑐ℎ𝑒𝑠 

[
 
 
 
 
 
 
 
 
 
 
 
0
0
0
0
0
0
0
0
0
0
1
1]
 
 
 
 
 
 
 
 
 
 
 

= 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡 𝑆𝑐𝑜𝑟𝑒

[
 
 
 
 
 
 
 
 
 
 
 

0
0
0
1
0
1
0
0
0
0

−1
−1]

 
 
 
 
 
 
 
 
 
 
 

= 2 − 2 = 0 

Every tweet is transformed into a character vector of dimension 𝑛 𝑥 1, with n being the number of words in the 

tweet. Each word is then compared to both the positive and negative lexica and scored based on this. The sum of 

positive matches less the sum of negative matches represents the sentiment score of the given tweet. In the example 

tweet above, the words impressive and innovation are included in the positive lexicon of Hu and Liu (2018), which 

gives the tweet a positive score of 2. At the same time, the words downside and risks are included in the negative 

lexicon of Hu and Liu (2018) resulting in a negative score of 2. The final sentiment score is thus 0, which accurately 
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reflects the neutrality of the tweet that reflects both positive and negative opinions with respect to Bitcoin. In the 

AFINN Lexicon, the words impressive and innovation receive a score of 3 and 1 respectively while downside and 

risk receive a score of -2 each (Nielsen, 2011), thereby also resulting in a final score of 0. The NRC lexicon only 

recognizes the word impressive as part the positive category of its 10-dimensional lexicon while no other words 

are associated with an emotion. This example illustrates the influence the choice of lexicon can have on the final 

conclusions, and how relying on only a single lexicon may result in systematic errors. 

The complete R code used to perform sentiment analysis on the more than 1.1 million tweets is included in 

Appendix 7 while the code to transform the list of scores into the desired format for further analysis is included in 

Appendix 9. 

The word-by-word simplicity is what makes sentiment analysis easy to grasp but is also its biggest weakness as a 

methodology (Colianni, et al., 2015). As a method employed to measure sentiment towards Bitcoin, a word-by-

word approach is subject to certain limitations, which can negatively affect construct validity. Within the academic 

sphere of semantics, it is well-established that a word-by-word approach cannot reveal the full meaning of a text 

as it ignores logical sense, in-text relationships and presuppositions (Jong, et al., 2017). As such, a sentiment will 

not realize that the tweet “Ethereum is much more efficient than Bitcoin”, is in fact referring to the cryptocurrency 

Ethereum and not Bitcoin. The positive score of 1, resulting from the word efficient, is thus misleading. Similarly, 

a word-by-word approach cannot distinguish between tweets such as “Bitcoin is shit” and “Bitcoin is the shit”, 

which have diametrically opposite interpretations. Decoding the true meaning behind such texts requires more 

sophistical NLP methods such as the DeepMoji model developed by the Massachusetts Institute of Technology, 

which relies on deep neural networks and has been trained on several million tweets rather than individual words 

(Feldbo, et al., 2017). 

Despite the limitations of sentiment analysis, it is valid as a methodology in aggregate as the effects of the example 

tweets above are likely to average out when analyzing the more than 1.1 million tweets. Additional and more 

specific limitations will be discussed in Section 10.3 and related to the findings of this paper. 

8.2.3.2 Sentiment Aggregation 

Bitcoin price data was collected at 5-minute intervals, which implies that tweets must be aggregated within the 

same time interval to create corresponding sets of independent and dependent variables. To test the hypothesis of 

this paper, 10 different time intervals were considered ranging from 5 minutes to 12 hours36. In Appendix 6, the R 

                                                      
36 The following time intervals were considered: 5 minutes, 15 minutes, 30 minutes, 1 hour, 2 hours, 4 hours, 6 hours, 8 hours, 

10 hours, and 12 hours. 
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code through which time intervals are assigned to tweets is shown, and in Appendix 10, the R code is included 

which aggregates the tweets and averages sentiment scores, retweet counts etc. 

Aggregating tweets in time intervals also has the advantage that it transforms the categorical integer values from 

sentiment scores to continuous variables which enables the fitting of regression and classification models, which 

is the topic of the following section. 

8.2.4 Model Development 

To answer the fifth research sub-question, and test the hypothesis that social media sentiment on Twitter can 

predict Bitcoin price movements, development of statistical models is required. The interest of this paper lies not 

only in understanding the size, sign and significance of regression coefficients but also to develop models, which 

have out-of-sample predictive power. The core performance measurements of the models are thus their ability to 

correctly classify Bitcoin directional returns and to generate a trading profit. This paper will include an 

autoregressive distributed lag model, a logistic autoregressive distributed lag model and an artificial neural 

network, which will be elaborated in the subsequent sections. 

8.2.4.1 Autoregressive Distributed Lag Model 

The baseline model of this paper is an autoregressive distributed lag (ADL) model. An ADL model is the extension 

of a purely autoregressive model, by also including lags of other variables. In this paper, the motivation for 

including distributed lags is driven by the hypothesis that Twitter sentiment can predict Bitcoin price changes. The 

ADL model with a single additional variable X has the following specification (Stock & Watson, 2011): 

Pr (𝑌𝑡 = 1|𝑌𝑡−1, … , 𝑌𝑡−𝑝, 𝑋𝑡−1, … , 𝑋𝑡−𝑞) = 𝛽𝑜 + 𝛽1𝑌𝑡−1 + ⋯+ 𝛽𝑝𝑌𝑡−𝑝 + 𝛿1𝑋𝑡−1 + ⋯+ 𝛿𝑞𝑋𝑡−𝑞 + 𝜇𝑡 

The ADL model will be developed by first determining the lags p of the Bitcoin closing price by using either an 

autocorrelation function (ACF), a partial ACF or relying on Bayes Information Criterion (BIC) for models of 

varying lags p. Once the lags of the dependent variable are found, the lags q of additional regressors, such as 

sentiment scores, are found using a cross-correlation function (CCF) or by relying on the BIC for various 

regressions. As the results can sometimes conflict, this paper will use a mix of the methods. A core assumption of 

the ADL model is that the conditional mean of the regression error is zero, i.e. that 

𝐸(𝜇𝑡|𝑌𝑡−1, 𝑌𝑡−2 … ,𝑋𝑡−1, 𝑋𝑡−2, … ) = 0, which implies that no lags of the Bitcoin price or the regressors other than 

those included in the model have non-zero coefficients. Therefore, this paper has developed several models beyond 

those included in the result section to ensure that no additional lags have coefficients significantly different from 

zero. 
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8.2.4.2 Logistic Autoregressive Distributed Lag Model 

For robustness checking with relation to model selection, a logistic ADL and a neural network were also 

developed.  

As the fifth research sub-question is related to the directional price changes, a classification model is potentially 

better suited than an ADL model (Stock & Watson, 2011). While the Bitcoin price change originally enters the 

dataset as a continuous variable, the decision to transform it to a binary variable to consider directional changes, 

in order to test a logistic ADL model, was taken as due to empirical precedence. It is the convention in academia 

using sentiment to predict stock prices (Bollen, et al., 2011) as well as studies focused on Bitcoin price changes 

(Colianni, et al., 2015). Additionally, since models focused on explaining financial market movements are often 

prescriptive in nature, as the predictive outcome of the model is used to prescribe a probabilistic optimal trading 

strategy, a classification model is useful as the prescriptive outcome in this paper is binary in the sense of taking 

either a long or short position. Drawbacks of transforming the price changes to a binary variable is that an increase 

of 0.01% is treated similarly to an increase of 10%, which unavoidably will result in some information loss. 

Therefore, the risk profiles of the models and their ability to predict extreme returns will also be measured. 

While a continuous variable makes it possible to fit a regression model to develop a more sophisticated trading 

strategy, which adjusts the size of a position according to the predictive probability of the event occurring, this 

paper will take a binary approach due to the high uncertainty inherent in financial market models and because it is 

the objective to test the predictive content of Twitter sentiment rather than to develop an optimal trading strategy 

per se. 

A logistic ADL model works essentially the same way as an ADL model with the main difference being that the 

dependent variable is binary rather than continuous. This, however, has important implications for the performance 

measurement of the model, which relies on the log-likelihood ratio rather than R2 or the Bayes Information 

Criterium (BIC). 

 The logistic ADL model with a single additional variable X has the following specification: 

Pr (𝑌𝑡 = 1|𝑌𝑡−1, … , 𝑌𝑡−𝑝, 𝑋𝑡−1, … , 𝑋𝑡−𝑞) =
1

1 + 𝑒−(𝛽𝑜+𝛽1𝑌𝑡−1+⋯+𝛽𝑝𝑌𝑡−𝑝+𝛿1𝑋𝑡−1+⋯+𝛿𝑞𝑋𝑡−𝑞+𝜇𝑡)
 

From the above model specification, it is evident that the interpretation of each coefficient is not as straightforward 

as in an ADL model. The betas should thus be interpreted as the effect on the z-value of the logistic cumulative 

density function from a one unit increase in the given righthand variable.  
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8.2.4.3 Artificial Neural Network 

A neural network model is chosen as the second model used to check robustness because it is fundamentally 

different from both the ADL and logistic ADL in the sense that predictions can be non-linear in the input variables. 

While a logistic ADL makes a non-linear transformation, the link function is perfectly linear in an input variable. 

If a certain input variable has a positive coefficient it has a positive effect on the probability of event 𝑌𝑡 = 1 

occurring regardless of its own value or the value of other variables even though the marginal effect is non-linear. 

In a neural network this is not the case (Bishop, 2006), and it can be useful for sentiment analysis, which concerns 

modelling of complex and potentially non-linear human emotions. The surprise emotion from the NRC lexicon 

may, for example, have a positive effect on overall sentiment if it is associated with the positive emotion from the 

same lexicon and the reverse effect if it is associated with the negative emotion. For a linear or logistic regression 

to fit highly complex data, it is necessary to include a high amount of interaction terms of quadratic, cubic or even 

higher order variables, which is infeasible and the reason why a neural network is preferred instead. 

A neural network has received its name due to the analogy that it mimics the function of the brain, which consists 

of cells called neurons. In the brain, each neuron receives and aggregates inputs from preceding neurons, and if 

the activation level of each neuron is sufficiently large, i.e. if it exceeds some threshold value, it sends a signal to 

subsequent neurons (Garson, 1991). The architecture of a neural network model with a single hidden layer with 

three neurons is depicted in Figure 10. 

  

Figure 10: Feedforward Neural Network Architecture 



70 

 

The input layer consists of m input variables like any other regression model. Each input variable has a beta value, 

which is called a weight rather than a coefficient (Bishop, 2006). As each input variable has weights equal to the 

number of neurons in the first hidden layer, and as hidden layer neurons have weights themselves, it should be 

clear that one cannot interpret weights similarly to coefficients in a traditional regression. Each hidden layer neuron 

aggregates the inputs based on a weighted sum37 and performs a non-linear transformation (Garson, 1991). If the 

non-linear transformation exceeds a threshold value, which is shown as β0,1 for the first hidden layer neuron in 

Figure 10, it sends an output signal to subsequent neurons (Ng, 2016). The same principle of network input 

aggregation and non-linear transformation with a threshold value is true for all other neurons including the one in 

the output layer (Garson, 1991). The training of a neural network model is not based on OLS or maximum 

likelihood but on backpropagation (Bishop, 2006). Backpropagation works by assigning weights at random, 

calculating the prediction error, and adjusting the weights throughout the network to minimize the error38. 

The advantage of using a neural network for sentiment analysis is best illustrated with the universal approximation 

theorem, which states that “a neural network with three layers can approximate any continuous function to 

arbitrary degrees of accuracy” (Hornik, et al., 1989, p. 363). Therefore, neural networks can learn highly complex, 

nonlinear relationships, which may arguably be the case for human emotions identified via sentiment analysis. 

Yet, the ability to learn complex relationships comes at the disadvantage of transparency and interpretation. Due 

to the multiple weights and non-linear transformations, it is difficult to interpret the effect of a single input variable, 

which is why the ADL model was selected as the baseline model of this paper. 

8.2.5 Model Regularization 

As the objective of the fifth research sub-question is not to explain Bitcoin price movements of the past but to 

correctly predict those of the future, regularization is applied to avoid overfitting. Overfitting occurs when too 

many variables with little predictive power are included in a model. While such a model may produce solid in-

sample predictions, overfitting results in poor out-of-sample predictions as the model fits not only the structure 

but also the inherent noise of the training set. The OLS process minimizes the sum of squared residuals (SSR) of 

the in-sample training set (Stock & Watson, 2011), but as the goal of a predictive ADL model is to minimize SSR 

of out-of-sample predictions, this paper will apply regularization techniques. The issue of overfitting thus 

motivates the usage of regularization, which does not just teach a model to minimize prediction errors, but also to 

                                                      
37 Weighted by the individual beta values, i.e. the weights. 
38 Due to the complex nature of neural networks, the model will be optimized for a local rather than global minimum. Due to 

the random assignment of weights, two neural network will produce different results despite being trained on the same data. 

As this can be an issue for data documentation, this paper circumvents the issue by setting the seed equal to a constant before 

running each model 
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reduce complexity (Bishop, 2006). The formula below shows the objective function of a Gaussian regularization 

regression39, which is minimized using gradient descent. 

min
(𝛽0,𝛽)∈ℝ𝑝+1

1

2𝑁
∑(𝑦𝑖 − 𝛽0 − 𝑥𝑖

𝑇𝛽)
2
+ 𝜆 [

(1 − 𝛼)‖𝛽‖2
2

2
+ 𝛼‖𝛽‖1]

𝑁

𝑖=1

 

From the formula it can be seen that a lambda value of zero makes the model equal to an OLS estimator as the 

second term disappears. Lambda is thereby the parameter determining the degree to which models are penalized 

for large coefficients. A lambda of zero produces the OLS results while a higher lambda drives coefficients towards 

zero. Alpha, on the other hand, simply determines whether the absolute value or squared value of coefficients are 

punished. When 𝛼 = 1, which is known as Least Absolute Shrinkage Selector Operator (LASSO) regression, the 

absolute value is used while it for 𝛼 = 0, which is known as Ridge regression, is the squared value that is used. A 

Ridge regression therefore penalizes very large coefficients more than a LASSO regression, which instead tends 

to set less relevant coefficients equal to zero rather than simply shrinking them (Jain, 2017). The property that 

LASSO regression shrinks coefficients all the way to zero is important as it implies it can be used for feature 

selection. The in-between case where 𝛼 = 0.5 is known as Elastic Net regression and is a mix of the two (Bishop, 

2006). 

 

Figure 11: L1 Norm versus L2 Norm 

The ‖𝛽‖𝑝 is known as the Lp norm or Lp regularizer and equals ‖𝛽‖𝑝 = (|𝛽|1
𝑝

+ |𝛽|2
𝑝

+ ⋯+ |𝛽|𝑛
𝑝
)

1

𝑝 (Jain, 2017). 

Thereby, the L1 norm penalizes absolute coefficients while the L2 norm used by Ridge regression penalizes squared 

coefficients. In Figure 11, the L1 and L2 norms with two variables 𝛽0 and 𝛽1 are shown as this enables plotting in 

                                                      
39 LASSO and Ridge regularization can also be adjusted to non-gaussian models such as a logistic regression. 
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a 2-dimensional space. Additionally, the value of 𝛽0 is plotted when 𝛽1 is to be kept at 0.90. As evident from the 

graphs, it is the case that for one coefficient to be large in the L1 norm, the other must be small, while this is not 

as extreme for the L2 norm. As Figure 11 shows, it is the case that 𝛽0 = 0.44 when 𝛽1 = 0.90 in the L2 norm while 

it shrinks to 𝛽0 = 0.10 in the L1 norm. Figure 11 thereby depicts how LASSO tends to shrink certain coefficients 

more extremely than a Ridge regression, which tends to shrink coefficients more evenly. 

In this paper, the optimal meta-parameters of alpha and lambda will be found in a tuning process where several 

models are tested for various values of the two parameters. To avoid any systematic bias from relying on a single 

pair of training and testing datasets, this paper will employ k-fold cross-validation. K-fold cross validation works 

by dividing the full dataset into k folds where the model is trained through k iterations and where each fold 

functions as a testing set only once while the remaining k-1 folds act as training sets. This validation methodology 

thereby eliminates errors from relying on a specific testing set, which may not be comparable to the overall dataset. 

The implementation if k-fold cross validation is shown in Appendix 11. 

LASSO and Ridge regularization is not applicable to neural network models, which instead are regularized using 

weight decay. Weight decay is a regularization parameter like lambda, which penalizes large weights and causes 

them to exponentially decay towards zero. The optimal weight decay is found by tuning the neural network using 

k-fold cross validation similarly to the ADL and logistic ADL models. 

8.2.6 Performance Measurement 

The performance measurement of the models is of importance due to the predictive stance of this paper. As the 

final models are specified and later compared based on their out-of-sample performance, the selection of 

performance measures will impact the evaluation of the meta-parameter tuning process and the selection of a final 

model. As previously stated, this paper will rely on not only statistical goodness of fit measures, such as the fraction 

correctly predicted, but mainly on measures directly related to trading profit, such as average profit per trade. 

The decision to use average profit per trade as the ultimate performance measure on which to evaluate and compare 

models was made as the core incentive of predicting Bitcoin price movements is to earn a positive trading profit. 

As such, and especially because the employed trading strategy is binary, it is important to rely on an economic 

performance measure, which is sensitive to extreme returns, which a measure such as the fraction correctly 

predicted is not. As profit returns must always be compared to the associated risk, the volatility and Sharpe ratio 

of each strategy is also computed. 
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9 Results 

In the following section the results of the sentiment analysis and the predictive models are included and explained. 

All interpretation, discussion and perspectivation of the results is postponed to the subsequent section. As the 

predictive models were developed for several different parameter specifications with respect to aggregation of 

time intervals and the lexica employed, only the central results are included in this section while supporting results 

are included in the Appendix. 

9.1 Summary Statistics 

As evident from Figure 12, the Bitcoin price decreased by 28% during the month of observation. The downwards 

trend motivates a test for stationarity, which is conducted in the next sub-section. The Bitcoin transaction volume 

varies throughout the period with a spike on the 30th of March. The spike occurs after a sharp decline in the Bitcoin 

price and may thus be driven by investors’ fear of further drops. The spike is less pronounced when considering 

longer time intervals than the 6-hour interval used in Figure 12, and it is considered an explainable outlier. 

 

Figure 12: Bitcoin Summary Statistics (6 Hour Intervals) 

With respect to the Twitter data, the summary statistics for the three different lexica as well as the retweet and 

favorite metrics are shown in Table 6. As was expected, the lexica behave differently due to their heterogeneous 

construction. While all lexica have means above zero indicating that the average communication in Bitcoin related 

tweets is positive, the valence adjusted AFINN lexicon has a higher standard deviation than the BING and NRC 

sentiment scores, which was also expected from its design. From the quartile distribution of sentiment scores, it is 

clear that the majority of words are not given a sentiment score, which is in line with expectations as text strings 

mainly contain stop words and words not easily associated with any specific emotion (Bollen, et al., 2011). While 
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the three overall sentiment scores of BING, AFINN and NRC can be both negative and positive, the 10 dimensions 

of NRC take a minimum value of zero, which corresponds to no words being matched. 

Table 6: Twitter Summary Statistics 

 

The retweet and favorite metrics exhibit a high degree of variance with some tweets being extensively retweeted 

and receiving several favorite acknowledgements. A hypothesis is that tweets receiving this amount of attention 

have higher impact on overall sentiment, and measures which weigh each tweet’s sentiment by its number of 

retweets and favorite acknowledgements have thus been constructed. 

9.2 Preliminary Statistical Tests and Data Transformation 

This section is devoted to the results and implications of the statistical tests employed to test the assumptions of 

the ADL model. Hence, the Augmented Dickey Fuller test was applied to test for stationarity, the Breusch-Pagan 

test was used to test for heteroskedasticity, and the Granger Causality test was used to test for the predictive content 

of sentiment regressors on the Bitcoin price development and vice versa. While the Granger causality test does not 

test for actual causality, applying the test in both directions can give indications as to which time series is best at 

predicting the other (Stock & Watson, 2011). 

An important assumption of the ADL model is stationarity, which implies that the probability distribution of any 

time series does not change over time (Stock & Watson, 2011). If a time series changes over time, historical 

relationships cannot be generalized to the future, and forecasts made based on such data are thus invalid. In this 

paper, the Augmented Dickey Fuller test is applied to test for a unit root, which implies non-stationarity. In 

practice, the presence of a unit root biases regression coefficients towards zero, and the unit root must thus be 

removed to create stationarity. In case of a unit root, this paper will take the first difference of the time series and 

apply the test statistic again and repeat the procedure until the time series is stationary40. The results showed that 

only the Bitcoin price had a unit root while the sentiment scores were stationary, which is in line with the results 

of Bollen et al. (2011). The volume of Bitcoins, the volume of tweets or the retweet and favorite measures were 

                                                      
40 The Augmented Dickey Fuller test statistic was applied by first including a time trend in the test regression, and if the time 

trend was not significant it was dropped and replaced with a drift term and the test was re-run. 
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also found to not have a unit root. As taking the first difference removes all information inherent in the level of 

the Bitcoin price, it was also considered to perform fractional integration to preserve part of the level information 

(Haldrup & Vera Valdés, 2017). However, due to the distorting impact of the method on the interpretability of the 

results, it was not used. 

The Bitcoin price was stationary after taking first difference and, to improve interpretability, the natural logarithm 

has also been applied to the Bitcoin price such that it can be interpreted as the percentage change41. As all sentiment 

scores are purely constructed variables, whose level does not imply any meaning by itself, the first difference was 

also applied to these time series despite their stationary nature. For the sake of consistency, the decision to take 

first differences was also applied to the volume of Bitcoin transactions, volume of tweets and the retweet and 

favorite metrics. As the overall sentiment scores of BING, AFINN and NRC can be negative, the natural logarithm 

was not applied42. The final ADL model is thus log-level where the coefficients are interpreted as the percentage 

change in the Bitcoin price from a one-unit change in the given right-hand-side variable. 

A second assumption of the ADL model is homoskedasticity, which is violated when residuals are serially 

correlated (Stock & Watson, 2011). In case of heteroskedasticity, the OLS estimators are still consistent, but the 

standard errors are not, and one must therefore use heteroskedasticity and autocorrelation consistent (HAC) 

standard errors (Stock & Watson, 2011). The Breusch-Pagan test was employed to test for heteroskedasticity on 

all models and for all time intervals. The null hypothesis of homoskedasticity was not rejected at the 10%, 5% or 

1% level for any models except for two models in the 2-hour and 30-minute time intervals. With 90 models being 

tested (nine models for each of the ten time-intervals), it is expected that four to five models will reject the null 

hypothesis simply by chance, and the overall conclusion is therefore that the assumption of homoskedasticity is 

valid. However, to be true to the test, HAC standard errors were applied to the models where the Breusch Pagan 

test indicated heteroskedasticity. Specifically, Newey West HAC standard errors were selected as these have been 

specifically developed for time series regression (Newey & West, 1987). 

A third assumption of the ADL model is that regressors are independent of the error term. Fundamentally this 

means that a regressor must not be correlated with other variables, which are also correlated with the dependent 

variable (Stock & Watson, 2011). Throughout the results section, it will thus be ensured that no omitted variable 

bias is present. Closely related to the concept of omitted variable bias is the concept of endogeneity, i.e. whether 

                                                      
41 The change in logarithms is only an approximation of the percentage change given that the true percentage change is 

approximately less than 20%. In absolute value. For all of the 10 time intervals considered, the percentage change in price 

ranged from -8% to +8%, and the difference in logarithms is thus deemed as a valid approximator of percentage change.  
42 Applying the natural logarithm requires strictly non-negative values. To circumvent this issue, it was considered to add a 

constant value to the entire time series as this would not have an effect once taking the first differences of the logarithms. 

However, to avoid unnecessary complexity and distortion of transparency, this step was not taken. 
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Twitter sentiment causes Bitcoin price movements or whether the relationship goes the other way. Testing for 

endogeneity requires an instrumental variable capable of explaining future tweets without being correlated to the 

Bitcoin price (Tchatoka, 2012). As tweets are a form of communication by human beings, at least after the bot-

created content has been removed, it means that a prober instrument must be able to predict future human 

communication. As this was deemed impossible, a second-best approach was employed, which rather than testing 

for causality gives indications as to whether Twitter sentiment is mainly a predictor of Bitcoin price changes or if 

Bitcoin prices are in fact what mainly predicts Twitter sentiment. A Granger causality test was therefore used to 

test the predictive content of Twitter sentiment on the Bitcoin price and vice versa. The results of this test indicated 

that changes in sentiment scores derived from the BING lexicon had statistically significant predictive content at 

the 5% level with respect to changes in the Bitcoin price. Similarly, changes in the Bitcoin price had statistically 

significant predictive content at the 5% level in the other direction. With respect to the NRC and AFINN lexicon, 

the null hypothesis of the Granger causality test could not be rejected in either direction, and there is thus no 

evidence of relationships between Twitter sentiment and the Bitcoin price for these lexica. However, as shown in 

Table 8, one lag of the NRC lexicon become significant in predicting changes in the Bitcoin price when also 

including a lag of the BING lexicon. Similarly, as shown in Appendix 12, two lags of the Bitcoin price became 

significant in predicting the AFINN lexicon scores when including lagged values of the AFINN lexicon itself. The 

implications of these bidirectional relationships for the internal validity of this paper will be discussed in section 

10.3.1 alongside with further perspectives concerning endogeneity. 

9.3 Model Results 

This section is devoted to present the results of the various ADL models, as well as the logistic ADL model and 

the artificial neural network model used for robustness checks. To give the reader an understanding of the 

implications of considering different time-intervals, the first section on autoregressive model results (Section 

9.3.1) will provide results for all 10 time-intervals while the remaining sections will focus only on the 6-hour time-

interval, which was found to be the one with the most significant results. The results for the remaining time 

intervals are included in Appendix 15. 

The ADL models were built in four overall steps. The results will be presented in that same order to ensure a logic 

flow. First, the autoregressive orders of the models were determined using triangulation by relying on both the 

ACF, PACF and autoregressive integrated moving average (ARIMA) modelling. Secondly, the additional 

regressors and number of distributed lags were selected using a cross-correlation function (CCF) and Bayes 

Information Criterion (BIC). Based on the first two steps, a final ADL model is thus developed. However, as the 

aim of the model is not to explain Bitcoin price movements, but to predict them, a third step is required to avoid 

overfitting the data. Therefore, meta-parameter tuning is applied on parameters not optimized by the OLS, 
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maximum likelihood, and backpropagation processes. Finally, a last section is included, which develops a logistic 

ADL model and an artificial neural network to test the robustness of the ADL model. 

9.3.1 The Autoregressive Model 

The results of this section show the number of lags of the Bitcoin closing price for each of the 10 time-intervals. 

Rather than relying only on the ACF and PACF, it was decided to also use ARIMA modelling as the ACF and 

PACF sometimes produce ambiguous results with the need of human judgement. In Figure 13, the results of the 

PACF are shown where the grey bands represent the 5% confidence intervals. When analyzing Figure 13, one 

should note that with 20 lags, random chance should result in one spike outside of the 5% confidence interval. 

Therefore, one can cross-check results with the ACF in Appendix 13 which in contrast to the PACF shows the 

correlation between 𝑌𝑡 and 𝑌𝑡−𝑗 without controlling for 𝑌𝑡−1, . . . , 𝑌𝑡−𝑗−1. 

 

Figure 13: Partial Autocorrelation Function (PACF) for All Time Intervals 

As Figure 13 and Appendix 13 do not reach the same conclusions with respect to the number of lags of the first 

difference of the Bitcoin closing price, ARIMA modelling was applied to find the number of lags using the BIC 
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as the optimization parameter as shown in Table 7. To validate the robustness of the results, the ARIMA models 

were also built using Aikes Information Criterion (AIC), which produces identical results except for the 1-hour 

interval where p was found to be 5. This finding is not surprising as the AIC does not penalize additional lags as 

much as the BIC (Stock & Watson, 2011). While an ARIMA model is not comparable to an AR model, the models 

in Table 7 are comparable to an AR model as the moving average term was found to be q = 0 for all models. Due 

to the conflicting results of Figure 13 and Table 7 the ADL model of the next section will be developed both with 

and without a lag of the Bitcoin closing price.  

Table 7: ARIMA Models for All Time Intervals 

 

The serial correlation of Bitcoin price changes for the four most frequent time-intervals in Table 7 may be 

explained simply by the nature of high-frequency data, which can sometimes produce serial correlation even when 

it is in fact not present (Mariano & Tse, 2008). 

9.3.2 The Autoregressive Distributed Lag Model 

This section is devoted to present the results of the ADL model for the 6-hour time-interval. Regression tables for 

all other time intervals are included in Appendix 15. 

The CCF was used to determine how many lags of the overall sentiment scores from each of the three lexica were 

optimal. The CCFs are shown in Figure 14 where the grey bands indicate the 5% condidence interval. The BING 

lexicon’s first and third lag are close to being significantly correlated with the change in the Bitcoin price while 

the 𝑡 = −1 lag is significant and positive indicating that the relationship between Bitcoin price changes and Twitter 

sentiment may run from the former to the latter rather than vice versa. The AFINN lexicon does not have any 

significant spikes while the 𝑡 = −5 and the 𝑡 = 13 spike in the NRC lexicon are significantly positive. However, 

there is no logical explanation for why an increase in sentiment 78 hours ago should have a positive impact on the 

current Bitcoin price and also not why an increase in the Bitcoin price should positively affect sentiment 30 hours 

later. For those reasons, a regression table with various ADL models is included in Table 8.  

Time Intervals 12 Hour 10 Hour 8 Hour 6 Hour 4 Hour 2 Hour 1 Hour 30 Minute 15 Minute 5 Minute

AR(p) 0 0 0 0 0 0 2 5 4 1

I(d) 1 1 1 1 1 1 1 1 1 1

MA(q) 0 0 0 0 0 0 0 0 0 0
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Figure 14: Cross-Correlation Function (CCF) for 6-Hour Time-Interval 

The ADL models in Table 8 include regressions both with and without a lag of the Bitcoin closing price change 

(dClose)43. The ARIMA model from Table 7 suggested that no lags of the price should be included based on BIC 

minimization, but as evident from Table 8, the lag of dClose is significant at the 5% level for several model 

specifications. Regression 2-8 in Table 8 are similar to regression 9-15 except from the fact that a lag og dClose 

is included. It was tested whether more than a single lag of any of the sentiment scores were significant, but as 

seen in Appendix 14, this was not the case. In Appendix 15, the regressions for all of the 9 remaining time intervals 

are included and, as evident from those tables, only the 6-hour, 4-hour, 30-minute, and 15-minute time intervals 

have lags of sentiment scores, which are significant in predicting Bitcoin price changes. The implications of this 

are deferred to the discussion. 

When tuning the meta-parameters, the most explanatory model was selected from Table 8. To find this model, a 

mix of the adjusted r-squared and the BIC was employed. Both of these performance measures penalize additional 

variables but to different degrees, which is what motivates the usage of both. Therefore, regression 5 in Table 8 

was selected as it has the highest adjusted r-squared and fourth highest BIC of all the models. It was decided to 

include an intercept in each of the models in Table 8 despite the fact no theoretical evidence gives reason to believe 

a deterministic trend should be added to the price development. The logic for including it is that the price decreased 

significantly over the sample period, and as the aim is to predict future movements rather than provide coefficients 

that give the correct intuition behind price movements. 

                                                      
43 The “d” in front of variables is used in this paper to indicate that the first difference has been taken. Similarly the number 

after the variable name indicates the order of the lag. 
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Table 8: ADL Models for 6-Hour Time-Interval 

 

Rather than selecting features manually, one can use LASSO regression for automatic feature selection as 

explained in Section 8.2.5. LASSO regression will set irrelevant or correlated variables equal to zero (Jain, 2017), 

and as shown in Appendix 18, some lexica and emotions are highly correlated. In Appendix 19, the results of the 

LASSO automatic feature selection are shown along with the out-of-sample trading profit. However, as will be 

shown later, the trading profit from the automatic LASSO feature selection is not higher than when manually 
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selecting features, which indicates some degree of overfitting. Therefore, this paper will select regression 5 in 

Table 8 manually based on the BIC and adjusted r-squared criteria. 

An important assumption of the ADL model is that residuals are normally distributed (Stock & Watson, 2011). To 

test this, QQ-plots were constructed on each of the 15 regressions in Table 8 and reported in Appendix 16. As can 

be seen from Appendix 16, residuals are normally distributed with slightly fat tails. As regression 5 was selected 

as the optimal model specification, the distribution of studentized residuals for this model is also included in 

Appendix 17. It can be concluded that the residuals are well approximated by a normal distribution, with slightly 

fat tails, which is however not uncommon for a sample of this size. 

9.3.3 Meta-Parameter Tuning and Cross-Validation of Results 

The previous sections identified an optimal model to have one lag of the Bitcoin price change and including the 

BING and NRC lexica, which reaches an adjusted r-squared of 7.5%. This section is devoted to improve the out-

of-sample predictive power of that model by using the machine learning technique of regularization. 

 

Figure 15: Ridge, LASSO, and Elastic Net Regularization for 6-Hour Time Interval44 

                                                      
44 The top numbers in the graphs should be interpreted as the number of non-zero coefficients. 
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Empirically, regularization has been found to work well in combination with k-fold cross validation. This paper 

therefore applies 5-fold cross validation in which the dataset is divided into 5 folds and where the model is tuned 

for certain meta-parameter settings in 5 iterations with each fold acting as testing fold only once and the remaining 

as training folds. 

As argued, Ridge regression tends to evenly shrink coefficients of correlated regressors towards while LASSO 

tends to shrink only some coefficients but to a more extreme degree by setting them equal to zero (Hastie & 

Junyang, 2014). Elastic Net regression is a mix of the two. As evident from the visualization of the regularization 

results in Figure 15, the three regularization methods produce the results expected with the LASSO regression 

taking the lag of the NRC lexicon all the way to zero. It is also clear from the three bottom graphs in Figure 15 

that especially the coefficient on the first lag of the change in the Bitcoin price can be reduced without any 

significant reduction in the fraction of deviance explained45.  Figure 15 therefore motivates a tuning of the meta-

parameter of lambda with respect to trading profit per time interval. The result of the tuning process is shown in 

Table 9, which shows that the Ridge regression with ln(𝜆) = −2.0678  produces the largest profit as measured 

by a moving average of 10 profit observations where each individual profit observation is calculated as the average 

over the five testing folds. Thereby, any systematic errors from relying on a particular testing fold or from high 

spikes in profit driven merely by chance, and therefore not being resilient to a moving average measure, are 

avoided. The results were found to be robust to using anything in between a 5-period to a 20-period moving 

average. 

Table 9: 5-Fold Cross-Validation Results for 6-Hour ADL Model 

 

The results in Table 9 must be compared to an ex-post benchmark model, which takes the most frequent 

observation as its prediction across all cases. As explained in Section 9.1, the Bitcoin price decreased with 28% 

                                                      
45 The fraction of deviance explained is a goodness-of-fit measure which correspond to the r-squared measure for models 

estimated with maximum likelihood, which is the case for Ridge and LASSO regressions.  

Metric Ridge Elastic Net LASSO

5-Fold Cross-Validation Maximum Out-of-Sample Profit
*

47.02$             38.61$             38.61$             

Optimal Log Lambda -2.0678 -7.9895 -8.4729

Post-Regularization Coefficients

Intercept -0.0425 -0.0436 -0.0436

dClose.1 -0.0296 -0.1509 -0.1507

dBING.1 0.0087 0.3996 0.4144

dNRC.1 0.0094 0.7718 0.7996

*Maximum profit is found as a moving average over 10 observations to avoid errors from relying on a single observation. 

The profit for each observation is measured as the average of the profit over the five folds.

Optimal log of lambda and the coefficients after regularization is calculated as the average over the five folds and 10 observations
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during the sample period and an ex-post benchmark model is thus taking a short position in every 6-hour interval. 

Such a strategy produces an average profit per Bitcoin traded per 6-hour interval of $21.06. A comparison of the 

Ridge-tuned ADL model with such a benchmark model is delayed to the discussion. 

The coefficient on the NRC lexicon for 𝛼 = 0.5 (elastic net) and 𝛼 = 1 (LASSO) is larger than the coefficient for 

dNRC.1 reported in Table 8, which may appear confusing as regularization can only shrink coefficients below that 

of a traditional OLS regression. However, the reason is that the former is calculated over an average of the five 

training folds while the latter is estimated on the full data set. 

9.3.4 Robustness of Results to Model Selection 

The result of the tuned ADL model as reported in Table 9 produces more than twice as high out-of-sample results 

as the benchmark model when measured in terms of profit. However, to validate the robustness of the results 

obtained, the ADL model will be compared to both a logistic ADL model and a neural network. While the use of 

k-fold cross validation was employed to avoid systematic biases from relying on a single test fold, the decision to 

use three different models was taken to avoid a bias from relying on a single model. As the motivation of this 

section is a robustness check, the model development procedure will not be elaborated as thoroughly as for the 

ADL model. In line with this, only the most central results for these two robustness check models will be reported. 

9.3.4.1 Logistic ADL 

The reason for using a logistic ADL model for robustness check was driven by its binary nature. As the trading 

strategy is perfectly binary in terms of long versus short positions, there is reason for using a model fitted for 

exactly such a purpose. As the logistic ADL model is used to robustness check, a detailed discussion of the PACF 

and CCF is skipped to instead report a table like Table 8 but fitted using logistic regression. Table 10 therefore 

reports a regression table estimated using maximum log-likelihood on a dependent variable, Binary, which is 

constructed to equal 1 for a price increase and 0 otherwise. The results of the BING and NRC lexica are similar to 

those of Table 8, but the lag of the closing price as measured in continuous terms is no longer significant. To 

enable a fair robustness check of the ADL model, the logistic ADL model will take the same variables as input 

despite the fact that Table 10 does not report any significance of the lag of the closing price. It is therefore expected 

that especially LASSO regularization significantly shrinks the coefficient on the closing price. As can be seen 

from Appendix 20, this is also the case as the fraction of deviance explained can be increased to approximately 

0.028 while keeping the lag of the closing price equal to zero. 
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Table 10: Logistic ADL Models for 6-Hour Time Intervals 

 

As with the ADL model, the logistic ADL model is tuned in terms of the meta-parameters of lambda and alpha. 

As can be seen in Table 11, the logistic ADL performs even better than the traditional ADL by producing an out-

of-sample trading profit of $52.96 per Bitcoin traded per time interval for the optimal parameters of 𝛼 = 0.5 

(Elastic Net regression) and ln(𝜆) = −6.5997. The cross-validation tuning process through which these 
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parameters were obtained is similar to the one for the ADL model except that a logistic regression was used rather 

than OLS. 

Table 11: 5-Fold Cross-Validation Results for 6-Hour Logistic ADL Model 

 

9.3.4.2 Artificial Neural Network 

While the use of a logistic ADL model is motivated by the binary nature of the trading strategy, a limitation of 

using it for robustness checking is its similarities to a traditional ADL model. Therefore, a neural network model 

is also developed, which by construction is fundamentally different from an ADL model. Furthermore, the decision 

to use the neural network model specifically was driven by its ability to model non-linear and complex 

relationships, which might be the case for sentiment driven approaches. 

As a neural network model has several beta values for every single input variable, it does not produce a regression 

table comparable to that of Table 8, and therefore this section will only show the final model results of the tuning 

process in terms of trading profit per Bitcoin per time interval. While both the regularized ADL and logistic ADL 

could be estimated with Ridge and LASSO regression, the same is not the case for a neural network. The meta-

parameters to be tuned in the neural network is thus not alpha and lambda but the number of neurons in its hidden 

layer and the weight decay. While the number of neurons is a model specification impacting the complexity of the 

neural net, the weight decay is a regularization parameter comparable to lambda as it causes weights to 

exponentially decay towards zero (Ng, 2016). 

Metric Ridge Elastic Net LASSO

5-Fold Cross-Validation Maximum Out-of-Sample Profit
*

46.10$             52.96$             51.42$             

Optimal Log Lambda -1.7052 -6.5997 -7.0831

Post-Regularization Coefficients

Intercept -0.3069 -0.3207 -0.3338

dClose.1 -0.8356 -0.8161 -3.1170

dBING.1 0.9561 2.6128 3.6717

dNRC.1 0.8284 2.4495 3.8619

*Maximum profit is found as a moving average over 10 observations to avoid errors from relying on a single observation. 

The profit for each observation is measured as the average of the profit over the five folds.

Optimal log of lambda and the coefficients after regularization is calculated as the average over the five folds and 10 observations
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Table 12: 5-Fold Cross-Validation Results for Neural Network Model for 6-Hour Time-Interval 

 

As evident from Table 12, the tuned neural network produces an out-of-sample trading profit of $53.27 per Bitcoin 

traded per 6-hour interval. The optimal model has 3 neurons in its hidden layer and a weight decay of 0.0150.  

9.3.5 Model Comparison and Risk Profiles 

This section reports a summary of the results from the three distinct models and provides a comparison of the risk 

profiles of the inherent strategy. Whether a profit from a trading strategy is high or low ultimately depends on its 

risk profile, which is presented in terms of volatility as well as the ability of a trading model to correctly predict 

extreme price movements. Therefore, the 6-hour Sharpe ratio is included along with the other results in Table 13. 

Table 13: Model Performance and Risk Profile Comparison 

 

For fair comparison, two benchmark models are included in Table 13. The ex-ante benchmark model is completely 

random and has equal chance of taking a long or short position. As expected, it’s profit is therefore close to zero 

Metric Artificial Neural Network

5-Fold Cross-Validation Maximum Out-of-Sample Profit
*

53.27$                          

Optimal Number of Neurons in Hidden Layer 3                                  

Weight Decay 0.0150

*Maximum profit is calculated as a moving average over 10 observation to avoid errors from relying on a single observation 

The profit for each observation is measured as the average of the profit over the five folds

Weight decay is calculated as the average decay over these 10 observations. Models with 3, 6 and 9 neurons were tested for each decay value

Model
Ex-Ante 

Benchmark Model

Ex-Post 

Benchmark Model
ADL Logistic ADL Neural Network

Performance

Profit / BTC / 6-Hour (USD) 0.07$                     21.34$                   47.02$                   52.96$                   53.27$                   

Return / 6-Hour (%) 0.00% 0.27% 0.59% 0.66% 0.67%

Risk Profile

6-Hour Standard Deviation (USD) 242.98$                 242.99$                 238.33$                 237.08$                 237.39$                 

6-Hour Standard Deviation (%) 3.04% 3.04% 2.98% 2.97% 2.97%

Prediction Distribution

100-81 Percentile Correctly Predicted 50% 0% 5% 20% 25%

80-61 Percentile Correctly Predicted 49% 0% 19% 10% 16%

60-41 Percentile Correctly Predicted 48% 88% 62% 70% 57%

40-21 Percentile Correctly Predicted 52% 100% 100% 88% 86%

20-0 Percentile Correctly Predicted 49% 100% 100% 100% 100%

Risk-Reward Profile

6-Hour Sharpe Ratio (0.0004)                  0.0871                   0.1966                   0.2227                   0.2237                   

Meta Parameters Not Applicable Not Applicable
α = 0 (Ridge)

ln(λ) = -2.0678

α = 0.5 (Elastic Net)

ln(λ) = -6.5997

Neurons = 3

Decay = 0.0150

Note: The percentiles are ordered in descending order with the 100-81
th

 percentile being the biggest price increases and the 20-0
th

 percentile the biggest price decreases.

Profit and standard deviation is calculated over the 10 observations resulting in the highest moving average profit.
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and it predicts the five quantiles correctly with approximately 50% probability46. Due to class imbalance, a better 

benchmark model is one which predicts the most frequently occurring event, being a price decrease, all the time, 

and an ex-post benchmark model is therefore included. This model has an average profit of $21.34, which is 

exactly the average price decrease over the sample period. Interestingly, the risk profiles of the benchmark models 

and the three fitted models differ significantly, which will be discussed in the next section. 

10 Discussion 

This section is devoted to a discussion of the results related to the fifth research sub-question as presented in the 

previous section. First, the interpretation of the results is discussed and compared to theories of behavioral finance 

and the assumptions of the models to falsify or confirm the hypothesis that Twitter sentiment can predict Bitcoin 

price movements. Secondly, the wider implications of the results will be discussed in relation to the efficient 

market hypothesis and the perspective that Bitcoin is an investment vehicle rather than a currency. Lastly, the 

limitations of the results will be discussed. 

10.1 Discussion of Results 

Central to this paper is the idea that Bitcoin cannot be valued but only priced, and that estimation of demand, 

through which price changes can be predicted, is best done by repealing the assumption of rational agents and 

instead assume that demand is influenced by market sentiment. Using the construct of Twitter sentiment as a proxy 

for market sentiment thereby constitutes the foundation for answering the fifth research sub-question. 

10.1.1 The Predictive Power of Twitter Sentiment in Predicting Bitcoin Price Movements 

Confirming or falsifying the hypothesis that Twitter sentiment can predict Bitcoin price movements ultimately 

depends on the measure used to evaluate such predictive power. As this paper has argued that the measure should 

be of economic nature, trading profit per Bitcoin per 6-hour time-interval will be used. While Table 8 showed that 

an ADL model with a lag of the Bitcoin price itself, the BING lexicon and the NRC lexicon could explain only 

9.7% of the in-sample variance of Bitcoin prices, the out-of-sample profit results reported in Table 13 are between 

120% and 150% higher than the ex-post benchmark model and thereby significantly more impressive than the r-

squared of 9.7%. While one might be biased to compare the model results to the ex-ante benchmark model, which 

is expected to generate zero profits, this would be wrong due to the class imbalance of Bitcoin returns. As evident 

from Figure 12, the Bitcoin price decreased over the sample and declined in 72 of the 125 six-hour intervals 

implying a decline 57.6% of the time. A fair comparison would thus be an ex-post model, which thereby is right 

                                                      
46 The ex-ante benchmark model results were estimated using 25 simulations. As the number of simulations goes to infinity, 

the profit will go to zero (assuming no fees) and all quantiles will be correctly predicted in 50% of the cases.  
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57.6% of the time rather than only 50% of the time. Thereby, the ex-post benchmark model from Table 13 is 

essentially just a regression with an intercept and no other variables. 

Using profit as the performance measure, the hypothesis that lexicon-based sentiment scores from Twitter data 

can be used as input in supervised learning models to predict Bitcoin price movements can be confirmed, despite 

it is not a strong predictor. Confirming this hypothesis is based on the results of Table 13 showing that out-of-

sample trading profits are more than twice as high as the ex-post benchmark model across all three supervised 

learning models and the results reported in Table 8 and Table 10, which show that the BING and NRC lexica have 

statistically significant coefficients. Falsifying the hypothesis is therefore precluded due to the statistical evidence 

that Twitter sentiment can be used to predict Bitcoin price movements. For example, the F-statistics of regression 

5 and 12 in Table 8 are significant at the 5% level, which suggest that the coefficients are not equal to zero with 

95% certainty. 

Examining the economic significance of the pre-regularization coefficients of regression 5 in Table 8, which states 

that a 1-unit increase in the BING variable, i.e. that all tweets contain one additional positive word, results in a 

6.3% price increase over a 6-hour period. For the NRC variable, the corresponding number is 5.7%. The 

relationships are therefore not just statistically significant, but also economically significant, and with the same 

direction as hypothesized. The post-regularization coefficients for the ADL model reported in Table 9 are, as 

expected, lower than those in Table 8, but are not directly comparable as the regularized models in Table 9 were 

tuned to maximize trading profit rather than to minimize SSR.  

While there is statistical evidence to confirm the hypothesis of the fifth research sub-question, the relationship is 

not particularly strong as it is not robust to different time intervals as shown in Appendix 15 where only regression 

coefficients for the 6-hour, 4-hour, 30-minute, and 15-minute time intervals are significantly different from zero. 

It is however not plausible that the significant results are simply due to chance, as the results are robust to model 

specification and model selection. Furthermore, the NRC lexicon in the 6-hour interval is not significant when 

considered in isolation, and the AFINN lexicon is never significant. It is hypothesized that this is due to inferior 

construct validity due to shortcomings of the lexicon-based and word-by-word sentiment scoring methodology 

rather than sentiment not being a valid predictor of Bitcoin price movements, which will be discussed further in 

the limitations section. Additionally, a manual look-trough of the Twitter data in the cleaning phase revealed that 

a significant number of tweets were not created by individuals expressing their opinions towards Bitcoin, but rather 

by bots whose automatically generated content does not reflect current market sentiment, which potentially can 

distort the sentiment scores. The Levenstein ratio was applied to detect such bot-generated content, but it is 
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plausible that not everything was detected, which further can explain why Twitter sentiment is not a strong 

predictor of price movements. Further considerations on this will be discussed in the limitations section. 

10.1.2 The Risk Profile of a Trading Strategy Based on Twitter Sentiment 

Table 13 reports a comparison of the 3 supervised learning models in terms of out-of-sample profit performance 

and risk profiles. It is evident that the ADL, logistic ADL and neural network models do not just improve profit 

relative to the benchmark models, they also improve the risk profile in terms of both volatility and the ability to 

predict extreme returns, which is reflected in the Sharpe ratios which for the Neural Network is more than 157% 

higher than the ex-post benchmark model. While the decrease in volatility is minuscule, the improvement in 

prediction power across the 5 quantiles is more pronounced despite the fact that none of the models are particularly 

good at predicting the 40% most positive returns, which indicates a bias towards mainly predicting negative 

returns. The neural network model performs best in terms of the ability to predict the two most positive quantiles, 

which also causes it to outperform the other models in terms of profit and Sharpe ratio. 

As evident from Figure 12, the sample period had a negative price development bias, which is pronounced in the 

risk profiles of Table 13. Hence, there is reason to believe that the supervised learning models will not perform 

particularly well in bull markets. As evident from the post-regularization coefficients for the ADL model in Table 

9 and the logistic ADL in Table 11, the intercepts are negative, which, all else equal, bias the models towards 

predicting a price decrease. It is therefore unlikely that the results extrapolate into a setting where the overall price 

level is increasing. In fact, it may be the case that the ex-ante benchmark model performs the best in a bull market 

as it is most likely the only one that does not result in a loss. In a market where the average price increase is $X, 

the ex-post model, which always takes a short position, will have an average loss of $X per Bitcoin traded per 6-

hour time-interval. The 3 supervised learning models are likely to lie somewhere in between these two benchmark 

models as they are also biased towards a price decrease, but better to correctly predict price increases as evident 

from Table 13. 

Thereby, it can be concluded that the viability of a trading strategy based on any of the 3 supervised learning 

models developed in this paper possibly deteriorates in a setting not comparable to the sample period price 

development. This issue of external validity will be further discussed in Section 10.3.3, however, a straightforward 

way to overcome the issue is to calibrate the models in a longer sample period without class imbalance. As 

mentioned earlier, the computing power available to the authors did not allow for more than 1.1 million tweets to 

be processed corresponding to just a month’s tweets. 
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10.1.3 Non-Linear Relationships Between Human Emotions and Price Movements 

The decision to use a neural network model specifically was driven by its ability to model complex and non-linear 

relationships, which were hypothesized to be present within the sphere of human emotions. While there is a limit 

to how complex relationships can be when only including three variables in the input layer, construction of higher 

order interaction terms can still make a model with only three variables relatively complex (Garson, 1991). In line 

with the hypothesis, the neural network model also outperformed the ADL and logistic ADL model despite only 

being marginally better than the latter. However, to test whether a neural network model can capture the 

complexity of the 10 emotions within the NRC lexicon to a greater extent than the ADL and logistic ADL models, 

a neural network model was developed and tuned based on the input parameters of the lagged Bitcoin price and 

lagged values of the ten moods47. As outlined, it is the hypothesis that a neural network can make better model 

connotations between e.g. surprise, which might have an ambiguous impact on the Bitcoin price when considered 

alone, but potentially have a more pronounced effect when associated with the positive emotion, and even more if 

also associated with the trust or joy emotions. The results of the neural network trained on 10-dimensional 

sentiment data and tuned using 5-fold cross validation are reported in Appendix 21 along with an ADL and logistic 

ADL trained on the same data. Contrary to the hypothesis, the neural network performs worse than the ADL and 

logistic ADL, which points to the fact that the quality of the input data might be more important than the choice 

of prediction model. It is likely the case that specific emotions are only vaguely attached to specific words and that 

a lexicon-based sentiment methodology thus fails to accurately measure these emotions. Further perspectives on 

this topic is discussed in Section 10.3.2. 

10.1.4 Sensitivity to Performance Measurement 

The ultimate performance measure has instrumental implications for final model selection in a process where 

models are tuned to maximize the given performance measure. This is best illustrated by comparing the profit 

measure in Table 13 with the percentage correctly predicted, which can be deduced from the average of the risk 

profiles. By doing so, it is evident that the neural network predicts correctly 56.7% of all price changes whereas 

the ex-post benchmark model predicts correctly 57.6% of all directional price changes. Yet, the neural network 

model performs approximately 150% better in terms of the profit measure. This example illustrates the importance 

of the performance measure, and why a model tuned to maximize the fraction of price changes correctly predicted 

would not necessarily maximize profit. 

                                                      
47 The 10 moods include anger, anticipation, disgust, fear, joy, positive, negative, sadness surprise, and trust. 
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10.2 Discussion of Implications 

Having confirmed the hypothesis that Twitter sentiment can be used to predict Bitcoin price changes, the purpose 

of the following sections is to discuss the wider implications of the results on the perspective of Bitcoin as an 

investment vehicle rather than a currency, on the efficient market hypothesis, and on bubble dynamics in the 

Bitcoin market. 

10.2.1 Investment Vehicle or Currency 

Having confirmed the hypothesis of the fifth research sub-question, the aim of this section is to consider the 

implication this finding for the third research sub-question, thus, whether Bitcoin can be categorized in one of the 

traditional asset classes, or whether it is part of a new, unique asset class.  

Section 6.1 concluded that Bitcoin, from a finance perspective, shares features with both currencies and 

commodities, but was argued to be a currency despite not performing well as one. The duality of resembling both 

a commodity and a currency was already established from an economic perspective in Section 5.3, which argued 

that Bitcoin could be described as synthetic commodity money. Yet, Section 6.2 also established that only 2.3% 

actually used Bitcoin as a currency while 35% of Bitcoin participants could be considered investors (Baur, et al., 

2018). While the discussion of what Bitcoin is can take its starting point in Bitcoin’s characteristics, it can also 

take it’s starting point in the price setting dynamics. If people perceive and use Bitcoin as a currency, its value 

would be hypothesized to be driven mainly by measures of its use as a currency. Such measures could be its 

transaction capacity, number and value of daily transactions, goods denominated in Bitcoin etc. If market 

participants instead perceive Bitcoin as an investment vehicle to earn a trading profit, it would not be expected to 

be driven by measures of its use as a currency but plausibly rather by sentiment. As it was not an objective of this 

paper to examine the relationship between the Bitcoin price and currency fundamentals, it cannot be concluded 

whether Bitcoin is a currency or an investment vehicle from a price setting perspective. However, the results 

indicate that the Bitcoin price is influenced by sentiment, which supports the conclusion of 6.2 that Bitcoin is 

perceived as an investment vehicle rather than a currency. 

10.2.2 The Efficient Market Hypothesis 

The efficient market hypothesis holds that security prices are only reacting to new and relevant information (Bodie, 

et al., 2013). As new information is impossible to predict, so should be the stock prices. Nonetheless, a growing 

body of research within the field of behavioral finance suggests that while news is impossible to predict, stock 

prices indeed can be predicted by extracting information on public mood and market sentiment (Bollen, et al., 

2011). However, measuring market sentiment can be time-consuming and difficult as is the case when using e.g. 

opinion polls and it can suffer from poor construct validity when using e.g. sports events and weather conditions 
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(Hirshleifer & Shumway, 2003). Given the development of the information society, academic research has made 

significant progress in tracking public mood and market sentiment on public social media platforms, including 

Twitter (Bollen, et al., 2011). Using sentiment analysis on Twitter feed can thus be seen as a natural next step 

towards efficiently improving construct validity when measuring market sentiment. This study found that 

sentiment based on Bitcoin related tweets possess predictive power for Bitcoin price movements, and this paper 

therefore contributes to the existing literature on developing constructs, which proxy the market sentiment. 

Having developed a measure of Twitter sentiment, which can predict Bitcoin price developments, has important 

implications for the strong and semi-strong forms of the efficient market hypothesis, which state that the best guess 

of tomorrows price is the price of today, as prices already reflect all publicly available and relevant information 

(Bodie, et al., 2013). As this paper demonstrated, publicly available information from Twitter up to 6 hours old 

can be used to predict Bitcoin price movements resulting in average out-of-sample profits of $53.27 per Bitcoin 

traded corresponding to a 6-hour return of 0.67%. As sentiment from Bitcoin related tweets had statistical 

significant impact on Bitcoin price changes at the 5% level, it must be deemed relevant information. Thereby, the 

results of this paper suggest that the strong and semi-strong versions of the efficient market hypothesis do not hold. 

Yet, as the weak form of the efficient market hypothesis only holds that prices reflect information that can be 

derived from studying market trading data, this form cannot be rejected, at least as long as the serial correlation as 

indicated by the PACF in Figure 13 in Bitcoin prices are ignored. The view that the strong version is invalid while 

the weak one is valid is in line with Lasse Heje Pedersen, who denotes the equilibrium condition for financial 

markets as “efficiently inefficient” (Pedersen, 2015, p. 4). Thereby, he points to the fact that markets are just 

sufficiently inefficient to enable active investors to recover the costs from employing sophisticated trading 

strategies, such as sentiment driven strategies, which drive prices towards a fair level making markets inefficient 

to an efficient extent (Pedersen, 2015). 

Another consideration in this regard concerns the question as to which external properties constitute a profitable 

trading strategy. Following the view of Pedersen (2015), markets must be inefficient, which means that market 

prices cannot reflect all available information. In that regard, it is clear that for a trading strategy to be profitable, 

it should be based on information not readily available in the market. The information used as input in the 

supervised learning models of this paper is not easily available as one must first build a scraper to download a 

large number of tweets in real time48, and secondly employ methods to clean and score the tweets in terms of 

sentiment. As the raw tweets are mainly noise, the signal extraction is the costly process, and exactly the property 

that it is costly is likely the reason why the associated trading strategies can beat the benchmark models. On the 

                                                      
48 Alternatively, one can pay a fee of up to $1,500,000 to access historical Twitter data (Wieczner, 2015).  
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other hand, as the signal extraction is not costlier or more complicated than it can relatively easily be copied by 

other investors, Twitter sentiment towards Bitcoin may thus over the long term become easily available 

information to amateur investors and potentially even be publicized as an index. As the information becomes 

public and as the trading strategy proliferates, the excess return relative to benchmark models is expected to shrink 

towards zero. These dynamics thereby continuously push the frontier for what constitutes public versus private 

information in a market setting, which can well be described as efficiently inefficient.  

10.2.3 Endogeneity and Bubble Behavior 

As indicated in Appendix 12 changes in the Bitcoin price might be almost as good a predictor of Twitter sentiment 

as vice versa. Synthesizing the conclusions of the fourth and fifth research sub-question can therefore unlock 

additional insights into price dynamics in the Bitcoin market. As argued by Reynolds (2017), the 2017 surge in 

the Bitcoin price cannot solely be attributed to increased public attention as the relationship might as well run in 

the opposite direction. The fear-of-missing-out bias can partly explain why increases in the Bitcoin price make 

more people interested in the matter and thereby drive the reverse relationship as shown in Appendix 12. Following 

the reasoning of Lehman (2018), the bidirectional relationship might cause the dynamics to result in a self-fulfilling 

prophecy where a sudden increase in the price can increase sentiment, which again increases the price and so forth. 

However, as the results reported in Appendix 12 indicate, the lagged values of sentiment scores are negative across 

all lexica, which to some extent falsifies the hypothesis of a self-fulfilling prophecy, as it indicates some degree 

of mean reversion in sentiment where positive overreactions are followed by negative overreactions.  

10.3 Discussion of Limitations 

While the hypothesis that lexicon-based Twitter sentiment can predict Bitcoin price movements was confirmed, it 

is subject to certain limitations. To ensure a holistic perspective on limitations, both internal, external, and 

construct validity will be discussed along with the reliability of the study. 

10.3.1 Internal Validity 

As discussed in Section 9.2, the lack of an appropriate instrument, prohibits the possibility of establishing causation 

between Twitter sentiment and Bitcoin price movements. However, given a second-best measure of endogeneity, 

the results indicate that the relationship is not necessarily flowing from Twitter sentiment to Bitcoin price 

movements but also in the opposite direction as indicated by Table 8 and Appendix 12. While it can be concluded 

that a relationship between these two variables exists, the causal relationship cannot be determined, which affects 

the internal validity of the findings. However, in testing the hypothesis related to the fifth research sub-question, 

establishing causation is not a requirement as the question is only concerned with the predictive content of Twitter 
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sentiment with respect to Bitcoin prices. In fact, the interdependent relationship between Twitter sentiment and 

price development is plausible based on the behavioral finance insights outlined in Section 6.4.3 and 10.2.3. 

10.3.2 Construct Validity 

This paper used Twitter sentiment as a proxy for market sentiment measured using a lexicon-based approach. In 

this section it will be discussed whether Twitter in fact represents the market and whether a word-by-word 

approach accurately measures sentiment. 

Twitter was used as it has developed to be a popular platform for debating cryptocurrency topics (Stenqvist & 

Lönnö, 2017), and because it is by far the largest source of data with respect to public opinions (Akan, 2017). 

While previous studies have established empirical evidence for Twitter sentiment being a valid proxy for Bitcoin 

market sentiment (Colianni, et al., 2015), it is difficult to test such a hypothesis. Nevertheless, based on the 

knowledge of the behavioral profiles of Bitcoin market participants presented in Table 4, it is likely that Bitcoin 

participants are technologically literate to a certain extent due to its digital nature, which plausibly makes Bitcoin 

holders more likely than the average person to use online social media. 

However, even in the idealistic case where one has developed a model that with high accuracy can score tweets 

accurately in terms of sentiment, a problem of relying on Twitter is the prevalence of bot-generated content, which 

decreases its representativeness. This paper used the Levenstein distance to detect automatically generated tweets, 

but it is plausible that not all bot-generated content was removed. Hence, while Twitter sentiment may be a 

relatively good proxy for Bitcoin market sentiment, it is not a perfect proxy thereof, which influences construct 

validity. 

Furthermore, the degree to which a lexicon-based sentiment methodology accurately reflects the true sentiment of 

a tweet is uncertain. Historically, there have been cases where hedge funds have employed algorithms that 

mistakenly associated sarcastic tweets with positive sentiments, which caused them to take a long position when 

they should have been short (Wieczner, 2015). As this example illustrates, extracting sentiment based on a textual 

approach is a complex task. Elements such as sarcasm, reverse-meaning such as the use of not and deeper meaning 

conveyed not by single words, but only through the entire text, can influence the sentiment extraction of tweets. 

While this is indeed a limitation of the adopted methodology, the sample size of this paper and the use of three 

independent lexica are likely to reduce the impact hereof. Nevertheless, it would be a significant improvement to 
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switch from a word-by-word approach to a sentence-by-sentence approach using sophisticated NLP models such 

as e.g. the DeepMoji49 model.  

10.3.3 External Validity 

It was previously established that the Bitcoin price decreased by 28% during the sample period. In addition, it has 

been established that Bitcoin is likely to experience certain regimes or extended periods of price increases or 

decreases. Thus, the time period is likely to influence the results obtained. While previous studies on Bitcoin 

considered periods in which the price increased, this paper obtains results based on a period of price decreases. A 

first limitation hereof is that the profit performance of the models should not be compared to an ex-ante model 

generating zero profits, but to an ex-post model, which reflects the overall price decrease and generates an average 

profit of $21.34 as seen in Table 13. A second implication of this concerns external validity as the results not 

necessarily can be extrapolated to bull markets. As can be seen in Table 9 and Table 11, the intercepts of the ADL 

and logistic ADL are both negative, which cause them to predict a price decrease even if all other variables are 

zero. In a bull market it may thus be the case that the bias towards predicting price decreases causes the models to 

generate negative returns, thereby performing even worse than an ex-ante benchmark model. While the direct 

solution to this would be to train models without an intercept, this would be suboptimal as the price indeed did 

decrease significantly over the period. A better solution would thus be to extend the sample period and train the 

model in both bull, bear and stable markets. 

A second limitation to external validity is the ever-changing nature of users and their behavior on social media 

platforms: 

“Twitter users join – then deactivate their accounts. They delete tweets. A pattern 

detected can abruptly disappear. It means that analytics companies must constantly 

adjust their algorithms and models” (Wieczner, 2015, p. 8) 

This dynamic behavior naturally has implications for the external validity of this paper’s findings. The topics 

discussed, and the way they are discussed, varies through time and as new users join and leave Twitter, models 

must be continuously re-trained. 

In conclusion, the model coefficients estimated in this paper are unlikely to generalize well to future periods despite 

the notorious use of out-of-sample testing and the employment of regularization to avoid overfitting. Yet, as the 

objective of the fifth research question was not to develop a trading strategy that can be used in future periods 

                                                      
49 The DeepMoji model was developed by the Massachusetts Institute of Technology and is trained not on words but on 

complete tweets and on a dataset of more than 1.2 billion tweets (Feldbo, et al., 2017). Yet, models such as the DeepMoji also 

suffer from poor construct validity, and it represents only one step towards mimicking complete language understanding 
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without recalibration, but rather to test the hypothesis that Twitter sentiment can predict Bitcoin price movements, 

the external validity of the confirmation of this hypothesis is still strong. In addition, there is no reason to believe 

that sentiment should not have predictive power in increasing markets. 

10.3.4 Reliability 

Reliability, which refers to the degree to which researchers will arrive at the same insights if they conduct a study 

along the same steps as this paper, is limited due to the reliance on real time data from Twitter50. Despite the use 

of tweets collected in real time, the results are replicable. Redoing the study over a different time period is expected 

to generate different results and conclusions not just due to the dynamic nature of Twitter, but also due to the 

Bitcoin price, which decreased by 28% over the sample period. 

11 Other Perspectives 

A range of other perspectives are of relevance when considering Bitcoin in addition to the included first-order 

effects considered in this paper. Initially, a perspective is included on how the decentralized nature of Bitcoin as a 

payment system can prove to be a driver of economic and social development in certain countries with an 

inadequate institutional framework. Subsequently, a more elaborate perspective on the scalability of Bitcoin is 

provided, which is fundamental for appropriately assessing the feasibility of Bitcoin functioning as a currency. 

Thirdly, a perspective is provided which concerns the energy usage of the Bitcoin system and an assessment of 

the efficiency of Bitcoin as a method to process payments. 

11.1 Decentralization as Driver of Economic Development 

A safe and reliable payment system is essential for the functioning of the economy (Mishkin, 2016). However, to 

facilitate effective and efficient financial intermediation, strong institutions are required to build a sustainable 

economic foundation and promote a well-functioning, transparent financial system (Sharma, 2013). Unfortunately, 

many emerging markets lack the institutional infrastructure and trust that otherwise enable economic development 

(Mourdoukoutas, 2017). Thus, an important economic consideration is the potential of cryptocurrencies in 

generating a safe and reliable payment system without having a fully developed institutional framework. 

A few examples are of interest for the analysis. In Venezuela, Bitcoin has to a certain extent become a leading 

parallel currency enabling citizens to perform transactions and avoid ever-stricter capital controls and 

hyperinflation (Fioramonti, 2017). In Nigeria, Bitcoin is gaining increasing popularity as an opportunity to 

democratize the economy and compensate for the lack of a reliable financial infrastructure (Fioramonti, 2017). 

                                                      
50 Accessing historical data requires full access to the Twitter which including all fees can cost up to $1,500,000 (Wieczner, 

2015) 
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Another example is Zimbabwe, where the fiat currency has denominations in the hundreds of trillions in a single 

bill, which indicates the outcome of flawed monetary policy (Cannucciari, 2016). According to Cannucciari 

(2016), Zimbabwe is a country with ‘starving billionaires’. And finally, approximately 2.5 billion adults around 

the world do not have a bank account, and cryptocurrencies can potentially be a way of bringing those people into 

the financial system (Cannucciari, 2016). As such, it can prove to be a way of ‘leap-frogging’ and bypassing a 

range of conventional stages of progress, which has been the case in Nigeria for telephones (UNICEF, 2015). 

Thus, cryptocurrencies and blockchain technologies have the potential to tackle some of the emerging markets’ 

core challenges of which only some have been touched upon in this section (BBC, 2018). 

As the opportunity of Bitcoin to in fact fulfill the role of a currency is highly dependent on its scalability, the 

following section will address to potential of Bitcoin from such a perspective. 

11.2 Scalability of Bitcoin 

In Section 4.4 it was concluded that Bitcoin had little potential of becoming a global medium of exchange due to 

its limited transaction capacity. This section will therefore discuss the long-term potential of Bitcoin as a medium 

of exchange. Proof-of-work cryptocurrencies, such as Bitcoin, reach their design goal of creating a peer-to-peer 

payment system through a series of economic incentive mechanisms. At the core of Bitcoin are supply and demand 

instruments such as the all-pay auction for mining rewards, and the first price auction for those paying the rewards. 

The latter market maintains the former by satisfying the incentive compatibility constraint of miners by offering 

fees on top of coinbase rewards. The decentralized security of the system, which encourages usage in the first 

place, is maintained by a proof-of-work scheme, which works to rebalance incentives towards staying honest by 

making it costly to cheat. 

With these incentive mechanisms comes the drawback of Bitcoin, which is the slow transaction speed and lack of 

scale. As outlined in Section 4.3.3, one could change the parameter values of block size and time span per block 

to increase transaction speed, but this essentially involves a trade-off between transaction speed on one hand and 

the trust-less security on the other hand. The problem of slow transaction speed and lack of scalability is therefore 

not easily solved and must be perceived as an inherent part of proof-of-work cryptocurrencies. 

A tempting solution to the scale-less design is to remove the 10-minute time span per block target. Adding new 

blocks instantly would make Bitcoin scalable, but it would also undermine the proof-of-work scheme discussed in 

Section 4.2.4 and thereby the security of the decentralized system. Removing the other constraint, the 1 MB block 

size limit, would potentially make a block infinitely large, which makes it costly to verify a block. As discussed 

in Section 4.2.4, it is a core concept of cryptocurrencies that adding blocks to the distributed ledger is expensive 

while validating the block is cheap. If this incentive mechanism is altered by making it costlier to verify the block, 
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it undermines the decentralized nature of cryptocurrencies. Additionally, if there is no upper bound on block size, 

it would make the opportunity cost of including a zero-fee transaction in the block equal to zero, and the 

equilibrium would thus be for all transactions to have no fees. This would harm the incentive compatibility 

constraint of miners and weaken the security. It is thus important to understand that the scale-less design is a 

central feature of Bitcoin and adjusting the parameter values of block size and time span per block involves trade-

offs between performance and trust-less security51. 

In maintaining the Bitcoin network, miners expend real resources in the form of hardware and electricity. The 

energy consumption of the Bitcoin network has been a widely debated topic and is addressed in the next section. 

11.3 Is Bitcoin Efficient as a System to Facilitate Payments? 

When acknowledged economists such as Ivo Welch (2017) claim that Bitcoin is energy wasting, it is strictly 

speaking incorrect. It is indeed debatable whether the energy usage is excessive when considering the transaction 

capacity of Bitcoin relative to other systems, but as the energy usage serves a purpose, it is not wasted in a strict 

sense. Claiming that proof-of-work schemes are energy wasting results either from ignoring the security 

mechanism or the objective a decentralized payment system like Bitcoin aims to achieve. The below quote from 

Ivo Welch is an example of the latter: 

“We should design a new kind of electronic currency that works almost like Bitcoin but 

without the mining algorithm. A designated entry-exit server could hand out unique and 

verifiable “bittokens,” instead of wasting electricity” (Welch, 2017) 

What Ivo Welch suggests is essentially the problem that Bitcoin tried to solve in the first place – the need for a 

centralized structure. It is therefore, in a strict sense, not the case that this suggestion provides an alternative to 

Bitcoin as it does not reach the same objective since it would continue to rely on a centralized server, and not a 

distributed ledger, which is rather a modification of the existing system. 

When considering the efficiency and implications of Bitcoin as an electronic payment system, it is important to 

distinguish between Bitcoin as a system in isolation with its own dynamics and equilibria on one hand, and whether 

it is efficient as a system for facilitating payments compared to existing constellations on the other. In essence, a 

central question is whether Bitcoin or existing payment systems are more welfare maximizing, which in turn 

depends on the costs associated with each (Pepall, et al., 2014).  

                                                      
51 Bitcoin Cash (BCH) is a fork of Bitcoin with a maximum block size of 8 MB. While it thereby can support eight times as 

many transactions as Bitcoin, it is still not scalable in inputs. Non-blockchain cryptocurrencies such as IOTA, is scalable in 

computing power but is outside the scope of this paper.  
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11.3.1 Collective Overinvestment or Not? Is There an Optimal State of Mining? 

The increasing amount of energy devoted to mining of Bitcoins has received significant attention recently 

(Vranken, 2017). The amount of energy consumed has been estimated to be larger than the energy consumption 

of the Republic of Ireland (The Guardian, 2018), which has raised the frequently occurring question of efficiency 

– whether there is an overinvestment in computing power and whether Bitcoin is an inefficient alternative to 

existing payment systems. This is eventually a theoretical discussion in which it is important to consider both 

supply and demand side dynamics. 

Bitcoin mining is a zero-sum game in which only the node first to win the race in finding a valid hash receives 

compensation. From a game theoretical point of view, the individual miner’s expected marginal revenue is 

increasing in the amount of computing power deployed, as this increases the probability of producing a hash 

solving for the implied difficulty. However, the difficulty of the cryptographic problem to be solved – which 

indicates the marginal cost of mining – is increasing in the total amount of computing power across the entire 

network due to the incorporated adjustment mechanism in the Bitcoin protocol (Southgate, et al., 2014). Thereby, 

there is a negative externality as each individual miner has an incentive to invest in further computing power, 

which according to economic theory suggests that all miners might inefficiently overinvest in computing hardware 

in equilibrium and receive the same compensation as they would without overinvesting (Southgate, et al., 2014). 

This depicts a common prisoner’s dilemma situation, in which there is a conflict between individual and joint 

incentives (Cabral, 2000). However, while the supply side of Bitcoin might experience such a dynamic, the 

question of overinvestment must be nuanced to also include the demand side. If the computing power devoted to 

mining significantly decreased, it would take more than 10 minutes to mine a block and the adjustment mechanism 

would decrease the difficulty, which implies that the amount of computing power required to overtake the network 

also decreases. As such, the risk of a so-called 51% attack would increase – or at least be easier to conduct, as it 

requires less computing power. Thereby, participants who use Bitcoin in conducting transactions and transfers 

have – given they value the security of the Bitcoin network – increasing utility in the amount of computing power 

devoted to mining. The theoretical consideration of overinvestment is thereby less clear, as such a conclusion 

would need to consider both the supply and demand side. 

A legitimate question of whether it at some point reaches a stage where the marginal contribution to security is 

negligible can be raised. The risk of a 51% attack might at some point reach a level where it is irrelevant as the 

required computing power to execute it is prohibitive. Another question is whether it at all would be rational to 

overtake the system as there would be a very limited time window in which transactions could be reversed or 

money could be double spent before the system would become invaluable and thus prove irrational (Nakamoto, 

2008). 
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Thereby, whether there is overinvestment in mining and if it is efficient internally is a theoretically difficult 

question, which has to be conceptualized further. However, such a conceptualization is beyond the scope of this 

paper. Whether Bitcoin as a decentralized payment system is efficient in processing payments is another question, 

which has to be compared to the prevailing centralized system. 

11.3.2 Centralized or Decentralized – Which Structure Is Welfare Maximizing? 

Having explored the supply and demand side dynamics and equilibria of Bitcoin as a payment system internally, 

a natural subsequent theoretical question is whether a decentralized payment system – such as Bitcoin – is more 

efficient than the existing, centralized system. In essence, an efficiency consideration should be based on which 

constellation is more welfare maximizing, which in turn depends on the associated costs and benefits. While it is 

not within the scope of this paper to provide a full conceptualization of the abstract costs and benefits associated 

with each system, the important aspects are briefly discussed in this section. 

According to Maurer et al.  (2013), a fundamental ideological motivation behind Bitcoin was the required trust in 

a third party which charges fess in facilitating payments. While such transaction fees – which are also present for 

Bitcoin – implies a cost, the concept of costs must be considered in a wider interpretation to include non-monetary 

psychic or utility costs incurred when an individual transacts in a system, which is not coinciding with the 

individual’s preferences (Pepall, et al., 2014). When further considering the motivation for introducing Bitcoin, 

aspects such as anonymity and security indicate sources of such utility costs, which, however, are likely to differ 

across individuals. While consensus can be reached on the monetary costs, the same cannot be concluded for the 

remaining types of cost. When considering such other non-monetary costs, it becomes conceptually difficult to 

establish a formal representation or generalization of consolidating the costs associated with each system. 

Rather than attempting to do so, this paper recognizes that certain main features of each constellation implies costs 

of varying degrees to different individuals. Such factors include – but are not limited to – trust, anonymity, security, 

time, information and search costs in addition to the monetary (and energy) costs. From a utilitarian perspective, 

the system implying the lowest aggregate costs should – theoretically – be the one that maximizes utility and thus 

welfare (Pepall, et al., 2014). Due to scope and focus of this paper, this is an area suggested for future research. 

12 Suggestions for Future Research 

While this study advanced the knowledge frontier concerning the implications of Bitcoin within economics and 

finance, a range of topics deserve to be further researched. One area not within the core focus of this paper is the 

regulatory aspect of Bitcoin. As sovereign regulation of an unsovereign phenomena is complex to assess, 

implement and enforce, more research is needed in this specific field. As the discussion of whether Bitcoin is an 
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investment vehicle or currency is likely to affect how Bitcoin is regulated (Vereckey, 2018), the regulation itself 

is likely to affect the price of Bitcoin. 

Additionally, refining the methodological approach of sentiment analysis with respect to predicting Bitcoin price 

movements should be researched further. Three improvement areas can be identified. First, future research can 

enhance construct validity by extending the proxies of market sentiment beyond Twitter by also considering online 

forums such as e.g. bitcointalk.org or reddit.com. Additionally, construct validity can be improved by refining the 

sentiment scoring approach. While this paper employed or lexicon-based word-by-word approach, it is advisable 

that future research employs sophisticated sentence-by-sentence NLP models. Secondly, it is suggested that future 

research devotes computing resources that can analyze more tweets in order to investigate longer periods of both 

bull, bear, and stable markets. Such models will have stronger external validity and reliability. Lastly, it is 

suggested that a more nuanced approach to refine the prescriptive outcomes of the models is developed. Rather 

than relying on a binary trading strategy, it is suggested that future research develops dynamic trading strategies 

optimized for total profit. Additionally, from a finance perspective, it is of interest to measure the systematic risk 

of the trading strategy and the associated alpha. Due to the short sample period of this paper (31 days), it was not 

possible to obtain valid beta values for the factors of any of the factor models discussed in Section 6.3.1, which is 

necessary for measuring systematic risk52. 

 

 

 

 

 

 

 

                                                      
52 It was considered to extrapolate the results of this paper to a full year by generalizing the prediction quantiles of Table 13 

to a full year. However, as the market decreased during the sample period, the prediction quantiles of Table 13 is not 

representative to a full year, and this method was therefore deemed invalid. 
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13 Conclusion 

The objective of this paper was to answer the primary research question articulated as: What are the implications 

of Bitcoin within economics and finance and can social media sentiment predict directional Bitcoin price 

movements?”. This primary research question reflected this paper’s motivation of advancing the knowledge 

frontier of the first-order implications of cryptocurrencies within economics and finance and to test the proposition 

whether social media sentiment can predict Bitcoin price movements. As outlined in Section 2, five sub-questions 

were constructed, which in combination answer the primary research question. While the various sections of this 

paper indeed contributed to the development of insights and conclusions necessary to address the sub-questions, 

Figure 1 was created to provide an overview of the central aspects that predominantly constituted the relevant 

foundation. The five sub-questions also provide the delimitations of the paper as all implications within finance 

and economics naturally cannot be accounted for. 

Concerning the first sub-question defined as “What type of money is Bitcoin, and how does it fulfill the functions 

of being a medium of exchange, store of value and unit of account?”, it is appropriate to initially consider the 

technological conclusions. These insights are important to determine both what type of money Bitcoin is from an 

economic theoretical perspective and to evaluate Bitcoin’s ability to fulfill the functions of money. Bitcoin was 

originally intended as an electronic payment system based on a technological innovation with an objective of 

making trust in a third party redundant. Based on this foundation, the Bitcoin system functions in terms of being 

able to facilitate transactions and to prevent the issue of double spending. To evaluate the ability of Bitcoin to be 

a medium of exchange, it was found that the Bitcoin system has an average speed of 2.96 transactions per second 

corresponding to 255,744 transactions per day. Bitcoin thus currently has a structural limitation in functioning as 

money since it cannot facilitate transactions at any level of economic significance compared to existing 

constellations. Keeping this structural limitation in mind, the viability of anything to function as money was argued 

to be dependent on its ability to deliver on the three functions of money, which concern functioning as a i) medium 

of exchange, ii) unit of account and iii) store of value. Bitcoin does not feasibly fulfill the role as a medium of 

exchange besides on a very small scale despite its accessibility and transportability. In addition, despite a growing 

number of vendors accepting Bitcoin, it is by all measures currently low and is insufficiently proliferated to enable 

individuals to acquire daily necessities in a convenient manner. As a unit of account, Bitcoin is fungible, divisible 

and countable. However, due to the significant volatility in Bitcoin prices, it does not pose as a viable unit of 

account or store of value. Different theories of money can be applied in relation to Bitcoin to assess what type of 

money Bitcoin is. It was found that Bitcoin shares features with both commodity money and fiat money. With a 

reference to commodity theory, Bitcoin shares certain features with commodity money as real resources are 

expended in the mining process, which makes it costly to add additional Bitcoin to the stock, there is no reliance 
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on a central authority and there is a finite supply. As Bitcoin was argued not to have any non-monetary usability, 

it can be considered as a type of synthetic commodity money. Bitcoin also shares features with fiat money as 

Bitcoin has no intrinsic value and no entity guarantees a conversion rate. It thus remains valuable as long people 

are willing to accept it. Furthermore, Bitcoin is created based on an underlying algorithm, and Bitcoin is thus 

created being free of debt, which contrasts conventional fiat money. In summary, the conceptualization of what 

type of money Bitcoin is remains complex and depends on which monetary theory is applied as Bitcoin shares 

features with different constituents of money. Bitcoin is in conclusion found not to fulfill the roles required to be 

a viable candidate for money. 

Concerning the second sub-question defined as “How does Bitcoin impact financial intermediation, money supply 

and money creation”, it was found that Bitcoin circumvents trust in a centralized third party in relation to 

facilitating payments, which is foundational for current intermediation structures. The aspect of financial 

intermediation relevant for this paper was the facilitation of payments, and Bitcoin makes trust in a centralized 

party redundant through its technological foundation reflected in the four identified building blocks in Section 4.2. 

However, in facilitating transactions, a network of miners receive compensation to satisfy their incentive 

compatibility constraint in the form of both a coinbase reward and transactions fees. Thus, while Bitcoin makes 

trust in a centralized third party redundant, it does not eliminate transaction fees. In fact, transaction fees are not 

fixed but fluctuate and are dependent on satisfying the incentive compatibility constraint and the desire of 

transacting parties to have a transaction included in the forthcoming block in the competition for block space. 

Bitcoin thus impacts financial intermediation with respect to facilitating payments as the need for a centralized 

and trusted third party is circumvented. To illustrate the implications of Bitcoin on intermediation, money supply 

and money creation, a reference case in which an economy transitioned to Bitcoin is fitting. In terms of financial 

intermediation, Bitcoin was argued to have the potential of overcoming credit risk, liquidity risk and operational 

risk associated with intermediaries. However, other risks were found to be associated with the Bitcoin system such 

as the security risk posed by a 51% attack and the risk of lost private keys. In terms of the money supply, Bitcoin 

follows a deterministic algorithmic inflation schedule in which coinbase rewards introduce additional Bitcoins into 

circulation. This coinbase reward follows a predefined scheme, which implies that supply can be almost perfectly 

anticipated. Thus, transitioning to Bitcoin would eliminate the role of the central bank in terms of governance and 

in printing money, eliminate the role of commercial banks in creating money through creation of loans and 

commercial banks would no longer have a role in providing credit nor be holding reserves at a central bank. While 

these are the theoretical implications of a full transition to Bitcoin, it was found that Bitcoin currently face no such 

prospects and currently has no real implications on neither financial intermediation, money supply or money 

creation of economic significance. 
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Concerning the third sub-question defined as “How does Bitcoin relate to traditional asset classes, and what are 

the implications of considering Bitcoin as part of a new asset class?”, it was discussed that several opinions exist 

concerning what exactly a cryptocurrency is. It was clarified that Bitcoin, from a finance perspective, shares 

aspects with both currencies and commodities, but was argued to be a currency albeit not performing well as one. 

The conceptually important implication that Bitcoin thus cannot be valued but only priced was thereby established, 

which is instrumental for the testable proposition of this paper. Despite this finding, the necessity and relevance 

of treating Bitcoin as part of a new asset class was established based on the fact that a majority of Bitcoin 

participants consider Bitcoin as an alternative investment vehicle. This underlined the appropriateness of 

investigating the properties of Bitcoin as an asset guided by a mean-variance approach. It can be concluded that in 

terms of return, variance, skewness and kurtosis, Bitcoin returns have differed significantly since 2011. In addition, 

Bitcoin remains significantly more volatile than traditional asset classes. Furthermore, Bitcoin was found to have 

low to no correlation with traditional asset classes such as equities, bonds, commodities and gold, which implies 

the potential of diversification. These findings suggest that cryptocurrencies might be an emerging asset class that 

has yet to stabilize. While a range of additional considerations, such as regulation, are relevant when considering 

Bitcoin as part of a new asset class, they were outside the scope of this paper. 

Concerning the fourth sub-question defined as “Can conventional finance theory explain Bitcoin prices or does 

behavioral finance provide a better alternative”, conclusions were obtained that contributed to guiding and 

justifying the development of a testable proposition concerning the predictive power of Twitter sentiment on 

Bitcoin prices. A range of conventional finance models were used to assess their ability to explain Bitcoin returns. 

It was concluded that conventional finance theory was unable to explain observed Bitcoin returns, which 

potentially is due to the assumption that the future is like the past and that other risk factors should be considered. 

Behavioral finance was argued to possess explanatory power, which repeals certain assumptions of conventional 

finance theories to incorporate a range of irrationalities, behavioral biases and the prevalence of sentiment. 

Sentiment reflects the general level of optimism among investors and the attitude towards a given asset, which 

thus reflects the crowd psychology. An important conclusion for the analyses of this paper concerns the fact that 

various Bitcoin participant groups can be identified with each having a distinct set of cognitive biases affecting 

Bitcoin related decisions. Importantly, it was established that a large group consists of speculators, gamblers and 

day traders, who are particularly likely to be affected by sentiment. It was furthermore concluded that Bitcoin 

shares some of the features, which have been found to make other securities more prone to be subject to sentiment 

effects. In investigating sentiment, it can be concluded that several sources can be used to represent market 

sentiment and that various methodologies can be employed for analysis. This paper primarily investigated studies 

that relied on a textual approach based on Twitter data, as this ultimately is the methodology employed for the 
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analyses. Despite being an emerging field of research, studies have found that sentiment in fact has predictive 

power in relation to Bitcoin prices. 

Concerning the fifth sub-question defined as “Can lexicon-based sentiment on Twitter be used as input in 

supervised learning models to predict Bitcoin price movements?”, a hypothesis was developed and tested based 

on more than 1.1 million Bitcoin-related tweets. The hypothesis was confirmed due to the statistical evidence from 

Table 8 and Table 10 where sentiment scores of two independent lexica are significant and because both the ADL, 

the logistic ADL and the neural network models had out-of-sample profits per Bitcoin traded per 6-hour interval 

that were between 120% and 150% higher than the ex-post benchmark model. Additionally, the volatility of the 

trading profits from the three supervised learning models was slightly lower than the ex-post benchmark model 

resulting in Sharpe ratios that were 126% to 157% higher than the ex-post benchmark model. Lexicon-based 

sentiment is, however, not deemed a strong predictor of price movements as the in-sample r-squared was only 

9.7%. Furthermore, the 6-hour, 4-hour, 30-minute, and 15-minute intervals were the only intervals out of 10 tested 

where sentiment scores were statistical significant, and the results are thus sensitive to the timespan of sentiment 

aggregation. Additionally, the results are not generalizable to future periods as the 31-day sample period 

experienced a price decrease of 28%, which is not representative for the history of Bitcoin returns and thus 

plausibly not for future Bitcoin returns either. Specifically, the price decrease has resulted in the models being 

biased to predict negative returns, which is likely to make the trading strategies unprofitable in rising markets. 
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Appendix 4 – Events Used in Event Studies 

Date Event type Classification Country Event 

12/19/2011 Market Positive US The Good Wife announced to air a Bitcoin-themed TV episode 

“Bitcoin for Dummies”, after which investors bet big on the show 

and drive prices to new highs. 

03/01/2012 Hacking Negative US Linode, an American privately owned virtual private server provider 

company, was Hacked. Over 46,000 BTC was stolen. 

08/17/2012 Crime Negative US Bitcoins Savings & Trust, halted payments, which turned out to be a 

Ponzi scheme. 

09/05/2012 Hacking Negative US Bitfloor, which was the fourth largest exchange dealing in US dollars, 

announced to be hacked. 24,000 BTC was stolen. 

03/12/2013 Tech. Negative - Bitcoin 0.8 caused a feather hard fork of Bitcoin. 

03/25/2013 Policy Positive CY& EU The tax haven Cyprus made a deal with the Europe to get €10 billion 

bailout, conditioning on levying large bank accounts. Many account 

holders and followers began buying Bitcoin, making Bitcoin double 

its price in 10 days. 

05/14/2013 Investigation Negative US The US Homeland Security Investigations (DHS) seized 

$2,915,507.40 from an account owned by a Mt. Gox subsidiary, with 

the warrant. 

06/29/2013 Policy Positive US The US Financial Crimes Enforcement Network (FinCEN), issued 

license to Mt. Gox, the largest Bitcoin exchange at that time. 

10/02/2013 Investigation Negative US The US FBI seized around 26,000 BTC from Silk Road, an online 

black market, during the arrest of its owner Ross William Ulbricht. 

10/23/2013 Hacking Negative AU Inputs.io, an Australian Bitcoin wallet provider, was hacked. 4100 

Bitcoins (worth over a million USD) was stolen. 

11/18/2013 Policy Positive US The US Senate held a hearing on Bitcoin. The general consensus is 

summed up by the director of the FinCEN “We want to operate in a 

way that does not hinder innovation" 

12/05/2013 Policy Negative CN The People’s Bank Of China (PBOC) declared prohibiting financial 

institutions from handling Bitcoin transactions, which led to a market 

panic. 

12/18/2013 Market Negative CN China’s biggest Bitcoin exchange at that time, BTCChina, announced 

to stop accepting deposits in RMB. 

01/08/2014 Policy Positive CN The Financial Services and the Treasury of Hong Kong addressed 

that “Hong Kong at present has no legislation directly regulating 

Bitcoin and other similar virtual currencies.” 

01/27/2014 Policy Negative RU The Russia Central Bank recommended that Russians and legal 

entities refrain from dealing with Bitcoins. 

02/07/2014 Hacking Negative - Mt. Gox, Bitstamp, and BTC-e all experienced a stoppage of trading 

due to massive DDoS attacks. 

02/24/2014 Hacking Negative JP Mt. Gox Closed. An alleged leaked internal document showed that 

over 744,000 BTC were lost by the company. 

03/07/2014 Policy Negative JP The Japanese government made a cabinet decision, prohibiting banks 

and securities companies from dealing Bitcoins. 

03/26/2014 Policy Negative US The US Internal Revenue Service (IRS) declared that Bitcoin is a 

property subject to tax. 

04/10/2014 Policy Negative CN The PBOC’s restrictions against Bitcoin finally pressured some 

Chinese banks to issue a deadline against several Bitcoin exchanges, 

requiring them to close their accounts by 4/15/2014. 

07/04/2014 Policy Negative EU The European Banking Authority (EBA) recommended that national 

supervisory authorities discourage financial institutions from dealing 

visual currencies. 

07/18/0014 Market Positive US Dell announced to accept Bitcoin. 

12/11/2014 Market Positive US Microsoft announced to accept Bitcoin. 
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01/04/2015 Hacking Negative LU Bitstamp’s operational hot wallets were hacked, and 18,866 BTC was 

stolen (roughly $5.2 million). 

01/26/2015 Market Positive US Coinbase Launched an US Licensed exchange. 

02/14/2015 Hacking Negative CN BTER, a Chinese top ranking Bitcoin exchange, was hacked. 7170 

BTC (roughly $2.1million) was stolen. 

06/03/2015 Policy Positive US New York State announced to release BitLicense application. 

08/01/2015 Investigation Negative JP Mark Karpeles, the CEO of the failed Bitcoin exchange Mt. Gox, was 

arrested in Japan on charges of fraud and embezzlement in relation 

to the collapse of Mt. Gox. 

08/15/0015 Tech. Negative - Bitcoin XT Fork Released and caused market fear. 

09/22/2015 Policy Positive US New York State Department of Financial Services (NYDFS) 

approved the first BitLicense application, to Circle Internet Financial. 

10/22/2015 Policy Positive EU European Court of Justice (ECJ), the highest court in Europe, ruled 

that Bitcoin is a payment method, not a property; buying and selling 

Bitcoin are tax-free. 

10/31/2015 Market Positive UK Bitcoin featured on the front page of the magazine The Economist. 

01/14/2016 Market Negative CH Mike Hearn, who had been heavily involved in the Bitcoin 

community since the beginning of Bitcoin, announced to quit Bitcoin. 

02/24/2016 Policy Positive JP Japanese legislators officially proposed virtual currencies to be 

payment methods. 

04/27/2016 Market Positive US Steam, a popular gaming platform, announced to accept Bitcoin. 

05/25/2016 Policy Positive JP Japan officially recognized Bitcoin and digital currencies as “means 

of payment that is not a legal currency”. 

08/02/2016 Hacking Negative CN Bitfinex was hacked, announcing that 119,756 BTC (around 72 

million) was stolen. 

11/29/2016 Policy Positive RU Russia’s Federal Tax Service stated that there is no legal prohibition 

of cryptocurrencies in a document. 

01/11/2017 Investigation Negative CN Chinese authorities announced plans to investigate Bitcoin 

exchanges. 

02/09/2017 Policy Negative CN Department of Business Administration of the PBOC stated four 

banning rules on the Bitcoin exchanges. Multiple Chinese Bitcoin 

exchanges delayed or paused Bitcoin withdraw services. 

03/10/2017 Policy Negative US The U.S. Securities and Exchange Commission (SEC) rejected the 

Winklevoss Bitcoin ETF application. 

03/24/2017 Policy Positive JP The Japans Financial Services Agency (FSA) announced that a new 

law will be implemented from April.1, 2017, which categorizes 

Bitcoin as a legal payment method. 

31/03/2017 Policy Positive JP Japan’s Bitcoin Law Goes Into Effect Tomorrow 

13/04/2017 Policy Negative RU Russian Central Banker: Bitcoin’s Legal Recognition Isn’t 

Guaranteed. 

07/07/2017 Policy Negative PO Polish Regulators Warn Banks and Consumers on Cryptocurrency 

Risks. 

02/08/2017 Policy Positive US Options Exchange CBOE to Launch Cryptocurrency Derivatives in 

2017. 

12/09/2017 Policy Negative US Bitcoin OTC Service Suspends Trading Citing China Pressure. 

13/11/2017 Policy Positive US CME CEO: Bitcoin Futures Could Begin Trading As Soon As 

December. 

01/12/2017 Policy Positive US CME, CBOE to Begin Bitcoin Futures Trading. 

04/12/2017 Policy Positive US CBOE to Begin Bitcoin Futures Trading December 10. 

Source: (Vidal-Tomás & Ibañes, 2018), (Feng, et al., 2017) 
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Appendix 5 – R-code: Retrieving Tweets Using the Twitter API 

Tweets were gathered using the Twitter Application Programming Interface (API). The R code below was run 3 

times per day for one month, resulting in a final dataset of 1,116,000 tweets. 

#----------------------------------------------------------------------------------------# 

#### Get Bitcoin related tweets using the Twitter API #### 

#----------------------------------------------------------------------------------------# 

 

#Tweets are downloaded using the twitteR package 

if(!require("twitteR")) install.packages("twitteR"); library("twitteR") 

 

#API keys and tokens are specified. 

consumerKey = "MwfIc4YZdGtFFylMUVFKYoGmE" 

consuemrSecret ="<<Jakob's secret key left out. Insert you own>>" 

accessToken = "2189862760-0bLvEQgo4nPQIptGTfc4LQPBCP6b8W219cSvwWS" 

accessTokenSecret = "<<Jakob's secret token left out. Insert you own>>" 

 

#Setup authorization 

setup_twitter_oauth(consumerKey, consuemrSecret, accessToken, accessTokenSecret) 

 

#Get the 12000 most recent tweets containing the words "bitcoin" and/or "btc" 

searchTerm = "bitcoin+btc" 

raw.tweets.12000 <- searchTwitter(searchTerm, n=nTweets, lang="en",retryOnRateLimit = 15) 

 

#Make the list of tweets into a data frame 

df = do.call("rbind", lapply(raw.tweets.12000, as.data.frame)) 

 

#The tweets are saved on a local server, and named "Bitcoin Tweets 12-03-2018 08-01-25 .csv" 

# if it is generated the 12th of March 2018 1 minute and 25 seconds past 8am.  

timestamp <- gsub(":","-",timestamp) 

write.csv(df,file=paste("Bitcoin Tweets",timestamp,".csv"),row.names=FALSE) 
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Appendix 6 – R-code: Script to Loop Through Saved Twitter Files to Assign Sentiment Scores 

During the month of data collection, the tweets were saved as csv files locally. The below code takes each of these 

93 csv files and performs 6 overall operations. First, it loads the data into R. Secondly, it cleans the data. A few 

data types are changed including the time variable, odd characters are removed, and so are tweets, which contain 

the words “bitcoin cash”, “bitcoin gold” and “bitcoin diamond”. Thirdly, the sentiment analysis function as 

specified in Appendix 7 is executed as well as the function that transforms the list into a data frame as specified in 

Appendix 9. Fourthly, each tweet is assigned to a five minute interval which is used when aggregating the tweets 

for time series analysis. Fifthly, the tweets are combined and duplicates are removed. As tweets were gathered 3 

times per day, there are overlaps whenever less than 12,000 Bitcoin related tweets are created in the last 8 hours. 

Sixthly, the memory is cleared as every matrix takes up more than 1.6 GB once the sentiment analysis is performed.  

#----------------------------------------------------------------------------------------# 

#### Loop through all Bitcoin tweets files in directory #### 

#----------------------------------------------------------------------------------------# 

#Get all file names in working directory which begins with "bitcoin tweets" 

listOfFiles <- dir("../Master's Thesis", pattern = "*Bitcoin Tweets", full.names = TRUE,             

                   ignore.case = TRUE)   

list <- as.list(listOfFiles) 

names(list) <- c(1:length(listOfFiles)) 

 

#Loop through the 93 csv files in directory and 1) load them into R, 2) Clean them, 3) Perform  

# the sentiment analysis on them, 4) Assign them to 5 minute intervals, 5) Combine them and   

# remove duplicates and 6) Clear memory (each file takes up ~1.6 GB memory) 

for (i in 1:length(list)) { 

  #1 LOAD TWEETS 

    #Extracting all file names in the specified directory (where the Twiiter CSV files are saved) 

    twitter.file.name[i] <- substring(listOfFiles[i],nchar("../Test/ "),nchar(listOfFiles[i])) 

    twitter.data.i <- read.csv(twitter.file.name[i],sep = ",") 

     

  #2 CLEAN TWEETS 

    #Change the tweet column from factor to a string 

    twitter.data.i$text <- as.character(twitter.data.i$text) 

 

    #identify tweets containing "bitcoin gold" and/or "bitcoin cash" and/or "bitcoin diamond" 

    twitter.data.i$remove <- grepl("bitcoin gold(?![a-zA-Z])|bitcoin cash(?![a-zA-Z])| 

           bitcoin diamond(?![a-zA-Z])", as.character(test.tweet),ignore.case = TRUE,perl = TRUE) 

    #Remove the identified tweets 

    twitter.data.i <- twitter.data.i[twitter.data.i$remove==FALSE,]      
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    #Remove odd characters (more data cleaning done in the sentiment function) 

    twitter.data.i$text = sapply(twitter.data.i$text, 

                                 function(row) iconv(row, "latin1", "ASCII", sub="")) 

    twitter.data.i$text = gsub("(f|ht)tp(s?)://(.*)[.][a-z]+", "", twitter.data.i$text)  

     

    #Change the "created" vector from factor to POSIXct type 

    dateAndTime <- t(as.data.frame(strsplit(as.character(twitter.data.i$created),' '))) 

    row.names(dateAndTime) = NULL 

    dateAndTime$datetime <- as.POSIXct(paste(dateAndTime$V1, dateAndTime$V2),  

                                       format = "%Y-%m-%d %H:%M:%S", tz = "UTC") 

    twitter.data.i$created <- dateAndTime$datetime 

       

  #3 PERFORM SENTIMENT ANALYSIS (see other appendices for the specific functions) 

    sentimentScores <- masterThesis_SentimentFunction(twitter.data.i$text,  

                                                      positive.lexicon, negative.lexicon) 

    twitter.sentiment.i <- masterThesis_TransformToDataFrameFunction(sentimentScores)  

   

  #4 ASSIGN TO 5-MIN PERIODS 

    #Add another row to the data and round it to the nearest 5-minute to match the BTC price data 

    chunk.df <- rbind(twitter.sentiment.i, twitter.sentiment.i[nrow(twitter.sentiment.i),]) 

    chunk.df$created[nrow(chunk.df)] <- chunk.df$created[nrow(chunk.df)]-10*60 

    chunk.df$created[nrow(chunk.df)] <- lubridate::floor_date(chunk.df$created[nrow(chunk.df)], 

                                                              "5 minutes")   

    #Create a vector with the 5 minute timestamps and add 5*60 seconds to make sure the timestamp     

    # is AFTER the tweet 

    chunk.df$timestamp5min <- as.POSIXct(cut(chunk.df$created,"5 min")) 

    chunk.df$timestamp5min <- chunk.df$timestamp5min + 5*60 

    #Assign timestamp to the original dataset and drop the artificially created last row 

    twitter.sentiment.i$timestamp5min <- chunk.df$timestamp5min[1:nrow(twitter.sentiment.i)]  

 

  #5 COMBINE FILES AND REMOVE DUPLICATE TWEETS 

    twitter.data.sentiment <- rbind(twitter.data.sentiment, twitter.sentiment.i) 

    twitter.data.sentiment <- distinct(twitter.data.sentiment)  

 

  #6 CLEAR MEMORY 

    rm(sentimentScores,chunk.df,dateAndTime,twitter.data.i) 

} 
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Appendix 7 – R-code: Sentiment Analysis Score Function 

The below code shows how each tweet is given a sentiment score. The sentiment analysis has five steps each 

indicated by a numbered comment in the code below. Fist, the used lexicons must be specified (comment 1). 

Secondly, the strings, i.e. the tweets, must be cleaned for odd characters and changed to all lowercase letters as 

this enables a fast and correct matching with the lexicons (comment 2). Thirdly, each tweet must be transformed 

into a vector where each item represents a word in the tweet as this enables matching with the words in the lexicon 

vectors (comment 3). Fourthly, the words in the tweet must be compared to each word in the lexicons to search 

for matches. The function thus takes each word and loops through the two lexicons to find a match. The final 

sentiment score is calculated as the number of positive matches less the number of negative matches (comment 4). 

Fifthly and finally, the scores are combined with the original tweets and transformed into a list (comment 5). 

The below code is specified for a binary lexicon with equal weighting like the BING lexicon. Only slight changes 

are necessary for using the valence adjusted AFINN lexicon and the 10-dimensional NRC lexicon, and these are 

left out for simplicity. 

#----------------------------------------------------------------------------------------# 

#### Specify sentiment analysis function and lexicons #### 

#----------------------------------------------------------------------------------------# 

if(!require("plyr")) install.packages("plyr"); library("plyr") 

if(!require("stringr")) install.packages("stringr"); library("stringr") 

 

#(1) Define lexicons used (the one listed below is the opinion lexicon of Hu and Liu) 

positive.lexicon = scan("C:/Users/jakob/Documents/Privat/CBS/Master’s Thesis/positive-words.txt",  

                         what="character", comment.char=";") 

negative.lexicon = scan("C:/Users/jakob/Documents/Privat/CBS/Master’s Thesis/negative-words.txt",  

                         what="character", comment.char=";") 

 

#Below is the core sentiment score function: 

#The function is inspired and partly copied from https://github.com/Twitter-Sentiment-Analysis 

masterThesis_SentimentFunction = function(tweets, positive.lexicon, negative.lexicon) 

{ 

  list=lapply(tweets, function(one.tweet, positive.lexicon, negative.lexicon) 

  { 

    #(2) Data cleaning 

    one.tweet = gsub("[[:punct:]]"," ",one.tweet)       #Remove punctuation 

    one.tweet = gsub("[[:cntrl:]]","",one.tweet)        #Remove control characters 

    one.tweet = gsub("\\d+","",one.tweet)               #Remove numbers (\d+ is regEx) 

    one.tweet = gsub("\n","",one.tweet)                 #Remove linebreaks (\n is regEx) 
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    one.tweet = tolower(one.tweet)                      #Changing to all lowercase letters 

 

    #(3) Data transformation to vector 

    word.list = str_split(one.tweet, "\\s+")            #Step 1/2: Taking each word and make list 

    words = unlist(word.list)                           #Step 2/2: Transform to character vector 

     

    #(4) Word Matching and sentiment scoring 

    positive.matches = match(words, positive.lexicon)   #Match positive (vector and pos.lexicon) 

    negative.matches = match(words, negative.lexicon)   #Match negative (vector and neg.lexicon) 

    positive.matches = !is.na(positive.matches)         #Change to match=TRUE, NA=FALSE 

    negative.matches = !is.na(negative.matches) 

    sum.positive.matches = sum(positive.matches)        #Sum up matches 

    sum.negative.matches = sum(negative.matches) 

    score = sum(positive.matches) - sum(negative.matches)     #Calculate sentiment score 

    list1=c(score, sum.positive.matches, sum.negative.matches)#Make vector of score and mathces 

    return (list1) 

  }, positive.lexicon, negative.lexicon)    

   

  #(5) Data transformation to output format 

  score_new=lapply(list, "[[", 1)                           #Take first coloumn from list 

  sum.positive.matches1=score=lapply(list, "[[", 2)         #Take second coloumn from list 

  sum.negative.matches1=score=lapply(list, "[[", 3)         #Take third coloumn from list 

  total.scores.df = data.frame(score= 

                        score_new, text=tweets)             #Make dataframe of score and tweets  

  total.positive.df = data.frame(Positive= 

                        sum.positive.matches1, text=tweets) #Make dataframe of positive matches 

  total.negative.df = data.frame(Negative= 

                        sum.negative.matches1, text=tweets) #Make dataframe of negative matches 

   

  #Combine above dataframe into a list of three elements (each element also containing the tweet) 

  list_df=list(total.scores.df, total.positive.df, total.negative.df) 

  return(list_df) 

} 
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Appendix 8 – R-code: Computing the Levenstein Distance 

The Below R code shows how the Levenstein distance is calculated between a tweet and its nearest temporal 

neighbor. The final similarity measure is called the Levenstein ratio and takes into account that shorter tweets are 

per definition more similar in terms of edits than longer tweets.  

#----------------------------------------------------------------------------------------# 

#### Levenstein Distance #### 

#----------------------------------------------------------------------------------------# 

     

#Remove Retweets as we already have information on this in the "retweetCount" column 

twitter.data.sentiment$retweetRemove <- grepl("RT @",as.character(twitter.data.sentiment$Tweet), 

                                                  ignore.case = TRUE,perl = TRUE) 

twitter.noRewteet <- twitter.data.sentiment[twitter.data.sentiment$retweetRemove=="FALSE",] 

     

#Levenstein Distance: order by date 

twitter.noRewteet <- twitter.noRewteet[order(twitter.noRewteet$created),] 

     

#Remove digits to identify price updating bots (numbers might differ, but it essentially still the 

same tweets) 

twitter.noRewteet$LevTweet = gsub("\\d+","",twitter.noRewteet$Tweet) 

     

#Calculate distance between two nearest neighbor tweets 

twitter.noRewteet$Levenstein <- numeric() 

for (i in 1:length(twitter.noRewteet$LevTweet)) { 

      twitter.noRewteet$Levenstein[i] <- adist(twitter.noRewteet$LevTweet[i], 

                                               twitter.noRewteet$LevTweet[i+1]) 

} 

     

#Compute length of tweet in terms of characters 

twitter.noRewteet$lengthOfTweet <- nchar(twitter.noRewteet$LevTweet) 

#Compute Levenstein Ratio to ensure that short tweets are not falsely removed 

twitter.noRewteet$LevensteinRatio <- twitter.noRewteet$Levenstein/twitter.noRewteet$lengthOfTweet 

     

#Identify tweets that are more than 95% similar 

twitter.noRewteet$BotTweet <- FALSE 

twitter.noRewteet$BotTweet[twitter.noRewteet$LevensteinRatio < 0.05] <- TRUE 
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Appendix 9 – R-code: Tweet Transformation Function 

The results from the sentiment analysis score function as shown in Appendix 7 is a list of three elements. For 

further analysis, it is inconvenient to work with the data in a list format, and the below code therefore transforms 

the input list into a data frame. The code is self-explanatory from the inserted comments, so no further explanation 

will follow. The output is a data frame with the following 8 columns: tweet, sentiment score, positive sentiment 

score, negative sentiment score, number of retweets, number of favorites, time of creation, and the username of 

whoever created it.  

#----------------------------------------------------------------------------------------# 

#### Make a function that takes the sentiment output list and produces a data frame 

#----------------------------------------------------------------------------------------# 

masterThesis_TransformToDataFrameFunction <- function(sentimentOutput) { 

  #Extracting each of the 3 elements from the list output of the sentimentAnalysisFunction 

  sentimentScores1=sentimentOutput[[1]] 

  sentimentScores2=sentimentOutput[[2]] 

  sentimentScores3=sentimentOutput[[3]] 

 

  #Creating three different data frames for Score, Positive and Negative 

  sentimentScores1$text=NULL                   #Remove text vector (the tweet) from score list 

  sentimentScores2$text=NULL                   #Remove text vector (the tweet) from positive list 

  sentimentScores3$text=NULL                   #Remove text vector (the tweet) from negative list 

  

  totalScore1=sentimentScores1[1,]             #Save final score result in vector totalScore1 

  totalScore2=sentimentScores2[1,]             #Save positive score result in vector totalScore2 

  totalScore3=sentimentScores3[1,]             #Save negative score result in vector totalScore3 

   

  score1=melt(totalScore1, ,var='Score')       #Extract result from vector and rename “Score” 

  positive2=melt(totalScore2, ,var='Positive') #Extract result from vector and rename “Positive” 

  negative3=melt(totalScore3, ,var='Negative') #Extract result from vector and rename “Negative” 

   

  score1['Score'] = NULL                       #Getting rid of the first column 

  positive2['Positive'] = NULL                 #Getting rid of the first column 

  negative3['Negative'] = NULL                 #Getting rid of the first column 

 

  #Creating 3 data frames - one for the positive and negative scores, and one for the sum (score) 

  table1 = data.frame(Text=sentimentOutput[[1]]$text, Score=score1) 

  table2 = data.frame(Text=sentimentOutput[[2]]$text, Score=positive2) 

  table3 = data.frame(Text=sentimentOutput[[3]]$text, Score=negative3) 
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  #The 3 data frames are now merged into one 

  twitter.data.sentiment=data.frame(Tweet=table1$Text, Score=table1$value,  

                                    Positive=table2$value, Negative=table3$value) 

  #Favorite and retweet count is added to the data table just like the timestamp and username is 

  twitter.data.sentiment$retweetCount <- twitter.data.i$retweetCount 

  twitter.data.sentiment$favoriteCount <- twitter.data.i$favoriteCount 

  twitter.data.sentiment$created <- twitter.data.i$created 

  twitter.data.sentiment$user <- twitter.data.i$screenName 

  return(twitter.data.sentiment) 

} 
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Appendix 10 – R-code: Aggregate Tweets in Time Intervals to Match Bitcoin Price Data 

The tweets are combined in 5-min intervals below. The same code applies for aggregating tweets in different time 

intervals. 

#----------------------------------------------------------------------------------------# 

#### Aggregate tweets in 5 minute intervals to match BTC price data #### 

#----------------------------------------------------------------------------------------# 

 

 

#Aggregate the tweets per every 5 minute interval and calculate average 

twitter.data.aggregate <- ddply(twitter.noRewteet, .(timestamp5min), summarize, 

                                  Volume = length(timestamp5min), 

                                  Favorite = mean(favoriteCount,na.rm = TRUE), 

                                  Retweet = mean(retweetCount,na.rm = TRUE), 

                                  AFINN = mean(afisent, na.rm = TRUE), 

                                  BING = mean(binsent, na.rm = TRUE), 

                                  NRC = mean(nrcsent, na.rm = TRUE), 

                                  Anger = mean(anger, na.rm = TRUE), 

                                  Anticipation = mean(anticipation, na.rm = TRUE), 

                                  Disgust = mean(disgust, na.rm = TRUE), 

                                  Fear = mean(fear, na.rm = TRUE), 

                                  Joy = mean(joy, na.rm = TRUE), 

                                  NegativeNRC = mean(negative, na.rm = TRUE), 

                                  PositiveNRC = mean(positive, na.rm = TRUE), 

                                  Sadness = mean(sadness, na.rm = TRUE), 

                                  Surprise = mean(surprise, na.rm = TRUE), 

                                  Trust = mean(trust, na.rm = TRUE)) 
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Appendix 11 – R-code: Tuning the Meta Parameters Using 5-Fold Cross Validation 

The below example is constructed for an ADL model. If using a logistic ADL, the family of models in the glmnet() 

function must be changed to binomial. Also, the final loop which compares predictions with true values must be 

updated to reflect a cutoff at 0.5 or Bayes optimal cutoff (both were employed). 

Tuning a neural network follows essentially the same steps, but in the end, the main differences when tuning a 

neural network is reported.  

#----------------------------------------------------------------------------------------# 

#### Tuning the ADL model using 5-fold cross validation loops  #### 

#----------------------------------------------------------------------------------------# 

#Create the folds to be used in the tuning process 

k <- 5 

#Folds are randomized, and the seed is set to ensure the same fold if re-testing is necessary 

set.seed(321) 

folds <- cut(1:nrow(df), breaks = k, labels = FALSE) 

folds <- sample(folds) 

 

 

#The meta parameters to be tested 

#First, the values for lambda is defined (200 different values tested) 

lseq <- function(from=3.261e-05, to=5.4400000, length.out=200) { 

  # logarithmic spaced sequence 

  exp(seq(log(from), log(to), length.out = length.out)) 

} 

#A dataframe of dimension 600x2 is created with the lambda and alpha values to be tested 

ADL.param <- expand.grid("lambda" = lseq(), "alpha" = c(0, 0.5, 1)) 

 

 

#Empty data frames for predictions and total profit is created 

predictions <- as.data.frame(matrix(NA, ncol = nrow(df), nrow = nrow(LADL.param))) 

totalProfit <- as.data.frame(matrix(NA, ncol = nrow(df), nrow = nrow(LADL.param))) 

#Initialize the data frame that collects the results 

results <- as.data.frame(matrix(NA, ncol = k, nrow = nrow(ADL.param))) 

 

 

# The below nested loop represents the tuning process used in this thesis. It loops over different 

number of nodes, i.e. lambda and alpha values. It tests 600 combinations of meta parameters over 5 

folds. Thereby 3000 models are tested. 

for(n in 1:nrow(ADL.param)){ 
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  # This is the cross-validation loop 

  for (i in 1:k) { 

    #Report status of tuning process: 

    if(n <= 600) message("Testing parameter", n, " of ", nrow(ADL.param), "(CV fold: ", i,")") 

    # Split data into training and validation 

    idx.val <- which(folds == i, arr.ind = TRUE) 

    cv.train <- df[-idx.val,] 

    cv.val <- df[idx.val,] 

     

    #Define Model Matrix 

    x <- model.matrix(dClose~dClose.1+dBING.1+dNRC.1, cv.train) 

    y <- cv.train$dClose 

     

    # Train the ADL model on the training set (If Logistic adl, family = “binomial”) 

    ADL.Regularization <- glmnet(x = x, y = y, family = "gaussian", standardize = TRUE,  

                                 alpha = ADL.param$alpha[n], nlambda = 100) 

     

    #Test the ADL model on the testing set 

    nx <- model.matrix(dClose~dClose.1+dBING.1+dNRC.1, cv.val) 

    yhat.val <- predict(ADL.Regularization, newx = nx, s=ADL.param$lambda[n],type="response") 

     

    # Calculate the profit by comparing profits to true values (called longResult) 

    cv.val$profit <- 0 

    cv.val$prediction <- yhat.val 

    for (j in 1:nrow(cv.val)){ 

      if (cv.val$prediction[j]>0) {cv.val$profit[j] <- cv.val$longResult[j]} 

      if (cv.val$prediction[j]<=0) {cv.val$profit[j] <- -cv.val$longResult[j]} 

      #Store predictions to be used later when measuring risk profile of trading strategy 

      column <- nrow(cv.val)*(i-1)+j 

      predictions[n,column] <- yhat.val[j] 

      totalProfit[n,column] <- cv.val$profit[j] 

    } 

    #Store results (profit to be used as ultimate performance measure) 

    results[n, i] <- mean(cv.val$profit) 

    #Storing the coefficients (to be reported in tables in the thesis) 

    Intercept1[n,i] <- coef(ADL.Regularization, s=ADL.param$lambda[n])[1] 

    Close[n,i] <- coef(ADL.Regularization, s=ADL.param$lambda[n])[3] 

    BING[n,i] <- coef(ADL.Regularization, s=ADL.param$lambda[n])[4] 

    NRC[n,i] <- coef(ADL.Regularization, s=ADL.param$lambda[n])[5] 

  } 

} 
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The concept above is representative for a neural network with the below change to the model 

specification and parameter candidate set. The neural network was trained both on a binary and on a 

continuous variable but performed best on the binary variable. Therefore, the model is specified with the 

binary variable below. 

# The meta parameters to be tested  

# Define Neural Net Decay 

  lseq <- function(from=0.00001, to=1, length.out=200) { 

    # logarithmic spaced sequence 

    exp(seq(log(from), log(to), length.out = length.out)) 

  } 

# Insert the decay and define 3, 6, and 9 as the number of neurons in the hidden layer to be tested 

in this master’s thesis  

nnet.param <- expand.grid("decay" = lseq(), "size" = c(3,6,9)) 

 

 

#Inside the cross-validation loop the following model specification should be applied: 

neuralnet <- nnet(Binary~dClose.1+dBING.1+dNRC.1, data = cv.train, # the data and formula used 

                   trace = FALSE, maxit = 100, # general options 

                   size = nnet.param$size[n], # the number of neurons in the model 

                   decay = nnet.param$decay[n]) #Weight decay is the regularization parameter  
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Appendix 12 – Reverse Relationships: Effect of Bitcoin Price on Sentiment 
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Appendix 13 – Autocorrelation Function (ACF) for All Time Intervals 

The ACF for the first difference of the Bitcoin closing price.  
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Appendix 14 – Regression Table for Lag of Sentiment Scores for 6-Hour Time-Interval 
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Appendix 15 – ADL Regression Tables for All Time Intervals 

The models are specified with the number of lags of the Bitcoin price as determined by the ARIMA modelling 

process as given in Table 7 
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Appendix 16 – QQ Plots of ADL Model Residuals 

The below graphs show the normality of residuals of the ADL models reported in Table 8 
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Appendix 17 – Distribution of Studentized Residuals for ADL Regression 5 

The below graph shows the distribution of studentized normalized residuals for regression 5 in Table 8. This is the 

regression used for further regularization and the input variables of dClose, dBING and dNRC are also the input 

variables used in the logistic ADL and in the neural network. 

Similar to the QQ plot included in the previous Appendix, the below graph confirms the normal distribution of 

residuals, but with slightly thick tails. 
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Appendix 18 – Correlations Between Lexica (6-Hour Time-Interval) 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

BING AFINN NRC Anger Anticipation Disgust Fear Joy Negative Positive Sadness Surprise Trust

BING 1 0.62 0.41 -0.04 0.09 -0.23 -0.28 0.18 -0.19 0.35 -0.31 -0.05 0.14

AFINN 0.62 1 0.46 -0.21 0.21 -0.2 -0.21 0.27 -0.28 0.34 -0.25 0.04 0.23

NRC 0.41 0.46 1 -0.27 0.25 -0.21 -0.26 0.41 -0.53 0.8 -0.32 0.08 0.41

Anger -0.04 -0.21 -0.27 1 0.09 0.34 0.42 0.06 0.65 0.14 0.3 0.26 0.02

Anticipation 0.09 0.21 0.25 0.09 1 0.11 0.24 0.5 0.11 0.37 0.13 0.36 0.42

Disgust -0.23 -0.2 -0.21 0.34 0.11 1 0.4 0.1 0.39 0.03 0.43 0.22 0.08

Fear -0.28 -0.21 -0.26 0.42 0.24 0.4 1 0.06 0.44 0.01 0.46 0.27 0.1

Joy 0.18 0.27 0.41 0.06 0.5 0.1 0.06 1 0.02 0.5 0.11 0.4 0.49

Negative -0.19 -0.28 -0.53 0.65 0.11 0.39 0.44 0.02 1 0.09 0.56 0.16 0.03

Positive 0.35 0.34 0.8 0.14 0.37 0.03 0.01 0.5 0.09 1 0.02 0.2 0.51

Sadness -0.31 -0.25 -0.32 0.3 0.13 0.43 0.46 0.11 0.56 0.02 1 0.24 0.06

Surprise -0.05 0.04 0.08 0.26 0.36 0.22 0.27 0.4 0.16 0.2 0.24 1 0.19

Trust 0.14 0.23 0.41 0.02 0.42 0.08 0.1 0.49 0.03 0.51 0.06 0.19 1
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Appendix 19 – Feature Selection Using LASSO (6-Hour ADL) 

Below, the average trading profit and feature selection using LASSO regression is reported. 

 

The below plots of the LASSO regularization clearly show how the lag of the BTC closing price and the positive 

emotion are the most important variables followed by lags of the BING and AFINN lexicons. As also highlighted 

in the table above, Sadness, Surprise, Negative, Joy and Anger, are not important. 

 

 

LASSO Feature Selection ADL

5-Fold Cross-Validation Maximum Out-of-Sample Profit
*

34.05$                   

Optimal Log Lambda (6.3584)                  

Coefficients

Intercept (0.0029)                  

d.Close.1 (0.0969)                  

d.BING.1 0.0122                   

d.AFINN.1 0.0078                   

d.Anger.1 -                         

d.Anticipation.1 0.0015                   

d.Disgust.1 0.0138                   

d.Joy.1 -                         

d.Fear.1 (0.0074)                  

d.Positive.1 0.0550                   

d.Negative.1 -                         

d.Surprise.1 -                         

d.Sadness.1 -                         

d.Trust.1 (0.0067)                  

*Maximum profit is found as a moving average over 10 observations. 

The profit for each observation is measured as the average of the profit over the five folds.

Optimal log of lambda is calculated as the average over the five folds and 10 observations



150 

 

Appendix 20 – Regularization of Logistic ADL Model (6-Hour) 
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Appendix 21 – Tuned Models Based on 10-Dimensional NRC Emotion Lexicon (6-Hour) 

The below table shows the results of a 5-fold cross validation tuning process of an ADL, a logistic ADL, and an 

artificial neural network with the input variables of lagged values of the Bitcoin price, and lags of the 10 emotions 

of anger, anticipation, disgust, fear, joy, positive, negative, surprise, sadness, and trust.  

ADL model based on 10-dimensional emotion lexicon: 

 

 

Logistic ADL model based on 10-dimensional emotion lexicon: 

 

 

Artificial neural network model based on 10-dimensional emotion lexicon: 

 

 

Metric ADL

5-Fold Cross-Validation Maximum Out-of-Sample Profit
*

40.11$                          

Optimal Alpha 0 (Ridge)

Optimal Log Lambda (1.5240)                        

*Maximum profit is found as a moving average over 10 observations to avoid errors from relying on a single observation. 

The profit for each observation is measured as the average of the profit over the five folds.

Optimal log of lambda and alpha is calculated as the average over the five folds and 10 observations

Metric Logistic ADL

5-Fold Cross-Validation Maximum Out-of-Sample Profit
*

41.52$                          

Optimal Alpha 1 (LASSO)

Optimal Log Lambda (6.1767)                        

*Maximum profit is found as a moving average over 10 observations to avoid errors from relying on a single observation. 

The profit for each observation is measured as the average of the profit over the five folds.

Optimal log of lambda and alpha is calculated as the average over the five folds and 10 observations

Metric Artificial Neural Network

5-Fold Cross-Validation Maximum Out-of-Sample Profit
*

38.19$                          

Number of Layers 3                                  

Optimal Number of Neurons in Hidden Layer 9                                  

Optimal Weight Decay 0.0429

*Maximum profit is calculated as a moving average over 10 observation to avoid errors from relying on a single observation 

The profit for each observation is measured as the average of the profit over the five folds

Weight decay is calculated as the average decay over these 10 observations. Models with 3, 6 and 9 neurons were tested for each decay value


