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Abstract 
 
Artificial Intelligence systems are getting better and better at understanding natural language. A 

significant part of understanding natural language lies within the domain of sentiment analysis. 

 

The outburst of user-generated content generated on social sites such as Facebook and Yelp can be 

mined and analysed for sentiment analysis. We perform sentiment analysis on review data from 

Yelp by comparing the traditional methods Naïve Bayes and Support Vector Machine classifiers, to 

the more contemporary AI technologies of Recurrent Neural Networks and Convolutional Neural 

Networks.  

 

We conduct our analysis based on our own methodology framework inspired by the CRISP model 

and the Design Science Research approach. Thus, we develop the machine learning models based 

on the knowledge we gain from the theoretical grounding and base the findings on our 

interpretations of the results. 

 

We find that the neural network-based models are far superior to the traditional methods on this 

problem. We believe that this is due to the informal and non-linear nature of the reviews, making it 

difficult for the traditional methods without a significant amount of feature engineering. The neural 

networks, however, are non-linear models that are able to find patterns in the data themselves, 

thus enabling them to classify the sentiment accurately. 

 

Thus, in a business situation, where the data consist of non-linear text, the neural networks would 

be the preferred models as they perform the best compared to the traditional ones.  
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1.0 Introduction 

In the 21st century, we have witnessed a huge growth in the field of Artificial Intelligence (AI). In 

both media and in the implementation of it in businesses around the world, AI’s are aiding humans 

in several industries and fields of work (Kosner, 2015). 

 

Although AI is really trending right now, it is not at all a new concept. Back in 1637, French 

philosopher and mathematician René Descartes wrote about the possibility of machines being built 

to imitate animals or even humans (Descartes, 1912). In the year 1950, after the first computer was 

invented, British mathematician Alan Turing wrote about the possibility of computers being able to 

think and have conversations with humans. He proposed ‘The imitation game’, which was a game 

with the goal of testing whether a machine was a human or not. The test is also known as the ‘Turing 

test’ (Turing, 1950). 

 

Today, AI systems are everywhere around us, and we interact with them daily through our 

smartphones and laptops. Virtual assistants that aid us through our daily lives are a great example 

of this. These AI assistants need to ‘understand’ and reply to the user (IBM, 2018). A prerequisite 

for an AI to understand a human is its ability to process language, and a part of natural language 

processing is the ability for the AI to understand sentiment (Goldberg, 2016). We, as humans, have 

always been interested in what other people think of us and what we do. We use other people’s 

opinions to define the state of things and as feedback to do better (Pang & Lee, 2008).  

  

Since the Internet was introduced, the web has been through technological developments, which 

has led to the opportunity of having social platforms. These online forums give people the possibility 

of expressing and sharing feelings and thoughts about specific companies and/or their 

products/services. Social media can be defined as: “a group of Internet-based applications that build 

on the ideological and technological foundations of Web 2.0 and allow the creation and exchange 

of User Generated Content” (Kaplan & Haenlein, 2010, p. 61). This also results in a big change in the 

communication between companies and customers from being a “one-way-communication” via 

conventional marketing channels like commercials on TV, Magazines, and Radio to now being a 

“two-way-communication”. Customers are continuously ignoring conventional online marketing, 
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such as banners and e-mails. This is perceived as spam, why customers look for other customer-

generated content, which can seem more relatable and reliable because “people trust their friends 

and other internet users more than companies” (Tsimonis & Dimitriadis, 2014, p. 331). Social media 

is a ”powerful source of ‘word of mouth’ communication” (Lim, Chung & Weaver, 2012, p. 197) and, 

therefore, companies need to acknowledge the two-way communication to maintain a good 

customer relationship. The user-generated content gives companies the opportunity to monitor 

messages and comments on a regular basis in order to utilize the feedback for improvements, as 

well as product- and brand development (Lim, Chung & Weaver, 2012). 

  

This also leads to the reason of why text, as communication between people, is so important. When 

people communicate on the Internet via personal web pages, blog postings, Facebook status 

updates, Twitter feeds, Yelp reviews etc., it is usually via text and it generates a big amount of data. 

To understand the customer feedback, the text itself has to be understood. However, in some cases, 

customer behaviour and attitudes generate data via five-star ratings and click-through patterns. 

Therefore, it is important to look at the text and the potential of converting it into a meaningful 

form without forgetting that companies have to read what has been written for them in order to 

actually “listen to the customer” (Provost & Fawcett, 2013). 

  

This is probably why many companies are using sentiment analysis. Customers have an important 

voice on social media, if not greater than the brands themselves, which can challenge and create 

dilemmas for businesses. For digital marketing, it is not affordable to ignore the consumer-

generated content about services, brands and products. Sentiment analysis creates the opportunity 

to track, analyse and evaluate what the consumer thinks and feels, so marketers can regain feedback 

in a timely manner (Dhaou, Webster & Tan, 2017). Using manual techniques for analysing all the 

reviews and afterwards combining them for proper business decisions, the millions of reviews also 

make it hard to control the knowledge (Khan, Ali, Khalid & Khan, 2016). The knowledge gained from 

sentiment analysis can be used for improvements and profits for businesses, thus it also has an 

impact on strategy development and decision-making (Doan & Kalita, 2016). Therefore, it has an 

effect on many businesses all around the globe: “The immoderate use of internet by business 
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organizations all around the globe has noticed that opinionated web text has moulded our business 

plays and socio-economic systems” (Singh, Singh & Singh, 2017, p. 1). 

 

As mentioned above, the textual data, which is generated by Internet users, exists in large amounts. 

The sentiment of these texts can be analysed with machine learning algorithms. Sentiment analysis 

is the analysis of the contextual polarity of text, meaning that the analysis can determine whether 

a text is negative, neutral or positive. It can be defined as: 

 

a type of subjectivity analysis that identifies positive and negative opinions, emotions, 

and evaluations expressed in natural language (…) The most tasks of sentiment analysis are 

sentiment extraction, sentiment classification, sentiment retrieval and reporting to decision makers” 

(Micu, Micu, Geru & Lixandroiu., 2018, p. 1095). 

 

The field of sentiment analysis with machine learning has been researched thoroughly, and many 

different algorithms have been tried with different levels of success. Based on a review of related 

work, the mostly used algorithms are Naïve Bayes and Support Vector Machines (Salinca, 2015; 

Doan & Kalita, 2016; Lee & Ross, 2015; Pang, Lee, & Vaithyanathan, 2002; Xu, Wu, & Wang, 2014; 

Singh, Singh, & Singh, 2017; Tripathy, Agrawal, & Rath, 2016; Wawre & Deshmukh, 2016; Dhaoui, 

Webster, & Tan, 2017). Artificial neural networks have also been researched in this field, and based 

on related work, the types of networks which have been used most are RNNs (Hassan, 2017; Yu & 

Chang, 2015) and Convolutional Neural Networks (Stojanovski, Strezoski, Madjarov, & Dimitrovski, 

2015; Zhang, Zou & Gan, 2018; Santos & Gatti, 2014; Kim, 2014; Lai, Xu, Liu, & Zhao, 2015; Salinca, 

2017). Both Naïve Bayes and support vector machines, as well as neural networks, are approaches 

with wide varieties of text pre-processing. This leads us to believe that the way models are built, is 

very dependent on the data being analysed and the problem being solved. However, most papers 

on neural networks focus more on merely exploring within this field, while referencing to other 

papers that have done analysis on the same data previously. This motivates us to do a direct 

comparison of the most used, of what we call traditional methods (Naïve Bayes and Support Vector 

Machines), with artificial neural networks. We conduct our comparison on a dataset provided by 

Yelp. This dataset contains approximately 5.2 million reviews of businesses in different industries. 
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The reviews in this dataset are of very informal language. The fact that the text is of ‘social media’ 

nature, makes it particularly interesting, because of the ambiguous nature of slang and informal 

written language. We are motivated to explore how the different algorithms compare when dealing 

with this type of text, as it may influence how close, or how far apart the outcomes will be. This is 

particularly important, when managers need to make decisions based on these outcomes. 

Therefore, the motivation for this thesis is how the performance of these machine learning 

algorithms could potentially help managers make decisions based on the data. Based on this we 

have developed the following research question: 

 

How do artificial neural networks and traditional machine learning algorithms 

comparatively perform when trained on reviews, and what are the implications for associated 

data driven decision-making?    

 

The goal for the thesis is to develop various machine learning models with inspiration from the 

literature and understand how they operate in order to compare them. After comparison, their 

performance will be assessed from a data science and business perspective, in order to discuss how 

the models would be useful in data driven decision-making. 

 

This thesis will contribute to the field of sentiment analysis and machine learning in two ways. For 

academia, we contribute to the body of knowledge with a comparison of various machine learning 

models; especially how contemporary models compare against the traditional models. For practice, 

we contribute with our documentation of how we built the models, as well as the pre-processing 

needed for sentiment analysis. In our discussion, we interpret and discuss the results of the models 

from a business perspective in order to understand their relevance in potential real-world scenarios. 
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1.1 Reading guide 

In chapter 1 we introduce our motivation for doing sentiment analysis on Yelp reviews as well as 

presenting the research question, and how we intend to answer it.  

 

In chapter 2, we explain our methodological approach based on the pragmatic paradigm. Here, the 

‘Design Science Research’ methodology and the data mining methodology framework ‘CRISP’ are 

explained and combined to a new methodology framework, which shapes the rest of the thesis.  

 

In chapter 3, we present the theoretical grounding for the thesis. We explore related work by 

reviewing literature on the subject of sentiment analysis in order to gain more insight on traditional 

machine learning methods and neural network-based models. Next, we cover theoretical concepts 

such as big data, machine learning and sentiment analysis. Additionally, we explain concepts of 

different text pre-processing methods for preparing text. Moreover, we explain sparse text 

representation with the Bag of Words and TF-IDF approaches, as well as dense representations with 

word-embeddings. In the last part of chapter 3, we look at the intuition behind Naïve Bayes and 

Support Vector Machines, as well as the neural networks, which we use for the analysis.  

 

Chapter 4 constitutes the main analysis part of the thesis, where we gain an understanding of the 

dataset and what it consists of. Furthermore, we explain how we process the data, and how the 

data is prepared for modelling. In this section, the pre-processing steps for both traditional machine 

learning and neural networks are described. We proceed to show how the models are built and how 

to train them on the data, as well as how the different models can be tuned for optimization.  

 

In chapter 5, the results from the best performing models are presented and evaluated. We will 

assess the models individually to interpret why they perform as they do on the data and proceed to 

compare them by presenting samples from the test data, to gain an understanding of how the 

models are performing in practice.  

 

In chapter 6, we continue to discuss the business implications in terms of data-driven decision-

making and the delimitations in relation to our findings. 
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In chapter 7, we provide a conclusion where we will answer the research question, by assessing 

what we have achieved throughout the thesis. 
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2.0 Methodology 

2.1 Research design 

Research design is the way of systematically looking into how knowledge is being generated, 

justified and applied in the society. By using a research design this leads the way of asking the 

relevant and critical questions to the knowledge gained, and not ‘just’ making people 

knowledgeable, but actually making people ‘knowledge workers’ (Holm, 2011). 

 

As there are different research designs, there is not just one theoretical doctrine of research science, 

but rather different ways of approaching research questions (Holm, 2011). The different “schools of 

research science” are often disagreeing on how to make the right approach, but sometimes also 

complement each other. There are both insights and limitations to each ‘school’, and the research 

design needs to be selected with the re-elections of what the research question is, and how this is 

best answered. The research design will form a way of procedures, techniques, and instruments 

used in a systematic approach to gain knowledge. 

 

For this study, the research model employed will be based on elements from the academic 

research methodology ‘Design Science Research’, which has its roots within the pragmatic paradigm 

(Hevner, 2007). Additionally, due to the data scientific nature of this paper, the research model 

applied will be combined with the data mining methodology framework ‘CRISP’, in order 

to combine an academic research methodology with a more practice-oriented data scientific 

methodology. Both will be addressed in the following sections. 

 

Paradigm 

For any research, an underlying paradigm exists, which guides how the research should be designed. 

A paradigm is the fundamental way of viewing the subject matter of the research. This directly 

affects every aspect of research in terms of what to study, how to study it and how to interpret the 

results (Ritzer, 2004). 

 

In the late nineteenth century, Charles Peirce introduced pragmatism as an alternative to positivism, 

since positivism mainly served the purpose of testing the validity of theories, rather than concern 
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itself with their actual usefulness. Peirce said that neither induction nor deduction is good for 

initiating theory. Instead he proposed abduction, a mixture of both, which states that when 

generating knowledge, you need to combine both existing knowledge with occurring observations. 

Essentially pragmatism acknowledged empiricism by reconciling it with rationalism, thus, saying 

that knowing and doing are inseparable when conducting scientific discovery (Van de Ven, 2007). 

 

Research model 

Within the field of information systems research, which revolves around technology and business, 

several research models exist. However, when research specifically revolves around the 

development of IT products, a design and creation strategy is usually applied. These products, or 

artefacts as the theory calls them, can either be constructs, models, methods, instantiations or any 

combination of these. However, following a design and creation research strategy is not simply 

showing technical skill by developing an artefact, as in a development project. In order for an 

exploration of the possibilities of a digital project to be regarded as a research project, it must rely 

on analysis, evaluation or any other academic qualities. In some way, the project has to contribute 

with knowledge rather than an IT artefact alone (Oates, 2006). 

 

A structured design and creation method, from which this paper will use elements of, is the Design 

Science Research methodology. As described above, the goal of this methodology, when applied to 

technology and business, is to create and evaluate IT artefacts intended to aid in organizational 

problems. Thus, ”Design science research addresses research through building and evaluation of 

artefacts designed to meet the identified business need” (Hevner, March, Park & Ram, 2004, pp.79-

80). It is important to understand that design is both a process and a product; a set of activities and 

an artefact. Therefore, the development of the artefact is split into both a development phase and 

an evaluation phase. These phases are not completed in a ‘waterfall-like’ process, but rather in an 

iterative process of building, evaluating and optimizing. As mentioned in the above, these phases 

have to be informed through academic qualities. Thus, both phases have to be founded on a 

knowledge base consisting of theories, models, methods etc. located in the existing literature and 

previous works (Hevner, March, Park & Ram, 2004). 
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Figure 1 - Information Systems Research Frame (Hevner, March, Park & Ram, 2004, p. 80) 

For the artefact development, existing models are particularly relevant, while for the artefact 

evaluation phase, computational or mathematical methods are used to evaluate the artefact in 

terms of quality or effectiveness. The goal of this is to maintain a rigorous development phase which 

is theoretically grounded. In addition to this, the research also needs to be relevant, meaning that 

researchers should ensure that the developed artefact, in fact, aid in fulfilling a business need. 

Depending on the subject matter, ensuring an artefact’s relevance can mean both matching it with 

specific people, organizational processes or technological capabilities (Hevner, March, Park & Ram, 

2004). 

 

For a research project to be done entirely using the Design Science Research methodology, the 

relevance, rigor and development cycles all have to be clearly distinct and play an important role in 

the final artefact. This is done in order to insure both its theoretical grounding and its successful 

implementation in the environment, from which the latter usually requires some type of field work 

(Hevner, 2007). Due to this paper having its focus on the development and comparison of machine 

learning models, the relevance cycle will not be addressed through field work, since it is not within 

the scope of this study to answer how to implement these models into existing information systems. 
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The business relevance of the developed models will, however, be discussed in the discussion 

chapter. 

 

Since the goal of this thesis is to examine different implementations of machine learning algorithms 

for sentiment analysis, the problem at hand might also seem very suitable for a rationalistic 

experiment. However, by opting for a pragmatic approach, we avoid being narrowed down to judge 

only by the facts presented by the mathematical evaluations and recognize that interpretation of 

the results from the models might ultimately improve our understanding. In addition, we are not 

limiting ourselves to discuss the results from a “did they work” perspective, but as also from a “how 

is it useful” perspective, since this is ultimately the focus of the pragmatic view (Van de Ven, 2007). 

As will also be made apparent in the next section on the CRISP framework, the designing and 

building of machine learning models, or artefacts, has an element of experimentation by its design, 

since it has a similar loop of iterations as the design science methodology. Thus, experimentation is 

simply a foundational element of design, which according to pragmatism and design science, is done 

on the basis of both existing knowledge, and knowledge gathered throughout the process. As also 

previously mentioned, depending on the artefact being developed, this evaluation phase can exist 

of both experiments or case studies in order to evaluate the performance of the artefact (Oates, 

2006). 

 

The study presented in this paper will primarily follow the structure of the CRISP model, which will 

be presented later, but as the design of artefacts is usually done with the goal of being problem-

solving, the iterative steps of design science research is broadly the same as will be presented by 

the CRISP model. The parts of the model previously described will usually be conducted in the 

following manner; Initially an awareness of an interesting problem is created, for instance, through 

the study of literature, or as a result of developments within a certain industry (Oates, 2006). In this 

case, as has already been mentioned in the introduction and as will be outlined in the literature 

review section, the problem statement in this paper derives from the fact that the field of data 

science has become very interesting due to advances in technologies related to AI, combined with 

the fact that we found a surprising lack of literature directly comparing these contemporary 

methods with the methods traditionally used. The following steps involve suggesting a solution, 
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development and evaluation. The development and evaluation steps conducted in this paper are 

well explained by the CRISP model, while the preceding suggestion phase is where a review of 

existing knowledge is needed, in order to develop a conceptual idea of how to develop the artefact 

(Oates, 2006). 

 

Literature review 

As outlined by the research design methodology, a build-up of knowledge based on the already 

existing knowledge is a requirement for building artefacts. The method applied in this thesis is a 

literature review of selected literature in order to synthesize both the underlying theory of how to 

accomplish it, as well as prior solutions to sentiment analysis. 

 

Since the literature review is not the research method used to answer our research question, it is 

regarded as secondary research, as opposed to the actual artefacts development, which serves as 

the primary research. Furthermore, our literature review will not serve to generate new knowledge, 

distinguishing itself from the primary research, by being summative in its nature, thus, only 

providing the foundation of knowledge for our model building and evaluation, which will serve to 

answer the problem statement. 

 

Literature reviews can of course be conducted in various ways, but the systematic variant followed 

in this paper is structured as follows: The first stage is to have a problem statement that will lead to 

meaningful research. Based on this, the second stage is to determine, which type as well as which 

sources to literature are best suited to aid the process of answering the research question. For the 

topic of this thesis, a vast amount of research already exists, making published literature in the form 

of research papers, as well as books, of particular interest. For the building of the actual models, 

online resources such as blogs or posts might also present valuable information. Online databases 

such as Libsearch and Google Scholar provide a good basis for locating such articles and books, and 

especially for the latter, simple Google searches would be needed. In addition to the database driven 

searches, references in the discovered literature are also a good source to literature. This is also 

referred to as snowballing. In this paper, we have used this extensively, however, in several cases, 
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referenced work have been either difficult or impossible for us to locate or access, which has been 

a smaller limitation of our literature review. 

 

The aforementioned searching through databases, is the third step of a systematic literature review 

and also represents a selection process, where discovered literature is assessed for its quality in 

relation to the problem area. This, of course, requires a lot of abstract reading and article skimming, 

but results in a collection of literature for the final step. In this step the relevant aspects are 

synthesized into findings, which in this paper will act as a summarization of how sentiment analysis 

has previously been done, thus forming a foundation of knowledge for our model building selections 

(Rousseau, 2012). 

 

2.2 Methodology Framework 

Data mining involves both science and technology, but it is still important to master the whole 

process as well. This process has an iterative structure, which shall provide repeatability, consistency 

and objectiveness. This is shown in the “Cross Industry Standard Process” figure, as seen below. 

 

 

Figure 2 - The CRISP data mining process (Provost & Fawcett, 2013, p. 27) 

 



   

Page 17 of 124 
 

Provost and Fawcett describes the “CRISP process” as following: 

This process diagram makes explicit the fact that iteration is the rule rather than the 

exception. Going through the process once without having solved the problem is, generally speaking, 

not a failure. Often the entire process is an exploration of the data, and after the first iteration the 

data science team knows much more. The next iteration can be much more well-informed (Provost 

& Fawcett, 2013, p. 27). 

 

In detailed steps, the CRISP process is the following: 

 

Business Understanding 

The first step is to understand the potential business problem that is going to be solved. Looking 

directly at the data before understanding the demands of the business would not generate any 

valuable insight. As opposed to a classic waterfall approach, the business understanding, and data 

understanding are heavily dependent on each other, as one might change the other and vice versa 

(Provost & Fawcett, 2013).  

 

Data Understanding 

The data structure and potential information is examined to understand its strengths and 

limitations. Data is often either collected with an explicit purpose, or as a bi-product of how people 

interact on the Internet. In either case, understanding the data and how to use it, can pose a 

challenge and is dependent on the context of the business understanding, as business sets the 

demands (Provost & Fawcett, 2013).  

 

Data Preparation 

When receiving the data, it often requires some preparation in order to make it usable. The raw 

data is manipulated and transformed into a different form, in order to solve the business problem. 

This involves removing irrelevant and noisy data that does not provide any value in solving the 

problem at hand. During this phase, the data understanding gradually improves (Provost & Fawcett, 

2013).  
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Modelling 

The prepared data is used to build the different models, which are used for analysis. These models 

are the different machine learning algorithms built around the problem that needs solving (Provost 

& Fawcett, 2013). When modelling, it will be evident if the preparation done in the previous step is 

sufficient. Thus, pre-processing and modelling are highly dependent on each other.  

 

Evaluation 

The data mining results need to be assessed to ensure validity and reliability. It is possible to deploy 

models directly after getting results, but it will be both cheaper and safer to test and evaluate the 

models first. Another purpose of the evaluation stage is to ensure that the model still helps achieve 

solving the original business problem. This may be both qualitative and quantitative measures of 

the model, to see if it will gain more benefit than damage (Provost & Fawcett, 2013). 

 

Deployment 

When the model has achieved the desirable performance, the model can be deployed into business. 

Even though deployment is not successful, the model’s faults can be assessed through the use of it 

in practice. Thus, the CRISP model is an iterative process, and the deployment still gives more 

insight, which can be used to improve the model. It is important to look at the whole CRISP process 

as an experimental and iterative process. This is described by Provost and Fawcett (2013, p. 34) as: 

 

In practice, there should be shortcuts back from each stage to each prior one because 

the process always retains some exploratory aspects, and a project should be flexible enough to 

revisit prior steps based on discoveries made (Provost & Fawcett, 2013, p. 34). 

 

Methodology framework 

Combining the selected elements of the design science methodology with the CRISP model, we get 

a similarly structured three-phased methodology for this thesis. As already addressed, this study 

should not be regarded as an example of Design Science Research, which seeks to successfully 

implement developed artefacts. Rather, it should be regarded as a data science project, which seeks 
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to explore and compare machine learning models in a combination with academic qualities of the 

pragmatic design science research model. The framework employed in this paper is pictured below. 

 

 

Figure 3 - Methodology framework 

 

As depicted in our model, the analysis, which is based on the steps from the CRISP model, is going 

to be supported by two knowledge-gathering steps. The first is the business relevance of doing a 

study within this field and topic. Thus, this part acts like a motivation, and is mainly addressed in the 

introduction. As previously mentioned, the findings and discussion sections will, of course, revisit 

the business relevance in the light of these. Next, is the applicable knowledge step, which seeks to 

root the analysis in the previous research and the existing knowledge within the field, as well as a 

theoretical understanding of the algorithms underlying each selected model for development. Thus, 

this part serves as the theoretical grounding of the analysis. Combined, these two elements serve 

to expand the analysis with elements derived from Design Science Research, thus rooting the 

development in an understanding of machine learning and sentiment analysis from both a business 

and a technical perspective. 

 

As described, the theoretical grounding is a result of a review of selected literature. This review of 

previous works will act as an evidence on how sentiment analysis has been done in the past, as well 

as how well different models have performed. This part will also act as a guide for which models we 

should be developing. For the in-depth understanding of each selected machine learning algorithm, 
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the review will extend to books that cover the algorithms on a deeper level than the reviewed 

relevant work. 

 

After conducting the literature review and building up a knowledge base, we will enter the iterative 

process of preparing data, building and evaluating models, ultimately building and optimizing each 

model that we selected in the literature review. As described in the Design Science Research section, 

this design cycle will also require expanding the knowledge base further in order to optimize the 

initial design, since new questions might arise during the design phase. Thus, the preliminary 

literature review cannot act as the entire knowledge base, but will provide the foundation for each 

model. 

 

The final phase is the model selection phase, which aims to compare the collected results of each 

developed model. Due to our choice of a pragmatic approach, this comparison will not only be based 

on the accuracies and other mathematical measurements, but also an attempt to interpret the 

results and differences from a more interpretive angle. This includes analysing sentences that 

caused models to differentiate, as well as a discussion of which results are desirable for a model to 

be considered business relevant. 
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3.0 Theoretical grounding 

As described in the methodology section, the first step of designing our artefacts is to both 

understand the topic from a business perspective, but also to synthesize some of the already 

existing knowledge within the field. The following sections serve to synthesize knowledge of 

machine learning and its applications within the field of sentiment analysis, while the business 

perspective was motivated in the introduction. 

 

As mentioned in our methodology framework, our theoretical grounding will be based on a 

literature review, which will first consist of a review and overview of related work, in order for us to 

get an understanding of which models have been implemented in the past, and how they performed 

in comparison. We do this because numerous machine learning models exist, and to test all of them, 

including their variations, would be a very extensive task. Studies that have tested larger amounts 

of machine learning classification models exist, thus providing some guidance towards which 

models can be expected to perform well on average. As an example, one study evaluated 179 

classifiers arising from 17 model families and tested each on 121 different data sets and found that 

even though top averagely performing classifier algorithms can be identified, different algorithms 

perform better on some datasets rather than others (Fernádez-Delgado, M., Cernadas, E., Barro, S., 

& Amorim, D., 2014). Discovering this, they refer to the ‘No-Free-Lunch theorem’, which states that 

any two optimization algorithms are equivalent when averaged across all possible problems, thus 

indicating that for any given problem, multiple algorithms would have to be tested in order to 

determine the better one. 

 

In terms of finding a universal best algorithm, their work does however provide valuable insight. On 

average, across all datasets, the decision tree ensemble method ‘Random Forest’ performs best 

with an average accuracy of 82%. However, this score has to be seen in contrast to the maximum 

average accuracy of 86.9%, which is calculated across all algorithms they test, indicating that for 

several datasets, Random Forest was not the better performing algorithm. A better take from their 

work in terms of generalizability is that both Random Forest and Support Vector Machines have all 

of their variants represented in the top 25 algorithms, indicating that these should at least provide 

near best results on a given problem. Neural networks are well performing and get a third place in 
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their comparison (Fernádez-Delgado, M., Cernadas, E., Barro, S., & Amorim, D., 2014). In terms of 

neural networks, it is however worth noting that the variants tested in their paper are mostly the 

variant known as Multi-Layer Perceptron. Other variants as well as their relevance for sentiment 

classification will be discussed in the section on neural networks. 

 

3.1 Related work 

In this section, we will report our findings based on a review of related work in which traditional 

machine learning methods or neural network-based models have been applied to classify 

sentiment. As mentioned, this section serves to act as the foundation for which models and methods 

to be applied in the development phase of this thesis. Thus, most of the information presented in 

this section has not been presented on a theoretical level yet. Selected models and methods from 

this section will however be presented on a deeper level in the following sections of this chapter. 
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In the tables above, we have summarized each reviewed paper dealing with sentiment analysis, 

using different models and datasets (see tables 1 & 2). One of the instant observations that we make 

by looking at the summarized table of findings is that certain algorithms are particularly reoccurring, 

thus these must be amongst the most suited models within the sentiment classification area of 

natural language processing. Naïve Bayes (NB), Support Vector Machines (SVM) or Convolutional 

Neural Networks (CNN) are either used or referenced in every paper reviewed. Papers that compare 

multiple methods confirm the assumption that these models are most suited. Either one of the three 

models, or another neural network type known as Recurrent Neural Network (RNN) with Long Short-

Term Memory (LSTM), is usually providing the best results. In the following sections, we will refer 

to non-neural network models as traditional models, since these have a long history within the area 

of natural language processing, as opposed to neural networks, which only recently became popular 

within this field (Goldberg, 2016; Singh, Singh, & Singh, 2017). 

 

Six of the reviewed papers working with traditional models found that either Naïve Bayes or SVM 

provided the best results on their datasets when compared with other traditional machine learning 

methods. Lee & Ross, Xu, Wu, & Wang (2015) and Wawre & Deshmukh (2014) found that Naïve 

Bayes outperformed SVM, while Pang, Lee, & Vaithyanathan (2002) outperformed Naïve Bayes with 

SVM. Parmer, Bhanderi & Shah (2014) did not test their SVM against Naïve Bayes but found that it 

outperformed the Decision Tree ensemble method Random Forest. Lastly, Salinca (2015) found that 

SVM and Stochastic Gradient Decent, a method also used in the training of neural networks, but in 

this case used as a classifier, performed equally, however both outperformed Naïve Bayes. 

 

Based on the above, the best performing algorithm of the two; Naïve Bayes and SVM, is not 

consistent across papers applying them. Lee & Ross (2015) outperformed SVM while Salinca (2015) 

outperformed Naïve Bayes, both on the Yelp dataset. The two papers cannot be compared that 

easily, however, since Lee & Ross (2015) tried predicting if a review was 1, 2, 3, 4 or 5 stars, while 

Salinca (2015) only tried predicting whether a review was positive or negative, and thus pooled 1, 2 

star reviews and 4, 5 star reviews into their assumed respective sentiment. Additionally, their pre-

processing methods differ since Salinca (2015) only chose to work with unigrams, while Lee & Ross 

(2015) combined n-grams. As such, the best performing algorithm cannot simply be determined 



   

Page 26 of 124 
 

based on such a review of selected literature, since the best performing algorithm depends on both 

the classes they are predicting, as well as the pre-processing applied to the data. This, of course, 

applies for all reviewed papers, since they all have had different target classes, pre-processing 

methods or even datasets. As such, papers cannot be directly compared, but still provide valuable 

insights. This would have been further complicated, if we had not collected algorithms of the same 

family into their same category. For example, Doan & Kalita (2016) and Singh, Singh & Singh (2017) 

apply three different models based on different Decision Tree algorithms. We deemed such cases 

out of scope, especially since the models did not provide the best accuracies in either case. 

 

The observation made, that either one of the two most popular traditional machine learning 

methods are not consistently providing the better result, only strengthens the point made in the 

first section of this chapter; that no best method can be identified before testing each possible 

solution, also known as the ‘No free lunch theorem’. 

 

In terms of neural networks, eight of the reviewed papers applied either CNNs or RNNs with LSTM. 

For these papers, it is generally harder to say which model performed better, since these papers are 

not as comparative as the papers applying traditional methods. Some of the papers do reference 

work done by other authors, who applied traditional models on the same dataset, and in these 

cases, neural network-based models seem to have outperformed the traditional models in every 

single case. Kim (2014) and Santos & Gatti (2014) both outperformed Naïve Bayes and SVM models 

from referenced papers with CNNs. With a RNN with LSTM, Hassan outperformed a combined Naïve 

Bayes and SVM model (Hassan, 2017), which Lai, Xu, Liu & Zho (2015) also achieve with a combined 

Convolutional- and RNN. Most importantly, each of these papers outperform the traditional models 

by a rather significant margin, when applying neural network-based models. 

 

As was also the case with papers working with traditional models, the papers applying neural 

networks are even harder to compare. First, as also pointed out by Yu & Chang (2015), the use of 

different datasets makes it complicated to compare results. Secondly, due to the complexity of 

neural networks, papers applying them, have a high focus on their specific construction, resulting in 

CNN implementations that perform very differently. For instance, Kim (2014) and Yu & Chang (2015) 
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experiment with different techniques for constructing their convolutional layers. Kim (2014) uses a 

multichannel approach, while Yu & Chang (2015) work with chunks of text. Santos & Gatti (2014) 

differentiate further, by working with words on a character level for their convolutions. 

 

As illustrated by the above example, papers on neural networks have a more explorative nature, 

which undoubtedly is caused by the fact that neural networks are still a relatively new field within 

the topic of natural language processing, compared to traditional models like Naïve Bayes and SVM 

(Goldberg, 2016). As such, these papers like to compare and benchmark their models against other 

neural networks, in an attempt to determine the most effective implementation method. The most 

effective variant of common pre-processing was even tested by Salinca (2017) on otherwise 

identical CNNs. 

 

On the topic of pre-processing, this is more interesting for this part of our thesis. The pre-processing 

methods applied on neural network-based models differ completely from the methods applied on 

traditional models. Whereas word normalization and stemming techniques, combined with Bag of 

Words and n-grams, largely dominate the pre-processing methods for traditional model 

implementations, neural network models utilize pre-trained word embedding methods such as 

Global Vectors (GloVe), Word2Vec or FastText. This is because the neural network models have a 

fundamental advantage as opposed to traditional models. As pointed out by both Hassan (2017), 

and Lai, Xu, Liu & Zhao (2015), the pre-processing required for traditional methods is flawed, 

because the Bag of Words lose all, or at least a large part of the context in sentences, since it is 

basically just counting words or word pairs, when working with n-grams. Even though our selected 

papers are mainly new articles, due to the evidently evolving area of machine learning, the only old 

paper we have selected also recognize the abovementioned problem back in 2002. Contexts of 

words in natural language processing, are a great problem for machine learning, since the sentiment 

of sentences cannot always be determined by looking at the sentiment of each of its words. This is 

because sentiment can often only be determined by the context that the words occur in, making it 

difficult for a machine learning algorithm to determine sentiment based on the Bag of Words model 

provided to it (Pang, Lee, & Vaithyanathan, 2002). As mentioned, n-grams can partly solve this 

problem, but it creates another issue that the dimensionality of the data is exponentially increased, 
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making it a demanding task for traditional methods (Lai, Xu, Liu, & Zhao, 2015). For neural networks, 

different word vectorizing techniques, known as embeddings, have been created by unsupervised 

learning algorithms, which determine words that are contextually similar. When combined with 

neural networks, which can handle multiple sentence constructions, neural networks allegedly have 

the ability to work with contexts on a higher level than traditional machine learning methods (Kim, 

2014; Lai, Xu, Liu, & Zhao, 2015). In the paper by Kim (2014), he states that this embedding method 

is one of the main reasons why neural networks, or deep learning methods in general, have become 

popular: ”Our results add to the well-established evidence that unsupervised pre-training of word 

vectors is an important ingredient in deep learning for NLP” (Kim, 2014, p. 1750). 

 

As can be seen in our table, we observed several variations of word embedding methods used as 

pre-processing. Global Vectors (GloVe), Word2Vec, FastText etc., all have the same purpose of 

vectorizing words in terms of their contextual similarity. As was also the case with the machine 

learning models, there seems to be no embedding method that consistently provides the better 

result, however, Word2Vec is the most popular method with seven implementations versus Global 

Vectors (GloVe) with only three. Only two papers actively compared the embedding methods. 

Stojanovski, Strezoski, Madjarov & Dimitrovski (2015) find that GloVe resulted in a better 

performance than Word2Vec, but these embeddings were trained on the same Twitter data used 

for building their model. This, of course, had the advantage, that the words fed to their model, had 

been vectorised in the context of Twitter reviews, whereas their Word2Vec embedding most likely 

had some of the contexts wrong, due to it being trained on a different dataset, most likely resulting 

in suboptimal word vectors. One might think that a solution like the one presented by Lai, Xu, Liu & 

Zhao (2015), utilizing a Word2Vec pre-trained on Wikipedia data, might provide a better 

generalizability, when applying their model outside their Yelp dataset. However, from our part, this 

is speculation. Due to the popularity of Word2Vec, this might indicate that this too is the embedding 

method we should implement. However, the second paper that actively compare methods, find that 

FastText outperformed both Word2Vec and GloVe when working on a large Yelp sub sample 

(Salinca, 2017). For reasons that will be made apparent in the section about embeddings, we have 

chosen to implement FastText rather than Word2Vec or GloVe. 
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As mentioned in regard to the traditional models, most of the papers apply a normalization of 

words. This includes pre-processing such as lower casing and removal of special characters. 

Furthermore, a number of these also remove stop words as well as applying word stemming. As 

described by Lee & Ross (2015), these measures act as a means to reduce the number of words in 

the vocabulary, thus reducing the dimensionality of the feature set by reducing the redundancy of 

words (Xu, Wu, & Wang, 2014). Dimensionality seems to be of particular relevance when working 

with traditional models. Lee & Ross (2015) find that the number of features used to train traditional 

models, should be significantly lower than the number of training examples, in order to avoid 

overfitting. However, selecting too few features hurt their models by highly biasing them. They 

found that when working with the Yelp dataset, 10% of the training examples were their optimal 

number of features. 

 

In only five cases, another classifier than the ones discussed in the above sections, provided better 

results. Doan & Kalita (2016) found that a recently developed machine learning algorithm, known 

as a Factorization Machine, provided the better results compared to Decision Tree, Random Forest 

and Naïve Bayes, when developing a model that may learn incrementally as more data becomes 

available. Surprisingly, Singh, Singh & Singh (2017) found that the rule based One Rule (OneR) 

classifier provided better results than Decision Trees and Naïve Bayes. Tripathy, Agrawal & Rath 

(2016) found that Stochastic Gradient Descent, the same method that Salinca (2015) found to match 

SVM, in this case outperformed SVM, Maximum Entropy and Naïve Bayes. Fan & Khademi (2014) 

outperformed Decision Tree and Naïve Bayes with a simple Logistic Regression on the Yelp dataset, 

but as pointed out by Yu & Chang (2015), the Yelp dataset is imbalanced, biasing the highly sensitive 

Logistic Regression towards the most represented class, making it less precise on balanced test data. 

Salinca (2015) also found that Logistic Regression provided great accuracy of positive sentiment, but 

a low accuracy for negative sentiment. Finally, Wang (2015) found that a single perceptron, which 

neural networks multiplies across layers in a generalized form called a 'neuron', outperformed both 

SVM and Naïve Bayes. 

 

In the beginning of this chapter, we reported the findings of Fernádez-Delgado, Cernadas, Barro & 

Amorim (2014), who found that across multiple machine learning problems, Random Forest 
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averagely provided the best performance, thus indicating that this model is worth consideration. 

After having conducted our review, we found only two papers that implemented Random Forests. 

However, in either of these studies Random Forest was outperformed by other methods. For Doan 

& Kalita (2016), even the simpler Decision Tree outperformed Random Forest. For Parmer, Bhanderi 

& Shah (2014), an SVM also outperformed their Random Forest. As also mentioned in their paper, 

Random Forests can be tuned considerably, but in the light of their findings, we believe that 

sentiment analysis or maybe even natural language processing in general, is one of the problem 

areas where Random Forests do not succeed. Thus, such an implementation will not be a priority. 

 

The above sections suggest that SVM and Naïve Bayes have historically been top performers when 

applied to sentiment analysis, but neural network-based classifiers have gained popularity in recent 

years and are providing state of the art results because they have a fundamental capability to handle 

complexities such as contexts on a higher level (Singh, Singh, & Singh, 2017). As also pointed out by 

Singh, Singh & Singh (2017), most neural network-focused papers do not do much comparison in 

relation to their relative performance to traditional methods. As our research question in this thesis 

states, this was a main motivation. Overall, we believe these sections have painted a picture that 

Naïve Bayes, SVM, CNN and RNN with LSTM all should provide good results, and throughout the 

remainder of this paper, these methods will be our focus. 

 

As final notes on our review regarding other types of neural networks, we recognize that Lai, Xu, Lui 

& Zhao (2015) found that a combined Recurrent- and Convolutional Neural Network outperformed 

a regular CNN, possibly meaning that advantages of each network can be combined into one model. 

The advantages of either model will be covered in the later section on neural networks. In addition, 

several of the reviewed papers mention Recursive Neural Networks, which was one of the earlier 

examples of how well neural networks performed on sentiment analysis (Santos & Gatti, 2014). 

However, newer studies found that both CNNs and RNNs can obtain better results, while also being 

much faster to train (Lai, Xu, Liu, & Zhao, 2015; Santos & Gatti, 2014). The main reason being that 

Recursive Neural Networks need to compute extensive parse trees for the neural network (Kim, 

2014) 
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3.2 Machine learning & Sentiment analysis 

The realm of data science was born out of the interest of exploiting the possibilities of data, and 

with the introduction of the Internet, data is being generated in extreme amounts. Initially, the data 

does not pose any significant value, but when mined and used correctly, it can be become extremely 

valuable. Mining and processing data have become possible on a much larger scale because of the 

development in computational power in combination with machine learning algorithms (Provost & 

Fawcett, 2013).  

 

According to Tom M. Mitchell (1997 p. xv), the definition of machine learning is “concerned with 

the question of how to construct computer programs that automatically improve with experience”. 

This is a broad definition and rightfully so, as machine learning covers many ways of constructing 

models based on algorithms that are able to learn on data. In our case, the data is text data, where 

machine learning is largely used in natural language processing research.  

 

As previously mentioned in the introduction, one of the greatest challenges of AI has been natural 

language understanding. Research on how computers could understand language goes back to the 

inception of the computer. Through time, two different approaches to natural language processing 

have existed. In the early days and up until the late 20th century, the main idea was that in order for 

a machine to understand language, a comprehensive rule system had to be manually coded to make 

a computer able to understand a language despite its complexity. This rationalistic approach was 

the result of criticism of the prior empirical approach, where researchers believed that computers 

could be enabled to learn the semantic and linguistic complexities of language on its own, provided 

that it had data to learn these from. The criticism mainly went on the fact that not enough data 

would ever be collected in order for at machine to statistically learn how to interpret languages. 

Thus, complex rule systems had to be built. As mentioned, this idea first changed again in the late 

20th century, when researchers, mainly from IBM, showed that with proper algorithms and available 

data, natural language processing could actually be achieved on a previously unseen level. With the 

Internet, an explosion of data was suddenly made available, effectively paving the way for the 

empirical rather than the rationalistic approach (Brill & Mooney, 1997). 
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Big Data 

As mentioned above, the Internet and evolution of hardware is the main reason why research and 

development in natural language processing has come as far as it has. However, the data is what is 

in between. In recent years, because of social platforms like Facebook and Twitter and review 

platforms like Yelp and TripAdvisor, data is being generated in huge amounts. These huge sets of 

data are referred to as big data (Provost & Fawcett, 2013). Big data is a general term and essentially 

a buzzword that refers to unprecedented amounts of data. It became a buzzword due to utilization 

of such amounts was impossible for humans to grasp. Businesses would try to understand data and 

build environments and capabilities to process and structure it. Now businesses want to exploit the 

data available to them, in order to make decisions based on the data (Provost & Fawcett, 2013). 

This is known as data driven decision-making. A way to provide evidence for data driven decision-

making is to use machine learning models to generate valuable insights from the data. 

 

Machine Learning 

Creating models from data is known as model induction. Induction is the process of generalizing 

specific cases into rules (Provost & Fawcett, 2013). Several types of different induction algorithms 

can help solve complex problems. An example of a problem, that machine learning can solve, is the 

prediction problem. In data science, to predict is to ‘estimate an unknown value’ (Provost & Fawcett, 

2013). Usually, the models used in machine learning are trained on historical data. This historical 

data is fed to an algorithm to predict a value on new data, where the target is unknown. In contrast 

to predictive modelling is descriptive modelling, where the purpose is to gain insight in the data and 

how the different data points relate to each other. A descriptive model would be able to show why 

a spam e-mail ends up in a spam filter e.g. which conditions that influence the outcome (Provost & 

Fawcett, 2013). Predictive and descriptive modelling can be very similar, and the techniques used 

can be the same for solving both problems. Depending on the problem that needs solving, different 

types of machine learning can be utilized. We can solve a classification problem by using an 

algorithm to determine a target variable based on the data. This can be done by ‘training’ an 

algorithm on data where the target variable is known for each instance. Based on the training, the 

algorithm can give its best prediction on data where the target variable is unknown (Provost & 

Fawcett, 2013). Training the algorithms is what constitutes the term ‘learning’ in machine learning. 
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There are two types of machine learning: supervised learning and unsupervised learning. The above 

description of a classification problem is an example of the first. It is called supervised as the data 

scientist ‘supervise’ the model by telling it, which outcome is based on whose attributes, where it is 

assumed that the target data is correlated in some way to the attributes (Provost & Fawcett, 2013).  

 

Unsupervised learning, on the other hand, does not have a target attribute and the model itself has 

to find patterns in the data. With unsupervised learning, it will be difficult to predict an outcome, 

but it can help us describe the patterns and organization of the data (Hastie, Tibshirani & Friedman, 

2009). Asking an algorithm to locate patterns in the data is particularly relevant within the area of 

natural language processing, as will be made apparent in the later section about feature 

vectorization and word embeddings. 

 

Sentiment Analysis 

In this thesis, we will use several supervised classification models to predict sentiment. This is also 

called sentiment analysis and opinion mining. Sentiment analysis is concerned with the analysis of 

text data to “find the opinions of the authors about specific entities” (Feldman, 2013 p. 82). The use 

of the Internet is generating massive amounts of text data, and this data can be analysed to give 

valuable insights for businesses. What makes text interesting is that it is unstructured and ‘wild’. 

There are no structures or rules for text data in the form of tables and rows, where fields have fixed 

meanings. Text data has the structure of a language syntax, which is meant for humans and not for 

computers to understand. People write the text data and therefore, it is not necessarily 

grammatically or syntactically correct. This means that further processing is needed when working 

with text. There are several ways of pre-processing text data. These include creating a Bag of Words 

model, modifying n-grams and vectorization, to name a few (Provost & Fawcett, 2013). To visualise 

the process within sentiment analysis models, Feldman (2013) built an architecture that illustrates 

a generic sentiment analysis, shown in figure 4.  
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Figure 4 - A generic architecture for a Sentiment Analysis System (Feldman, 2013, p. 83) 

 

The figure shows the data corpus being used as input as the first step. Using pre-processing 

techniques, mentioned later in this chapter, the text in the corpus goes through pre-processing. 

Lexicons or other linguistic resources, that are manually built or imported, can be used to aid in pre-

processing the data. These include removal of stopwords and stemming, which are described in the 

next section. The goal of pre-processing is generally to represent the text in a form, where it is usable 

for the machine learning algorithm. This step is particularly important with traditional machine 

learning algorithms like Naïve Bayes and SVM, as they are very dependent on the text being 

represented as clean as possible to reduce noise. Furthermore, the text also has to be represented 

to the algorithm in machine a machine-readable format, this can be done with various techniques 

like the Bag of Words, which bases the representation on word occurrence. After pre-processing, 

the model proceeds to analyse sentiment on the data. When testing, the evaluation metrics are the 

output by comparing the predicted sentiment with the actual sentiment of the test data (Feldman, 

2013).  

 

The simplest form of sentiment analysis is on document level. A document is defined as one piece 

of text. This may vary from one line of text to a one-hundred-page document, to a Facebook 

comment or a Yelp review. Documents are composed of individual items and these are often called 

‘tokens’ or ‘terms’ (Provost & Fawcett, 2013). If needed, it is possible to separate the documents into 

sentences and aspects and conduct an analysis on those as well. However, we are going to train the 

models on the sentiment of each review as a document. Thus, we are performing sentiment analysis 

on document level (Feldman, 2013).  
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3.3 Data pre-processing 

To be able to perform sentiment analysis on documents, it is important to represent the words 

within the documents in a format that the can be fed into the machine learning algorithms. Since 

the informal text from the Yelp reviews is not represented in a standardized form. We can perform 

some basic pre-processing to clean the data. 

 

3.3.1 Word Normalization 

Removing unwanted characters and lowercasing 

Every term in the documents should be normalized. We want the model to count identical words 

even though they have different casing or are followed up by different characters (Consider “Love” 

vs “love”, “restaurant” vs “restaurant!”, “don’t” vs “dont”). Normalization here is needed because 

variations are so common (Provost & Fawcett, 2013). Normalization is done by converting all 

characters to lowercase, removing all characters except for whitespaces and characters from the 

English alphabet, and lastly removing consecutive whitespaces (Lee, & Ross, 2015).  

 

Stop words & Stemming 

Further normalization is achievable by removing stop words and by stemming (Lee, & Ross, 2015).  

Stop words are often the most common words in a given language. In the English language it could 

be ‘the’, ‘and’, ‘of’ and ‘on’. They do not have any significance in analysing sentiment and should be 

removed. Likewise, the words should be stemmed, which means that they should have their suffixes 

removed. Stemming helps normalizing by turning all grammatical forms of the same word into the 

same exact representation. Meaning that ‘loving’, ‘loved’ and ‘loves’ are all turned into ‘love’ 

(Provost & Fawcett, 2013). 

 

3.2.2 Feature vectorization 

As mentioned above, normalization is an important step in cleaning up text data. However, after 

cleaning, the documents need to be represented as a feature-vector, to enable computation. This is 

done in primarily two ways. Either as a sparse representation, where each dimension represents a 

feature and dimensionality is very high, or as a dense representation, where each word is 
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represented as its own vector and the dimensionality is low (Goldberg 2016). In related work we 

found that the traditional models consistently use sparse representations, and neural network 

models use dense representations. The models used in this thesis, which convert features into 

sparse representations, are using Bag of Words or Bag of Words with TF-IDF. For dense 

representations, we explore vector representation of words later in this section.  

 

Sparse feature representation 

Bag of Words 

A Bag of Words model is a feature vectorizer, which will transform every document into a collection 

of individual terms. For every document, it counts the occurrence of the terms, and converts the 

document into an array of numbers corresponding to the text. Therefore, every term is treated as a 

possible feature (Provost & Fawcett, 2013). Consider the documents: 

 

d1: ‘jane would like to play football. riley also likes to play football’ 

d2: ‘this game of football is boring. Harry likes tennis better’ 

 

In this case, the Bag of Words would count how many times a term occurs within each document. 

This is exemplified with the following table (with normalization applied): 

 

 jane like play football riley boring harry tennis better game 

d1 1 2 2 2 1 0 0 0 0 0 

d2 0 1 1 1 0 1 1 1 1 1 
Table 3 – Bag of Words feature representation 

 

As shown above, the output of a basic Bag of Words model is an unordered list of unigram terms 

with no semantic information and no syntax. Thus, the positions of the terms are ignored and only 

the frequency of each term is used (Jurafsky & Martin, 2009).  

 

N-grams 

As mentioned above, the Bag of Words model treats every single word as a term, and therefore it 

does not consider word order at all. However, word order can be important in order to enhance 
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sentiment analysis. This can be done by tokenizing adjacent words into terms instead of single 

words. For example, this part of document 1 from above: ‘this game of football is boring’, would be 

transformed into terms consisting of: ‘this game of’, ‘game of football’, ‘of football is’, ‘football is 

boring’. In this particular example, the words are converted into tri-grams with tri describing how 

many adjacent words the model should also consider, one where word is a unigram, pairs are bi-

grams etc. This can be considered as an expansion to the above-mentioned Bag of Words model 

(Provost & Fawcett, 2013).  

  

Term Frequency & Inverse document frequency (TF-IDF) 

The Bag of Words model counts how often a term is used in one document. However, it does not 

take the term frequency (TF) relative to the amount of total terms into consideration. Since all 

documents are of different lengths, this can be an important factor to measure. Thus, the term 

frequency is defined by the term (t) divided by the total number of terms within a document (Ntd): 

 

  𝑇𝐹(𝑡, 𝑑) = 𝑡/𝑁𝑡𝑑 

 

Considering the previous example, the term frequency for the term ‘like’ would be: 

   

  𝑇𝐹(′𝑙𝑖𝑘𝑒′, 𝑑1) =
2

8
= 0,25 

  𝑇𝐹(′𝑙𝑖𝑘𝑒′, 𝑑2) =
1

8
= 0,125 

 

The above is an example of the weight of a term within a single document only, however, the 

occurrences of the terms in the entire corpus can be of interest. The reason for this being: 

 

- If terms are rare and occur in a few documents, they are useful to discriminate the 

documents that they occur in from the other documents.  

- Terms that occur in many documents lose value, because they do not discriminate as much. 

If a term is present in all the documents, it does not distinguish anything and thus, it is of no 

significant value.  
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The Inverse document frequency method is a way of assigning weights to terms based on the 

abovementioned arguments. Terms with low frequency throughout the corpus get a high weight 

and vice versa. The lowest weight is given to a term that is present in all documents (Jurafsky & 

Martin, 2009). Thus, IDF is defined by the total number of documents: N, divided by the number of 

documents with a specific term: Nt. Due to the usually large number of data, a log function is used. 

This results in the following definition: 

 

 𝐼𝐷𝐹(𝑡) = log(
𝑁

𝑁𝑡
)  

 

Using the example documents from earlier: 

 

  𝐼𝐷𝐹(′𝑙𝑖𝑘𝑒′) = log (
2

2
) = 0 

 

Thus, the IDF score for the term ‘like’ is zero because it is present in both documents. Therefore, it 

is not considered a valuable word when using IDF, as it does not discriminate anything between the 

documents. However, to get the full picture, IDF can be combined with TF. This results in a scheme 

where: 

 

   𝑇𝐹𝐼𝐷𝐹(𝑡, 𝑑) = 𝑇𝐹(𝑡, 𝑑)𝑥(𝐼𝐷𝐹)(𝑡) 

 

TF-IDFs value is specific to a single document instead of the entire corpus. The weight of a term (t) 

in the document (d) is the product of its overall frequency in the document (d). TF-IDF will therefore 

weight terms high, that are frequent in the current document, but that are rare overall in the corpus 

(Jurafsky & Martin, 2009). Following up on the previous example, TF-IDF with the word ‘like’ we get: 

   

  𝑇𝐹𝐼𝐷𝐹(′𝑙𝑖𝑘𝑒′, 𝑑1) = 0,25𝑥0 = 0 

 

The IDF score being 0 leads to the TF-IDF being 0 as well, and the word ‘like’ in document d1, is 

assigned no weight across the corpus. However, if the term ‘better’ is considered, the result should 

be different, as ‘better’ only occurs in d2. The TF-IDF calculation is as follows:  
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  𝑇𝐹(′𝑏𝑒𝑡𝑡𝑒𝑟′, 𝑑1) =
0

8
= 0  

  𝑇𝐹(′𝑏𝑒𝑡𝑡𝑒𝑟′, 𝑑2) =
1

8
= 0,125 

  𝐼𝐷𝐹(′𝑏𝑒𝑡𝑡𝑒𝑟′) = log (
2

1
) = 0,301 

  𝑇𝐹𝐼𝐷𝐹(′𝑏𝑒𝑡𝑡𝑒𝑟′, 𝑑1) = 0𝑥0,301 = 0   

  𝑇𝐹𝐼𝐷𝐹(′𝑏𝑒𝑡𝑡𝑒𝑟′, 𝑑2) = 0,125 ∗ 0,301 ≈ 0,038 

 

Here the weight of ‘better’ is higher than zero, because it only occurs in one document, but it is still 

low, because it only occurs once in that document. Thus, with TF-IDF, every document is considered 

a feature vector in contrast to the Bag of Words model, where every term is considered a possible 

feature vector (Provost & Fawcett, 2013).  

 

Dense feature representation 

Word embedding 

The above models are relatively simple, but their weakness is that they do not consider any 

contextual information when representing the text. In addition, since the text is represented in 

atomic terms, no useful information to the system is provided about the relationship between 

words. In the Bag of Words model no such information is given, and with the TF-IDF weighting 

scheme applied only the weight of the term concerning word and document frequency is provided. 

Furthermore, the Bag of words model does not account for complex interactions such as word order 

and long-range dependencies in sentences. Yu & Chang (2015) give the following example: “White 

blood cells destroying an infection” and “an infection destroying white blood cells”. These two 

sentences would have the same Bag of Words representations, even though one document was 

negative and the other positive. However, in recent years, advancements in machine learning have 

allowed training of more complex models than the above models (Mikolov, Chen, Corrado & Dean, 

2013). This issue is solvable by embedding words into vectors in a dense matrix. When building the 

neural network, an embedding layer that randomly initializes words from the corpus and embeds 

them in a vector space, is added for this reason. However, using vectors from a model that has 

already done this, have achieved better results (Stojanovski, Strezoski, Madjarov, & Dimitrovski, 

2015).  
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Mikolov, Chen, Corrado & Dean (2013) succeeded in building a neural network model based on a 

corpus of 100 billion words taken from Google News. This model is known as Word2Vec. Word2Vec 

embeds words in a continuous vector space, where words that are semantically similar are 

embedded nearby each other. Consider the following: 

 

“Similarity of word representations goes beyond simple syntactic regularities. Using a 

word offset technique where simple algebraic operations are performed on the word vectors, it was 

shown for example that vector(”King”) - vector(”Man”) + vector(”Woman”) results in a vector that 

is closest to the vector representation of the word Queen” (Mikolov, Chen, Corrado & Dean, 2013, 

p. 2) 

 

This, in particular, is exemplified in the illustration below: 

 

Figure 5 - Illustration of distances between word vectors (Mikolov, Yih & Zweig, 2013, p. 749) 

 

This presents the possibility to represent the text in a vector space where similar words are also 

present. This can be done either by training a model on your own corpus, or by applying a pre-

trained set of vectors. As mentioned in the literature review, the pre-trained Google News vectors 

(trained with Word2Vec) have been widely used in research, and it seems to perform well. However, 

advancements have been made on the underlying model behind Word2Vec, and in 2017 Facebook 

released FastText. FastText is an enhancement of Word2Vec and is also developed by Tomas 

Mikolov among others. Word2Vec is a neural network that trained on single words, and FastText is 
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built on the same neural network as Word2Vec. However, FastText is trained on n-gram 

representations of each word. This means that the model inherently ‘knows’ similarities between 

words, even though they are not present in the training data (Bojanowski, Grave, Joulin & Mikolov, 

2017). Furthermore, as we found in related work, pre-trained vectors from FastText perform better 

than both Word2Vec and Global Vectors (GloVe) (Salinca, 2017; Mikolov, Grave, Bojanowski, 

Puhrsch & Joulin, 2017).  

 

As previously mentioned, the FastText model is based on the same neural network model as 

Word2Vec. This model is known as the Continuous Skip-Gram Model. In its essence, this model is a 

simple neural network that is set to predict the probability of nearby words, given a specific word 

from the middle of a sentence. The nearby words are defined by a ‘window-size’ parameter. Setting 

this to 2 will mean that the network will output probabilities 2 words ahead of the word in the 

sentence and 2 words back. Because of this, the network will learn statistics for how often words 

show up together (Mikolov, Chen, Corrado & Dean, 2013).  

 

 

The task in this neural network model is then ‘fake’ per say, as we are not interested in the words 

that come before and after specific words. The interesting thing is to look at the weights that are 

given to each word per neuron in the hidden layer. This matrix of weights is called the hidden layer 

weight matrix. The rows of this matrix represent the word vectors. In addition, this can be used as 

an embedding layer in a neural network model. The reason behind this, is that similar words will 

Figure 6 - The base skip gram model (Mikolov, Chen, Corrado & Dean, 2013, p. 5) 
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assumingly be written in similar contexts and thus, they will have similar weights (Mikolov, Chen, 

Corrado & Dean, 2013). 

 

As mentioned earlier, the architecture behind FastText is an enhancement to the basic Skip-Gram 

model. The original model’s input were specific words in a sentence. In the FastText model, the 

concept is the same, but instead, the model captures sub-word information. This is done by 

representing the word as a ‘bag of character n-gram’. They also include the word itself in the ‘bag’ 

as a special sequence. As an example, the word ‘there’ would be represented as <th, the, her, ere, 

re> where n = 3, and the special sequence <there>.  In vector form, the word is then represented as 

the sum of the vector representations of its n-grams (Bojanowski, Grave, Joulin & Mikolov, 2017). 

 

On the back of this, we will consider pre-trained vectors from FastText in our thesis and use those 

to train the neural network models. These vectors are trained on a large Wikipedia dump, which 

contains approx. 2.5 million unique words. The model was trained on the enhanced FastText Skip-

Gram model with 300 features (dimensions) and default parameters (Bojanowski, Grave, Joulin & 

Mikolov, 2017). 

 

3.4 Traditional machine learning algorithms 

3.4.1 Naïve Bayes  

In sentiment analysis, Naïve Bayes is used for text classification. The training dataset contains 

annotated feature vectors, with words labelled as either negative (from 1 + 2-star reviews) or 

positive (from 4 + 5-star reviews). The Bayes’ rule is used to calculate the probability of the feature 

vector with the information from the annotated training dataset, which gives a probability for the 

assigned label (Khan, Durrani, Ali, Inayat, Khalid & Khan, 2016). 

 

In the 18th century, reverend Thomas Bayes created the “Bayes’ Rule”. This was made with the 

purpose of computing the probability of hypothesis ‘H’ given the condition of evidence ‘E’, which is 

done by looking at the probability of evidence given the hypothesis. When looking at a collection of 

evidence ‘E’ to associate with probabilities, a key problem is that there have not been enough cases 

with the exact same collection of evidence. Therefore, there is a small chance that the exact same 
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patterns will be seen and recognized from the labelled data. Instead, Naïve Bayes takes each 

evidence separately and combines the probabilities (Provost & Fawcett, 2013). 

 

The ”Bayes Theorem” is seen below. The mathematical representation is as follows, and is 

calculated using the right-hand side of Bayes’ Rule: 

 

 

Following is an example of the probability of the review “The food was tasty” being positive: 

p(positive|review) 

 

#1. p(H) / p(positive): the “prior” probability of the class. This is the given probability of the review 

being positive given the two possible classes, positive and negative. This gives the possibility of the 

word being one in two chances (50%) – This gives us p(positive) = 0,5 

(Given that there are as many positive as negative reviews) 

 

#2. p(E) / p(review): the likelihood of the evidence. This is simply a count of the representation of 

the evidence across all examples. Given that this is a constant, this part can be disregarded in the 

calculation given probability of only the given class (dividing with this gives the percentage). 

 

#3. p(E|H) / p(review|positive): the likelihood of seeing the evidence. Here, the Bag of Words is 

used to count each word to help the classifier in computing the probability of the review being 

classified as positive. As there is a very small chance of any reviews being identical, each word is 

calculated instead. As stop words have removed words such as ‘the’ and ‘was’, the exemplified 

review only consists of the two words ‘food’ and ‘tasty’. 

Figure 7 - Bayes' Rule 
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The probability of the word ‘food’ being positive is calculated as follows: 

450 (number of times food occurs in positive reviews) / 1200 (number of positive reviews) = 0.37. 

This calculation is also done with the word ‘tasty’:  

725/1200 = 0,60. 

 

#4. p(H|E) / p(positive|review): is the posterior probability, which is the probability of the 

hypothesis given the evidence. This is the final result of the whole equation: 

𝑝(𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒|𝑟𝑒𝑣𝑖𝑒𝑤) = 𝑝(𝑟𝑒𝑣𝑖𝑒𝑤|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒)𝑥𝑝(𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒) 

= 𝑝(𝑅1|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒)𝑥. . 𝑝(𝑅𝑛|𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒)𝑥𝑝(𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒) 

= 0,37𝑥0,60𝑥0,50 = 0,111 

This calculation is also done for the p(negative|review): 

0,35𝑥0,006𝑥0,50 = 0,00105. 

By comparing the two probabilities, it can be seen that the positive class has the highest rank, which 

also intuitively makes sense when thinking of the words ‘food’ and ‘tasty’.  

 

The three types of Naïve Bayes classifiers are Gaussian, Multinomial and Bernoulli. Which to choose 

depends on how the data distribution is. In document-level sentiment analysis, Multinomial and 

Bernoulli distributions are popular. 

 

Gaussian: 

When having continuous data to calculate class-conditional probabilities with the belief of features 

following a normal distribution, the Gaussian kernel is used (Raschka, 2014). Therefore, this model 

is good when looking at distributions such as house prices and populations. 

 

Multinomial: 

This is used for term frequency; how many times a certain word / token appears in the document. 

The discrete data (e.g. ratings ranging 1-5) is used for computing “maximum-likelihood estimate” to 

estimation on class-conditional probabilities (Raschka, 2014). This is exactly what is done when using 

Bag of Words, as this measures the presence of all the known words. From our table of reviewed 
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related work (see table 1 & table 2), every paper implementing Naïve Bayes has either stated that 

they used the multinomial version or did not mention any version at all. 

 

Bernoulli (multi-variate): 

This model is used for binary data, meaning that every feature vector in a document is represented 

in a binary form. This means that each word is represented with either the value 1, if the word 

occurs in the document, or 0 if the word does not occur in the document (Raschka, 2014). 

 

The advantages of using Naïve Bayes are that it is efficient regarding computation time. The training 

data only stores the counting of classes and of how many times the feature occurs. Naïve Bayes is 

therefore very simple and strict (as it makes independent assumptions), and often performs well in 

real-world classification. However, because it is “naive” to assume that all evidence is being 

independent and have no correlation to each other, it is important to be cautious when using the 

probability estimates for actual decision-making. This is also why practitioners mostly use the 

probabilities from Naïve Bayes for ranking and classification. Also, one advantage of Naïve Bayes is 

that it does not need to reprocess all previous training data but quickly reflects and updates the 

model as it gets more training examples. Lastly since Naïve Bayes is so simple, it often also serves 

the purpose of being a baseline classifier, which can be compared with more “sophisticated 

methods” (Provost & Fawcett, 2013). 

 

3.4.2 Support Vector Machines (SVM) 

The SVM algorithm is the second method that we want to compare with the neural networks. As we 

have discovered in related works, SVMs have grown very popular in sentiment analysis research, as 

they seem to be a powerful tool for classification, without being as computationally expensive as 

neural networks.  

 

A SVM is a linear discriminant, which classifies instances based on a linear function of the features. 

Leaving out the mathematics, intuitively, this linear function is used to separate the instances in a 

vector space. Since there are infinite possibilities of lines that can separate the features, how do we 

determine the one that best separates each class? For linear SVMs, instead of fitting a single line 
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between the classes, SVMs fit a line that corresponds to the maximum margin. This means that the 

line is fit based on the position of the closest possible points between the two classes, the support 

vectors. This process is shown in the illustration below (Provost & Fawcett, 2013). 

 

 

As seen above, the dashed lines are the maximum margin, and the linear discriminant is the 

centreline in the middle of the margin. In a two-dimensional space this is a line, whereas in a 

multidimensional space it turns into a hyperplane. This hyperplane is known as the decision 

boundary. Thus, the support vectors are the instances that define the hyperplane.  

 

As shown in the model, training data is what defines the separator of the model. To construct its 

separator, it looks at the most extreme cases. With sentiment analysis as an example, the machine 

will try to define the least positive document it can find, which is labelled as positive. Likewise, it 

will try to define the least negative document it can find, which is labelled as negative. These are 

the support vectors, and based on these it creates the separator. It can then classify instances as 

either positive or negative depending on which side of the separator the instance is on, meaning 

that any word that is more positive than the least positive, will classify as positive and vice versa 

(Provost & Fawcett, 2013).  

 

The advantage of using SVM is the simplicity of the model, and that it works well when it has a clear 

margin of separation. The closer the support vectors are to the hyperplane, the worse the model 

will perform, as the difference from one classification to the other is not as big. This can create a 

Figure 8 - An example of a linear SVM classifier (Provost & Fawcett, 2013, p. 92) 

Support vectors 
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higher possibility of misplacement, which can be a risk when using a noisy dataset, with non-linearly 

separable data, as target classes would be overlapping. 

 

3.5 Neural networks 

Since the early 2000s, and then followed by over a decade, the core techniques throughout the 

entire field of natural language processing were dominated by linear machine learning models 

(Goldberg, 2016). As was made apparent by our review of related work, traditional machine learning 

models, such as those covered in the previous sections, are still used extensively for natural 

language processing tasks, such as sentiment analysis. However, as can also be seen, the models 

based on neural networks, CNNs in particular, are also very well presented. Neural networks are not 

a new invention, why one might not put much thought into their presence in the literature, but for 

a long time the simpler linear models were actually preferred. However, recent developments 

within the field have caused models based on neural networks to re-emerge, and these models have 

proven to provide state of the art results across multiple fields, including natural language 

processing (Goldberg, 2016). 

 

The original thought of neural networks is that they should resemble how the biological brain works 

in terms of learning and prediction (Goldberg, 2016). Thus, in comparison to the traditional machine 

learning methods, artificial neural networks do not have their origin within the research field of 

statistics, but rather within the field of AI (Hastie, Tibshirani & Friedman, 2009). The development 

of these architectures range back centuries, and, as such, many different varieties of neural 

networks exist (Graves, 2012). In the following section, the feed-forward style neural network will 

be addressed, which in terms of natural language processing is typically combined with 

convolutional operation (Goldberg, 2016). Later, another architecture called RNN, where 

information is not fed forward but rather processed in cycles, will be addressed. 

 

Returning to the Brill & Mooney (1997) paper presented earlier in the machine learning section, the 

architectures described in the following sections build upon the empirical view and extends into 

‘Representation learning’. As can be seen on figure 9 below, representation learning differs from 

classical machine learning methods by not learning from hand-designed features, which are 
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correlated to certain outputs. Thus, the hand designed features, that the models are given, have an 

incredible impact on the final performance of the model, since these features are already 

predetermined for it. However, in representation learning, machine learning is not only used to map 

the feature representation, but, in addition, also decides on the feature representations themselves. 

In the word embedding section, we already discussed such a method. Here, we learned that based 

on a large dataset, unsupervised neural networks are given the task of determining word order 

patterns. The resulting model provides vector representations of each word in the provided dataset, 

but it was merely the model that decided how these features should be represented. In other words, 

the model is provided with data, but it is the model itself that chooses how to represent and use 

this data. Often, however, the data supplied to the model has a complexity, which requires the 

model to first understand it on a simple level, and then build on top of these simple concepts in 

order to learn the complex concepts. In order to do so, multiple layers are added, which each 

contribute to the understanding of complex concepts. This is the area of representation learning 

called ‘Deep learning’. Because of advances within representation learning and deep learning, the 

field of AI is now yielding great results in terms of complex tasks, such as image recognition 

(Goodfellow, Bengio & Courville, 2016). As mentioned, the following sections will present the feed-

forward neural network architecture, which similarly to the biological brain can learn how to 

interpret input data. The following sections will then dive into variations of the neural network 

architecture, which implies multiple layers of abstractions, thus moving into the domain of deep 

learning. 
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Figure 9 - Representation learning (Goodfellow, Bengio & Courville, 2016, p. 10) 

 

3.5.1 Feed-Forward Neural Network 

Perceptron 

As mentioned in the above, the Feed-Forward Artificial Neural Network architecture processes 

information in a feed-forward style manner, rather than a cyclical style. All the way back in 1957, 

the psychologist and AI researcher Frank Rosenblatt proposed the most basic feed-forward 

architecture. The idea behind his architecture was to resemble a neuron in the biological brain. His 

model is what is called a ‘Perceptron’ (Graves, 2012). 

 

Figure 10 below shows the architecture of a perceptron. As can be seen, it may receive any number 

of input variables, which are fed into a function that generates an output. As the input variables are 

fed forward into the function, each are applied an individual weight, which indicate how important 

the input is in the decision process. In the simple perceptron architecture, the function that the 

inputs and weights are fed into, is simply a summarization of the inputs, multiplied by their 
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individual weights and measured against a bias of the perceptron (Goldberg, 2016). As can be seen 

in the formula, the perceptron decides whether to pass forward a 0 or a 1 based on the sum of the 

multiplied vectors of inputs “x” and vectors of weights “w” associated with these inputs. This sum 

has to be larger than the bias “b” in order for the neuron to activate. This bias can either be a high 

number, making it easy to get the perceptron to output a 1, or it can be a very negative number, 

making it very hard to get the perceptron to output a 1 (Nielsen, 2017). However, from the formula, 

we can also see how the activation is simply a linear function, why the perceptron is just another 

linear classifier. 

 

 

Figure 10 - The perceptron (Nielsen, 2017) 

 

 

 

Multilayer Perceptron 

The perceptron does not resemble the biological brain much, since it only simulates one neuron, 

and that it does not handle non-linear problems very well due to it being a linear classifier. One 

solution was to add a layer of perceptrons, which did not apply a linear function to the inputs, thus 

creating a multilayer network of perceptrons (Goldberg, 2016). For the remainder of these sections, 

we will call these ‘neurons’, as this is how they are described in relation to neural networks. 

The reason why we now call them neurons, is that they also connect to other neurons in one-to-

many relations – just like the neurons in the biological brain do. In figure 11, a neural network 

composed of two hidden layers is presented. As can be seen, all inputs now feed into all neurons, 

which then again feeds forward their output to the next layer. In this example, neurons are 

connected to each neuron of the previous layer – this is known as a fully connected layer, but other 
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architectures exist as well. The way, information is forwarded in the network, is known as forward 

propagation, since the final output is propagated through the entire network of neurons. At the end 

of the network, based on the number of classes to be predicted, any number of neurons may exist 

(Goldberg, 2016). In the case of sentiment analysis, where either positive or negative sentiment is 

to be classified, we only need one neuron to decide the output, since we are dealing with a binary 

classification - i.e. 1 or 0. 

 

 

Figure 11 - Feed-forward neural network (Goldberg, 2016, p. 355) 

 

The sigmoid shape inside the neurons of the hidden layers represent the fact that they apply a non-

linear function to the multiplied sum of inputs and weights – thus, they are also known as sigmoid 

neurons (Nielsen, 2017). A number of different functions, which neurons can apply to their input, 

exist. As this function is what determines which value the neuron should feed forward to the next 

layer, i.e. whether the neuron should activate, it is called the activation function (Goldberg, 2016). 

Common activation functions will be addressed in the next paragraph. Because of the addition of 

non-linear activation functions, neural networks excel at problems where inputs present non-

linearity. Thus, as opposed to the example shown for how SVMs classify inputs, neural networks are 

not constrained to defining a linear separator between classes, and as the example below shows, 

with proper training, they can classify non-linearly separable inputs much more accurately. 
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However, this also poses an immediate risk of overfitting the models, why it is of particular 

importance to be aware of this during model training (Hastie, Tibshirani & Friedman, 2009). One 

measure to combat this is by applying regularization and dropout to the network, which effectively 

means that the network is penalized and forced to forget during its training (Goldberg, 2016). In our 

model implementations, we will apply both dropout and regularization. 

 

 

Figure 12 - Non-linearity of neural networks (Hastie, Tibshirani & Friedman, 2009, p. 399) 

 

Activation functions 

As mentioned, several different activations function for neurons exist. If we plot the activation 

function of the perceptron, as was shown in the first section, we see the function typically called 

the ‘step function’. This has the disadvantage that the output is either 0 or 1, thus it would 

complicate the training of the neural network, since even a small change to the weights of the inputs 

could change the output from a 1 to a zero (Nielsen, 2017). Instead, by applying a sigmoid function, 

the step function is smoothened out, adding more flexibility by allowing it to output a range 

between 1 and 0 when adjusting the weights of the network during training. The sigmoid function 

was the main revolution made to neural networks, and it is still commonly used for the output 

neurons, since it is easy to calculate the exact output confidence from its range. However, for the 

internal hidden layers other functions have empirically shown better results. One of the most 

popular, and very simple activation functions is the Rectifier Linear Unit, or simply the Rectifier 

activation function. As can be seen from its output formula below (figure 13), it will output the value 

of the weighted sum of the inputs ‘x’ whenever their value exceeds 0 (Goldberg, 2016). This is a very 

simple function that adds non-linearity to a neural network and will be the activation function used 
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for our hidden layers in our neural network implementations, while the sigmoid function will be 

used as for our output neurons, as they are good estimators of probabilities of binary problems, 

such as predicting positive or negative sentiment. 

 

 

Figure 13 - The Rectifier output function 

 

 

Figure 14 - Step- & Sigmoid function (Nielsen, 2017) 

 

As a final note, if a neural network has multiple output neurons, a final softmax logistic regression 

is applied. This is done because the output neurons are not connected to each other, and as such, 

they do not know what the other neurons predicted. As a result, if summing the outputs of all the 

output neurons, we might get a combined probability of over 100%. Instead, by applying softmax to 

the outputs, the output vector is normalized, or “squashed”, into a range of 1s to 0s which 

combined, adds up to 1 (Goldberg, 2016; Nielsen, 2017). We will not need to apply softmax, since 

we should only need one output neuron for our models. 

 

Embedding layer 

In the previous section about data pre-processing, we covered that by embedding words, we 

convert words into multidimensional vectors, effectively representing them in their relation to 

similar words. We addressed that instead of making our network calculate these vectors by itself, 

we can utilize pretrained vocabularies and map words from our corpus into these pre-trained 

vectors, which have been trained on very large datasets. Instead of inputting rows of numbers, like 

a Bag of Words model, we want the network to work with these word vectors, effectively making 
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the network able to see similarities of words across contexts. Instead of creating a regular input 

layer for the neural network, we define an embedding input layer, which tells the network that the 

inputs should be embedded words. In this layer, we can either input already embedded words, using 

a pretrained model, or if words are not yet embedded, the network will embed the words itself, 

using the same technique described in Word embeddings section, on the supplied dataset 

(Goldberg, 2016). 

 

Neural network training 

The training of neural networks is another aspect that has similarities to the biological brain. 

Opposed to traditional learning algorithms, neural networks learn by experience and iterations of 

trial and error. This training process is done through back propagation, which consists of a loss 

function, gradient descent and neuron weight- and bias adjustments (Goldberg, 2016). 

 

Training of a neural network is done by minimizing the loss function during iterative training. When 

data is fed into the neural network, and the output is propagated forward in the network, the error 

of the predicted output ‘ ŷ ’ and the desired output ‘ y ’ can be calculated. This is done via a cost- or 

loss function. A very basic loss function is the Mean Squared Error (MSE), which calculates the mean 

squared error of the summed difference of the predicted and the desired outputs (Goldberg, 2016; 

Nielsen, 2016). 

 

𝑀𝑆𝐸 = ∑
1

2
(ŷ − y)2 

 

However, cross-entropy is often a better loss function for classification problems. Instead of 

calculating the absolute error, it calculates the relative error meaning that if the network improves 

from predicting 0,000001 to 0,001, using cross-entropy, the network would know that it improved 

significantly. Whereas if MSE was used, the network would see a very insignificant improvement 

(Goldberg, 2016). Thus, in some cases, the training can be speed up significantly using cross-entropy 

as the loss function. We will apply cross entropy in our models as well. 
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Now that we know the loss function, we need to understand how the backpropagation algorithm 

knows how to adjust the weights. A brute force method of trying every combination of weights and 

bias could of course be used, but as these combinations would exponentially increase as the 

network size increase, it would be an impossible task for even the fastest computers. Instead, the 

algorithms search for the minimum of the loss function by repeatedly calculating the slope of 

gradient. When the model has trained through the entire training set – also known as an epoch – 

the cross-entropy loss is calculated and compared to the previous loss. By repeatedly adjusting the 

weights in the direction that causes the loss (pictured as a green ball below), the network will slowly 

converge towards the lowest error, thus reaching its optimal performance (Goldberg, 2016; Nielsen, 

2017). 

 

Figure 15 - Gradient descent (Nielsen 2017) 

 

However, the loss function will usually not be a convex function, thus not only a global minimum, 

but also several local minimums might be present. When calculating the gradient descent, there is 

an eminent risk of minimizing towards a local minimum rather than the global minimum (Goldberg, 

2016). A commonly used measure to both combat this risk, as well as speed up the learning process, 

is a variation called stochastic gradient descent. Instead of calculating the loss and adjusting weights 

after an entire epoch, the stochastic gradient descent chooses subsamples of data, or batches of 

data. Thus, calculating the loss and adjusting weights multiple times during an epoch. This not only 
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speeds up the training process, but also causes the hypothetical ball from the picture above to move 

more rapidly around, thus increasing the chance minimizing the loss function at the global 

minimum, leading to a more optimized network. A number of variations of the stochastic gradient 

descent exist. The Adam optimiser is a popular variation, which we will be using in our 

implementations (Goldberg, 2016; Nielsen, 2017). 

 

3.5.2 Convolutional Neural Network (CNN) 

Due to the complexities of language, Natural language processing tasks, such as sentiment analysis, 

are difficult tasks for machines. An example could be that word ordering often change the sentiment 

of a sentence; such as “it was not good, it was actually quite bad” versus “it was not bad, it was 

actually quite good”, which would have the exact same representation to a machine, even after 

being subject to word embeddings. At first, a solution might seem like the use of bigrams, but to 

properly teach such embeddings would both require a lot of data and would result in very large 

embedding matrices (Goldberg, 2016). 

 

As per the formerly mentioned concept of representation learning, we want the neural network 

itself to figure out how to map the features, since we believe that by looking at thousands of 

examples, it can detect patterns that would be incomprehensible to us. CNNs were originally 

developed within the field of computer vision, since imagery data would be very challenging for us 

to either build rules for or design certain informative features, if not for representation learning 

(Goldberg, 2016; Kim, 2014). CNNs are designed to locate local informative features in any size of 

input. As such, for a classification task, such as sentiment analysis, where we have an anticipation 

that strong local clues in a sequence of words, would often point towards the class membership of 

the input. Thus, CNNs present an important advantage over linear learners, since they have the 

ability to learn these clues and how to spot them regardless of where they are positioned in the 

input (Goldberg, 2016). 

 

As described in the former section, CNNs are based on the feed-forward neural network, but as said 

in the above, we need an operation that makes the network able to extract local information of the 
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text sequences provided. For CNNs, this operation consists of convolution and pooling (Goldberg, 

2016; Kim, 2014). 

 

 

Figure 16 - Multichannel CNN (Kim, 2014, p. 1747) 

 

In the image above, Kim depicted the structure of his CNN implementation. His implementation 

used multichannel inputs, which basically means that he provided each sequence of words in two 

different embedding formats (Kim, 2014). If we disregard that part, the architecture depicts the 

underlying idea behind a CNN for text classification very well; how the word sequence first goes 

through a convolutional operation followed by a pooling operation to finally act as inputs for the 

neural network. The text sequence on the left is a sentence matrix, where their word vector, which 

we obtain through the word embedding (Kim, 2014; Zhang & Wallace, 2017), represents each word. 

As depicted in the figure below, the following steps of the convolutional- and pooling operations 

are presented in higher detail. 
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Figure 17 - Convolutional- and pooling operation (Zhang & Wallace, 2017, p. 4) 

 

From the above, where a sentence is used as an example - i.e. a review in our case, the matrix of 

words is depicted. In order to ensure that this matrix has the same dimensions for each word 

sequence, a padding operation is applied, which, based on the desired matrix length, pads shorter 

sequences with 0s (Goldberg, 2016; Kim, 2014; Zhang & Wallace, 2017). 

 

The first step is the convolutional operation. On each matrix, a predefined number of filters are 

applied. These filters look for randomly generated patterns and operate by sliding a window of k 

number of words over the sequence and extracts the word vectors; basically, a combination of n-

grams (shown above as regions). Since the filter looks at the entire word, and only moves vertically 

in the matrix, it is also called a 1-dimensional convolution, whereas when working with imagery 

data, a two-dimensional convolution would be used in order to move the filter both horizontally 

and vertically around the pixels. On the extracted region, the filter applies a non-linear activation 

function, such as the rectifier or ReLU function described earlier, and transforms the word vectors 

into a feature map. This feature map captures the properties of the region based on the random 

pattern that a particular filter looked for. The activation function serves to increase the non-

linearity, thus removing any distortions to the presumably non-linear inputs. The combined number 
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of feature maps for a given window size is regarded as a convolution – thus, in the examples pictured 

above, the convolutional layer consists of three convolutions (Goldberg, 2016; Kim, 2014; Zhang & 

Wallace, 2017). 

 

After having constructed the convolutional layer, the pooling operation is applied to each of the 

convolutions. This pooling operation serves to combine the feature maps into a single vector, by 

either taking the average values or the max values. The latter are the most common for text data. 

The resulting pooled layers are then concatenated before they are fed forward to the fully 

connected neural network. Because the convolutional layer and the neural network is a combined 

architecture, the previously described back propagation through gradient descent optimization, can 

also account for the filters applied to the matrix, thus adjusting which features produced the best 

clues for the class membership (Goldberg, 2016; Kim, 2014; Zhang & Wallace, 2017). 

 

As mentioned in the beginning of this section, the strength of CNNs is that they are very good at 

detecting local clues in word sequences. This is, of course, due to the randomly generated filter, 

which, as the network improves, are weighted according to their ability to locate local clues in the 

sequence, thus potentially yielding good results, when such local clues exist (Goldberg, 2014; Zhang 

& Wallace, 2017). 

 

3.5.3 Recurrent Neural Network (RNN) 

CNNs with their convolutional and pooling architecture have an obvious advantage of capturing 

specific features in an input that gives cues about the class membership, but they have an apparent 

drawback. Due to the convolutional operation that serves to locate cues, it sacrifices most of the 

structural information in a sequence of data. As a result, the strength of CNNs when looking at a 

sequence of data, such as a sentence, is that it would recognize specific words or patterns of words 

that are particularly informative when classifying the document. Its weakness however, is that when 

the class membership can only be determined from longer structural information, it falls short 

(Goldberg, 2016) 
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In comparison to the CNN, the RNN provide an architecture that fundamentally handles sequences 

such as documents, sentences and words very well. Thus, RNNs have also proved that they can 

provide state of the art results within the area of natural language processing (Goldberg 2016). As 

was outlined in our review of related literature, Yu & Chang (2015) managed to outperform CNNs 

on sentiment classification, indicating that RNNs indeed can provide advantages over CNNs when 

working with sequential data. 

 

Architecture 

As opposed to the feed-forward architecture used by the CNN, RNNs are recursive in their nature. 

Due to this, an RNN can map outputs based on an entire history of inputs and outputs (Graves, 

2012). In figure 18, an unfolded RNN is depicted. Even though the structure looks very different 

from the earlier depicted feedforward-style neural network, it is important to note that an input 

layer still consists of multiple inputs, multiple hidden neurons, and potentially multiple output 

neurons as well. Knowing this, it might seem like there are three networks feeding forward 

information to the next, but this is simply because the network is depicted as unfolded. By unfolded 

it is meant that it is in fact the same neural network, shown three times across three different states. 

Knowing this, we understand that the hidden layer is actually feeding forward information to itself, 

but in a future state, with a different input. This creates an architecture where the hidden layer is 

not only providing an output, but is actually looping this output back to itself, in order to combine 

this with the information it receives from the next input in the sequence of inputs (Goldberg, 2016; 

Graves, 2012). 

 

 

Figure 18 - RNN unfolded over three states (Graves, 2012, p. 20) 
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Compared to the feedforward architecture, an RNN still has to receive list of input vectors. These 

have to be ordered for them to include the sequential information. However, it adds a list of state 

vectors representing the state of the network after each new input is passed through the hidden 

layer. Lastly, it has a list of output vectors, which hold the output of the network at each state 

(Goldberg, 2016). 

 

Looking back, the purpose of the hidden layers in a feedforward-styled network is to convey useful 

information to the next neurons, as is the purpose of a hidden layer in an RNN is to convey useful 

information to its next state. This effectively adds a memory effect, since future states can combine 

its input with the result from the previous state – which was affected by earlier states as well. When 

the network is unrolled, we see how the recursion essentially result in a deep neural network, where 

weights are applied across each state. Thus, the backpropagation technique using gradient descent, 

albeit a variation known as ‘backpropagation through time’ is also how RNN are trained (Goldberg, 

2016; Graves, 2012). 

 

The vanishing gradient problem 

Because a state can only refer to the information from the former state of the network, the range 

of context is quite limited due to this short memory. Because of this, an immediate problem exists 

on standard RNN architectures regarding the backpropagation algorithm. As earlier mentioned, the 

cost function has to be minimized through back propagation. This entails adjusting weights that 

impact the activations of neurons, however, because the deep structure of an RNN is in fact not 

multiple layers, but the same layer in a previous state in time. It poses the problem that when the 

state vector weight is small, the gradient (the slope of the loss function) decreases as the network 

unfolds further. Thus, this problem is known as the vanishing gradient problem. As depicted below, 

this means that earlier states are slow to train compared to newer states, ultimately resulting in a 

domino effect of inefficiency, since slow training of early states effectively result in sub optimal 

performance for later states (Goldberg, 2016; Graves, 2012). 
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Figure 19 - The vanishing gradient problem for RNNs (Graves, 2012, p. 32) 

 

Long Short-Term Memory 

There exist a couple of solutions to conquering the vanishing gradient problem, but the earliest and 

most popular solutions is the use of an architecture called Long Short-Term Memory (LSTM). In this 

architecture, memory cells are added to the network. As illustrated in figure 20, the memory cell is 

located in a memory block. These blocks are added to the neural network in subnets on the hidden 

layer. The memory block is made up of several gates, a combination of non-linear activation 

functions deciding which information is passed through these gates, and a memory cell, which holds 

the memory of the earlier states of the network. There are three gates: input, forget and output. 

Based on the activation functions and their weights, memory is either changed, forgotten or output 

(Goldberg, 2016; Graves, 2012). 
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Figure 20 - LSTM memory block in the hidden layer (Graves, 2012, p. 33) 

 

The addition of the memory cell, combined with the gates and weighted activation functions mean 

that memory can be stored and accessed over many states. As shown below, this preserves the 

gradient information, since memory preservation can now be adjusted through weights, and is not 

only available to the following state (Graves, 2012). 

 

 

Figure 21 - Preservation of gradient information (Graves, 2012, p. 35) 
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Bidirectional Recurrent Neural Networks 

Since RNNs are also composed of layers, it is possible to add more than one hidden layer. However, 

due to already ‘deep’ architecture, it often won’t provide any advantages. A better approach for 

improving the network in terms of natural language processing, is the use a bidirectional 

architecture. In this architecture a second RNN is made but is fed the sequence in reverse. Both 

networks then contribute to a concatenated output. As already mentioned, when working with 

RNNs, it is because we anticipate the sequences to have also have structural information rather than 

simply local clues. However, from the CNN section we learned that these clues can be anywhere in 

the sequence. By feeding the sequence both ways, the network will also receive information about 

the future in the sequence when analysing the past, thus increasing the structural understanding of 

sequences such as sentences (Goldberg, 2016). Whether using a standard or a bidirectional RNN, 

their recursive architecture should allow them to work better on contextual problems when 

compared to the windows-based model, which is applied in the CNN. 

 

 

Figure 22 - Bidirectional RNN (Goldberg, 2016, p. 396) 

 

3.6 Evaluation Metrics 

To assess the performance of the models, evaluation is needed (Provost & Fawcett, 2013). It is 

important to compare multiple evaluation methods. We observed that often, in the related work, 

accuracy was the most used evaluation metric. However, depending on balance of the class, or what 

the goal of the model is, other metrics like precision and recall need to be considered. As an 

example, Wang (2015) found that Naïve Bayes was the best in precision, but actually the worst in 
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recall. Therefore it turned out to not be the best model overall. All of the evaluation metrics are 

based on the confusion matrix.  

 

Confusion Matrix 

A confusion matrix consists of columns labelled with predicted classes, and rows labelled with actual 

classes. It is used to show which prediction the classifier has made, and which of the classes may 

have been confused by another (Provost & Fawcett, 2013). 

 

As seen on the confusion matrix below, correct predictions are true positives and true negatives, 

which are marked with green. Incorrect predictions are marked with red and these are false 

positives and false negatives. 

 

 Predicted class 

 

Actual class 

 Class = 0 Class = 1 

Class = 0 True Negatives False Positives 

Class = 1 False Negatives True Positives 

Table 4 - Confusion Matrix 

True positives (TP): When documents are correctly predicted as positive  

False positives (FP): When documents are incorrectly predicted as positive 

True negatives (TN): When documents are correctly predicted as negative 

False negatives (FN): When documents are incorrectly predicted as negative 

From the confusion matrix, we can calculate several evaluation metrics to assess the models’ 

performance: 

 

Accuracy 

Accuracy is a calculation of the percentage of correctly labelled reviews from the test set (Provost 

& Fawcett, 2013). 

 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑑𝑒𝑐𝑖𝑠𝑖𝑜𝑛𝑚𝑎𝑑𝑒

𝑇𝑜𝑡𝑎𝑙𝑛𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑑𝑒𝑐𝑖𝑠𝑖𝑜𝑛𝑚𝑎𝑑𝑒
= 

𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝐹𝑃 + 𝑇𝑁 + 𝐹𝑁
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Precision 

Precision describes how many of the documents were classified as one class, actually belongs to 

that class. In the case of positives, it is calculated by dividing the number of true positives with the 

total number of classified positives, and vice versa for negatives (Provost & Fawcett, 2013). 

 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

 

Recall 

Recall shows the ratio of the documents for one class that were correctly classified. The recall is 

calculated by dividing the number of true positives with total number of positives in the corpus 

(Wagner, 2010). 

 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

 

F1 Score 

The F-measure is a combination of the aforementioned precision and recall, which shows harmonic 

average (Provost & Fawcett, 2013). The best f-score is 1 (with perfect precision and recall), while 

the worst score is 0. 

 

𝐹 −𝑚𝑒𝑎𝑠𝑢𝑟𝑒 = 2 ∙ 
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∙ 𝑟𝑒𝑐𝑎𝑙𝑙

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙
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4.0 Analysis 

4.1 Data understanding 

Yelp is an online platform and can be used as both an application on the phone and as an Internet 

webpage. It was founded in 2004 with their purpose, “To connect people with great local 

businesses”. By Q4 in 2017, Yelp had more than 148 million reviews, and 29 million visitors via the 

Yelp app plus 64 million visitors via mobile web ("About Us | Yelp", 2018). 

 

People write about their experience with a specific business and rate this from 1-5 stars. Seen below 

is a picture example of a 1-star review and a 5-star review on the same restaurant ‘Shake Shack’ in 

New York, USA ("Shake Shack - Flatiron - New York, NY", 2018). 

 

Figure 23 - An example in Yelp website’s reviews ("Shake Shack - Flatiron - New York, NY", 2018) 

 

Because of all these reviews, Yelp are generating a lot of data from the platform. Therefore, they 

have developed the “Yelp Dataset Challenge”. This is a challenge for whoever wants to do research 

and analyse on the data for afterwards sharing this knowledge with Yelp. Within this challenge are 

some recommended topics such as ‘Photo Classification’, ‘Graph Mining’ and ‘Natural Language 

Processing & Sentiment Analysis’, the latter is the focus of this thesis ("Yelp Dataset", 2018). 
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The full dataset consists of 5.200.000 user reviews with information on 174.000 businesses across 

11 metropolitan areas in four countries. It holds data on Yelp’s reviews, user data and businesses. 

The dataset consists of seven CSV files (converted from JSON), namely: yelp_business.csv, 

yelp_business_attributes.csv, yelp_business_hours.csv, yelp_checkin.csv, yelp_review.csv, 

yelp_tip.csv and yelp_user.csv. We us the file ‘yelp_review.csv’ for the sentiment analysis and it 

contains nine columns; review_id, user_id, business_id, stars, date, text, useful, funny and cool 

("Yelp Dataset - A trove of reviews, businesses, users, tips, and check-in data!", 2018). 

 

From this review datafile, the columns ‘stars’ and ‘text’ are used. The star rating is believed to be 

correctly and truthfully representing the reflection of the text in the review. These two columns are 

used with the purpose of looking at which reviews from the dataset are classified as positive or 

negative. Looking at the 1-5 stars reviews from the full dataset, the distribution is as follows:  

 

Figure 24 - Distributions of 1-5 stars in full Yelp dataset 

 

For more simplicity and to reduce computational expense in this sentiment analysis while iterating, 

especially when training neural networks, 1-2 stars reviews are used as negative classification, while 

4-5 stars reviews are used as positive classification, and the 3 stars reviews are left out. From these 

reviews, 100.000 rows are used for training, with 24.557 negative reviews and 75.443 positive 

reviews: 
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Figure 25 - Training data with negative (0) and positive (1) classification 

 

We extract an additional 30.000 reviews that is used as testing data, to enable evaluation of the 

models. The extracts have about a 75/25 class distribution.  As previously written in the section on 

the related work, an imbalanced dataset can have the consequence of being biased towards the 

most presented class. This can result in the performance being unreasonably well for one sentiment 

over the other (Provost & Fawcett, 2013). However, Yu & Chang argue, that in regard to neural 

networks, class distribution should be kept this way, as it improves the reflection of the real-word 

context that it will be used for, where more positive than negative reviews are written (Yu, A., & 

Chang, D., 2015). With this argument, the imbalance is kept for use in our analysis, but we keep in 

mind, that this might not be the optimal distribution for the traditional models. Confusion matrices 

will be calculated in order to uncover more information about the results. 

 

4.2 Data Preparation 

4.2.1 Analysis structure & machine learning setup 

Based on our methodology framework, the analysis is structured as follows. First, we will gain an 

understanding of the yelp dataset, what the raw file contains and what we intend to do with it. Then 

we will prepare the data for modelling by removing columns and rows. When the data is ready we 

will start modelling. This includes the pre-processing steps for the Naïve Bayes, SVM and the neural 

network classifiers. We intend to use the following classifiers: 

- Multinomial Naïve Bayes 

- Linear Support Vector Machine 
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- Bidirectional Recurrent Neural Network with Long Short-Term Memory 

- Convolutional Neural Network with multiple convolutions 

 

We approach the traditional models and the neural networks in separate ways, but on exactly the 

same data. For traditional methods we pre-process using the Bag of Words approach described in 

the theory, this includes the TF-IDF variation. Both Bag of Words and TF-IDF vectorizations are tested 

with multiple n-gram variations. The neural networks, however, are not trained with the same 

vectorization methods. For the neural networks we will either use pre-trained word embeddings 

from FastText, as vectors for the words in the data, or let the neural network train its own vectors 

instead, both through the embedding layer. The models are trained on 100.000 reviews and are 

tested on 30.000 reviews which have been hold out from the training data. Both are extracted from 

the Yelp reviews dataset. 

 

For training the models, we are using a desktop pc with an Intel i5 processor, an NVidia graphical 

processing unit and 8 gigabytes of memory. For software, we are using Anaconda software 

distribution, with Spyder 3.8 as the IDE and Python 3.6 (Anaconda Software Distribution, 2016). We 

build our models with the help of imports from the following libraries: 

- Scikit learn (Pedragosa et al. 2011) 

- Natural Language Processing Toolkit (NLTK) (Wagner, Steven, loper & klein, 2010) 

- Keras (Chollet & Allaire, 2017) 

- Tenserflow (Abadi et al. 2016) 

- Pre-trained vectors from FastText (Bojanowski, Grave, Joulin & Mikolov, 2017). 

4.2.2 Data preparation 

As mentioned in section 4.1, we split the yelp dataset taking out 100.000 rows for our analysis. 3-

star reviews are left out. 1- and 2-star reviews are converted to a label: 0 while 4 and 5-star reviews 

are converted to a label: 1. 

 

By creating a separate csv file, we make sure that we always use the same data for the different 

models.  
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We use the pandas function read_csv to import the full dataset; we provide the arguments that we 

only want Python to import the first 120000 rows, as well as the columns “stars” and “text”. Then 

we drop the 3-star reviews by keeping stars 1-2 and 4-5. The reviews are then labelled 0 or 1 

depending on the stars with an ‘if’ statement, and we drop the 6037 rows to keep the dataset at 

100.000 samples. Lastly, by using pandas again, we can save the edited dataset to csv. This csv is 

used as the training data for all the classifiers. An additional csv is made for test data. The test set 

consists of 30.000 rows. This is done to make sure that we test on exactly the same data for all the 

models. Doing this ensures consistency. The code for each model can be found in appendix 1-8. 

 

4.3 Modelling  

To prepare the data for sentiment analysis, we need to perform pre-processing to clean it up. This 

is done in order to get rid of all the text that does not hold any value in classifying sentiment. As 

mentioned above we use two different approaches when working with traditional models versus 

neural networks. 

 

4.3.1 Data pre-processing for Naïve Bayes and Support Vector Machines 

Pre-processing for Naïve Bayes and SVM consists of the following steps: 

- Removing all non-English characters & punctuations 

- Remove duplicate whitespaces 

- Lowercasing of the text 

- Stemming 

- Feature vectorization 

We start by loading the data from the csv files created earlier. One for training data and one for test 

data. Every review in both files go through pre-processing in a loop, where they are appended to a 

list, which will constitute our pre-processed corpora: 
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First, we use the Natural Language Toolkit(NLTK) to download a library of stop words. The list of 

stop words can be seen in appendix 9. Then, for each review, we do the pre-processing. With the 

re.sub function we can remove all non-English characters, and duplicate whitespaces. With the 

lower- and split functions we transform the text to lowercase and split the sentence into individual 

words. In order to use the PorterStemmer to apply stemming, we first split each review into words, 

as the stemmer cannot stem sentences. While stemming, we also remove stop words, thus only 

keeping words that are not present in the NLTK stopwords library. Then we re-join the individual 

words and append the reviews into a list.  

 

To show how the code works in practice, consider this sample from a florist review: 

 

I thought Tidy's Flowers had a great reputation as a florist, but I guess I was wrong! 

For Valentine's Day my boyfriend had ordered roses with Tidy's. However, the flowers that were 

delivered was not what he had ordered. He had placed in an order for long stem roses, mixed with 

orchids and was charged for that. What had showed up was a small vase with 4 short cut roses and 

some greens - table ornament, not really Valentine's Day flowers.  

 

By applying pre-processing, we get the following output: 

 

thought tidi flower great reput florist guess wrong valentin day boyfriend order rose tidi howev 

flower deliv order place order long stem rose mix orchid charg show small vase short cut rose green 

tabl ornament realli valentin day flower 

 

Not only does the pre-processing significantly reduce the amount of information, 81 words before 

pre-processing and 39 after, this is due to the removal of stop words all in addition to stemming. 
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One should observe that some words are now incorrect, due to these steps, but as this process is 

done for all words, this does not matter, as the important thing is to streamline words that were 

previously in different forms. Thus, as long as the same words become equal in the corpus, they will 

count as the same feature. 

 

The next step in the process is vectorization. Based on the literature, we have chosen to test with 

two different techniques, namely a simple Bag of Words model, and TF-IDF vectorization. Since 

vectorization only needs to be applied to the texts, and not the target labels – i.e. the classes, we 

need to split these. For the text, this has already been done through pre-processing. However, we 

still need to create a separate instance for our target data.  

 

Now we can vectorise the text data by either applying the CountVectorizer function, or the 

TfIdfVectorizer function, both imported from scikit-learn. The Bag of Words CountVectorizer 

transforms our corpus to a Bag of Words representation: 

 

When applying the method, we specify one parameter, which is the n-gram range. It is set to (1,1) 

to specify that we only want the model to consider unigrams. Were we to change this parameter to 

(1,2), the model would consider both unigrams and bigrams etc. Including unigrams, the ten most 

recurring features in our corpus are:  

 

If we set the CountVectorizer to consider bigrams, only we would get:  

 

Since we are working with imbalanced classes, it makes sense that the most frequent features are 

mostly positive, when we only set it to consider ten.  

 

Assuming that we have 1000 features it is hard to visualise the above sample sentence. However, 

conceptually, it has been vectorised into an array of 1000 columns (one for each word). If a word 

occurs in the review, it will be represented as a one. If it occurs twice, it will be represented as a two 

etc. like this: 
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[. . . , 000001 … , 00200 … , ] 

 

Applying the TfidfVectorizer is very similar to the CountVectorizer, and it takes the same parameters 

in regards to n-grams.  

 

However, when we use the TfidfVectorizer we will receive the TF-IDF weights of the words as float 

values instead of the word-count, like this:  

 

[. . . , 0.0.0.0.0.130. … , 0.0.0.080.0. … , ] 

 

The fit_transform function for both the CountVectorizer and TfidfVectorizer are used to build the 

vocabulary of words the model uses to train. This is why we do not use fit_transform on the test 

data as well, where we only use the transform function to convert the test data into vectors as well, 

enabling the model to predict on it.  

 

Thus, we have now represented the reviews as vectors that the Naïve Bayes and SVM algorithms 

can compute, in the form of x_train, y_train, x_test and y_test. 

 

4.3.2 Classifying with Naïve Bayes and Support Vector Machines 

The Naïve Bayes and SVM classifiers are built using scikit learns MultinomialNB and LinearSVC. They 

are imported from scikit learn and instantiated in the classifier variable. Then we fit them on the 

training data. 

 

 

When training is done, we can use the models to predict test data. We do this by using the Predict 

function with the classifier as shown below. 
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We can evaluate the model by comparing the list of predictions returned from the Predict function. 

Functions for evaluation are available in scikit, with them we can print confusion matrix and a 

classification report. These evaluation metrics are essentially, what we use to optimize the models.  

 

To some extent, we have already optimized on the results on these classifiers by pre-processing the 

reviews with stemming and normalization. Since the optimization does not lie in the arguments of 

the classifiers, we test the same optimizations on both classifiers to see if we get any improvements 

in the results. We iterate through the following steps and see what gives the best possible outcome. 

 

Max features 

When classifying, the best solution is not always the best solution to build a vocabulary from every 

word possible in the dataset. In some cases, the most recurring terms in a dataset can be of much 

more value in classifying sentiment than confusing the model with an abundance of terms. We can 

empirically test this by adjusting the ‘max_features’ argument when building the vocabulary. 

 

After looping through different amounts of features we found that Naive Bayes with Bag of Words 

perform the best with max features set to 10.000. The SVC classifier achieved the best results with 

maximum features, meaning that it was best with the biggest possible vocabulary.  
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n-gram variations 

When vectorising we have the possibility of using different n-gram combinations. This results in the 

below accuracies for Naïve Bayes and SVM respectively 

 

N-GRAM METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

UNIGRAM  Negative Positive Precision Recall F-Measure  
Negative 2602 4876 0.45 0.35 0.39 73% 
Positive 3199 19323 0.80 0.73 0.83  

        
BIGRAM  Negative Positive Precision Recall F-Measure  

Negative 1480 5998 0.48 0.20 0.28 74.4% 
Positive 1585 20937 0.78 0.93 0.85  

        
TRIGRAM  Negative Positive Precision Recall F-Measure  

Negative 443 7035 0.38 0.06 0.10 73.1% 
Positive 710 21812 0.76 0.97 0.85  

        
UNIGRAM + BIGRAM  Negative Positive Precision Recall F-Measure  

Negative 3002 4475 0.46 0.40 0.43 73.2% 
Positive 3579 18943 0.81 0.84 0.82  

        
BIGRAM + TRIGRAM  Negative Positive Precision Recall F-Measure  

Negative 1540 5938 0.48 0.21 0.29 74.6% 
Positive 1670 20852 0.78 0.93 0.85  

        
UNIGRAM + BIGRAM 
+ TRIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 3013 4465 0.45 0.40 0.42 73% 
Positive 3625 18897 0.80 0.83 0.81  

Table 5 - Naive Bayes with Bag of Words and n-gram variations 

 

N-GRAM METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

UNIGRAM  Negative Positive Precision Recall F-Measure  
Negative 1161 6315 0.31 0.16 0.21 70.3% 
Positive 2593 19929 0.76 0.88 0.82  

        
BIGRAM  Negative Positive Precision Recall F-Measure  

Negative 1354 6124 0.29 0.18 0.22 68.5% 
Positive 3319 19203 0.85 0.85 0.80  

        
TRIGRAM  Negative Positive Precision Recall F-Measure  

Negative 323 7155 0.36 0.01 0.02 74.9% 
Positive 744 21778 0.75 1.00 0.86  

        
UNIGRAM + 
BIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 1485 5993 0.29 0.20 0.24 68% 
Positive 3589 18933 0.76 0.84 0.80  

        
BIGRAM + TRIGRAM  Negative Positive Precision Recall F-Measure  

Negative 738 6740 0.31 0.10 0.15 72% 
Positive 1637 20885 0.76 0.93 0.83  

        
UNIGRAM + 
BIGRAM + TRIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 976 6502 0.32 0.13 0.18 73.4% 
Positive 2101 20421 0.76 0.91 0.83  

Table 6 - Support Vector Machine with Bag of Words and n-gram variations 
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TF-IDF vectorization 

As mentioned in pre-processing section we can add TF-IDF weights to the features to see if the 

classifiers perform better if the features are weighted relative to their occurrence in the corpus 

and documents. Like with the bag of word implementations, we can also loop through max 

features when vectorising with TF-IDF. However, we found that the best results were achieved for 

both classifiers with the maximum features. 

N-GRAM METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

UNIGRAM  Negative Positive Precision Recall F-Measure  
Negative 38 7440 0.25 0.01 0.01 74.8% 
Positive 114 22408 0.75 0.99 0.86  

        
BIGRAM  Negative Positive Precision Recall F-Measure  

Negative 2 7476 0.20 0.00 0.00 75% 
Positive 8 22514 0.75 1.00 0.86  

        
TRIGRAM  Negative Positive Precision Recall F-Measure  

Negative 156 7322 0.39 0.02 0.04 74.7% 
Positive 246 22276 0.75 0.99 0.85  

        
UNIGRAM + 
BIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 0 7478 0.00 0.00 0.00 75% 
Positive 0 22522 0.75 1.00 0.86  

        
BIGRAM + TRIGRAM  Negative Positive Precision Recall F-Measure  

Negative 4 7474 0.31 0.00 0.00 75% 
Positive 9 22513 0.75 1.00 0.86  

        
UNIGRAM + 
BIGRAM + TRIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 0 7478 0.00 0.00 0.00 75% 
Positive 0 22522 0.75 1.00 0.86  

Table 7 - Naive Bayes w. TF-IDF and n-gram variations 

 

N-GRAM METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

UNIGRAM  Negative Positive Precision Recall F-Measure  
Negative 440 7038 0.35 0.06 0.10 73.8% 
Positive 819 21703 0.76 0.94 0.85  

        
BIGRAM  Negative Positive Precision Recall F-Measure  

Negative 568 6910 0.32 0.08 0.12 72.9% 
Positive 1216 21306 0.76 0.95 0.84  

        
TRIGRAM  Negative Positive Precision Recall F-Measure  

Negative 302 7176 0.30 0.04 0.07 73.7% 
Positive 702 21820 0.75 0.97 0.85  

        
UNIGRAM + 
BIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 626 6852 0.33 0.08 0.13 73% 
Positive 1254 21268 0.76 0.94 0.84  

        
BIGRAM + TRIGRAM  Negative Positive Precision Recall F-Measure  

Negative 345 7133 0.30 0.03 0.06 73.9% 
Positive 767 21755 0.75 0.97 0.85  

        
UNIGRAM + 
BIGRAM + TRIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 464 7014 0.35 0.06 0.11 73.7% 
Positive 874 21648 0.76 0.96 0.85  

Table 8 - Support Vector Machine with TF-IDF and n-gram variation 
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Results 

It is evident that in the case of the yelp dataset, the classifiers do not achieve any results that are 

worth considering using TF-IDF vectorisation, it seems that when using TF-IDF the imbalanced 

classes result in a heavy bias towards positive reviews, rendering the classifier unable to classify 

negative reviews, which is extremely evident when using the Naïve Bayes classifier. 

 

However, when using the Bag of Words vectorisation with n-gram variations we get the best results 

from both classifiers. If we evaluate from accuracy alone it seems that the best model is the SVM 

with the tri-gram variation, which achieves 74.9%. However, when taking a closer look, this model 

is heavily biased towards positive sentiment and this accuracy is based mostly upon that. With class 

imbalance in mind, the models can be evaluated with precision, recall and f-measure, which is the 

harmonic mean between the two. The model that achieves the highest f-measure on both negative 

and positive sentiment is the unigram + bigram model for both the Naïve Bayes Classifier and the 

SVM with the results below. We will discuss the results further in the findings chapter.  

MODEL CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

NAÏVE BAYES - BOW 
(UNIGRAM + BIGRAM) 

 Negative Positive Precision Recall F-Measure  
Negative 3002 4475 0.46 0.40 0.43 73.2% 
Positive 3579 18943 0.81 0.84 0.82  

        
SVM – BOW (UNIGRAM 
+ BIGRAM) 

 Negative Positive Precision Recall F-Measure  
Negative 1485 5993 0.29 0.20 0.24 68% 
Positive 3589 18933 0.76 0.84 0.80  

Table 9 - Best Results for Naive Bayes and SVM 

4.3.3 Data pre-processing for artificial neural networks 

For the neural networks, the same principles apply when it comes to pre-processing. However, due 

to the use of pre-trained word vectors, the approach differs in various ways. What we need to 

achieve is the following: 

- Load pre-trained vectors 

- Remove stopwords and punctuations 

- Create a word index from our dataset 

- Transform text to padded sequences 

- Create an embedding matrix 

The pre-trained vectors that we use are the FastText vectors mentioned earlier. Loading these is the 

first step of this pre-processing. To do this, we will create a dictionary containing all the pre-trained 

vectors from the downloaded file. 
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In the raw file, each vector is written on each line by the word followed by 300 weights. Below is a 

sample for the word ‘korpaljo’. Visualising with 300 weights would be a bit much, so for the sake of 

exemplification the vector is shown with 7 weights: 

 

𝑘𝑜𝑟𝑝𝑎𝑙𝑗𝑜 − 0.230730.060873 − 0.197770.43128 − 0.016264 − 0.045069 − 0.034354 

 

When we load the file, we load every line in the file into an array. Then we take each array and load 

it into one dictionary. This result in the dictionary – embeddings index - filled with 2.519.396 word 

vectors. 

 

Then we can commence stopwords removal. Since we use pre-trained vectors, we do not need to 

normalize words in the same degree as with Naïve Bayes or SVM. This is due to the fact that we 

filter out any unrecognisable words by our embeddings index – the words not present in the pre-

trained vector set. However, we are still interested in removing stopwords as they are not needed 

for sentiment analysis, and we want to remove punctuations as well. This significantly reduces the 

amount of data that the models need to process, making them more efficient. We do this by using 

NLTKs stopwords lexicon where we add punctuations by using an update function. 

 

Now we can run both the test and training data through a pre-processing loop: 
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After the removal of stop words, we want to be able to compare the words present in our data, to 

the embedding index that was created earlier. This is done by creating a word index with the words 

present in the training data set: 

 

 

By using a Tokenizer function from Keras, we tokenize each word in our documents to arrays with 

number representations.  First, the fit_on_texts function is applied, which will create an internal 

vocabulary. This is essentially what creates the word index: 

 

Figure 26 - Sample from the word index 

In practice, the word index like the embedding index is a dictionary with the words and its vector 

representation. This can be seen in the sample above. With the word index created, we may 

transform our documents to sequences in order to make them readable by a neural network. The 

tokenizer function text_to_sequences is used to transform the text to sequences. What happens is 

that the text is transformed into vector representations. Each document is represented as an array 

that contains a sequence of numbers. The numbers represent the words in vector form. This means 

that the following document: 

 

nice light tasting cakes! Tried original matcha green tea slices. similar Lady M cakes! Will back check ice 

cream! 
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Is transformed to the following sequence: 

[242701761673604531762775144650802842176367326111613221152] 

 

However, since our documents are of different length, we also need to pad them to the same length. 

For this, we can use the function padtosequences, also from Keras: 

 

The reason for padding the data to the same length is that the neural networks are expecting 

documents of one specific length, which is specified as a parameter when building the network. We 

have decided to define the document length by adding the average length of the documents in the 

corpus with the standard deviation. We can plot this to visualise the max length (shown as the 

vertical dotted line on figure 27). 

 

 

Figure 27 - Corpus document lengths  

 

We save the calculated max length of the documents in the variable max_seq_len and use it when 

we pad the input data, and when we build the neural network. In our case, we get a max length of 

215. When the input is fed to the neural network, this is also known as the input length. If we 

consider the example from before, after it has been padded is represented as follows: 

 

[… 0   0   0   24   270   1761   673   60   453   1762   775   144   650   802   842   1763   673   261   11   613   221   152] 

 

Thus, the start of the document will be filled with 0 placeholders to make sure that all inputs for the 

neural network have the same length in the dense matrix. 
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Now that the input set is ready for the neural network, the embedding matrix can be created by 

comparing the word index and the embedding index.  

 

The embedding matrix consists of the words from the word index assigned with the vectors from 

the embedding index. This enables us to help the neural network by giving it vectors that are close 

for similar words. Using FastText vectors also serves the purpose of cleaning the data to some 

extent, as it nulls out words that are not present in the embedding index. We can take a random 

sample of ten of the words that were nullified: 

 

 

With the pre-processing done, we can proceed to build the classifiers and train them with the 

training data and make predictions on the test data. 

 

4.3.4 Classifying with artificial neural networks 

RNN with FastText 

We build the neural networks using Keras with Tensorflow as backend. For the RNNs, we use the 

sequential API from Keras. For each type of network, we build two models. The first model is the 

RNN LSTM model with pre-trained vectors from FastText: 

 

The input layer is the embedding layer, where we load the pre-trained FastText vectors as weights 

for the model’s vocabulary. Second layer is the bidirectional RNN LSTM with 100 memory cells 
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followed by layer of 50 hidden neurons. Throughout the network, we assign a dropout of 25% to 

prevent overfitting.  

 

For both models, we apply the rectifier activation function in the hidden layer and the sigmoid 

function in the output layer. The loss function used is binary crossentropy with the adam optimizer. 

We proceed to train the model by fitting it to the training data. This is done by using the fit function 

as seen below.  

 

In the fit function, we specify that the batch size is 256, and that the model in this iteration has to 

run for 9 epochs with a validation split of 33%. The validation split is used to optimize the model 

while iterating. In addition, the model will output both training, and validation accuracy as well as 

training and validation loss per epoch. This can be monitored through the console while the network 

is training. 

 

Figure 28 - RNN with FastText running for 9 epochs 

Looking at these values, it can be determined if the model is converging. If we observe that the 

validation loss has reached its minimum and begins rising again, we know that the model has 

converged. We can also see when the model begins to overfit. If there is a significant difference 

between the validation and training accuracy, it is a sign of overfitting. The fit function returns these 

values and they can be plotted to show how the RNN performed over time.  
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Figure 29 - RNN with FastText Accuracy curve 

As seen in figure 29, it seems like the model is beginning to overfit after epoch 5. There are ways to 

reduce overfitting. One way is what we have already done; namely by adding dropout. However, if 

this is not effective, we can try to add kernel regularization on the hidden layer, which changes the 

model ever so slightly: 

 

The addition regularization is in the hidden layer on line 124 above. We proceed to train the model 

again; this time we add additional epochs to see if the network needs more time to converge after 

regularization: 

 

Figure 30 – Training the RNN after adding regularization 

Instead of converging at epoch 3 like in figure 29, it seems that it now converges at epoch 6 now. 

However, there is still a big difference between the training accuracy and the validation accuracy, 

which is evident when we examine the graph below. 
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Figure 31 - RNN with FastText accuracy curve after added regularization 

Since it still seems like it is overfitting, we try to increase the dropout on the hidden layer to 50% 

instead of 25%, and proceed to retrain the model. Finally, it seems as if the model is able to converge 

without a high difference between training and validation accuracy as seen in the accuracy graph 

below: 

 

Figure 32 - RNN with FastText accuracy curve after added regularization and increased dropout 

We will consider this model as the final RNN model with FastText. We test this on the training set 

and get the following evaluation metrics: 

 

METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

RNN 
FASTTEXT  

 Negative Positive Precision Recall F-Measure  
Negative 6794 684 0.89 0.91 0.90 94.7% 
Positive 880 21642 0.97 0.97 0.97  

             Table 10 - RNN with FastText evaluation metrics 

RNN without FastText 

For the second model, we will base the model on the RNN with FastText model that we optimized 

in the section above. However, the embedding layer will setup slightly different. Instead of telling 
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the model to use pre-trained vectors, we instruct the model to train a vector itself for every word 

in the vocabulary. This results in the following model where the change can be seen in line 91: 

 

When training this model, we see the same pattern as with the initial RNN model. It seems as if the 

model is heavily overfitting as seen in the accuracy graph below: 

 

Figure 33 - RNN without FastText accuracy curve 

The reason for this model overfitting, when the RNN with FastText model did not, must be because 

this network is training its own words vectors. This is the only variable that has changed. We try to 

adjust the recurrent dropout on the LSTM layer from 25% to 50%. In addition, the ordinary dropout 

is increased to 70%. This results in the following graph: 

 

Figure 34 - RNN without FastText training accuracy curve after added dropout 

After adding dropout, the validation accuracy seems to stabilize at around 94% without dropping, 

the changes did not make a big difference. However, since the validation accuracy seems to be 

stable we assume that the model has converged. We can evaluate the model by predicting on the 
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test data. The evaluation metrics below show the final models’ performance when it predicts on the 

test data.  

METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

RNN 
WITHOUT 
FASTTEXT  

 Negative Positive Precision Recall F-Measure  
Negative 6626 852 0.89 0.88 0.88 94.1% 
Positive 896 21626 0.96 0.96 0.96  

Figure 35 - RNN without FastText results 

CNN with FastText 

The CNN is built by adding convolutional layers to a feedforward neural network. Like the RNN’s, 

this network is built using Keras with tensorflow as the backend. However, instead of using the 

sequential API we compile the model by using the keras functional API instead. This is done to enable 

the concatenation of the convolutional layers inspired by Kim (2014). The layers of the initial model 

is as follows: 

 

The convolutional layers are added with output spaces of 64 filters and kernel sizes in the range 

from 2-4, which are the lengths of the convolutional windows. We use ‘same’ padding to keep the 

original padding when filtering through the convolutional layer. Furthermore, the rectifier activation 

function is used in each convolutional layer, and Pooling is added for extra feature extraction. A 

hidden layer with 256 neurons is added with a dropout of 50% before the output layer. The same 

batch size and validation split is used as with the previous networks. Training this network for 24 

epochs gives us the following results: 
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Figure 36 - CNN with FastText accuracy curve 

 

Based on the curve above, it seems that the network starts overfitting after about 3 epochs. 

Therefore, we perform a bit more parameter tuning. We add a dropout of 50% after the 

convolutional layers as well as a kernel regularization of 1 in the hidden layer. Thus, the network 

layers are now build as follows: 

  

The changes are on the lines 130 for dropout and on 131 for regularization. Training the model now 

results in convergence at a later epoch, without the same difference between the training and 

validation accuracy: 

 

Figure 37 - Training CNN with FastText with added dropout and regularization 
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This seems to be at around epoch 8 and 9, which is evident when examining the graph below. 

 

Figure 38 - Accuracy curve for CNN with FastText with 'same' padding and added dropout 

The validation accuracy converges at around 94%. To evaluate whether or not the model performs 

close to this, we can test it on the held out test dataset. This gives the following results for the final 

model: 

METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

CNN WITH 
FASTTEXT  

 Negative Positive Precision Recall F-Measure  
Negative 6707 771 0.90 0.90 0.90 94.8% 
Positive 780 21742 0.97 0.97 0.97  

Table 11 - CNN with FastText results 

  

CNN without FastText 

We use the above final model as the basis for the CNN model without the pre-trained FastText 

vectors. We replace the arguments in the embedding layer to tell the model to train its own vectors 

for the reviews, this results in the layer distribution below.  

 

Regrettably, like with the RNN’s letting the model train its own vectors, it leads to an early overfitting 

of the model. Already after three epochs, the loss function begins to increase, and the validation 

accuracy begins to decrease while the training accuracy still goes upwards towards 100%. 



   

Page 90 of 124 
 

 

Figure 39 - CNN without FastText accuracy curve 

Since the validation accuracy is converging very early, and there is a considerable gap between the 

train and validation accuracy, we try to tune some of the parameters on the model. We apply a 

dropout for each convolution of 20% and this gives us the accuracies below. 

 

Figure 40 - CNN without FastText accuracy curve after adding another hidden layer 

When this model is tested on the test data, for the final model we get the following result for the 

final model: 

METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

CNN 
WITHOUT 
FASTTEXT  

 Negative Positive Precision Recall F-Measure  
Negative 6093 1385 0.89 0.81 0.85 92.8% 
Positive 749 21773 0.94 0.97 0.95  

        

Table 12 - CNN without FastText evaluation metrics 
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Results 

After tuning parameters, we have found that the neural networks that performed the best were the 

ones using the pre-trained vectors from FastText as we can see in the table below. The networks 

trained on own embedding’s performed marginally worst both in accuracy as well as in both f-

measures for both positive and negative sentiment. Thus, both networks using FastText for feature 

extraction will be assessed and compared to the traditional algorithms in the next chapter, where 

we will discuss the findings of this analysis. 

 
METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

RNN WITH 
FASTTEXT  

 Negative Positive Precision Recall F-Measure  
Negative 6794 684 0.89 0.91 0.90 94.7% 
Positive 880 21642 0.97 0.97 0.97  

CNN WITH 
FASTTEXT  

 Negative Positive Precision Recall F-Measure  
Negative 6707 771 0.90 0.90 0.90 94.8% 
Positive 780 21742 0.97 0.97 0.97  

Table 13 - Best Performances of the neural networks 

 

  



   

Page 92 of 124 
 

5.0 Findings 

Based on the presented results in the previous chapter, we have already determined that the best 

pre-processing method for our Naïve Bayes and Support Vector Machine is a combination of 

unigrams and bigrams on a Bag of Words vectorization. We also found that using pretrained FastText 

word embeddings yielded greater results for both of our the Convolutional- and Recurrent Neural 

Network compared to having the models calculate these embeddings on their own. As mentioned 

in their respective sections, these determinations are based on a comparison of both the overall 

accuracies as well as the more class-informative f-measure, which provides more insight when 

working with an imbalanced class distribution. In the table below, we have summarized the results 

of each model with their best tested pre-processing method. 

 

MODEL CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

NAÏVE BAYES BOW 
(UNIGRAM + BIGRAM) 

 Negative Positive Precision Recall F-Measure  
Negative 3002 4475 0.46 0.40 0.43 73.2% 
Positive 3579 18943 0.81 0.84 0.82  

        
SVM BOW (UNIGRAM + 
BIGRAM) 

 Negative Positive Precision Recall F-Measure  
Negative 1485 5993 0.29 0.20 0.24 68% 
Positive 3589 18933 0.76 0.84 0.80  

        
RNN WITH FASTTEXT   Negative Positive Precision Recall F-Measure  

Negative 6794 684 0.89 0.91 0.90 94.7% 
Positive 880 21642 0.97 0.97 0.97  

        

CNN WITH FASTTEXT   Negative Positive Precision Recall F-Measure  
Negative 6707 771 0.90 0.90 0.90 94.8% 
Positive 780 21742 0.97 0.97 0.97  

Table 14 - Comparison of best performing models 

 

Looking at the table, we immediately see that both Naïve Bayes and Support Vector Machine 

underperform extremely in comparison to our Convolutional- and Recurrent Neural Network 

models. As was also presented in the related work section as well as the in-depth sections on 

models, we could have anticipated that neural networks would do well on this task, but it is striking 

that Naïve Bayes and Support Vector Machine perform that much worse than neural networks. In 

the following sections, we will analyse the findings for both categories. 
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5.1 Traditional models 

We can derive from the above that in terms of pre-processing for Naïve Bayes and Support Vector 

Machine the addition of bigrams resulted in features informative enough for the models to increase 

in performance when combined with unigrams. Thus, unigrams alone do not result in the highest 

performance, meaning that bigrams do indeed add informative value in the context of sentiment 

classification on Yelp reviews, in comparison to single words alone. This confirms that sentiment 

does not only depend on the use of singular words but figuring out sentiment does indeed also 

depend on the contextualities of language. The addition of trigrams, did not improve this result, and 

trigrams alone were actually the worst performer in terms of predicting negative sentiment. As such, 

it seems as if trigrams do not hold any information regarding the sentiment of a review, at least in 

terms of value that Naïve Bayes and Support Vector Machine are capable of reflecting. 

 

Considering the examples of frequent unigrams and bigrams below, it makes sense that bigrams 

add substantial information, as most of them clearly hold sentiment. Frequent unigrams, however, 

are much more uninformative as they seemingly have no polarity. While words such as ‘waitress’ or 

‘wife’, might in fact have a relation to the overall sentiment, there are no apparent reason to as why 

this should be the case. However, because an algorithm like Naïve Bayes is completely probabilistic, 

such words might be regarded as being informative, if they by sheer chance appeared more 

frequently in either class. Naturally, this is also the reason why traditional machine learning methods 

are sensitive to imbalanced classes, since such seemingly uninteresting words might be interpreted 

as informative, if they were significantly overrepresented in one class due to an imbalance. 

 

Examples of frequent unigrams and bigrams from the training data: 

- super, wife, steak, basic, waitress, recommend 

- much better, long time, great food, happi hour, great experi, felt like, would recommend 

 

In relation to the abovementioned observation, we also tested TF-IDF vectorisation as an alternative 

to the standard Bag of Words model, which weight words based on their significance rather than 

their occurrences. As described in the theory section, TF-IDF is a variant of Bag of Words, which 

adjusts the frequency of words in a document to the frequency of words in the entire corpus. 
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Compared to the standard Bag of Words, applying the TF-IDF technique assumes that frequent 

words are not informative in terms of their class membership. While this is of course true for some 

words such as the already mentioned ‘steak’ or ‘waitress’, the much worse results presented by TF-

IDF indicate that specifically for customer reviews, sentiment-informative words might be frequent 

across reviews. From the examples above, we can expect unigrams such as ‘super’ and ‘recommend’ 

or bigrams as ‘great food’ to present such frequent features. In reviews, these features are clearly 

very informative in regard to the overall sentiment and should be regarded as such, but with TF-IDF 

vectorisation, the weight of these words are reduced, potentially causing the models to simply 

prefer the highest presented class. 

 

Overall Naïve Bayes was clearly more accurate than Support Vector Machine, both in terms of 

overall accuracy and in terms of f-measures. Since our implementation uses a Linear Support Vector 

Machine, it gives a clear indication that the data is non-linear, and thus cannot be properly 

separated by the linear hyperplane of the Support Vector Machine. In comparison, Naïve Bayes is a 

probabilistic learner, which does not constrict it to linearly separating the data. The non-linearity of 

text is explained by the complexity and ambiguity of language, which is also the reason why natural 

language understanding is such an important field within machine learning and AI. It also supports 

why both neural network-based models achieve such good performance numbers, because they are 

non-linear learners, and as already mentioned in the theoretical grounding, as such yield greater 

results (Goldberg, 2016). 

 

Considering the already mentioned class imbalance, we are aware that the above observations 

might be inconclusive, and because of this, we have added a section on this problem below. 

 

5.2 Traditional models and balanced data 

As covered, the traditional models performed very poorly. This observation is true both in terms of 

how they compared to the neural network-based models, which both performed very well, but also 

in terms of the least required accuracy. By least required accuracy we mean that the models did not 

even yield higher results than if it was consistently guessing the highest represented class, which 

would result in an overall accuracy of 75% based on the class distribution. In the data understanding 
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section, we mentioned that class imbalance can be hurtful to traditional methods, but we kept the 

original distribution for our training data since the distribution reflects a bias that people tend to 

write more positive reviews than negatives. Thus, the imbalance is not caused by a lack of data, but 

a real tendency. Based on our results, neural networks indeed handle this imbalance very well, as 

they achieve a very high f-score for negative reviews, albeit a little lower than on the positive 

reviews. For the sake of comparing traditional models and neural networks on equal terms, not 

considering the difference in pre-processing needed, we did not balance the training data for Naïve 

Bayes and Support Vector Machines. In the table below, we have summarized the results of both 

models with the n-gram combination resulting in the best result of accuracy and f-score. 

METHOD CONFUSION MATRIX EVALUATION PARAMETER ACCURACY 

NAÏVE BAYES BOW 
UNIGRAM + 
BIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 4209 3269 0.32 0.56 0.41 59.1% 
Positive 8982 13540 0.81 0.60 0.69  

        
NAÏVE BAYES TFIDF 
UNIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 2708 4770 0.31 0.36 0.33 63.8% 
Positive 6085 16437 0.78 0.73 0.75  

        
SVM BOW 
UNIGRAM + 
BIGRAM 

 Negative Positive Precision Recall F-Measure  
Negative 3689 3789 0.25 0.49 0.33 51% 
Positive 10886 11636 0.75 0.52 0.61  

        
SVM TFIDF 
UNIGRAM  

 Negative Positive Precision Recall F-Measure  
Negative 3593 3885 0.26 0.48 0.34 53.3% 
Positive 10123 12399 0.76 0.55 0.64  

Table 15 - Best performing traditional models trained on balanced dataset 

An immediate observation that can be made from the results, is that the accuracies obtained on the 

test set, are now much lower than they were when the models were trained using a natural class 

distribution. By balancing the dataset, both models now predict each class much more evenly, thus 

indicating that both models are now biased towards thinking positive and negative reviews are 

evenly distributed. Especially the Support Vector Machine now distribute each class almost 50/50. 

Naïve Bayes relaxes this split a bit, and especially the TF-IDF function helps it achieving more 

accurate result than the standard Bag of Words. Since this happens for both models, it is hard to say 

if whether this is due to the TF-IDF function works better on balanced text data or if it simply made 

the models prefer positive reviews as previously seen – thus, in this case, actually bringing up the 

accuracy, since the number of predicted negative were a result of bias. If that is indeed the case, 

then there is still some indication that words used to describe sentiment in reviews, are indeed 

insignificant words according to TF-IDF. 
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Overall, Naïve Bayes still seem to be the better of the two, but it is clear, that we did not help the 

models by balancing the training data. Indeed, we did make it predict more true negatives, but at 

the cost of wrongly predicting relatively more false negatives reviews overall bringing down the 

accuracy. As a result, a 75/25 distribution of the data is not resulting the models to not learn enough 

about negative reviews but adds a beneficial bias to it, granted that the data to be predicted has the 

same distribution of positive and negative sentiment. 

 

5.3 Neural networks 

Looking at the performance of our Convolutional- and Recurrent Neural Network implementations 

(See table 14), we found that using pretrained FastText word embeddings was a better option 

compared to having the model calculate its own. It would make sense, that training the embeddings 

on Yelp data would have been beneficial to it, since we can anticipate that language is used 

differently on Yelp than on Wikipedia. Without pretrained embeddings, the models overfitted to 

the training data very quickly compared to pretrained embeddings, indicating that amount of data 

FastText is trained on, result in a higher generalizability of the models. 

 

There is no discussion as to whether neural networks outperformed the traditional models. While 

this could have been expected due to these techniques being considered state of the art by the 

papers that implemented them, as already mentioned, it portraits that natural language 

understanding is a very difficult task for machine learning models due to complexities and 

ambiguities. As such, these non-linear learning models yield greater results. 

 

It is interesting that both models performed on par, albeit with an insignificant variation. Thus, 

neither working with convolutional layers in a Feedforward Neural Network nor working with the 

sequential information in an RNN posed no clear advantage over the other. If we analyse on their 

minor variations, the CNN seemed to prefer predicting positive reviews a little more than the RNN, 

which predicted 150-200 more reviews as negatives. Even though insignificant, one could interpret 

this as being a better model, but it might as well just be a coincidence. On order to determine if this 

is the case, larger training and test sets can be used, and combined with a cross validation technique 

in order to get an average score across multiple training and test cycles. 
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As explained in the theoretical grounding, neural networks were originally invented within the field 

of AI as model representations of how our brains work. As opposed to the traditional models, and 

as will also be shown in the next section, we can only guess on why a neural network predicts as it 

does. We can base our guesses on eithers fundamental architecture and strengths, but the truth is 

that we do not know why neural networks reach certain results. As already mentioned, this is 

because neural networks are representation learners, which means that instead of basing 

predictions off statistics on pre-engineered features, neural networks construct these 

representations themselves. Representations which lie deep within convolutions and hidden layers 

of neurons in abstractions which we cannot simply interpret (Goodfellow, Bengio & Courville, 2016). 

 

5.4 Review evaluations 

To get a further understanding of review classification, we look into some test set examples. 

 

First review is a positive review, which is correctly classified by both neural networks, while Naïve 

Bayes classifies this as negative. It is interesting to look at a false negative review, as Naïve Bayes 

classifies most reviews positive due to the natural class distribution, thus, it should be more certain 

when classifying negative reviews. However, Naïve Bayes only achieves a precision of 31% on 

negative reviews meaning that it also classifies a significant amount of false negatives. 

 

Review #1 (True class: 1, Naïve Bayes: 0, CNN: 1, RNN: 1) 

Original review text: 

It's an M&M's store!  Who cares how expensive it is?!  If you're looking for something different, fun, touristy, 

you have to stop by this place when in Las Vegas!  After all, what else are you going to do in Las Vegas?  (Never 

mind, don't answer that.) 

 

They sell almost anything M&M's related so that you can buy all these cute, awesome, and useless souvenirs 

back home for yourself or family.  If you want, you can make your own personalized M&M's on the 3rd floor!  

They even have a short M&M's film that plays too!  Can't say how it is since I've never watched it.   

There are edible and non edible souvenirs for everyone...babies, teens, adults...EVERYONE!  Don't forget to 

snap pictures with the giant M&M's statue (?)! 
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Final tip: If this is the summer, and you are driving around after shopping, don't leave your M&M's in the car.  

You'll have chocolate soup\/milk...which might be a plus for some.  =)  Even though I've been to this M&M's 

store multiple times, every time is like the first time for me.  Can't wait to come back! 

 

After pre-processing: 

store care expens look someth differ fun touristi stop place la vega els go la vega never mind answer 

sell almost anyth relat buy cute awesom useless souvenir back home famili want make person rd 

floor even short film play say sinc never watch edibl non edibl souvenir everyon babi teen adult 

everyon forget snap pictur giant statu final tip summer drive around shop leav car chocol soup milk 

might plu even though store multipl time everi time like first time wait come back 

 

Seen above is the pre-processed review as it is structured before being vectorised into a Bag of 

Words sparse matrix. If we were to intuitively analyse the original review, we would classify 

unigrams and bigrams such as ‘fun’, ‘cute’, ‘awesom(e)’ and ‘plu(s)’ as positive (marked with green), 

while classifying unigrams and bigrams such as ‘useless souvenir’, ‘non edibl(e)’, ‘leav(e)’ and ‘wait’ 

as negative (marked with red). All things considered, it seems to be an even distribution of both 

positive and negative classifications. Thus, it may still be difficult for Naïve Bayes to classify this 

review. It is however interesting that it classified the review as negative, as it is an ambiguous 

review, and we know that the model is biased towards classifying as positive. Despite of this, some 

n-grams in the review are apparently more frequent in negative reviews than others are in positive 

reviews.   

 

Seen below are two additional reviews for which the neural networks do not agree on the 

classification. Review number two is a negative review, which is only correctly classified by the CNN. 

If this was to be read without knowing the true label, we would also classify the review as negative. 

While CNN will look for local clues in the review, the RNN will look across the whole sentence 

bidirectionally. As this review consists of many small sentences, it may be seen as smaller pieces, 

which provide clues for the CNN, while we believe it can be more difficult for the RNN to understand 

the whole review as one coherent sentence. Review number three is a positive review, which is 

correctly classified by RNN, but incorrectly by the CNN. In continuation of review number two, this 
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may not possess as many clear local clues for CNN. However, as it is already one coherent sentence, 

we believe it will be easier to understand bidirectionally. 

 

Review #2 (True class: 0, Naïve Bayes: 1, CNN: 0, RNN: 1) 

If you are looking for a review that will help you decide if this service is worth it, well here it is. 

SKIP IT!  

The program itself has flaws in billing and weekly choices.  

App is a disappointment  

Food is 50\/50 on quality and freshness 

Customer service was ok. 

 

Review #3 (True class: 1, Naïve Bayes: 1, CNN: 0, RNN: 1) 

I cannot give this place a fair review because I was only in and out, but it looked absolutely beautiful from the 

outside, and the amount of restaurants and other stores that are located around the mall makes it even 

better, 

 

 

  



   

Page 100 of 124 
 

6.0 Discussion  

Managerial usability 

Sentiment analysis can be applicable for businesses in multiple aspects. The use of machine learning 

and natural language processing can be relevant in relation to both the development of marketing 

strategy, for testing business KPIs, and for improving customer service, campaign success and 

product messaging etc. As mentioned in the introduction, the Internet has made “two-way-

communication” possible, and people’s “online voice” has therefore become more important and 

central for businesses. 

 

When having developed different machine learning models, it is important to consider this business 

perspective as per CRISP model. A central discussion is, when it will be beneficial to use a CNN with 

a 94.8% accuracy, instead of an employee (e.g. a social media responsible). This decision will of 

course depend on the situation and context use of the business. It may be more suitable and cost 

beneficial to have a machine automatically monitor the text on Facebook pages rather than a human 

– but this discussion may only be relevant for larger businesses with incomprehensible customer 

generated content. 

 

Especially for larger businesses, online presence is important, as news and histories can be shared 

and quickly go viral. Therefore, it can be wise to have a machine to detect certain things, for the 

business to stay ahead of this, e.g. discovering bad customer experiences too late to give a proper 

reply in time may lead to the consequence of escalating into a “shitstorm”. This has previously been 

seen with the giraffe Marius in the Danish Zoo, who was put down, or a restaurant naming 

themselves “Jensen Fiskehus” being too close to name of the chain restaurant “Jensens Bøfhus”, or 

Matas making a product description saying, “normal to dark skin”. However, shitstorms like this can 

be seen both internal (intranet, Yammer etc.) and external (Facebook, Twitter etc.), why a machine 

learning model can be used for multiple purposes. The need may not be as big for smaller businesses 

but could be adjusted to create insight on a monthly basis or when a deviation appears. 

 

Followed by this is the discussion of when “enough is good enough”. This can, of course, be hard to 

determine, but one of the advantages of having multiple machine learning models as in this paper, 
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is that we can gain multiple results. Thus, is it possible to compare these results, compared to only 

having a single model. In this case, it is clear to see how the neural network models perform 

substantially better than the traditional models. While the Naïve Bayes performs with an accuracy 

of 73.2%, the CNN has an accuracy of 94.8%. This does, of course, not give the full picture of the 

models’ performances, but with a difference of 21.6% in accuracy, it is objectively better to use the 

neural network. 

 

As mentioned in the introduction, these machine learning models can be used to for strategic 

decision making. Thus, the models have to give the most realistic view on the distribution of positive 

and negative reviews of a business, even though a business might have most interest in the negative 

reviews. An example of this can be seen on the Naïve Bayes model, as the f-measure for positive 

reviews is 0.82, while it is only 0.43 for negative reviews. Even though it does not favour the negative 

reviews, this model does not show the full picture, but instead favours the positive reviews. 

Therefore, this gives the business the impression that only positive reviews are made. Vice versa, if 

the model favours the negative reviews, it could give the impression that the business’ publicity is 

bad. A business therefore needs to consider the trade-off of this, while having in mind that humans 

could not perform with a 100% accuracy given the huge amounts of data. 

 

Incremental learning 

We have not worked with incremental learning in this thesis, however, it is an interesting problem 

to address if a business wants to implement a sentiment analysis model. The reason for having 

incremental learning would not only be to train with a larger corpus, but also having a relevant and 

representative model for decision making. As the language constantly develops, a model will not 

learn all these changes without new data, and the model will slowly be outdated compared to 

today’s language. Especially as the language changes, there will never be one, definitive deep 

learning model - it needs to keep learning to avoid becoming obsolete. While a neural network 

model needs more work in terms of adjusting its weights through back propagation, a Naïve Bayes 

model is more simple and easy to use as it is a probabilistic model. However, it is not always the 

ideal choice to go with the simplest model, which is shown in this paper. With the machine learning 

results from the Yelp dataset, the simplest model turned out not to gain the highest results, as the 
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dataset may have been too diversified for it, while the more advanced models turned out to perform 

better with this type of data. 

 

Optimising models 

An additional aspect of neural network is, all things considered, the more data it gets to train on, 

the more precise it will get at predicting (Salinca, 2017). Thus, an even larger dataset than the 

100.000 rows already used for training, may further improve the models. We are also aware that 

neural networks may achieve more performance using hyper-parameter tuning. However, there are 

no universal rules on which parameters are the most suitable, only empirical observations on what 

achieves the best results. Hence, fine-tuning these parameters is considered an ‘art’ in itself 

(Goldman, 2016). We therefore have not tried to do so extensively, only on a small scale, as we 

found it out of scope for this thesis. For us the focus rather lies in learning the concepts behind the 

models in order to compare the performance of different machine learning methods on the Yelp 

dataset. 

 

As previously explained in theory of neural networks, one of the fundamental differences between 

neural networks and traditional machine learning methods is data pre-processing. While the neural 

network makes the features on its own, the traditional machine learning needs hand-designed 

features (see figure 9). The traditional machine learning methods may therefore be optimised even 

more in pre-processing, but this requires a lot of time. Thus, a trade-off exists between the time 

used for optimising traditional machine learning in pre-processing, versus the time used to build a 

neural network that performs just as well – or as we found, significantly better. 

 

Delimitation 

We recognize that the field of natural language processing and deep learning is much larger than 

presented in this thesis. Thus, we have chosen the traditional machine learning methods and neural 

networks in this thesis based on the insights gained from the related work section. We are aware of 

other variants of deep learning and technics used for optimisation as seen in table 1 and 2, but we 

chose the most used methods, which, by our knowledge, therefore must be the best. In our analysis 

we have touched upon drop-outs and regularisation for neural networks to avoid overfitting. The 
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field within hyper parameter tuning is also much larger, than described and used in this thesis, but 

we still believe it provides some insight. 

 

Another discussion is the generalizability of our machine learning models, if they were to be applied 

on other datasets than Yelp. It could be interesting to look on how our models would perform when 

classifying other documents from other sources such as Facebook or Twitter. In this thesis, we 

applied the pre-trained word embedding computed on Wikipedia data using FastText, however, we 

do not know whether these embeddings would yield the highest results on Facebook comments. As 

embeddings are highly dependent on the language used in the training data, various sources of data 

would naturally result in different accuracies. This was also the reason to why we tried training our 

own embeddings but found that the training data was not large enough to result in better word 

embeddings than were provided from the Wikipedia data. The pitfall of using Wikipedia data is that 

the language is written in a more literary form, which differs considerable from the informal 

language used on social media. The specific use case of models such as those we developed, should 

be considered when choosing the source of word embeddings. 
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7.0 Conclusion 

In this thesis, we have compared the two popular traditional machine learning methods, Naïve 

Bayes and Support Vector Machine to, in recent years studied, CNNs and RNNs on the problem of 

sentiment analysis using the publicly available Yelp dataset containing text reviews and their 

associated ratings. Following a methodology based on Design Science Research and the data mining 

framework CRISP, we conducted a literature review of relevant work within the field of sentiment 

analysis. This led to a write-up of how well-performing pre-processing methods and machine 

learning algorithms work, as well as their advantages with regards to natural language processing. 

In an iterative fashion, we then build various models using combinations of the covered methods 

and algorithms.  

 

Based on the results of our models and their variations, we found that, in comparison to the 

traditional models, the neural networks performed significantly better. Thus, we can conclude that 

traditional machine learning methods do not do well on reviews without further feature engineering 

than what was done in this thesis. We verified that their poor performance was not due to the 

classes being imbalanced, in fact balancing the data hurt the models in terms of accuracy. The fact 

that reviews can be ambiguous leads to non-linearity in the data, which is a clear disadvantage for 

Naïve Bayes and SVM. In order to improve any linear relationship between text and sentiment, a 

significant effort in terms of preparing the data by using linguistic resources to aid in polarity, 

semantics and syntax would be needed. 

 

We observed that the RNN and the CNN performed significantly better on this data than the 

traditional methods. We believe that this is due to the aforementioned non-linearity of the data. 

Since neural networks are non-linear learners, they are well suited for this task. We found that 

neural networks are able to take advantage of pretrained word embeddings in order to utilize 

semantic similarities, in the form of word vectors that are close in value, if the words they represent 

are contextually close. Moreover, our neural networks were able to form their own understanding 

of sentence representations because of their architectural strenghts. The CNNs use convolutions to 

locate informative clues in the text, whereas bidirectional RNN utilizes memory from both past and 

future. We can also conclude that this is where our understanding of the reasoning behind neural 
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networks classification ends. Determining how either neural network reach their classification is 

impossible. With a traditional method like Naïve Bayes, there is a direct cause and effect that is 

somewhat comprehensible, however, in regard to neural networks, the network creates feature 

representations on its own, resulting in a non-transparency of its decisions. 

 

Even though the decisions, which the neural networks make remain a ‘black box’, they are still 

significantly better at classifying sentiment on non-linear data, compared to the traditional models, 

which we tested. Thus, with the assumption that the text in the reviews are comparable to text 

written elsewhere on social media platforms, a neural network is to be preferred for businesses. As 

such, an AI system based on neural networks, has the potential of strengthening the data driven 

decision-making process. However, the trade-off between having an employee versus a machine 

depends on how much of an accuracy the business would require.  
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Appendix 2: Naïve Bayes with TF-IDF 
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Appendix 3: SVM with Bag of Words 

 



   

Page 115 of 124 
 

Appendix 4: SVM with TF-IDF 

 

  



   

Page 116 of 124 
 

Appendix 5: RNN with FastText embedding’s 
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Appendix 6: RNN without FastText embedding’s
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Appendix 7: CNN with FastText embedding’s 
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Appendix 8: CNN without FastText embedding’s 
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