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Summary 

 

Conjoint analyse (CA) startede inden for psykonometri tilbage i 1964, og blev siden overført til 

marketinganalyse i 1970’erne. Siden er metoden blevet mere og mere populær, og har i takt med 

denne popularitet udviklet sig meget. Den mest banebrydende fornyelse kom med indførelsen af 

Bayesianske metodologier, der i særlig høj grad egner sig til markedsanalyse hvor datamaterialet 

typisk er meget sparsomt. 

Kort, så søger en CA mod at afdække og kvantificere respondenters præferencemønstrer, således at 

en given produktudbyder, f.eks, har mulighed for, til hver mulig udformning af produktet, at 

estimere det fremtidige salg, markedspenetration, el.lign., for på denne måde at kunne udbyde det 

bedst mulige produkt. 

Modellerne der anvendes, er i dag meget opdelt efter deres dataindsamlingsmetode, og selve 

modelspecifikationen indenfor hver metode er efterhånden blevet en standard. Denne hovedopgave 

søger mod at belyse hvordan andre modelspecifikationer med fordel kan anvendes. 

For at kunne afdække dette område, er der lagt en del vægt på at introducere den generelle 

Bayesianske analyse, da dette ikke er standard undervisning på CBS. Efter denne gennemgang er 

fokus specielt på specifikation af a priori fordelingen, hvor det bl.a. vises at en meget non-

informativ fordeling, der minder om Jeffrey’s reference prior, på covariance-matricen i en 

hierarkisk lineær model faktisk kan fører til en egentlig a posteriori fordeling. Omvendt, gøres der 

også rede for at en meget informativ a priori fordeling med fordel kan anvendes, og at man hertil er 

nødt til at tage særlig højde for parameteriseringen af modellen – et problem den ledende 

konsulentvirksomhed på området, Sawtooth Software, har kæmpet med siden 1999. 
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Chapter 1

Introduction

1.1 Preference models: an overview

A key assumption in the prevalent theory of preference models, and other related methods, is that
any object can be exhaustively described by the levels or states of a set of attributes or character-

istics. Hence, if two products are alike on all considered attributes they are per definition equal.
For example, consider a car (which is the classic example in the literature); in this case some of
the attributes could be: manufacturer, acceleration time, miles per gallon, and price. The levels
of these attributes could be: Toyota, 0–60 mph in 12 seconds, 18 mpg, and $20.000, respectively.
Many more attributes may of course be considered and depend to a large extent on the situation and
the individual considering the product. Suffice it to say for now, that it is by no means easy to find
a suitably set of attributes (and levels) that is note too emense to comprehend while still describing
the product in ever more detail—a problem most prominent in conjoint analysis. Before heading
off, it is of some interest to locate conjoint analysis in the framework of preference models, which
we shall briefly review below.

The prevalent models on decision making are usually divided into two main classes, namely,
non-compensatory and compensatory models1. The difference between the two lies in the way the
attributes affect the overall evaluation of the product. Loosely speaking, non-compensatory models
evaluate a product on an attribute-by-attribute basis, whereas compensatory models allow tradeoffs
between attributes, so that an unattractive level of one attribute can be offset or compensated by an
attractive level of another.

The non-compensatory models can be divided down a step further, notably into Conjunctive,
Disjunctive, and Lexicographic models, and although this class does not comprise the models of
conjoint analysis, we mention them here as they form the basis of the newest research on conjoint
analysis models who have a foot in both camps.

In contrast to the non-compensatory preference models we have the compensatory models. As
noted, these models allow for tradeoffs between attributes, which better mimic the psychological

1Though a more detailed partition of models have been suggested (Green and Wind 1973, p. 39).

2



1.2. Principal Methods in Conjoint Analysis Chapter 1. Introduction

decision process of humans (Green and Wind 1973). To make these inter-attribute comparisons
the attributes should be made commensurate with each other so as to be valuated on a single
scale. The theoretical device for this is the well-known use of a utility scale, where higher (lower)
utility indicates stronger (weaker) preference for the given object. It is within the class of com-
pensatory models we find conjoint analysis. To give a rigorous definition of conjoint analysis, it
is, nonetheless, necessary to divide this class of models one step further: into compositional and
decompositional models—or approaches to preference structure measurement as it is referred to
by ?).

In a compositional preference structure measurement approach the overall utility of a multiat-
tribute object is found as a function—corresponding to the composition rule (typically a weighted
sum)—of the individually rated utilities of each attribute (valued on some rating scale). Models
using this approach are often referred to as self-explicated models.

In a decompositional approach, on the other hand, it is the overall utility of a multiattribute
object that is explicitly rated or judged, and the job of the researcher to find a suitable composition
rule that corresponds most closely to the observed data.

1.2 Principal Methods in Conjoint Analysis

In CA it is customary to ‘classify’ different conjoint models according to the data collection pro-
cess, which is typically synonymous with the conjoint method; that is, when speaking of a con-
joint method one is primarily thinking in line of data collection, and although each method comes
with a ‘standard’ model, the utilized model or its estimation procedure, is rarely mentioned at all.
However, within each method different model specifications and estimation routines do exist—
the present thesis concerns only the this within the two most important methods, namely, Conjoint

Value Analysis (CVA) and Choice-Based Conjoint Analysis (CBC) (Sawtooth Software 2002; Saw-
tooth Software 2009). In the following we will give a heuristic introduction to the data collection
process of these methods and traverse the theoretical aspects of the models in the subsequent sec-
tions. As is often the case, an introduction is best done with an example. We shall not try to give
a realistic real-life example as this would be too comprehensive, but shall instead give a small,
rather silly, example, which, however, does reasonably well in illustrating some of the main prac-
tical concerns and issues when conducting a CA.

To begin our example, suppose that we are set out to conduct a CA on the „choice„ of a pizza offer,
and that we have (in whatever way) managed to come up the following list of attributes, and levels
therein, as being the most important factors or of most interest to our client.

Pizza + beverage offer:

- Delivery: Yes (25 kr.) / No
- Toppings: Tomato+cheese+: ham+pineapple / chicken+salad / ...+anchovies
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1.2. Principal Methods in Conjoint Analysis Chapter 1. Introduction

- Time to deliver/Pick-up: 10 min. / 1
2 hour

- Beverage on side: No / Soft drink / Beer or soft drink
- Price: 45,- kr. / 55,- kr. / 65,- kr.

Pizza + beverage offer:

- Delivery: Yes (25 kr.) / No
- Toppings: Tomato+cheese+: ham+pineapple / chicken+salad / ...+anchovies

To proceed, we would now choose the method to use as we shall elaborate on further down (in prac-
tice, the method is not necessarily chosen after the set of attributes are found). Within each of the
methods we will describe, there are two main types of stimulus presentation, namely, full-profile
as opposed to partial-profile stimulus sets. In the former, the product under study is described by
all the chosen attributes simultaneously, whereas the latter only describe the product with a subset
of these at a time. Although the stimuli from these two types can look very similar, they are (typi-
cally) quite different with respect to the estimation routines. This thesis only concerns full-profile
methods.

The first method we shall look at, is the traditional single concept full-profile CVA. As the
name suggests, respondents are presented with one product at a time, each described by specific
level-settings of the attributes thus describing the product. For each profile, or conjoint card, the
respondent is asked to rate how attractive he think it is, or his likelihood-to-purchase on some
specified rating or Likert scale. To gather enough information to enable estimates at the individual
level, the respondent is shown several such profiles. A very sterilized illustrated of these tasks is
shown in the left pane of Figure xx below.2

(Picture 1 CVA Single concept illustrated)
(Picture 2 CVA Pairwise illustrated)
An alternative to providing ratings is to rank-order the conjoint cards (typically called a card

sort), but this is becoming obsolete as interviews are now primarily done as Computer Assisted

Web Interviews (CAWI), which makes this a difficult task, and is better suited for live product
presentations (e.g. with tastings). In the role of the researcher we would have prepared an experi-
mental design—akin to that of an ANOVA design—configuring the specific profiles so as to enable
estimation of individual level part-worths (cf. equation 2.1 on page 6).

A variant to the single concept full-profile stimuli within the setup of CVA is the Graded Pair-
wise Comparison (GPC), in which respondents are shown two full-profile concepts side-by-side
at a time and asked to rate to what degree they prefer the one over the other as illustrated in „ the
righthand pane of„, figure xx.

Although the latter method still uses ratings it is in a way an intermediate between the single
concept and CBC which we will now review. As the above might suggest it is somewhat unnatural

2This illustration, along with that in Figure 1.1 on page 4 is much inspired by similar appearing illustrations in
Chrzan and Orme 2000
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1.2. Principal Methods in Conjoint Analysis Chapter 1. Introduction

to provide ratings of preferences towards a product compared to choosing the most preferred alter-
native in a given choice situation. CBC exactly aims at this by asking the respondents to choose
the best product or profile in a range of choice sets—an illustration of this is given in Figure xx
„below.

(Picture 3 CBC illustrated)
After collecting the data set out in the experimental design it is typical to let the respondents

complete a couple of holdout tasks to facilitate model validation and possibly some calibration.
The holdouts can either be of the same type as those used in the primary data collection, or of
another kind; for instance, it is often sound to have respondents make CBC-holdout tasks in a CVA
setup to to see if they pick the one with the highest predicted rating, or to what extend their choice
differs from the predicted.

In fact, this kind of assessment is exactly the next step in the CA, where the researcher performs
market simulations with the calibrated part-worths. That is, in the most prevalent approach, the
sample of respondents is assumed to be representative of the specific population targeted, such that
for each product combination the researcher will be able to estimate market share, volume, profit,
etc. For instance, the First Choice Simulation method allocates respondents to the product combi-
nation with the highest predicted utility score, whereas Share-of-Preference allocates respondents
based on a probability model (typically a Logit type). Although this is probably the most relevant
part of the CA, at least from a business case perspective, we shall not deal with this part of the
analysis.

5



Chapter 2

Conjoint Value Analysis

2.1 Single Concept Full Profile

The simplest model in CA is the metric Conjoint Value Analysis (CVA) where each respondent
is shown a range of full-profile stimuli (or conjoint cards) and is asked to evaluate each on some
rating scale (commonly a 0–10 scale as mentioned in Section 1.2). This model has by far been the
most widespread due to its simple estimation and easy implementation, and although it has now
been superseded in estimation by the HB-model of Section 4.1 we will review it briefly here as it
makes a good baseline for the models in the next sections.

The estimation in a simple CVA under the assumption of an additive utility model (possibly
including interaction terms) is basically an independent ANOVA for each respondent separately;
that is, the model is given by

yi = Xiβi + εi with [εi|Xi,βi] = Nni(0ni , σ
2
i Ini), i = 1, . . . ,N, (2.1)

where yi = (yi1, . . . , yini)
T is respondent i’s ratings of the ni profiles constituting his stimulus set,

Xi is an ni × p design matrix with full column rank, βi is the p-dimensional column vector of
respondent i’s part-worths,1 εi an ni-dimensional vector of error terms, as usual, and N the number
of respondents in our sample.

In CVA estimation is carried out by Ordinary Least Squares (OLS) for each respondent sepa-
rately:

β̂OLS = (XT
i Xi)−1XT

i yi, (2.2)

yielding Best Linear Unbiased Estimators (BLUE) even when relaxing the assumptions of Nor-
mality. More generally, it can be seen as a MANOVA or a Seemingly Unrelated Regression (SUR)
model with uncorrelated between-subject error-terms. This does not change the estimation in any

1If the design matrix also contains interaction terms the corresponding parameters are not strictly called part-
worths, since we are then „, (cite xx), but we will not make this distinction here.
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2.1. Single Concept Full Profile Chapter 2. Conjoint Value Analysis

way (under the above assumptions), but if, for some reason, the error-terms for each profile are
correlated across respondents (but not across profiles), then, by a well-known result, OLS still
yield efficient estimators if all design matrices are the same.

There are several problems with this model though. Firstly, the rating scale on which the profiles
are evaluated is discrete causing some problems with the assumption that the error-terms are Nor-
mally distributed, causing estimators to be inefficient even though they are BLUE. A more suitable
model would recognize this deficiency, and use only the ordinal property of the scale; for instance,
by using Kruskal’s (1965) monotone regression technique (this was actually the original estimation
used on rankings, Green and Shrinivasan 1978; Green and Wind 1973), or a model constructed to
deal with an ordinal categorical response variable, such as McCullagh’s (1980) Proportional Odds
Model. The latter has the nice interpretation that the rating scale represents intervals of a continu-
ous latent variable, which may be interpreted as the true utility of the product. Unfortunately, this
model has not proven to be superior in terms of better predictions (Babinec 1999), and due to the
more complicated estimation procedures has not been widely adopted.

To remain in the Normal linear model the problem of discreteness can be somewhat eliminated
by using an adjustable ruler, however, it may be harder to control the responses from task to
task thereby increasing the error variance. Worse yet, if we adopt the idea of a latent variable
(interpreted as utility) it is by no means obvious how the scale of a finite length ruler or rating scale
correspond to the scale of the latent variable; particularly, it is questionable whether such a scale is
actually an interval scale, such that the ‘distance’ (utility difference) from 0 to 1, say, is the same as
that from 5 to 6. This problem may be eliminated by some transformation of the response variable,
such as a Box-Cox transformation (Box and Cox 1964), or perhaps more appropriately by some
(possibly asymmetric) inverse sigmoid function. Theoretically, we would like to map the responses
on the rating scale onto the whole real line, but then we would have to embed the rating scale into
a larger interval, so as not to map the upper and lower limits of the rating scale to the extremities of
the latent utility scale (since these would then be unobtainable if that really was an interval scale).
Although this possibly could improve the Normal assumption, the actual transformation would
still remain to be specified—preferably by estimation—but this is likely to give results similar
to logit and probit models. Another problem with such transformations is that we generally do
not have many degrees of freedom in the design such that the ‘correct’ transformation cannot be
found; that is, we are likely to simply overfit the data if we try to estimate (perhaps by trial and
error) a reasonable transformation. A possible solution is to find a transformation that applies
to all respondents, so that the degrees of freedom can be pooled across designs to facilitate an
actual estimation of the transformation. This may seem unreasonable, but is really not much
different from the starting point. Further, as it is generally possible to remove (or induce) otherwise
prominent interactions by transformation of the scale, such a transformation should possibly, due
to the limited room for more parameters in the model, aim at eliminating interactions rather than
to ensure Normality or variance stabilization.
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2.2. Graded Pairwise Comparisons Chapter 2. Conjoint Value Analysis

The above considerations emphasizes the necessity of including some degrees of freedom in
the experimental design (the stimulus set construction), however, the growing need to include
evermore attributes, and levels hereof, often ‘inspires’ practitioners to use saturated designs with
no degrees of freedom. This is certainly not to be recommended, and, if at all possible, just
including a single degree of freedom could, hopefully, reveal serious violations to the additivity
assumption.

2.2 Graded Pairwise Comparisons

For the sake of completeness we will also briefly comment on GPC, though the estimation method
is largely the same as for single concepts, differing only in the specification of the design matrices.
The general idea is that the rating provided by the respondent (cf. Figure xx on page xx) is in fact
the difference between the rating of the profile on the left (in a single profile sense) to that of the
profile on the right; that is, if yLi and yRi are the ratings for the left-hand and right-hand profiles,
respectively, each being modeled as in (2.1), then yGPCi = yLi − yRi. Thus, for estimation of βi,
instead of using Xi as in (2.2), we use

XGPCi = XLi − XRi,

where, similarly, XLi and XRi are the design matrices for the left-hand and right-hand profiles,
respectively. As we shall elaborate on in the next section, the design matrices will contain a
column with unit entries only, corresponding to a constant term in the regression, in which case
XGPCi above will have a column of zeros, and thus not have full column-rank (i.e., XGPCi

T XGPCi

will be singular). This can be solved in two ways: (1) either by simply deleting the the column
of zeros—corresponding to omitting the original constant term—or (2) by replacing zeroes in that
column with units. The extra parameter added in the latter method does not correspond to a part-
worth, but rather determines any tendency to choose the left-hand profile over the right-hand (if
positive). In practice, the latter is to be preferred, because if the parameter estimates do not center
around 0 it would rather indicate that some non-negligible interaction effect has not been included
in the model (this being most pronounced when the same design is used across respondents).

A drawback with GPC is that the original constant term cancels out such that we cannot estimate
the overall preference of the product. On the upside, however, GPC can give a finer picture of the
less important attributes as these do not ‘drown’ if the more important attributes are held fairly
constant. For that reason, GPC is typically used when some kind of overall preference is already
know; for instance, in a study among current customers or subscribers.

It is, however, possible to combine the two types of CVA (rating both single concept and GPC
stimuli) to get the best from both camps, but some care needs to be taken. First, note that the
scale in GPC should be twice that of the single concept (less one; i.e., range from -10 to 10 if the

8
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single concept scale is 0–10), such that the error variance in the GPC regression a priori is twice
that of the single concept regression (precisely if the ratings truly are independent). This would
also imply that there should be (about) twice as many discrete values on the GPC scale, however,
that is not practically obtainable—even if implemented some simplification of the scale is likely to
occur, thus increasing the error variance further yet. If we do implement this strategy anyway, the
resulting part-worths could be estimated by weighted least squares.

Lastly, the considerations of the single concept model largely apply equally well to GPC, so
from an estimation point of view there is not much more to say about GPC, but it differs somewhat
in both the construction of the experimental design and in the following market simulations, but
these considerations are not part of this thesis.

2.3 Linear Designs—Parameterization

We have so far not said much about the design matrix other than it has full column-rank and that
the rows represent the full-profile stimulus set. In this section we shall take a closer look at the
construction and coding of the design matrix. The following is basically the usual identification
issue in ANOVA, however, it is given in a matrix formulation which will prove useful in regard
to the subsequent Bayesian models, as well as in finding efficient designs which we will briefly
comment on, though not otherwise elaborate on. (To help keep track of all the matrices to be
defined, a small example is included in Appendix B.1 which, hopefully, may aid the reader to this
end.)

Coded in a binary or indicator coding scheme2 an experiment in n runs on a factor F with lF levels
will have a corresponding n × lF indicator design matrix XidF defined as

(XidF) j f =

 1 if F j = f , f = 1, . . . , lF and j = 1, . . . , n
0 otherwise,

(2.3)

where F j is the level on F of the jth observation. When working with the indicator coding scheme
in a design with more than one factor, and/or with the inclusion of a constant term, the model
will be over-parameterized corresponding to an n × q less-than-full-rank design matrix Xid, with
rank(Xid) = p < q, say, constructed by juxtaposing the design matrix of each factor. Since Xid

does not have full rank the corresponding parameters βid ∈ Rq are not identifiable or uniquely
determined, but only certain linear combinations hereof known as estimable functions (John 1971,
Sec. 2.8). More precisely, if our model is

y = Xidβid + ε,

2Sometimes indicator coding is used to mean what we will later refer to as corner-point or reference level coding,
however, we will use it explicitly to refer to the coding scheme introduced in (2.3).
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2.3. Linear Designs—Parameterization Chapter 2. Conjoint Value Analysis

where y ∈ Rn is the vector of observations, Xid and βid as described above, and ε ∈ Rn the vector
of random errors, then a linear combination of the parameters λTβid, say, is said to be estimable
if, and only if, for all vectors βid there exists a linear combination of the observations cT Y with
the same expected value; that is, λTβid = E[cT Y] = cT Xidβid. This is an identity in βid so that
λ = cT Xid is a linear combination of the rows in Xid. It follows that the set of estimable functions
forms a vector space with dimension equal to the rank of Xid, and it may further be shown that
there exists a (not necessarily unique) vector r ∈ Rq such that λT = rT XT

idXid if, and only if, λTβid

is an estimable function (John 1971).
Conversely, by imposing m = q − p linearly independent constraints or side conditions on the

parameters, Hβid = w, say, where H is m × q and w ∈ Rm, such that

rank(

Xid

H

) = q,

we can uniquely determine the corresponding parameter estimates β̂idH ∈ Rq (i.e., the parameter
estimates conformable with the indicator design matrix Xid satisfying Hβ̂idH = w). It is, however,
often considerably easier to work directly with the set of estimable functions. Without loss of
generality we can set w = 0m (an m-dimensional vector with zero entries only), which enable us to
impose the side conditions on the parameters directly onto the columns of Xid yielding the usual
n × p design matrix X of full column-rank with corresponding parameters β ∈ Rp—the estimable
functions. We can easily construct X as X = XidA, where A is a q × p matrix of rank p whose
columns generally are linear combinations of the bases respectively spanning the kernel of H and
the kernel of Xid. That this is so is shown in Appendix B.2, where it is also shown that if HA = 0m×p

(i.e., if the columns of A span the kernel of H) then Aβ = βidH.
Since the columns of X are linear combinations of the columns of Xid and rank(Xid) = rank(X) =

p they both span the same p-dimensional subspace of Rn; hence, without loss, we can set

E[Y] = Xidβid = Xβ = XidAβ . (2.4)

Solving for β gives

β = (AT XT
idXidA)−1AT XT

idXidβid , (2.5)

so if we let Λ = (AT XT
idXidA)−1AT XT

idXid it is the p× q matrix of rank p, whose rows constitute the
full set of linear combinations, λT , that yields the estimable functions; hence, β = Λβid is indeed
p independent estimable functions. From the original normal equations XT

idXidβ̂id = XT
idy we thus

10



2.3. Linear Designs—Parameterization Chapter 2. Conjoint Value Analysis

have

β̂ = (AT XT
idXidA)−1AT XT

idXidβ̂id

= (AT XT
idXidA)−1AT XT

idy

= (XT X)−1XT y,

so that β̂ is the solution to the normal equations expressed in terms of the full-column-rank design
matrix X; namely, XT Xβ̂ = XT y. Note that ΛA = Ip so that Λ is the left inverse of A, however,
it is not the Moore-Penrose inverse3 of A since (AΛ)T , (AΛ); yet, as noted in Appendix B.2, Λ

depends only on the parameterization through A and thus on the factors included in the design but
not on the design itself (as long as rank(Xid) = rank(A)). Also, note that

Λ1q = (AT XT
idXidA)−1AT XT

idXid1q

∝ (AT XT
idXidA)−1AT XT

id1n

=
(
1, 0, . . . , 0

)T
∈ Rp.

The last line follows because left multiplication by the matrix (AT XT
idXidA)−1AT XT

id = (XT X)−1XT

yields the coordinates of the orthogonal projection onto the space spanned by the columns of X,
in this basis; since 1n is the first column of X, corresponding to the constant term, the vector of
coordinates is simply the first unit vector of the standard basis of Rp. This result shows that apart
from the constant term the full-rank parameters β are all contrasts in the original parameters βid

regardless of the parameterization.
Consider, for example, a full-factorial design with K non-trivial factors, F1, . . . , FK , on lk levels,

k = 1, . . . ,K, and let Xff denote the full-column-rank design matrix that includes the trivial factor,
all main effects, and all interactions. By definition, the number of rows, nff, in Xff is given by
nff =

∏K
k=1 lk. It is shown in Appendix B.2 that the side conditions implicitly imposed on Xff

through A need only regard the factors one at a time, which means that we can generally define A
as the ‘pseudo’ block-diagonal matrix

A =



1
A1 O

. . .

O Ak′k′′···
. . .


, (2.6)

where Ak is an lk × (lk − 1) matrix corresponding to the constraints imposed on the lk main-effect
columns of the kth factor; the matrices Ak′k′′··· concern in similar fashion the columns of the inter-

3A Moore-Penrose inverse or pseudo inverse of a matrix A of any dimensions is the unique matrix A+ that satisfies
the four conditions: (i) AA+A = A, (ii) A+AA+ = A+, (iii) (AA+)T = AA+, and (iv) (A+A)T = A+A ((xx cite:
Mcookbook, Wickipedia.com)).
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action between the factors k′, k′′, . . . ∈ {1, . . . ,K}, and O indicates that the remaining entries are
all zeros. For instance, to impose the standard sum-to-zero parameterization, also known as effects

coding, Ak is defined as

Ak
lk=2

=

 1
−1

 , Ak
lk=3

=


1 0
0 1
−1 −1

 , Ak
lk=4

=


1 0 0
0 1 0
0 0 1
−1 −1 −1


for lk = 2, 3, 4 respectively. In terms of H, the sum-to-zero side conditions are, with respect to the
main effects, given by appropriately placed row vectors of unities. As HA = 0m×p, a sum-to-zero
parameterization can thus generally be stated in terms of A as 1T

lk
Ak = 0T

(lk−1), k = 1, . . . ,K.
For an interaction Fk′×k′′ between the factors Fk′ and Fk′′ , k′ , k′′, the constraints are imposed

by Ak′k′′ = Ak′ ⊗ Ak′′ , where ⊗ denotes the Kronecker product, which, in terms of X, yields the
same as forming the interaction between Xk′Ak′ and Xk′′Ak′′ . This readily generalizes to higher-
order interactions as well. To specify, let K denote the set of all subsets of {1, . . . ,K} and let κ be
a member hereof (i.e. κ ∈ K), then in general

Aκ =
⊗

k∈κ

Ak , where
⊗
∅

Ak ≡ 1.

The number of columns in Xff, pff, is thus given by

∑
κ∈K

∏
k∈κ

(lk − 1) =

K∏
k=1

lk , where
∏
∅

(lk − 1) ≡ 1, (2.7)

which is seen to be equal to the number of rows in a full-factorial design. This can be shown by
induction, however, the calculations are carried out in Appendix B.3 where it is also shown that
the columns of Xff are linearly independent, and hence it is possible to estimate a constant term,
all main effects, and all interactions. Note, that since this is an unreplicated design there will be
no degrees of freedom left to estimate the error variance in this case, and the design is said to be
saturated. From the property of proportional cell counts, it is easily seen that the full-factorial
design is orthogonal and, by nature, also balanced.

We are now in a position to show the effect of a change of parameterization. To investigate
this closer, let A1 and A2 be two different coding schemes, such that X1 = XidA1 and X2 = XidA2;
since the columns of X1 and X2 span the same subspace of Rn—namely the subspace spanned
by the columns of Xid—there exists a non-singular matrix F of order p such that X2 = X1F or,
equivalently, XidA2 = XidA1F. Solving for F gives

F = (AT
1 XT

idXidA1)−1AT
1 XT

idXidA2 = Λ1A2, (2.8)
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which is confirmed by our earlier result: XidA1Λ1 = Xid. Note, however, that generally A2 , A1F;
only if A1 and A2 are two different parameterizations of the same side conditions—as, for instance,
effects coding and orthogonal-contrast-coding are different forms of a sum-to-zero condition—are
A2 = A1F. Similarly, we note that

F−1 = (Λ1A2)−1 = Λ2A1.

The relationship between the parameter estimators β̂1 and β̂2 corresponding to X1 and X2, respec-
tively, are given by

β̂1 = Λ1β̂idH1

= Λ1β̂idH2

= Λ1A2β̂2

= Fβ̂2 .

We shall use this result in conjunction with the hierarchical Bayes models to show that these models
indeed are consistent across different parameterization, but shall not pursue the matter any further
here.

13



Chapter 3

Bayesian Inference

3.1 Introduction to Bayesian Analysis

A relatively new methodology in CA is the Bayesian paradigm where the uncertainty of the pa-
rameters is expressed by a probability distribution, thus regarding them as stochastic variables
(Gelman, Carlin, Stern, and Rubin 2004, sec. 1.5). This framework has shown great advantages,
especially when information is obtained from many sources each of which is sparse, and has gained
great popularity in market research since about the mid 1990s (Sawtooth Software 2002; Johnson
1999; Orme 2000) and is now implemented in most models used in CA. As the methodology dif-
fers quite markedly from that of the usual frequentist approach, we will describe it briefly here
in some generality, though, emphasizing the estimation methods we shall employ later in greater
detail.

A full account of the Bayesian paradigm is clearly outside the scope of this thesis, however,
some basic terminology will, hopefully, clear the subsequent discussion. For instance, let θ be an
unobservable parameter whose value we want to assess, and let y be a set of data that are related
to θ in some way. In the usual frequentist approach we would write up the density of the sampling

distribution, p(y|θ), which, seen as a function of θ, is the likelihood L(θ; y), and typically take the
maximum-likelihood as our estimate of θ. In the Bayesian approach, we would, before observing
the data, assign a probability distribution to θ in terms of a pdf, p(θ), to reflect our uncertainty of
its real value. This expresses our a priori beliefs about θ, and [θ] or p(θ) is thus called the prior

distribution (density) or simply the prior. Then, after observing the data, we could make inferences
of θ from the posterior distribution (density) p(θ|y). From Bayes’ Theorem we have

p(θ|y) =
p(y|θ)p(θ)

p(y)
,

where the density of the marginal distribution for y, the prior predictive distribution, is p(y) =∫
p(y|θ)p(θ) dθ (or the sum over all possible values of θ if it is discrete). With y observed, or fixed,

14
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p(y) can be considered a constant, and we can thus write

p(θ|y) ∝ p(y|θ)p(θ),

where the right-hand side is the unnormalized posterior density. This form leads to the well-known
expression in Bayesian analysis: “posterior is proportional to likelihood times prior.”1

To set up a full probability model in the Bayesian framework we thus need to specify a likeli-
hood and a prior, the latter seeming rather arbitrary as we often have no clear objectives to rely on,
not to mention the difficulties of expressing one’s a priori beliefs in terms of a pdf. One approach
is to choose a prior which, combined with the likelihood, yields a nice closed-form expression
for the posterior; in such case, the posterior will often be the of same ‘type’ as the prior, and we
then speak of a conjugate prior distribution, or conjugate family as shape and scale parameters for
these distributions are allowed to vary.2 It may seem unlikely that our believed prior actually is
conjugate, however, the family of conjugate prior distributions is often large enough that one will
be adequate, yielding a posterior that is sufficiently ‘close’ to the posterior resulting from using
the ‘correct’ prior. Even if we do have reasons to choose a certain prior others may not share our
beliefs, and it thus seems sensible to choose a neutral prior distribution which is dominated by the
likelihood. Such priors are referred to as reference priors or non-informative priors (vague, flat,
and diffuse are sometimes also used, though, more commonly with respect to the prior density),
and reflect that we have no strong beliefs about the parameter a priori. A natural choice of ref-
erence prior would seem to be a uniform distribution over the possible range of values, however,
this choice is not without its deficiencies either. Firstly, if the range of the parameter is not fi-
nite, a uniform distribution on this parameter space will have infinite (or zero) probability mass;
a distribution whose density does not integrate to unity (or a finite number if it is unnormalized)
is said to be an improper distribution. Secondly, if θ has a uniform distribution (i.e., p(θ) ∝ 1)
then expressing it in another parameterization ψ = ψ(θ), say, will generally not yield a uniform
distribution on ψ according to the change-of-variable rule, and if we have no clear beliefs of θ
nor should we have any of ψ; thus, representing ignorance by means of a uniform prior is not
self-consistent (Lee 2004, p. 44). The former problem typically turns out not to be of too much
concern since the posterior, if we carry out the algebra as usual, will often, but not always, yield
a proper posterior distribution. We then think of such a prior as being locally uniform in that it
is approximately uniform (in a suitable parameterization) over the range where the likelihood is
appreciable and tails off to yield a proper posterior outside this region (Box and Tiao 1973, p. 21).
For the latter problem it seems rather arbitrary in which parameterization we should choose a non-

1This suggests that we should write p(θ|y) ∝ L(θ; y)p(θ) since p(θ|y) strictly is a function of θ, and so p(y|θ) should
also, in this context, be regarded as such; however, this would cause some notational inconvenience in the subsequent
hierarchical models, and we will thus refrain from such distinction and simply regard p(·) as a functional form for all
variables.

2A rigorous definition of conjugacy that is not too vague is actually hard to give because many distributions belong
to the same class, however, we are typically most interested in natural conjugate priors which yield posterior densities
of the same functional form as the prior (Gelman et al. 2004, p. 41).
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informative prior, however, a possible remedy is given by Jeffreys’ Rule stating that if we choose
a prior proportional to the square root of the likelihood’s Fisher information the resulting posterior
will be invariant to change of parameterization (Box and Tiao 1973, Sec. 1.3). Other theoretical
reasoning—such as data-translated likelihoods and pivotal quantities3 (Lee 2004; Gelman et al.
2004, p. 64)—suggests that priors for location and scale parameters should be locally uniform on
the natural and the logarithmic scale, respectively; that is, p(θloc) ∝ 1 and p(log θscale) ∝ 1 on
(−∞,∞), respectively. (Note that p(log θ) ∝ 1 is equivalent to p(θ) ∝ θ−1, and to p(θ2) ∝ θ−2.)
These priors are often identical to the (similar single-parameter) Jeffreys’ prior and also typically
arise in the limit of the natural conjugate family; for example, if we place a Normal prior on a
location parameter θloc ∼ N(µ, τ2), say, which is the natural conjugate for a Normal sampling dis-
tribution (with known variance), then as τ2 → ∞, µ becomes irrelevant, and we effectively have
p(θloc) ∝ 1 on the whole real line.

When we have decided upon a prior distribution, and assured that the resulting posterior is proper,
we are ready to make inferences of the parameters. This task may be complicated by high di-
mensionality of the parameter space, and, to make matters worse, for the models we shall employ,
the posterior will not follow any standard distribution. Although we are able write the posterior
density (up to a normalizing constant) we will not be able to calculate posterior probabilities in
closed form. A remedy for this could be to summarize the posterior distribution in terms of a
small set of descriptive measures, however, doing so will inevitably diminish our knowledge of
the whole distribution—this has nevertheless become common practice, and typical summaries
for the location are the posterior mean, median, or mode(s), while standard deviation and quan-
tiles can describe its variation. The posterior mean, in particular, has gained great popularity as it
may be given a decision-theoretic interpretation as the point estimator that minimizes a quadratic
loss-function; that is,

argmin
θ∗

∫
(θ − θ∗)2 p(θ|y) dθ = E[θ|y].

This is analogous to the frequentist’s mean squared error, and θ∗ is thus often referred to as the
Bayes estimator—it is worth noting, however, that the posterior mode, median, or indeed any quan-
tile, can be obtained by changing the loss function appropriately (Box and Tiao 1973, App. A5.6;
Gelman et al. 2004, p. 64; Lee 2004, Sec. 7.5). Even if we decide to report the posterior mean as a
summary statistic, we will not be able to calculate it in closed form for the subsequent models, and
we thus need other remedies. One such widespread method is to draw a pseudo-random sample
from the posterior distribution, from which we may estimate the mean or any other function of the
parameters. The non-standardness of the posterior complicates this, and we will mainly rely on

3If we can write the likelihood as L(θ; y) = g(ψ(θ)− t(y)), for some function t, then it is said to be in data-translated
form; t(y) is in fact a sufficient statistic for θ, and the argument of g(·), ψ(θ) − t(y), or some function hereof, is said to
be a pivotal quantity. Since t(y) only serves to change the location of the likelihood in terms of ψ, this would be an
appropriate scale on which to assign a locally uniform distribution.

16



3.2. Markov chain Monte Carlo Sampling Chapter 3. Bayesian Inference

a sampling procedure known as Markov chain Monte Carlo (MCMC) sampling—especially the
Gibbs sampler and the Metropolis-Hastings algorithm—which we will next describe in general,
and then subsequently apply in more detail to the specific models.

3.2 Markov chain Monte Carlo Sampling

The Gibbs sampler

The Gibbs sampler is a Markovian updating scheme used to simulate random draws from a high-
dimensional distribution [θ] = [θ1, . . . , θp], say, when direct simulation from the joint distribution
is not feasible, but all full-conditional distributions [θ j|θ− j], θ− j = (θ1, . . . , θ j−1, θ j+1, . . . , θp), j =

1, . . . , p, are available, in the sense that they are completely known and can be sampled from. The
method was popularized for Bayesian inference by Gelfand and Smith (1990) and has since been
applied intensively—not least due to the improvements of modern computers. We will not attempt
to derive or state the conditions under which the process converges, as these are outside the scope
of the thesis, and, moreover, are met for all the models we shall investigate; rather, we will sketch
the basic idea underlying the sampler so we can more comfortably implement it later. To initiate
the Gibbs sampler we choose an arbitrary starting point θ(0) = (θ(0)

1 , . . . , θ(0)
p ) in the sample space

and proceed as follows. Given θ(0) we draw, in turn,

θ(1)
1 ∼ [θ1|θ

(0)
2 , . . . , θ(0)

p ]

θ(1)
2 ∼ [θ2|θ

(1)
1 , θ(0)

3 , . . . , θ(0)
p ]

...

θ(1)
p ∼ [θp|θ

(1)
1 , . . . , θ(1)

p−1].

This completes one iteration of the scheme, and after t such iterations we would arrive at θ(t) =

(θ(t)
1 , . . . , θ

(t)
p ). (The Gibbs sampler can also be applied in other visiting schemes, however, we will

only apply it in the way described.) The Gibbs sequence θ(0), θ(1), . . . , θ(t) defines a homogeneous
Markov chain since, given θ(t′−1), θ(t′) does not depend on chain values prior to θ(t′−1), and updates
through a transition kernel (the continuous state space equivalent of a transition matrix) which
is invariant with respect to the iteration explicitly. It can be shown that under mild regularity
conditions (notably, that the Markov chain is irreducible, aperiodic, and non-transient, Gamerman
1997, Ch. 4; Gelman et al. 2004, p. 290)

(θ(t)
1 , . . . , θ

(t)
p )

d
→ [θ1, . . . , θp] as t → ∞,

and hence for each p′ ∈ {1, . . . , p}, θ(t)
p′

d
→ θp′ ∼ [θp′] as t → ∞. Thus, for t large enough, we

can regard θ(t) as a random draw from [θ]. The crucial part seems to be what value of t ensures
satisfactory convergence (assuming that the limiting distribution exists). This issue has been ex-
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tensively researched, but, unfortunately, the conclusion seems to be that t needs to be assessed for
each problem individually.

Collecting a sample and assessing convergence

We will now describe two distinct, and the most common, methods—of which essentially all other
methods are combinations of (Gamerman 1997, sec. 5.3.1)—on how to obtain a random sample of
m draws from [θ], and subsequently describe some of the suggested methods for assessing conver-
gence, which typically relies on the sampling method. The first method (Gelfand and Smith 1990)
does so by simulating m different Gibbs sequences, initialized independently, each of length t, and
report only the last value of each sequence; that is, the sample is given by θ(t)

1 , . . . , θ
(t)
m , where θ(t)

j is
the value of the jth sequence after t iterations. A problem with this method occurs if the conver-
gence is slow, thus requiring t to be large. The second method amend this problem by simulating
one long sequence and possibly thin it by only extracting every kth iteration and discarding the
rest (Gelman et al. 2004, p. 295). The sequence is typically run for a while to ensure convergence,
the burn-in period, before extracting any observations. As a Markov chain only has first-order
dependence, a sample drawn in this way will, for k large enough, approximately be independent.
Usually k can be chosen much smaller than t to ensure such quasi-independence while advanta-
geously retaining convergence of the sequence (compared to starting the sequence anew from an
independent starting point). A potential problem with this method is that the sequence can get
‘stuck’ in a small subset of the parameter space for a long time thus yielding a sample that may
underrepresent certain aspects of the limiting distribution if it is not run long enough (Gamerman
1997, p. 125). It should be noted that autocorrelation within a sample is not a serious problem, as
the draws are still identically distributed and inference based hereon ignore the order of sampling
(Gelman et al. 2004, p. 294); however, inferences based on such a sample will not be as ‘efficient’
as on that of an independent sample of equal size. Hence, in problems involving many parameters
where computer storage can be a problem, it may be beneficial to thin the sequence, but usually
not otherwise.

The principal methods proposed to assess convergence relies heavily on the sampling method as
well as the complexity of the model. The models we shall investigate are all of such high di-
mension that convergence checks can only reasonably be performed on lower-dimensional quanti-
ties separately—typically, individual scalar parameters, the target density (or rather the logarithm
hereof), and possibly other estimands of particular interest. When sampling is based on several
independent Gibbs sequences it is natural to assess convergence by comparing aspects of the se-
quences to one another; Gelman and Rubin (1992) proposed the following method for doing so.
Given a scalar quantity of interest ψ = ψ(θ), say, and m independent sequences drawn from the
target distribution, ψt′ j = ψ(θ(t′)

j ), j = 1, . . . ,m, t′ = 1, . . . , t, after an appropriate burn-in period,

18



3.2. Markov chain Monte Carlo Sampling Chapter 3. Bayesian Inference

we estimate the between- and within-sequence variances by

B =
t

m − 1

m∑
j=1

(ψ+ j − ψ++)2 (3.1)

W =
1
m

m∑
j=1

1
t − 1

t∑
t′=1

(ψt′ j − ψ+ j)
2, (3.2)

where ψ+ j = 1
t

∑t
t′=1 ψt′ j and ψ++ = 1

m

∑m
j=1 ψ+ j. This is analogous to the usual estimates in a

classical one-way ANOVA with m treatments. Due to the independence between sequences and
the autocorrelation within sequences we have under convergence ([ψt′ j] = [ψ]),

E[B] = t var[ψ+ j] = var[ψ j]
(
1 +

2
t

∑
t′<t′′

corr[ψt′ j, ψt′′ j]
)
, (3.3)

and

E[W] = E[
1

t − 1

t∑
t′=1

(ψt′ j − ψ+ j)
2] = var[ψ j]

(
1 −

2
t(t − 1)

∑
t′<t′′

corr[ψt′ j, ψt′′ j]
)
, (3.4)

which follows by taking expectations on both sides of the identity 1
t

∑t
t′=1(ψt′ j−E[ψ])2 = 1

t

∑t
t′=1(ψt′ j−

ψ+ j)2 + (ψt′ j − E[ψ])2. Hence, by (3.3) and (3.4), the weighted average

v̂ar+[ψ] =
t − 1

t
W +

1
t

B,

yields an unbiased estimator of var[ψ] under convergence or in the limit t → ∞. In the limit B and
W are also unbiased, however, will generally not otherwise be. Before convergence is reached,
W will underestimate var[ψ]; partly because the autocorrelation within a sequence typically is
positive, but mostly because the sequences have not yet traversed the entire target distribution,
thus having less variability. Conversely, B will overestimate var[ψ] in expectation, but depends also
on the dispersion of the starting points. For appropriately overdispersed starting points, v̂ar+[ψ]
will overestimate var[ψ] which leads to the proposed measure of convergence, the potential scale

reduction, given by4 (Gelman et al. 2004, p. 297)

R̂ =

√
v̂ar+[ψ] /W , (3.5)

which (for appropriately overdispersed starting points) will be greater than unity. As the sequences
converges (or as t → ∞) R̂ will decline to 1. When R̂ is reasonably close to unity, say below 1.1
for all estimands of interest (Gelman et al. 2004, p. 297), we simply use all mt simulations as our
sample—perhaps thinning each sequence before collection. To avoid including simulations that are

4The original measure proposed by Gelman and Rubin (1992) differs slightly from (3.5), however, the differences
are without practical importance, and (3.5) is often chosen for convenience.
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not converged, the burn-in period should also be extended continually, and a typical conservative
choice is to discard the first half of each sequence.

To appropriately overdisperse the initialization of the sequences, it was suggested by Gelman
and Rubin (1992) that starting points should be drawn from a crude overdispersed approximation
of the target distribution (e.g., through (mixtures of) multivariate Student’s t-distribution(s) located
at the mode(s) with matching curvature(s)); however, it seems easier, although may require longer
time to convergence, simply to choose ‘well-dispersed’ starting points at the ‘outskirts’ of the
distribution based on a crude knowledge of the location (setting the parameters to ‘unrealistic’
values). A final point to note, is that the quantities of interest should optimally be transformed
to a scale where they are approximately normal, since this method is based on their means and
variances (Gelman et al. 2004, p. 296).

If, on the other hand, a sample is obtained from one long sequence (m = 1), the potential scale
reduction, R̂, cannot be calculated, and other remedies are needed. Typically, this is done by
monitoring the convergence of specific summaries of the marginal posterior distribution like the
mean or median, say, of scalar quantities like above. This can be done graphically by plotting,
for instance, the average—or more often an exponential moving average downweighting earlier
simulations—against the number of iterations. One can also plot every simulation, possibly after
thinning, against iterations to assess whether the sequence exhibits stationarity—plots of this kind
easily becomes very smudged though, and may clutter important deviations or simply be hard to
read. Certainly, graphical techniques can generally be very deceptive, and a sequence may indicate
convergence without having actually achieved it—indeed, convergence may not be so evident if
the quantities are plotted on a different scale (Gamerman 1997, p. 136).

Another method when only one sequence is sampled, is to consider it as a time series and
assess convergence by various measures based on the ergodic properties of a converged sequence;
notably, it is proposed to divide it into two sequences, and assess similarities between the two
(Gamerman 1997, p. 140), but we will not go into details with this.

As a final note to this discussion, when sampling only one sequence it is, contrary to sampling
multiple sequences, recommended to initialize the chain near the center of the target distribution—
either from a guesstimate, a crude estimate in a simpler model, or from more sophisticated methods
to evaluate the posterior mean or mode (e.g., by the EM algorithm).

When we have finally assessed convergence and obtained a sample which we are satisfactorily
assured is representative of the target distribution, we are able to summarize the distribution in
whatever way we want. Depending on the specific problem, different aspects of the posterior
distribution may be of interest—typically, estimates of the location of the distribution (like the
mean, median, or mode), percentiles, central posterior intervals, or perhaps the density itself. Such
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inferential summaries will be based on the simulated values and relies on the property that

ψ+ =
1
t

t∑
t′=1

ψ(θ(t′))→ E[ψ(θ)] as t → ∞, (3.6)

almost surely for any function ψ such that E[ψ] < ∞ (Gelfand and Smith 1990; Gamerman 1997,
p. 105). (This is only true if the Markov chain is ergodic, which it will be with a continuous
state space if it is aperiodic, irreducible and non-transient (Gamerman 1997, p. 112) as previously
assumed.) Although an estimate based on (3.6) is consistent asymptotically efficient (Gelman et al.
2004, p. 112) it does not take advantage of the knowledge we usually have of the target density.
For instance, if we want to estimate the expectation of [ψ(θ j)], say, and we are able to express
E[ψ(θ j)|θ− j] analytically, then a better estimator, in terms of lower MSE, is given by

Ê
RB

[ψ(θ j)] =
1
t

t∑
t′=1

E[ψ(θ j)|θ
(t′)
− j ], (3.7)

which Gelfand and Smith (1990, 1991) termed as a “Rao-Blackwellized” estimator, with reference
to the Rao-Blackwell theorem5. Notice, that (3.7) actually does not use the simulations ψt′ =

ψ(θ(t′)
j ), but instead relies on the simulations of the other parameters in θ as well as knowledge

of the target distribution. In particular, if we want an estimate of the (possibly unnormalized)
posterior density of [ψ(θ j)], say, and we know p

(
ψ(θ j)|θ− j

)
, then we similarly have

p̂
(
ψ(θ j)

)
=

1
t

t∑
t′=1

p
(
ψ(θ j)

∣∣∣θt′
− j
)
. (3.8)

This follows because

p
(
ψ(θ j)

)
=

∫
p
(
ψ(θ j)

∣∣∣θ− j
)
p
(
ψ(θ− j)

)
dθ− j = E

θ− j

[
p
(
ψ(θ j)

∣∣∣θ− j
)]
,

where expectation is with respect to
[
ψ(θ− j)

]
, so that (3.8) is the Monte Carlo estimator hereof.

As mentioned earlier, the typical goal of a CA is to assess the product composition (in terms
of the levels of the attributes) that will yield the highest profit or optimize some other quantity.
Hence, what we are in fact in search for is the posterior predictive distribution [ynew|Xnew, y];
that is, the conditional distribution of new responses, ynew, given (possibly) new settings of the
attributes, Xnew, and the data already collected. Point estimates of the parameters thus only play
an intermediate role in Bayesian models; however, the parameter estimates are often helpful as
they can give a quick assessment of the model fit, and sometimes reveal unknown properties or
strengthen assumed beliefs of the decision process.

5The Rao-Blackwell theorem states, loosely speaking, that an estimator always can be improved (or is never worse
off) by conditioning on sufficient statistics.
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The Metropolis-Hastings algorithm

The Metropolis-Hastings algorithm is another very useful Markov chain Monte Carlo sampling
procedure. Unlike the Gibbs sampler, its implementation only requires knowledge of the target
density, up to a normalizing constant, which makes it very versatile; in fact, it can be shown that
the Gibbs sampler is a special case of the Metropolis-Hastings algorithm (Gelman et al. 2004,
p. 293). Again, let [θ] be the target distribution with density proportional to p(θ), and let θ(t′) be
a value of θ obtained after t′ iterations. The algorithm now roughly proceeds by (1) ‘finding’ a
new candidate value θ∗ for θ(t′+1), (2) calculate whether the proposed candidate could ‘reasonably’
have been drawn from [θ] compared to θ(t′), and finally, based on this, (3) accept θ∗ as the next
value: θ(t′+1) = θ∗, or reject it and retain the current value: θ(t′+1) = θ(t). To ‘find’ a candidate θ∗

we need to specify a candidate-generating distribution or proposal distribution [θ∗|θ(t′)]t′ , having
density proportional to qt′(θ∗|θ(t′)), which may depend on the iteration, from which we can (easily)
draw a candidate θ∗ ∼ [θ∗|θ(t′)]t′ . To see how reasonable θ∗ is compared to θ(t′), we calculate the
probability of move or acceptance probability

α = min
{

p(θ∗)/qt′(θ∗|θ(t′))
p(θt′)/qt′(θ(t′)|θ∗)

, 1
}
, (3.9)

which, loosely speaking, compensates for the difference between the candidate-generating distri-
bution and the target distribution. Finally, to accept or reject θ∗, let u be drawn from a standard
uniform distribution U(0, 1) and set

θ(t′+1) =

θ
∗ if u ≤ α

θ(t′) otherwise.

This procedure is also easily seen to define a Markov chain—though with the special property that
the transition kernel defines a mixed distribution with a density for θ∗ , θ(t′) and a probability
atom at θ∗ = θ(t′)—and again it may be shown (Chib and Greenberg 1995) that θ(t) ∼ [θ] as t → ∞,
under similar mild regularity conditions. Hence, to sample from [θ] we proceed analogously to
that described for the Gibbs sampler (burn-in, checking for convergence, etc.); however, it may
be more relevant to thin the sequence(s) now, as this can stand still for several iterations, though,
again, after convergence this autocorrelation only affects the efficiency of the inferences drawn
from the sequence (Gamerman 1997, p. 127).

The candidate-generating distribution can, almost, be chosen freely and does actually not need
to depend on the previous value of the sequence, in which case it is called an independence chain

(Gamerman 1997, pp. 167–168); it is still a Markov chain, though, due to the dependence of the
current value in (3.9). In this case qt(θ∗|θ(t)) ≡ qt(θ∗) should be as ‘close’ to p(θ) as possible
(and with support on the whole domain of θ), so that candidates are accepted as frequently as
possible. In fact, if we chose qt(θ∗|θ(t)) = p(θ), for all t, then α = 1 always, and we would
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effectively be sampling directly from [θ]. Since it is generally not possible to sample from [θ]
directly (which is why we need the algorithm in the first place), we need other grounds on which
to specify qt(θ∗|θ(t)). Several different ‘families’ of candidate-generating distributions have been
suggested (Chib and Greenberg 1995; Gamerman 1997, Sec. 6.3), however, we will only focus on
those where the candidates form a random walk chain; that is, given the current value at iteration t′,
θ(t′), the candidate-generating distribution, or the jumping distribution as it is customarily referred
to in this case, is given by qt′(θ∗|θ(t′)) = qt′(θ∗−θ(t′)), or put differently, θ∗ = θ(t′)+θ̃, where θ̃ follows
the jumping distribution. Usually, the jumping density will be symmetric, qt′(θ∗|θ(t′)) = qt′(θ(t′)|θ∗),
or more specifically here qt′(θ̃) = qt′(−θ̃), in which case the acceptance probability in (3.9) reduces
to

αsym = min
{

p(θ∗)
p(θ(t′))

, 1
}
. (3.10)

When this is the case the process is called the Metropolis algorithm (which was actually the origi-
nal algorithm proposed by Metropolis et al. 1953, and subsequently generalized by Hastings 1970).
Typical choices of symmetric jumping distributions are normal and Student’s t-distributions cen-
tered at the origin, such that candidates are centered at the current value of the chain; even if the
target distribution does not have positive support on the whole real line/space these distributions
can often be applied advantageously. When the target distribution is the posterior distribution, as is
typically the case, we see from (3.10) that a new parameter estimate proposal is accepted if it has
higher posterior density than the current estimate, and is only sometimes accepted if it has lower
posterior density in analogy to some optimization algorithms (notably, simulated annealing).

More commonly, the Metropolis-Hastings algorithm is applied to a subset of the parameters
within a Gibbs sampler (commonly referred to as “M-H within Gibbs”, although this terminology
has been criticized (Chib and Greenberg 1995) because the Gibbs sampler is in fact a special case of
the Metropolis-Hastings algorithm); that is, if we can split θ into (natural) blocks θT = (θT

1 , θ
T
2 ), say,

and we have available [θ1|θ2] but not [θ2|θ1], we can form a Gibbs sequence by alternately sampling
θ(t′+1)

1 from [θ1|θ
(t′)
2 ] and θ(t′+1)

2 from a Metropolis-Hastings step with a jumping distribution that
possibly depends on θ(t′+1)

1 . Surprisingly, it suffices to make only a single Metropolis-Hastings
step, in contrast to running a complete ‘sub-chain’ to convergence for every value of θ(t′)

1 (Chib and
Greenberg 1995); in fact, if we applied the Metropolis-Hastings algorithm to θ(t′)

1 using p(θ1|θ
(t′)
2 )

as candidate-generating density (since this does not depend on θ(t′)
1 this step would actually form

an independence chain), it can be shown (e.g., in Gelman et al. 2004, p. 293) that α = 1 always,
and the step would thus be identical to that in the Gibbs sampler.

An important aspect of the jumping kernel is the proportion of jumps that are accepted. It may at
first seem favorable to have as many jumps accepted as possible, however, it may rather be the case
that the sequence is moving too slowly through the parameter space (cf. 3.10). Therefore, a good
jumping distribution should (likely) be able to move a reasonable distance in the parameter space,
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yet, not be rejected too frequently which would cause the sequence to stand still for too long at a
time (Gelman et al. 2004, p. 292). An indication of how to specify an ‘optimal’ jumping distri-
bution is given in the case of a p-dimensional Normal target distribution with known covariance
matrix Σ, and a Normal jumping distribution with mean equal to the current value of the chain and
covariance matrix equal to c2Σ, where c is a tuning constant. In such case, it can be shown that the
most efficient (relative to independent sampling directly from the target distribution) is obtained
by setting c ≈ 2.4/

√
p (Gelman et al. 2004, Sec. 11.9). This corresponds to an acceptance rate

around .44 in one dimension, declining to about .23 in high dimensions—roughly p>5 (Gelman
et al. 2004, p. 306). For any target distribution in practice, it is thus customary to tune the algo-
rithm to have an acceptance rate near .30—even if the target distribution is not Normal—although
this result is based on the Normal assumption. This can be done by monitoring the acceptance rate
continually—either after each iteration, or in intervals of some number of iterations—and adjust
the scale, or ‘spread’, of the jumping distribution accordingly. Gelman et al. (2004, p. 307) warn
that care must be taken with such adaptive algorithms as these may affect the limiting distribution,
and suggest that samples should only be taken after convergence where the algorithm should be
run without such tuning.
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Chapter 4

Hierarchical Bayes Regression

4.1 Normal-Linear Hierarchical Model

The model we will now investigate is a quite general case of the Normal-Linear Hierarchical

Model, or Hierarchical Bayes Regression, as introduced by Lindley and Smith (1972) and sub-
sequently applied in many different contexts in the literature (e.g., Gelfand, Hills, Racine-Poon,
and Smith 1990; Gelfand and Smith 1990; Gelfand and Smith 1991), in which different covariate
information is advantageously incorporated at various levels of the model. After reviewing the
general model in a full-profile CA setup, we shall investigate the model as it is currently employed
by Sawtooth Software (2003) where it is referred to as HB-reg, and subsequently consider various
improvements.

As the name suggests, the general model is set up at different stages or levels, where at the
lower level we have the sampling distribution with independent observations Yi as, implicitly con-
ditioning on Xi throughout,

[Yi|βi, σ
2] = Nni(Xiβi, σ

2Ini), i = 1, . . . ,N. (4.1)

This is almost the same as (2.1) except that we for simplicity have assumed that the error-terms
have identical variance across respondents. Furthermore, the conditioning on the part-worths, the
βi’s, and the error-variance, σ2, is crucial as these are now regarded as stochastic. At the second
level of the model we assign independent prior distributions for these parameters as

[βi|b,Σ] = Np(b,Σ) i = 1, . . . ,N, (4.2)

[σ2|ν0, τ0] = Inv-χ2(ν0τ
2
0, ν0), (4.3)

where Inv-χ2(ν0τ
2
0, ν0) denotes a scaled inverse-χ2 distribution with ν0 degrees of freedom and

scale ν0τ
2
0; that is, ν0τ

2
0/σ

2 ∼ χ2
ν0

(with obvious resemblance to the classical distribution of the
residual sum-of-squares). These are the respective conjugate priors for a Normal mean with known
variance, and for a Normal variance component with known mean; in this context, they are said
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to be semi-conjugate (Gelman et al. 2004, Sec. 3.4), because the independence between (4.2) and
(4.3) breaks the joint conjugacy, however, conditional on σ2 the βis will be conjugate and vice
versa. It is reasonable to believe that the βis are related in some way, and it is thus natural view
them as coming from a common population distribution (Gelman et al. 2004, ch. 5), here given by
(4.2). This interpretation is analogous to that of a classical variance component model (sometimes
referred to as a random effects model or an ANOVA type II model), however, here focus are
primarily on the part-worths βi and not on the variance components σ2 and Σ (Lee 2004, p. 226).
Instead of assuming specific values for the hyperparameters b and Σ as we would normally do, we
will also consider them as unknown and, in turn, assign to these a hyperprior distribution—hence
the name Hierarchical Bayes. This brings us to the highest level of the model where we assign
independent hyperprior distributions as

[b] = Np(b0,C)

[Σ−1] = Wp((ρR)−1, ρ), (4.4)

where Wp((ρR)−1, ρ) is the Wishart distribution1 with ρ degrees of freedom and symmetric positive-
definite scale matrix (ρR)−1 of order p (yielding E[Σ−1] = R−1), which is the conjugate prior
distribution for the inverse covariance-matrix, the precision matrix, of a p-dimensional Normal
distribution with known mean—again, these priors are semi-conjugate.

The only thing we need to complete the model is to specify values for the hyper-hyperparame-

ters b0, C, ρ, and R, as well as the hyperparameters ν0 and τ2
0 in the prior for σ2; however, be-

fore doing so, it will be advantageous to recapitulate what exactly our aim is. As a first, we
are often interested in making inferences about the unknown parameters β, b, Σ, and σ2, which
is accomplished through the posterior distribution [β,b,Σ, σ2|y], where we for ease of notation
define βT = (βT

1 , . . . ,β
T
N) and yT = (yT

1 , . . . , y
T
N). This, however, does not follow any standard

distribution—due to the semi-conjugacy of the priors—and we will thus make inferences by means
of the MCMC methods described previously. Secondly, we wish to estimate the responses at other
attribute settings than those shown in the questionnaire, so as to be able to evaluate the market
effect of all product combinations—typically in search for the ‘optimal’ product.

Estimation in the HB-reg model

To implement the Gibbs sampler to the hierarchical Normal-linear model we first and foremost
need to specify all the full-conditional distributions of the unknown parameters β, b, Σ, and σ2.
These distributions can be derived straightforwardly, though, it involves tedious algebra and is thus

1The Wishart distribution arises naturally from N iid p-dimensional multivariate normal data, Yi ∼ Np(µ,Σ), i =

1, . . . ,N, as the distribution of the sum-of-squares matrix, or in terms of the (unbiased) sample covariance matrix
Ŝ =

∑N
i=1(Yi − Ȳ+)(Yi − Ȳ+)T /(N − 1), Ȳ+ =

∑N
i=1 Yi/N: (N − 1)Ŝ ∼Wp(Σ,N − 1).
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deferred to Complement A.1. Defining, as in (A.2), (A.4), (A.5), (A.7), (A.9), and (A.10),

Bi = (σ−2XT
i Xi + Σ−1)−1, (4.5)

V = (NΣ−1 + C−1)−1, (4.6)

β̄+ =
1
N

N∑
i=1

βi , (4.7)

S =
1
N

N∑
i=1

(βi − b)(βi − b)T , (4.8)

ñ =

N∑
i=1

ni , (4.9)

s2 =
1
ñ

N∑
i=1

(yi − Xiβi)T (yi − Xiβi) , (4.10)

then, by equations (A.3), (A.6), (A.8), and (A.11), we have

[βi|b,Σ, σ2, y] = Np(Bi(σ−2XT
i yi + Σ−1b),Bi), (4.11)

[b|βi,Σ, σ
2, y] = Np(V(NΣ−1β̄+ + C−1b0),V), (4.12)

[Σ−1|βi,b, σ2, y] = Wp({ρR + NS}−1, ρ + N), (4.13)

[σ2|βi,b,Σ, y] = Inv-χ2(ν0τ
2
0 + ñs2, ν0 + ñ). (4.14)

The semi-conjugacy of the priors ensures that the posterior full-conditional distributions remain
of the same ‘type’, and it is interesting to note how the parameters of these combine information
from the priors and the likelihood. Specifically, as noted in the complement, (4.8) and (4.10) can
be seen as ‘sample estimates’ of Σ and σ2, respectively; it is thus apparent that the ‘scale’ in (4.13)
and (4.14) is the sum of the prior and sample ‘sum-of-squares’ with degrees of freedom being the
sum of the prior degrees of freedom and the corresponding number of observations—if we had
retained the parameterization of the scale as degrees of freedom times ‘variance estimate’ (i.e.,
similar to ρR and ν0τ

2
0) the posterior full-conditional ‘variance estimates’ become a degrees-of-

freedom weighted average of the prior and sample ‘variance estimates’ with weights being the
prior and sample degrees of freedom, respectively. Equivalently, the mean in (4.12) can be seen as
a precision-weighted average of the prior and the sample mean of the βi’s, and if we rewrite the
mean in (4.11) as

β∗i = Bi(σ−2XT
i yi + Σ−1b) = (σ−2XT

i Xi + Σ−1)−1(σ−2XT
i Xiβ̂

OLS
i + Σ−1b), (4.15)

where β̂OLS
i is a solution to the ordinary normal equations XT

i Xiβ̂
OLS
i = XT

i yi, we may give it a similar
interpretation: conditional on the other parameters, the posterior mean of βi is a weighted aver-
age of its OLS estimate and the prior population mean with weights equal to their corresponding
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precision matrices2. It is clear from the above that the priors in some sense can be interpreted as
additional ‘observations’, and carrying out the algebra (though not done here) shows, considering
[β|b,Σ] as a population distribution, that the resulting posterior density is identical to that arising
from having observed the outcome of ν0 additional independently rated profiles (observations) with
residual sum of squares ν0τ

2
0, made by ρ hypothetical respondents with part-worths drawn indepen-

dently from Np(b,Σ) such that their sum-of-squares matrix is ρR, and a single outcome b0 drawn
from Np(b,C), while assigning independent noninformative Jeffreys’ priors3 to σ2, Σ−1, and b; for
b and σ2 these are, respectively, given by p(b) ∝ 1 and p(σ2) ∝ σ−2 (being location and scale
parameters), whereas the Jeffreys’ prior for a precision matrix, Σ−1, is given by p(Σ−1) ∝ |Σ|(p+1)/2.
Due to the semi-conjugacy of the priors, however, these additional observations, apart from b0,
only provide information through a single sufficient statistic such that, for instance, the hypo-
thetical part-worths could have been drawn from any Np(·,Σ) in the sense that they contain no
information of the mean. As we shall elaborate in Section 4.2, the true conjugate hyperprior does,
on the contrary, take account of all the information provided by similar hypothetical observations.

More importantly, we note that XT
i Xi actually does not need to have full rank in (4.11) since

Σ, and hence also Bi in (4.5), are nonsingular almost surely. This implies that we can have ni < p

(i.e., fewer profiles than part-worths) and still estimate each respondent’s part-worths. In this case,
we can write β̂OLS

i = (XT
i Xi)−XT

i yi in (4.15) for some generalized inverse (XT
i Xi)− of XT

i Xi, but
since this is not uniquely determined, it is no surprise that ‘extra’ information is needed to obtain
estimates; as we shall allude to in Complement A.2, this information exactly comes from the prior
distribution. Another interesting point to note from (4.15) is that if, on the other hand, substantial
information is provided by the ith respondent (in terms of having rated many profiles) σ2(XT

i Xi)−1

is ’small’ compared to Σ such that approximately Σ
(
σ2(XT

i Xi)−1 + Σ
)−1

� Ip; since

Σ
(
σ2(XT

i Xi)−1 + Σ
)−1

= (σ−2XT
i Xi + Σ−1)−1σ−2XT

i Xi,

the mean of βi will then essentially be equivalent to the OLS estimate when substantial information
is provided. Conversely, when little information is provided by the ith respondent the mean of βi

will rely more heavily on the population mean. This ’borrowing’ of information ensures that we
can still estimate the individual part-worths even when XT

i Xi does not have full rank as already
noted.

2A matrix-weighted average of two vectors does not imply that the elements individually lie algebraically between
their corresponding elements; rather, the resulting vector is bounded within an ellipsoid. Specifically, here

(β∗i − c)Tσ−2XT
i Xi(β∗i − c) ≤ (β̂OLS

i − b)Tσ−2XT
i Xi(β̂OLS

i − b)/4, (∗)

where c = (β̂OLS
i + b)/2. Note that both β̂OLS

i and b lie on the boundary. If XT
i Xi is singular (∗) still holds, but then

describes an ellipsoidal cylinder which does not depend on the uniqueness of β̂OLS
i (Chamberlain and Leamer 1976).

3The assignment of these ‘pre-priors’, so to speak, seems necessary to interchange, by Bayes’ Theorem, the roles
of parameters and random variables, although apparently this is not standard, since textbooks generally omit to explain
how prior observations transform into a distribution for the parameters; that is, we regard the actual prior employed as
a ‘pre-posterior’ distribution (here, in a meaning different from the usual denotation of a pre-posterior distribution).
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Thus far we have not yet specified the specific values of the hyperparameters, however, as usual
we would like to assign vague priors so that the likelihood dominates the prior. To accomplish this
the obvious choice is clearly to let

C−1 → 0p×p, (4.16)

ρ → 0, (4.17)

ν0 → 0, (4.18)

which would make b0, R, and τ2
0 irrelevant—this also yields the respective Jeffreys’ priors. Al-

though the individual full-conditional distributions in (4.12), (4.13), and (4.14) will remain proper
as we take the above limits, it is shown in Appendix A.2 that the joint posterior distribution will

become improper in the limit. It turns out, however, that we can still assign the improper priors
implied in (??) and (4.16) if we assign a proper prior to Σ−1, which implies specifying ρ > p − 1
and a symmetric positive-definite scale matrix R—an issue we shall look closer into in Section 4.2.
In fact, as shown in Complement A.2, it is possible to assign an improper prior to Σ−1 of the form
p(Σ−1) ∝ |Σ|α which does not require the specification of a ‘covariance matrix’; however, we will
also defer that discussion to Section 4.2.

Finally, after running the Gibbs sampler, we can, for instance, report the posterior mean as a
point-estimate of βi. This could either just be the average of the draws, or we can use the better
Rao-Blackwellized estimator (3.7), which in this case becomes

β̂RB
i =

1
m

m∑
j=1

E[βi|b j,Σ j, σ
2
j , y]

=
1
m

m∑
j=1

Bi j(σ−2
j XT

i yi + Σ−1
j b j).

Although these two estimators are practically equal for normal sized inference samples, the Rao-
Blackwellized estimator needs only a small fraction of the sample to obtain the same precision.
Alternatively, we may want to assess the posterior (predictive) distribution of a rating by respon-
dent, i, to a new product combination; to do so, we simply use the draws of βi and σ2, and calculate
xT

newβi + ε, with ε ∼ N(0, σ2). For new ‘respondents’ we would first use draws of b and Σ from
the Gibbs sampler to draw a new βı̃, say, from (4.2), and then use this draw in a similar way to
assess the rating of a new product. This way of ‘generating’ new respondents strains the model to
the maximum, and can be compared to extrapolation in classical methods; that is, the model may
fit well for the respondents in our sample, but may not give reasonable results when new respon-
dents are drawn. This does not necessarily mean that we are over-fitting the model, but rather that
the model is not a completely accurate description of the part-worth ‘generating mechanism’. In
fact, this is a good way to test various aspects of the model, but when drawing conclusions of the
market, it may be better just to think of our sample of respondents as being representative for our
target group.
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It is natural to compare the above Bayesian analysis, which may look extraordinarily cumbersome,
to the classical sampling theory approach to a variance component model where the part-worths
βi are assumed independent from Np(b,Σ); b, Σ, and σ2 are constant but unknown, and all design
matrices Xi, i = 1, . . . ,N, have full column rank with ñ > N p. For this model a frequentist would
typically calculate the OLS estimates β̂OLS

i , i = 1, . . . ,N, and find the residual sum of squares
(ñ − N p)ŝ2 defined as in (??) on page ?? (Complement A.2), which, under repeated sampling,
follows the scaled χ2-distribution χ2(σ2, ñ−N p), such that ŝ2 (usually found in the column “M.S.”
of an ANOVA table) is an unbiased estimator of σ2. We might then similarly calculate the sum of
squares matrix about the sample mean of β̂OLS

i :

Ŝ =
1

N − 1

N∑
i=1

(β̂OLS
i −

¯̂
βOLS

+ )(β̂OLS
i −

¯̂
βOLS

+ )T ,
¯̂
βOLS

+ =
1
N

N∑
i=1

β̂OLS
i ,

which can be seen as an OLS sample counterpart of (4.8). This has expectation Σ+σ2 1
N

∑N
i=1(XT

i Xi)−1

and so could estimate Σ by Σ̂ = Ŝ − ŝ2 1
N

∑N
i=1(XT

i Xi)−1. Further, if we employ a common design
matrix Xi = X, i = 1, . . . ,N, with ni = n > p, then (N − 1)Ŝ follows the Wishart distribution
Wp(Σ + σ2(XT X)−1,N − 1) under repeated sampling, independent of ŝ2, and we may then test the
hypothesis Σ = 0p×p against the alternative that Σ is positive (semi-)definite; specifically, under
the null hypothesis, (N − 1) Tr{XŜXT } is χ2(σ2, (N − 1)p) so we could simply use a standard F-
test4. Following the classical approach strictly, we would on acceptance of this test continue with
the pooled part-worth estimate b̂ = (X̃T X̃)−1X̃T y = (XT X)−1XT ȳ+ =

¯̂
βOLS

+ and pool our variance
estimate analogously:

σ̂2 =
(
N(n − p)ŝ2 + (N − 1) Tr{XŜXT }

)
/(Nn − p) = yT (INn − PX̃)y/(Nn − p).

In the context of CA we would probably not proceed so naïvely because we would, even lacking
statistical evidence of the contrary, never assume that different respondents in fact do have identical
part-worths, but could, just maybe, consider the pooled variance estimate. Another disadvantage
is that the estimate Σ̂ may not be positive definite, and although this can be a welcome opportunity
to regard Σ as negligible, it is rather an indication of a wrongly specified model or (reluctant
to say so) an inefficient estimation procedure. Further, if we relax the condition of a common
design matrix the distribution of the above statistics will not be as simple complicating the whole
affair considerably—in all fairness though this would not complicate matters more than that of
the Bayesian approach. In conclusion, although frequentists may or may not reduce the model

4That is, Tr{XŜXT }/(pŝ2) follows the F-distribution F
(
p(N − 1),N(n − p)

)
. Alternatively, we may use

F = c(N − 1)
{
|XT X||Ŝ|

}1/p/(p(N − p)ŝ2), c = p
(
1 − (p − 1)(p − 2)/(2N)

)
,

which (due to an approximation of
[
|Ŝ|1/p] in Anderson 1958, p. 172) under the null hypothesis approximately is

F
(
p(N − p),N(n − p)

)
, though it may not be as powerful; however, the power of this test is easily calculated since F

under the alternative hypothesis is simply scaled by
{
|XT X||σ−2Σ + (XT X)−1|

}1/p
= |σ−2XΣXT + In|

1/p.
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by assuming that the population variance vanishes (upon acceptance of the F-test), the approach
does not yield the smoothing effect of the Bayesian integration over the parameter space (i.e., the
choice of complete pooling versus no pooling in contrast to the Bayesian procedure which may be
regarded as ‘partial pooling’).

4.2 Prior Distribution for the Covariance Matrix

An improper Jeffreys’ type prior

It is well-known that the semi-conjugate Wishart hyperprior in (??) for the precision matrix in the
HB-reg model is rather restrictive in that the entire distribution is completely characterized (fixing
all its moments) by specifying its mean and only a single degrees-of-freedom parameter; further,
the scale matrix, proportional to the mean, requires assessment of p(p+1)/2 parameters which may
not be an easy task (Press 1972, Sec. 3.8, p. 108, and Chap. 8). Although several non-Wishart prior
distributions have been suggested in the literature (e.g., Gelman et al. 2004, Sec. 19.2), primarily
through some factorization of the covariance matrix, we will not consider such priors here. Instead
we shall first consider a multivariate generalization of a noninformative prior employed by Gelman
et al. (2004, Sec. 5.4) which, at least, does not require specification of a scale matrix; second, we
shall elaborate on the implications of the semi-conjugate, as well as the true conjugate hyperprior,
and argue that these, in the context of CA, may be superior if thoughtful specification of the scale
matrix is provided.

As already mentioned we cannot assign the noninformative Jeffreys’ prior p(Σ−1) ∝ |Σ|(p+1)/2

arising in the limit of (4.4) as ρ → 0 because it leads to an improper posterior. In the discussion
of this in Complement A.2, however, we noted that the improper prior p(Σ) ∝ |Σ|α, or equivalently
p(Σ−1) ∝ |Σ|α+p+1, does lead to a proper posterior for −1 < α < (N̆ − 2p − 1)/2, where N̆ =∑N

i=1 1{rank(Xi)=p} (i.e., the number of full-rank design matrices). This prior is most easily interpreted
in terms of the ordered eigenvalues of Σ as in the complement, since they bear close similarities to
those of a Wp(Ip, r) distribution: conditional upon the sum of the eigenvalues their joint distribution
over the so-defined (p − 1)-simplex in Rp (or rather the region of it satisfying their ordering)
is the same; however, whereas the the sum of these from a Wp(Ip, r) distribution follows a χ2

pr

distribution, the sum or the average of the eigenvalues, λ̄+, from the prior p(Σ) ∝ |Σ|α has density
p(λ̄+) ∝ λ̄p(2α+p+1)/2−1

+ and so, in particular, for the Jeffreys’ prior (α = −(p + 1)/2) the sum follows
the unidimensional scale-invariant Jeffreys’ prior5. Further, unlike the Wp(Ip, r) distribution the
prior p(Σ) ∝ |Σ|α is invariant to linear transformations since |Σ| ∝ |CΣCT | for any nonsingular
p × p matrix C.

5This can be shown by making the transformation δ0 = {
∏p

j′=1 λ j′ }
1/p and δ j = { 1

p
∑p

j′=1 λ
j
j′ }

1/ j for j = 1, . . . , p − 1

yielding p(δ) ∝ δ
p(α+1)−1
0 exp{− p

2 δ1}
∏p−1

j=2 δ
j−1
j for the Wp(Ip, r) with r = 2α + p + 1; for p(Σ) ∝ |Σ|α the term

exp{− p
2 δ1} drops out. Noting that 0 < δ0 < δ1 < · · · < δp−1 we can integrate out δ0 and then δ2, . . . , δp−1, where the

upper integration limit for δp−1 finally becomes p(p−2)/(p−1)δ2 (by maximizing δp−1 given δ1).
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This may seem to take care of the problem of specifying a scale matrix, however, since this prior
arises as we take the limit ρ → −(2α + p + 1) and R → 0p×p it actually can provide substantive
information. To amplify this statement, note first that −(N̆ − p) < ρ < −(p − 1) such that the
resulting full-conditional posterior distribution of Σ−1 (inserting values for ρ and R in (4.13)) will
have fewer degrees of freedom than actually provided by the observations, thus tending to bias
Σ−1 towards 0p×p; on the other hand, making R ‘smaller’ will, a priori, tend to ‘increase’ Σ−1 or,
equivalently, bias Σ towards 0p×p. The resulting effect, in the limit R → 0p×p, depends on the
prior degrees of freedom, such that when ρ tends to the lower limit (α to the upper) Σ−1 becomes
0p×p thus effectively assigning a locally uniform prior on β corresponding to the classical unpooled
model. On the contrary, when ρ tends to the upper limit Σ effectively becomes 0p×p thus reducing
the model to the classical case of complete pooling: βi = b, i = 1, . . . ,N.

If deciding to adopt this prior one still needs to assess the value of α and it seems natural to seek
a balance between the two extremes. To approach this further, assume that the true population
distribution is given by [βi|b,Φ] = Np(b,Φ), i = 1, . . . ,N independent, for some fixed covariance
matrix Φ, such that [NS|b,Φ] = Wp(Φ,N), with S defined as in (4.8). Assigning the above prior:
p(β,b,Σ−1) ∝ p(β|b,Σ)p(b)p(Σ−1), p(Σ−1) ∝ |Σ|α+p+1, results in the full-conditional posterior
[Σ−1|β,b, y] = Wp({NS}−1,N + ρ), such that, in a repeated sampling sense, the expectation of
E[Σ−1|β,b] over the true population distribution, [β|b,Φ], is given by6

E
β|b,Φ

[
E[Σ−1|β,b]|b,Φ

]
= E

β|b,Φ
[(N + ρ)(NS)−1|b,Φ] =

N+ρ

N−p−1Φ−1,

which is unbiased, Eβ|b,Φ[E[Σ−1|β,b]] = Φ−1, for ρ = −(p + 1) or α = 0 provided N̆ > 2p + 1.
This is, admittedly, somewhat arbitrary since, by a similar argument, the unbiased expectation of
E[Σ|β,b] (i.e., Eβ|b,Φ

[
E[Σ|β,b]

]
= Φ) is obtained for ρ = p + 1, which is not even feasible. Also,

resembling classical estimation more closely, the expectation of the conditional mode of [Σ−1|β,b]
and [Σ|β,b] are unbiased for ρ = 0 (the Jeffreys’ prior) and ρ = −(p + 1), respectively, which
slightly strengthens the choice α = 0. Instead of considering the repeated sampling expectation
of the above quantities (e.g., E[Σ|β,b]) we could evaluate these at the mode of either [NS|b,Φ] or
[(NS)−1|b,Φ], and assess the values of ρ yielding ‘correct estimation’. Doing so opens a whole
array of combinations, however, only E[Σ−1|β,b] and the mode of [Σ|β,b] evaluated at the mode
of [NS|b,Φ] yield feasible values: α = 0 and α = (p + 1)/2, respectively, the latter provided that
N̆ > 3p + 2.

This approach latter argument seems inferior and is also more restrictive in terms of N̆, but
still suggests a relatively low value for α provided N̆ � p. In comparison, Gelman et al. (2004)
implicitly set α = −1/2 (with p = 1) corresponding to a uniform prior on the standard deviation of
βi (in our notation), but give no explicit reason for this choice—that is, they do not introduce the

6If [NS|b,Φ] = Wp(Φ,N) it can be shown that E[NS|b,Φ] = NΦ and E[(NS)−1|b,Φ] = 1
N−p−1 Φ−1; also, the

mode of [NS|b,Φ] and [(NS)−1|b,Φ] are readily found to be (N − p − 1)Φ and 1
N+p+1 Φ−1, respectively.
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parameter α, but neither consider, for instance, a uniform prior on the variance of βi corresponding
to α = 0.

More appropriately, of course, we should assign a prior distribution to α, however, some care
should be taken because the posterior easily becomes improper. Intuitively, this follows by not-
ing that the resulting posterior full-conditional density p(α|β,b,Σ, σ2, y) ∝ |Σ|αp(α) will tend to
be dominated by the term |Σ|α, such that, employed in a Gibbs sampler, ‘large’ draws of Σ will
place more probability mass at higher values of α which, in turn, will lead to ‘larger’ draws of Σ;
conversely, draws of Σ for which |Σ| < 1 will be self-reinforcing in the opposite direction. In con-
clusion, this prior does present an interesting alternative to (4.4), albeit, not without its deficiencies
either; especially, we will not be able to adopt it if we employ partial-profile designs, N̆ = 0, but
can use it as intended even if some respondents have not completed their (otherwise full-rank)
questionnaire.

The true conjugate prior

We mentioned earlier that our Wishart prior on the precision matrix is semi-conjugate in that it is
only conjugate conditional upon the other parameters; in contrast, the true conjugate hyperprior is
not independent in b and Σ−1, and is specified by their joint distribution, p(b,Σ−1) = p(b|Σ)p(Σ−1),
as

[b|Σ] = Np(b0,Σ/κ0), κ0 > 0, and [Σ−1] = Wp((ρR)−1, ρ).

This prior can also be interpreted in terms of prior observations, though, with a subtle difference:
the prior information on b, conditional on Σ, now corresponds to having observed κ0 part-worths
drawn from Np(b,Σ) with sample mean b0, whereas, for ρ = κ0−1, the marginal prior information
on Σ is now obtained after ‘extracting’ the information supplied to b; that is, the information on
Σ still comes from the sum of squares matrix, but now about the sample mean, b0, rather than the
‘true’ mean, b. Before considering the implications of this, we note that if ρ , κ0 − 1 more, or
‘less’, information is provided separately, in the semi-conjugate sense, to Σ; also, noninformative
pre-priors on b and Σ is still assumed. The joint conjugacy of this prior implies that the conditional
density p(b,Σ−1|β) = p(b|Σ−1,β)p(Σ−1|β) retains the same functional form. We are then able to
speed up the Gibbs sampler markedly, since, conditional on σ2, we can draw Σ−1, b, and β, in that
order, from their respective conditional posteriors, which are now of standard type (Wishart and
Normal, respectively). Thus, the Gibbs sampler only has two draws in each iteration leading to
faster convergenge.

Whether using the true conjugate or the semi-conjugate prior, it may seem unfavorable to
provide information to the data through a prior distribution, but in fact, we should perhaps exactly
utilize our knowledge of the underlying problem. For instance, it is not unreasonable to believe
that the part-worth utility of price is a fairly smooth function of price (though, probably with a
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discontinuity at zero); as such, part-worths of price points closer together should be more correlated
than those farther apart. Likewise, some attributes, or levels hereof, seem to be correlated in the
same way: a high preference on one level may indicate high preference for another level (e.g.,
in our pizza example, strong price sensitivity may likely affect willingness to pay for delivery).
When we only have sparse information at the individual level, the information needed to estimate
part-worths inevitably comes from the prior distribution, so we might as well try to put in as
much information as possible, and ‘supplying’ information in terms of correlation structure of the
attributes, seems relatively harmless compared to other techniques.

At the same time, of course, we should be careful not to induce too much information through
the prior so that it will dominate the likelihood in the posterior distribution. Naturally, some trial
and error should preferably be employed so as to assess the sensitivity to the prior specification;
this may seem at odds with the definition of a prior distribution (determined before observing the
data), but is rather to be compared to the natural iterative method of model selection and validation
analogous to that of checking the residuals in classical statistics, say.

4.3 Parameterization in HB-models

When we have a reasonable amount of data available, the choice of prior distribution does not
matter much, however, when data is sparse, particularly to the extend where the prior information is
needed to ensure propriety of the posterior, this choice becomes important, and care should be put
into formulating it ‘correctly’. Johnson (1999, Sawtooth Software (2009) has reported that (point)
estimates differ according to the parameterization particularly when data is sparse. Although they
have located the error to the parameterization of the prior covariance matrix, they have not got it
completely right, as we shall now inspect. It is important to remember that our design matrices,
Xi = Xid,iA, i = 1, . . . ,N, are transformed from Xid,i via the matrix A as Xi = Xid,iA such that the
part-worths in the model are given by βi = Λβid,i as described in Section 2.3. Since we use the
same parameterization for all respondents A and Λ are based on X̃, which we noted must have full
rank, and thus are well-defined regardless of the design in other respects.

In classical random effects models it is customary to let the effects follow independent Normal
distributions. These effects correspond to our βid, such that a similar assumption in our case yields
a prior covariance matrix cov[βid,i] ∝ Ip. Since we make the transformation βi = Λβid we have
accordingly

cov(β) = ΛRidΛ
T = R. (4.19)

If we have two different parameterizations, as in (2.8) on page 12, the covariance matrix becomes

cov(β1) = FR2FT = FΛ2RidΛ
T
2 FT = Λ1A2Λ2RidΛ

T
2 AT

2 ΛT
1 = Λ1RidΛ

T
1 ,
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which shows that if we parameterize the prior covariance as in (4.19) then it is invariant to change
of parameterization. The calculations can also be used on each conditional distribution, which, in
a similar way, shown that it is invariant. The matrix ΛΛT is straightforward to calculate for the
sum-to-zero parameterization without introducing Λ, but for the corner-point parameterization,
some correlation between the constant term and the factors come into play, and it this correlation
that Sawtooth Software has not recognized. The real value of (4.19), however, comes in when we
do not assume Rid is an identity matrix, but assign a value to it that corresponds to our a priori

believes, as mentioned in the precious section.

On another note, since XT
i Xi does not need to be nonsingular it is natural to ask why we should

even bother transforming βid into β. The answer to this is that we do not need to and, surprisingly,
better convergence of the Gibbs sampler can indeed result by not doing so (Gelman et al. 2004).
A couple of things should be noted though; first, for the posterior to be proper we found that
X̃T X̃ must be nonsingular which X̃T

idX̃id (defined analogously) never will be; if we disregard this
and run the Gibbs sampler as usual the draws of βid will drift off to extreme values, however,
the estimable functions βi = Λβid,i, i = 1, . . . ,N, will remain stable as it turns out that they
have a proper lower-dimensional embedded posterior distribution (Gelman et al. 2004). More
accurately, since the likelihood is expressed solely in terms of the estimable functions Xid,iβid,i,
i = 1, . . . ,N, the non-estimable functions Hβid,i, i = 1, . . . ,N, with H defined as in Section 2.3,
have posterior distributions identical to their priors independent of the posterior of Xid,iβid,i, i =

1, . . . ,N. Hence, when we parameterize in terms of β (instead of βid) we effectively assign the
degenerate point prior Hβid,i = 0q−p (assuming Xid has rank p). Alternatively, we could assign a
non-degenerate prior [Hβid,i] which could even be non-informative. As noted, the convergence of
the Gibbs sampler actually improves as this prior becomes less informative (Gelman et al. 2004),
however, the unstable meandering of the non-estimable functions will likely lead to numerical
instability unless some kind of recentering is enforced.

4.4 Extensions and Improvements

A number of deficiencies of Sawtooth Software’s HB-reg model [is immediately apparent]. First of
all, as with the CVA, the Normal assumption of the scale [seems] dangerous without some possibil-
ity for transformation. Second, the assumption of an identical variance component for all respon-
dents is clearly unreasonable, however, as for the simpler model in (xx simple CVA model) it may
not be crucial. Third, specification of the hyperparameter R is important as far as parametrization,
in the sense of Section ??, of b0 (and thus of b and the βi’s), and has caused Sawtooth Software
some problems. Fourth, and finally, the hierarchical structure of the HB-reg model (and indeed
any hierarchical model) relies on a principle known as exchangeability (Lindley and Smith 1972;
Gelman et al. 2004, Sec. 5.2); namely, that the prior (or population) distribution of the parameters
is invariant to permutations of the indexes (here p(β) =

∫
p(β|b,Σ) db dΣ is ‘symmetric’ in βi,
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i = 1, . . . ,N). When further information of the respondents is known, such as gender, income, et
cetera, which is typically the case, the assumption of exchangeability breaks down since we now
have specific knowledge of each βi that distinguishes it from the rest. Obviously, we can simply
ignore this extra information and use the model as it is, however, if we can incorporate, or more
precisely can control for, this information the assumption of exchangeability can be restored and
better estimates obtained.

Heterogenous error-variance

Related to the above transformations, if we are able to transform the responses such that the errors
are not only normal but also have equal variances across respondents, the current model will be
adequate; however, if we are only able to transform responses so errors are normal but heteroge-
nous a simple extension would be to assign individual error variances to each respondent (i.e.,
yi ∼ Np(Xiβi, σ

2
i Ini)) and assume these to be exchangeable; that is, we can model them as indepen-

dent from a common prior (or population) distribution. This can be done straightforwardly by the
semi-conjugate prior

σ2
i ∼ Inv-χ2(ντ2, ν).

Following the methodology of hierarchical Bayes we should assign hyperpriors to ν and τ2 as
well, however, as a simple extension to the HB-reg model we can just assign values to ν and τ2

that makes the prior fairly vague. In such case, the Gibbs sampler would only need to be changed
slightly, respectively replacing (4.11) and (<refeq:HB-reg:posterior-sigma) by

[βi|b,Σ, σ2
i , y] = Np(Bi(σ−2

i XT
i yi + Σ−1b),Bi),

[σ2
i |βi,b,Σ, y] = Inv-χ2(ν0τ

2
0 + s2

i , ν0 + ni),

changing Bi to

Bi = (σ−2
i XT

i Xi + Σ−1)−1,

and setting s2
i to

s2
i = (yi − Xiβi)T (yi − Xiβi).

This extension introduces N−1 new parameters, but it may be worth it. There is a far better reason
to introduce this extension, namely, that respondents with low error variance are ‘pulled’ less in to
the population mean, and those with high error variance (the sloppy respondents—or those that do
not fit well in our model) rely more heavily on the ‘borrowing’ of information.
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Incorporating Respondent Information

As mentioned above, the assumption of exchangeability is crucial to any hierarchical model, and
when information to distinguish the parameters is available it is no longer appropriate to model
them as so (notice, that if we knew the parameters possessed different characteristics but did not
know which corresponded to which, the parameters should still be modeled exchangeably). Typi-
cally, exchangeability is modeled through a mixture of iid distributions; for instance, in the HB-reg
model the population distribution was modeled so as

p(β) =

∫  N∏
i=1

p(βi|b,Σ)

 db dΣ;

when covariate information is available exchangeability is usually restored through conditional
independence:

p(β|Z) =

∫  N∏
i=1

p(βi|Z,b,Σ)

 p(b|Z)p(Σ|Z) db dΣ,

where Z denotes the covariate information. The easiest way to incorporate this information in the
HB-reg model is to expand the second stage of the model. As noted earlier, each βi is ‘shrunk’
towards the common mean b; ‘expanding’ the second level allow us to let βi be shrunk towards
a mean based on respondents more homogenous to the ith respondent, which in turn is shrunk
towards an overall common mean.

Specifically, let Z be the N × m full-column-rank design matrix of subject specific covariates,
and let γ = (γT

1 , . . . ,γ
T
m)T be an mp × 1 parameter vector of composed as an m × 1 block vector of

p× 1 parameter vectors γm′ , m′ = 1, . . . ,m, such that the jth coordinate of each γm′ regards the jth
coordinate of βi.

We can now specify the full model. At the lowest level of the model the likelihood (or data gen-
erating distribution) is still the same; at the second stage we now model the population distribution
as

βi|Z,b,Σ ∼ Np
(
(zT

i ⊗ Ip)γ,Σ
)
.

This is similar to a multivariate regression model, and could also have been written as

βi|Z,γ,Σ ∼ Np(Γzi,Σ),

where Γ = (γ1, . . . ,γm) is the p × m matrix obtained when the vectors γm′ are juxtaposed instead
of stacked. We retain the former [form] to easier duplicate the derivation of the posterior. Finally,
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at the third stage we have

γm′ |ξ,Ξ ∼ Np(ξ,Ξ)

analogous to previous prior. We still assume Σ−1 has a Wishart distribution, and σ2 has an inverse
χ2-distribution; of course, we could model individual variances as above, however, the exchange-
ability of σ2 = (σ2

1, . . . , σ
2
N) is then [compromised] in the same way as β was, and we will thus

digress from such an extension (if such an extension was to be included, σ2 should itself be mod-
eled hierarchically with the covariate information included at its population distribution). Again,
inference is obtained through the Gibbs sampler requiring all the posterior full-conditional distri-
butions which are readily derived (basically substituting b with (zT

i ⊗ Σ−1)γ):

[βi|γ,Σ, σ
2, y] = Np

(
Bi

(
σ−2XT

i yi + (zT
i ⊗ Σ−1)γ

)
,Bi

)
,

[γ|βi,Σ, σ
2, y] = Np(Vγ((ZT ⊗ Σ−1)β + (1m ⊗ Ξ−1ξ)),Vγ),

[Σ−1|βi,γ, σ
2, y] = Wp(S−1,N + ρ),

[σ2|βi,γ,Σ, y] = Inv-χ2(ν0τ
2
0 + s2, ν0 + ñ),

where Bi is defined as above and

Vγ = (ZT Z ⊗ Σ−1) + (Im ⊗ Ξ−1),

S = ρR +

N∑
i=1

(
βi − (zT

i ⊗ Σ−1)γ
)(
βi − (zT

i ⊗ Σ−1)γ
)T
.
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Chapter 5

Choice-Based Conjoint Analysis

5.1 CBC/HB Model

As is evident from the preceding sections, both CVA and GPC suffer under the problem of a finite
rating scale, not to mention the unnatural process of rating a product in terms of attractiveness or
likelihood-to-purchase. A natural way to circumvent this deficiency is simply to ask the respon-
dents to choose the most preferred product from a (reasonable sized) set of alternatives, which also
better mimic an actual buying situation in the market. GPC actually does that, but only as a choice
between two alternatives which is rarely realistic as an exhaustive market description. In GPC we
could of course have settled for a binary response (prefer left/right), however, the grading does
provide additional information. If we do not want to rely on such grading, but only on the choice
of the preferred product, information becomes very sparse at the individual level. For this reason,
the first models in CBC was in fact discrete-choice models working on an aggregate level, pooling
information from all respondents, in a sense assuming a ‘standardized’ or average individual, thus
disregarding the heterogeneity of respondents (Kuhfeldt 2005; Agresti 2002). For these models to
fit properly it was often necessary to include many cross effects—interaction terms between levels
of different attributes, such that the one product influenced the utility of another—an issue we shall
elaborate on subsequently. To amend this, new models aimed at grouping individuals with similar
preferences (notably Latant Class Segmentation and Cluster CBC), but it was not until the advent
of the Hierarchical Bayes methodology it became possible to model the respondents individually.
The model we shall now take a closer look at is Sawtooth Software’s (2009) CBC/HB model.

To set scene, let N be the number of respondents, the ith of which is to answer ji = 1, . . . , Ji choice
tasks among Ki j alternatives or product profiles (we will abstain from denoting the latter by Ki ji ,
say, although this is strictly would be more correct). Again, we will describe each profile as rows
of a design matrix, and thus denote the kth profile in the jith choice task by the row vector xT

i jk;
again, the ith respondent has corresponding part-worths, βi.

Now, to build the hierarchical probability model we will assume that on the lower level the
likelihood is given by a discrete-choice multinomial logit model (Kuhfeldt 2005; Agresti 2002)
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with probability of choosing the kth profile given by πk(βi) = Pr(Yi jk) πi = (π1(βi), . . . , πK(βi))
depending on the

; that is,

p(yi ji |βi) = p(yi j|βi) ∝
K∏

k=1

πk(βi)yi jk ,

where yi j = (yi j1, . . . , yi jK)T with

yi jk =

 1 if the kth profile is chosen
0 otherwise,

so
∑K

k=1 yi jk = 1, and the probabilities πk(βi) (given βi) are modeled by

πk(βi) =
exp xT

i jkβi∑K
k′=1 exp xT

i jk′βi
.

This likelihood is can be questioned in several aspects, however, we will defer that discussion until
later.

The higher levels of the HB-model is the same as for the HB-reg model, with Normal popula-
tion distribution, Wishart „, as in () and ().of the part-worths are, again, assumed Normal given the
hyperparameters; that is,

[βi|b,Σ] = Np(b,Σ) i = 1, . . . ,N,

((assuming conditional independence)). Finally, the hyperparameters are given independent semi-
conjugate hyperprior distributions as in (ref„,); namely,

[b] = Np(b0,C) (5.1)

[Σ−1] = Wp((ρR)−1, ρ). (5.2)

To estimate the parameters, or their posterior distribution to be precise, we proceed analogously
to that of the HB-reg model; that is, the semi-conjugacy of the hyperpriors enable us to find the
full conditional posterior distributions for b and Σ which is ((shown / the same calculations as)) in
Appendix xx to be

. The pdf for the full conditional posterior distribution for βi is given (up to a multiplicative
constant) by

p(βi|b,Σ, yi) ∝ p(yi|βi)p(βi|b,Σ)

∝

J∏
j=1

exp {xT
i jk( j)βi}∑K

k′=1 exp {xT
i jk′βi}

× exp {−1
2 (βi − b)T Σ−1(βi − b)},
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where k( j) ((k∗j)) is the profile chosen in the jth choice task. The prior conditional independence
of the βi’s can be „, βi independent„, can be drawn in turn as before „,j’ and j” independent„,.
expressed in closed form , we cannot easily sample from this distribution; however, we can still
use the Gibbs sampler in a “M-H within Gibbs” sense (see p. refxx) by drawing from [βi|b,Σ, y]
with the Metropolis-Hastings algorithm. „, can be drawn independently„, . To do so, following
Sawtooth Software, we select a multivariate normal jumping distribution (i.e., with mean equal to
the current value of βi) with covariance matrix proportional to the current value of Σ. Since this
candidate-generating distribution is symmetric the acceptance probability for a new candidate, β∗i ,
is given by (3.10), which then becomes

αsym = min
{

p(β∗i |b,Σ, yi)
p(β0

i |b,Σ, yi)
, 1

}
, (5.3)

with β0
i denoting the current value of βi. As mentioned in Section xx (p. xx), the proportionality

constant, or tuning constant, c, of the covariance matrix in the jumping distribution should be set so
that approximately 23% (when the number of parameters, p, is greater than 5, which is typically the
case) of the jumps are accepted—since this is only strictly valid for a normal target distribution,
we should probably aim a little higher, say, 30%. Although the tuning constant should ideally
be set for each respondent individually, we will apply a common constant and assess its value
by observing the proportion of respondents for whom the jump was accepted in each iteration.
Sawtooth Software((year)) initially sets the constant at 0.1 and increases (decreases) this by 10%
if the proportion of accepted jumps is greater (less) than 30% (recall that candidates close to the
current value have high acceptance probability). ((Based on the recommendation c ≈ 2.4/

√
p the

value 0.1 seems a little low: a mid-sized CBC study is not unlikely to have 9 ≤ p ≤ 16 suggesting
0.6 ≤ c ≤ 0.8, however, with the adaptive tuning of ten percent [increments/decrements] this would
be reached in about 20 iterations, making it practically immaterial)).

—hyperprior values (cov skal sættes lidt større end for HB-reg for at tilgodese multiplikator
(scale parameter) effekten af Gumbel fordelingen)

—identifiability of betas?
Until now we have only considered each choice task of a CBC as comprising a set of product

profiles, however, we may additionally include an option titled something like “will not buy any-
thing”, say. With this extra option we are able to estimate the absolute value of the part-worths,
thus enabling us to estimate the respondents likelihood of purchase; contrast this with the relative

ordering of products that results from the other CA [procedures]. This is ((,as far as I see it,))
one of the greatest strengths of CBC when the conjoint study is aimed at estimating the profit
of launching a new product—especially when their are no similar products available in marked.
These issues will be dealt with more elaborately in Section xx ((on Marked Simulation)), so here
we will only consider the estimation when such an option is included.

It is well-known that this model has a latent variable interpretation
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The simplest model in CA is the metric CVA (Conjoint Value Analysis) where each respondent
is shown the
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Appendix A

Estimation methods

A.1 Full conditional distributions in HB-reg

To implement the Gibbs sampler for the HB-reg model in Section xx we need the full conditional
distributions of β, b, Σ, and σ2. From Bayes theorem the joint posterior distribution has density,
suppressing explicit dependence on Xi, i = 1, . . . ,N, and the hyperparameters b0,C, ρ,R, ν0, τ

2
0,

p(β,b,Σ, σ2|y) ∝ p(y|β, σ2)p(β|b,Σ)p(b)p(Σ)p(σ2) ∝
N∏

i=1

|σ2Ini |
−1/2 exp{−

1
2σ2 (yi − Xiβi)T (yi − Xiβi)} × (A.1a)

N∏
i=1

|Σ|−1/2 exp{−
1
2

(βi − b)T Σ−1(βi − b)} × (A.1b)

|C|−1/2 exp{−
1
2

(b − b0)T C−1(b − b0)} × (A.1c)

|Σ−1|(ρ−p−1)/2 exp{−
1
2

Tr((ρR)Σ−1)} × (A.1d)

(σ2)−(ν0+2)/2 exp{−ν0τ
2
0/(2σ

2)}, (A.1e)

where the last two lines are the (relevant parts of the) densities of a Wishart distribution and an in-
verse χ2-distribution, respectively. Now, to find p(βi|b,Σ, σ2, y), say, we simply [use/apply/employ]

p(β,b,Σ, σ2|y) =
p(β,b,Σ, σ2|y)∫
p(β,b,Σ, σ2|y) dβ

∝ p(β,b,Σ, σ2|y),

where the proportionality factor does not involve terms containing β. Hence, we need only collect
all the terms involving β in (A.1), which yields p(β|b,Σ, σ2, y) ∝ exp{− 1

2 Qβ}, where

Qβ =
1
σ2

N∑
i=1

(yi − Xiβi)T (yi − Xiβi) +

N∑
i=1

(βi − b)T Σ−1(βi − b).
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This is a quadratic expression in β, and it is a standard exercise to show that completing the square
gives1

p(β|b,Σ, σ2, y) ∝ exp{−
1
2

N∑
i=1

(βi − β
∗
i )T B−1

i (βi − β
∗
i )},

where

Bi = (σ−2XT
i Xi + Σ−1)−1, (A.2)

β∗i = B−1
i (σ−2XT

i yi + Σ−1b).

Hence, the posterior full-conditional distribution of β is independent Normal distributions of each
βi; that is,

[βi|b,Σ, σ2, y] = Np(Bi(σ−2XT
i yi + Σ−1b),Bi). (A.3)

Similarly, for b we have p(b|β,Σ, σ2, y) ∝ exp{−1
2 Qb} with

Qb =

{ N∑
i=1

(βi − b)T Σ−1(βi − b)
}

+ (b − b0)T C−1(b − b0).

Again, completing the square in b yields

p(b|β,Σ, σ2, y) ∝ exp{−
1
2

(b − b∗)T V−1(b − b∗)},

where

V = (NΣ−1 + C−1)−1, (A.4)

b∗ = V(NΣ−1β̄+ + C−1b0),

β̄+ =
1
N

N∑
i=1

βi. (A.5)

Thus, the posterior full-conditional distribution of b is the Normal distribution

[b|βi,Σ, σ
2, y] = Np(V(NΣ−1β̄+ + C−1b0),V). (A.6)

1Since β = β∗ = (β∗T1 , . . . ,β∗N
T )T minimizes Qβ, β∗ is easily found as the solution to ∂Qβ

∂βi

∣∣∣∣
βi=β∗i

= 0p, i = 1, . . . ,N,

because Qβ splits into terms in βi; Bi are determined next so that terms involving β in („,) match those in Qβ, or as
half the negative of the second derivative.
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Moving on, collecting terms involving Σ−1 gives

p(Σ−1|β,b, σ2, y) ∝

|Σ−1|(N+ρ−p−1)/2 exp{−
1
2

Tr((ρR)Σ−1) −
1
2

N∑
i=1

(βi − b)T Σ−1(βi − b)}

= |Σ−1|(N+ρ−p−1)/2 exp

−1
2

Tr
((
ρR +

N∑
i=1

(βi − b)(βi − b)T )Σ−1
)

= |Σ−1|(N+ρ−p−1)/2 exp
{
−

1
2

Tr
((
ρR + NS

)
Σ−1

)}
,

where

S =
1
N

N∑
i=1

(βi − b)(βi − b)T (A.7)

can be thought of as a ‘sample estimate’ of Σ. Whence, the posterior full-conditional distribution
of Σ−1 is a Wishart distribution with N + ρ degrees of freedom and scale matrix {ρR + NS}−1; that
is,

[Σ−1|β,b, σ2, y] = Wp
(
{ρR + NS}−1,N + ρ

)
. (A.8)

Finally, the posterior full-conditional distribution of σ2 is found as

p(σ2|βi,b,Σ, y) ∝

(σ2)−(ñ+ν0+2)/2 exp{−
1

2σ2

(
ν0τ

2
0 +

N∑
i=1

(yi − Xiβi)T (yi − Xiβi)
)
}

= (σ2)−(ñ+ν0+2)/2 exp{−(ν0τ
2
0 + ñs2)/(2σ2)},

where

ñ =

N∑
i=1

ni (A.9)

is the total number of profiles rated across all respondents, and

s2 =
1
ñ

N∑
i=1

(yi − Xiβi)T (yi − Xiβi), (A.10)

which, similar to (A.7), can be seen as a ‘sample estimate’ of the error variance. The posterior
full-conditional distribution of σ2 thus follows an inverted χ2-distribution with ν0 + ñ degrees of

45



A.2. Propriety of the posterior distribution in HB-reg Appendix A. Estimation methods

freedom and scale ν0τ
2
0 + ñs2; that is,

[σ2|βi,b,Σ, y] = Inv-χ2(ν0τ
2
0 + ñs2, ν0 + ñ). (A.11)

A.2 Propriety of the posterior distribution in HB-reg

As noted on page 31 in Section 4.2, it seems natural to assign an improper (hyper-)prior distribution
to Σ−1 by letting ρ tend to zero yielding the noninformative Jeffreys’ prior p(Σ−1) ∝ |Σ|(p+1)/2.
Although the posterior full-conditional distribution of Σ−1 will remain proper as ρ tends to zero
(given that S in (A.7) has full rank) the joint posterior distribution (A.1) will unfortunately become
improper in the limit. To see this we initially note that the joint posterior density can be factorized
as

p(β,b,Σ−1, σ2|y) = p(β|b,Σ, σ2, y)p(b|Σ, σ2, y)p(Σ−1|σ2, y)p(σ2|y), (A.12)

and that the joint posterior distribution will be proper if, and only if, all these conditional distribu-
tions are proper. As might be surmised at this point, it turns out that p(Σ−1|σ2, y) becomes improper
when we take the above limit thus leading to the impropriety of the joint posterior distribution—we
shall, however, also see that p(Σ−1) can indeed be given an improper prior that is non-informative in
the sense that it does not require specification of the scale matrix R without implying impropriety
of the posterior (the subsequent discussion is a multivariate extension of the analogous univariate
problem dealt with in Gelman et al. 2004, p. 136 and Problem 5.8a, with accompanying solution
at Gelman 2004).

Now, the first factor on the right-hand side of (A.12), p(β|b,Σ, σ2, y), is just the density of
the posterior full-conditional distribution of β given in (A.3) and is easily seen to be proper (i.e.,∫

p(β|b,Σ, σ2, y) dβ < ∞). To find

p(b|Σ, σ2, y) ∝
∫

p(y|β, σ2)p(β|b,Σ)p(b) dβ

we would usually have to carry out the integration, but due to the Normal hierarchical setup it
is easy to express the sampling distribution, [y|β, σ2], and the population distribution, [β|b,Σ],
directly in terms of b. If we write (4.1) and (4.2) as yi = Xiβi + εi, εi ∼ Nni(0ni , σ

2Ini) and
βi = b + vi, vi ∼ Np(0p,Σ), respectively, we have yi = Xi(b + vi) + εi. Conditional on b, Σ, and σ2

this is clearly Normal with mean Xib and covariance matrix XiΣXT
i +σ2Ini . With a non-informative
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(hyper-)prior on b, p(b) ∝ 1, we thus have

p(b|Σ, σ2, y) ∝
N∏

i=1

p(yi|b,Σ, σ2)p(b)

∝

N∏
i=1

(∣∣∣XiΣXT
i + σ2Ini

∣∣∣−1/2
×

exp
{
−1

2 (yi − Xib)T (XiΣXT
i + σ2Ini)

−1(yi − Xib)
})

∝

∣∣∣∣∣( N∑
i=1

K−1
i

)−1∣∣∣∣∣−1/2

exp
{
−

1
2

(b − b∗)T
( N∑

i=1

K−1
i

)
(b − b∗)

}
, (A.13)

where

K−1
i = Σ−1(σ−2XT

i Xi + Σ−1)−1
σ−2XT

i Xi =
(
σ2(XT

i Xi)−1 + Σ
)−1
,

b∗ =

{ N∑
i=1

K−1
i

}−1{ N∑
i=1

K−1
i β̂

OLS
i

}
=

{ N∑
i=1

(
σ−2XT

i Xi + Σ−1)−1
σ−2XT

i Xi

}−1{ N∑
i=1

(
σ−2XT

i Xi + Σ−1)−1
σ−2XT

i yi

}
,

which follows by completing the square in b. This is a proper Normal distribution when

N∑
i=1

XT
i Xi = X̃T X̃

is nonsingular, where X̃ = (XT
1 , · · · ,X

T
N)T is the block-matrix obtained by stacking all the design

matrices as defined in (xx) on page xx; note, however, by the first expression for K−1
i that the

individual XT
i Xi does not need to be nonsingular (in which case, of course, the second expression

does not comply).
To find p(Σ−1|σ2, y) we could proceed analogously since [b] = Np(b0,C), thus expressing the

sampling distribution in terms of Σ, σ2, and the hyper-hyper parameters b0, C; however, in this
distribution the yi’s will not be independent complicating the matrix calculations somewhat, and
having already found the conditional posterior density p(b|Σ, σ2, y) we note that p(Σ−1|σ2, y) may
also be written as

p(Σ−1|σ2, y) =
p(b,Σ−1|σ2, y)
p(b|Σ, σ2, y)

=
p(y|b,Σ, σ2)p(b|Σ)p(Σ−1)/p(y|σ2)

p(y|b,Σ, σ2)p(b|Σ)/p(y|Σ, σ2)
. (A.14)

If we cancel out the hyperprior p(b|Σ) in (A.14) it is algebraically the same as if we had chosen
the non-informative hyperprior p(b|Σ) ∝ 1; hence, the denominator is simply given by (A.13). (Of
course, we could also have canceled out p(y|b,Σ, σ2), but then we would still have had to find
p(y|Σ, σ2) as C−1 → 0p×p .) Since b must cancel out in (A.14) it will be true for any value of b, and

47



A.2. Propriety of the posterior distribution in HB-reg Appendix A. Estimation methods

in particular for b = b∗, yielding

p(Σ−1|σ2, y) ∝ p(Σ−1)
p(y|b,Σ, σ2)
p(b|Σ, σ2, y)

∣∣∣∣∣∣
b=b∗

=

p(Σ−1)
∣∣∣∣∣( N∑

i=1

K−1
i

)−1∣∣∣∣∣1/2 × N∏
i=1

(∣∣∣XiΣXT
i + σ2Ini

∣∣∣−1/2
×

exp
{
−1

2 (yi − Xib∗)T (XiΣXT
i + σ2Ini)

−1(yi − Xib∗)
})
. (A.15)

We will now show that the expression multiplying p(Σ−1) will tend to a non-zero constant ((c(y, xx) >
0xx)) as Σ → 0p×p, such that p(Σ−1|σ2, y) will approximately be proportional to p(Σ−1) in a small
neighborhood (of symmetric positive-definite matrices of order p) ‘near’ 0p×p. The covariance
matrix XiΣXT

i + σ2Ini will clearly approach σ2Ini , and K−1
i will approach σ−2XT

i Xi even if XT
i Xi

is singular, so the determinants are non-zero when X̃ has full column-rank as already assumed.
Notice from the limit of K−1

i that

b∗ −−−−−→
Σ→0p×p

{ N∑
i=1

XT
i Xi

}−1{ N∑
i=1

XT
i yi

}
= (X̃T X̃)−1X̃T y,

which is the pooled OLS estimate obtained by setting βi = b, i = 1, . . . ,N, as expected since
[βi|b,Σ] converges to a degenerate distribution with all its mass at b. The exponential term will
therefore also converge to a non-zero constant, and we thus have that p(Σ−1|σ2, y) is approximately
proportional to p(Σ−1) for Σ in a small neighborhood of 0p×p.

To study the behavior of p(Σ−1) it is advantageous to consider the joint distribution of the
ordered eigenvalues of Σ, λ1 > · · · > λp > 0, say, as the neighborhood of 0p×p can naturally
be expressed in terms of these as c > λ1 > · · · > λp > 0 for some constant c > 0 determining
the size of the neighborhood. It turns out that if the density of a (symmetric) positive definite
stochastic matrix can be written as a function of its eigenvalues only, g(λ1, . . . , λp), say, then the
distribution of its normalized eigenvectors (with non-negative first entries for identifiability) will be
independent of the joint distribution of the ordered eigenvalues whose density will be proportional
to (Anderson 1958, Theorem 13.3.4)

g(λ1, . . . , λp)
∏
j<k

(λ j − λk), λ1 > · · · > λp > 0.

Since the Jacobian of transforming Σ−1 to Σ can be shown to be |Σ|−(p+1) (e.g. Press 1972,
Sec. 2.15), the Jeffreys’ prior p(Σ−1) ∝ |Σ|(p+1)/2 is equivalent to p(Σ) ∝ |Σ|−(p+1)/2; proceeding more
generally, the prior p(Σ) ∝ |Σ|α will in terms of the ordered eigenvalues of Σ, λ> = (λ1, . . . , λp)T ,
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λ1 > · · · > λp > 0, have density given by

p(λ>) ∝
{ p∏

j=1

λαj

}
×

{∏
j<k

(λ j − λk)
}
, (A.16)

omitting the multiplying density of the eigenvectors, which will integrate out in the following.
Hence, the probability mass of [Σ] in the neighborhood of 0p×p is determined by∫ c

0

∫ λ1

0
· · ·

∫ λp−1

0
p(λ>) dλp · · · dλ2 dλ1 ,

with p(λ>) given in (A.16). To see when this diverges, we note that∏
j<k

(λ j − λk) > (λ1 − λ2)p−1 × (λ2 − λ3)p−2 × · · · × (λp−1 − λp)

=

p−1∏
j=1

(λ j − λ j+1)p− j,

whence

p(λ>) >
{ p∏

j=1

λαj

}
×

{ p−1∏
j=1

(λ j − λ j+1)p− j
}
.

Integrating the right-hand side with respect to λp on [0, λp−1] yields an expression proportional to

∫ λp−1

0
λαp(λp−1 − λp) dλp =

λ
α+2
p−1/(α + 1)(α + 2) for α > −1

∞ for α ≤ −1;

such that the Jeffreys’ prior p(Σ) ∝ |Σ|−(p+1)/2 (i.e., α = −(p + 1)/2 ≤ −1) will always assign
infinite probability mass to a small neighborhood of 0p×p. Since the posterior conditional density
p(Σ−1|σ2, y) was approximately proportional to p(Σ−1) near 0p×p, the posterior conditional dis-
tribution [Σ−1|σ2, y] will be improper if we assign the Jeffreys’ prior. If, indeed, we did assign
the Jeffreys’ prior to Σ−1 and proceeded as usual, the Gibbs sampler would quickly crash as ever
‘smaller’ draws of Σ would lead βi closer to b, which in turn would lead to an even ‘smaller’
draw of Σ until finally

∑N
i=1(βi − b)(βi − b)T would, within machine precision, become singular (in

practice, this only takes about 50 iterations).

general α xx

It is interesting to note, that for some values of α in (A.16) we may in fact obtain a proper pos-
terior if not all XT

i Xi are singular. To investigate this closer, we need to examine the behavior of
p(Σ−1|σ2, y) both when Σ and Σ−1 tend to 0p×p. Furthermore, we also need to ensure the propriety
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of p(σ2|y) after integrating out Σ−1, and since exact integration with respect to Σ−1 is not read-
ily possible in closed form, we also need to keep track of σ2; that is, we will be integrating the
joint posterior density p(Σ−1, σ2|y) with respect to both Σ−1 and σ2. To facilitate this we will find
bounding functions which lend themselves to easy evaluation, and, again, we will carry out the
integration with respect to Σ−1 in terms of the ordered eigenvalues (of Σ).

In all, if we let p(λ>, σ2|y) be the density of [Σ, σ2|y] after transformation and integrating out
the eigenvectors, we thus need to evaluate the integral∫ ∞

0

∫ λ1

0
· · ·

∫ λp−1

0
p(λ>, σ2|y) dλp · · · dλ2 dλ1,

which we can split up as∫ 1

0

∫ λ1

0
· · ·

∫ λp−1

0
p(λ>, σ2|y) dλp · · · dλ2 dλ1 + · · ·+ (A.17)∫ ∞

1

∫ λ1

1
· · ·

∫ λp−1

1
p(λ>, σ2|y) dλp · · · dλ2 dλ1, (A.18)

where the intermediate terms are generally of the form (under suitable definitions2)∫ ∞

1

∫ λ1

1
· · ·

∫ λ j′−2

1

∫ 1

0

∫ λ j′

0
· · ·

∫ λp−1

0
p(λ>, σ2|y) dλp · · · dλ j′+1dλ j′dλ j′−1 · · · dλ2 dλ1,

for 2 ≤ j′ ≤ p. Noting that j′ = 1 and j′ = p + 1, respectively, corresponds to the first and last term
in (A.17) we can generally express all terms in this way for j′ = 1, . . . , p + 1. Integration in the
above order of indices turns out to be somewhat complicated by the integration limits, but observe
for now that we may rewrite each term as∫ ∞

1

∫ ∞

λ j′−1

· · ·

∫ ∞

λ2

∫ 1

0

∫ λ j′

0
· · ·

∫ λp−1

0
p(λ>, σ2|y) dλp · · · dλ j′+1dλ j′dλ1 · · · dλ j′−2dλ j′−1.

We still need to find p(λ>, σ2|y), but since we knew p(b|Σ, σ2, y) in (A.15) exactly (up to a
factor in y only) the expression for p(Σ|σ2, y) is in fact precisely p(Σ−1, σ2|y) (again, up to a factor
in y) if we multiply by p(σ2); that is,

p(Σ−1, σ2|y) =
p(b,Σ, σ2|y)
p(b|Σ, σ2, y)

=
p(y|b,Σ, σ2)p(b)p(Σ−1)p(σ2)

p(b|Σ, σ2, y)
.

It then remains to make the transformation into the (ordered) eigenvalues and (identifiable) eigen-
vectors of Σ, as we did before, and to find bounding functions that are tractable in the integration;
the latter is in part obtained by finding functions that do not depend on the eigenvectors such that

2Proper care should be taken of the indices j, of λ j, outside the range j = 1, . . . , p, as well as double occurrences.
These instances should of course be defined properly, but instead of giving a rigorous definition the version in the text
is hopefully more illustrative.
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these will factor out. For the Jacobian of this transformation we first note that

∏
j<k

(λ j − λk) < λ
p−1
1 × λ

p−2
2 × · · · × λp−1 =

p∏
j=1

λ
p− j
j , (A.19)

and hence for the prior in (A.16) we have

p(λ>) <
p∏

j=1

λ
α+p− j
j .

Already at this point we may notice that the right-hand side of this expression clearly is integrable
with respect to λp on [0, λp−1] when α > −1, but we need to proceed a bit more thorough in
our investigation. To do so, we first need the result that for two symmetric non-negative definite
matrices of order p, Ψ and Φ, say, with ordered eigenvalues θ1 ≥ · · · ≥ θp ≥ 0 and δ1 ≥ · · · ≥ δp ≥

0, respectively, we have3

p∏
j=1

(θ j + δ j) ≤ |Ψ + Φ| ≤

p∏
j=1

(θ j + δp− j+1), (A.20)

and thus, in particular, |Ψ| ≤ |Ψ + Φ|. Secondly, we will define N̆ =
∑N

i=1 1{r(Xi)=p} as the number of
full column-rank design matrices (i.e., the number of respondents for which XT

i Xi is non-singular).
Now, to examine the behavior of the term multiplying p(Σ−1) in (A.15) we initially notice

that the exponential term clearly is less than or equal to 1, and noting that
∣∣∣XiΣXT

i + σ2Ini

∣∣∣ =∣∣∣σ2Ini

∣∣∣∣∣∣Ki

∣∣∣∣∣∣σ−2XT
i Xi

∣∣∣ when XT
i Xi is nonsingular, where Ki = σ2(XT

i Xi)−1 + Σ as defined above, we
have for the remaining terms that

{∣∣∣∣∣ N∑
i=1

K−1
i

∣∣∣∣∣ × N∏
i=1

∣∣∣XiΣXT
i + σ2Ini

∣∣∣}−1/2

>

{∣∣∣∣∣ N∑
i=1

K−1
i

∣∣∣∣∣ × N̆∏
i=1

∣∣∣σ2Ini

∣∣∣∣∣∣Ki

∣∣∣∣∣∣σ−2XT
i Xi

∣∣∣ N∏
i=N̆+1

∣∣∣σ2Ini

∣∣∣}−1/2

,

if we arrange the respondents with full-rank design matrices first. For the terms involving Ki in
this expression we have

∣∣∣∣∣ N∑
i=1

K−1
i

∣∣∣∣∣ N̆∏
i=1

∣∣∣Ki

∣∣∣ > ∣∣∣∣∣ N̆∑
i=1

K−1
i

∣∣∣∣∣ N̆∏
i=1

∣∣∣Ki

∣∣∣ =

∣∣∣∣∣ N̆∑
i=1

∏
i′,i

Ki′

∣∣∣∣∣ >∝ N̆−1∏
i=1

|Ki| >∝

N̆−1∏
i=1

p∏
j=1

(λ j + σ2),

where the proportionality constant only depends on the eigenvalues of (XT
i Xi).4

3This is most likely a standard result, but having been unable to find it a prove of this assertion is given in Ap-
pendix ??.

4Note that the terms in the sum
∑N̆

i=1
∏

i′,i Ki′ are generally not symmetric, but that we may equally well express
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Combining all the above, we have

p(λ>, σ2|y) <∝ p(λ>)p(σ2)
{∣∣∣∣∣ N∑

i=1

K−1
i

∣∣∣∣∣ × N∏
i=1

∣∣∣XiΣXT
i + σ2Ini

∣∣∣}−1/2

<∝

p(λ>)p(σ2)
{
(σ2)ñ−N̆ p

( p∏
i=1

(λ j + σ2)
)N̆−1}−1/2

<∝

p(σ2)(σ2)−(ñ−N̆ p+ f0)/2
p∏

j=1

λ
α+p− j− f j/2
j ,

where

f0 +

p∑
j=1

f j = p(N̆ − 1) and 0 ≤ f j ≤ N̆ − 1 for j = 1, . . . , p.

To carry out the integration in (A.17) with p(λ>, σ2|y) replaced by the last expression above we
need to assign values to f0, . . . fp such that the integrals converge. To this end, we observe that
for j ≥ j′ (i.e., the integrals with lower limit 0) the exponent of λ j, α + p − j − f j/2, must be
strictly greater than −1; that is, 2(α + p − j + 1) > f j ≥ 0 for j = 1, . . . , p as it must be true
for all j′ = 1, . . . , p (recall that j′ = p + 1 does not correspond to an integral with lower limit
0). Since the exponent of the ‘next’ λ j increases by each integration these inequalities are most
restrictive for j = p such that we must have α > −1. Similarly, for j < j′ (i.e., the integrals
with upper limit ∞), j′ = 2, . . . , p + 1, the exponent for λ j in each integration must be strictly
less than −1. Again, since exponents, increased by unity, ‘carry over’ to the ‘next’ integration, a
sufficient condition for integrability is that all exponents in the integrand must be strictly less than
−1; that is, α + p − j − f j/2 < −1 for j = 1, . . . , p. This is most restrictive for j = 1 yielding
2(α + p) < f j ≤ N̆ − 1, thus α < (N̆ − 1)/2 − p. Note, by the way, that we have to assign
different values to f j depending on j′ such that we are in fact using different bounding functions
over the various parts of λ>-space. Finally, observe that the inequalities for α also restricts N̆ since
−1 < α < (N̆ − 1)/2 − p imply that we must at least have N̆ > 2p − 1, or N̆ ≥ 2p, to employ the
prior at all and, of course, for the chosen α, N̆ > 2(α + p) + 1 or N̆ ≥ 2(α + p).

So far we have only found conditions for which p(σ2|y) exits, so we still need to examine whether
it is proper too. To do so we first need a closer examination of the exponential term in (A.15).

each term as

1
(N̆ − 1)!

∑
s∈S (N̆−1)

N̆−1∏
i=1

Ks(i),

where S (N̆−1) is the set of all permutations of {1, . . . , N̆ − 1}, and note that these are indeed symmetric, from which the
statement follows.
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Standard matrix manipulations show that we may rewrite the quadratic form as

N∑
i=1

(yi − Xib∗)T (XiΣXT
i + σ2Ini)

−1(yi − Xib∗) =

N∑
i=1

σ−2yT
i (Ini − PXi)yi +

N∑
i=1

(β̂OLS
i − b∗)T K−1

i (β̂OLS
i − b∗),

where we note that even if XT
i Xi is singular, such that β̂OLS

i is not unique, it is still well-defined.
Most importantly, we note that

exp
{
−

1
2

N∑
i=1

(yi − Xib∗)T (XiΣXT
i + σ2Ini)

−1(yi − Xib∗)
}
≤ exp

{
−

1
2σ2

N∑
i=1

yT
i (Ini − PXi)yi

}
≤ 1

which do not depend on Σ, so that we could have used this bound in the above integrations with
respect to λ>. Also, since K−1

i → 0p×p as Σ−1 → 0p×p, we cannot find a lower bound that does not
depend explicitly on Σ.

Further, if the prior p(σ2) is our usual inverse-χ2 distribution (cf. equation A.1e) we obtain

p(σ2|y) <∝ (σ2)−(ñ−N̆ p+ν0+ f0)/2−1 exp
{
−(ν0τ0 + ν̂ŝ2)/(2σ2)

}(
(σ2) f 1

0 + · · · + (σ2) f p+1
0

)
,

where the last term contains the factors of σ2 from the j′th integral; that is, f j′

0 is the j′th (assigned)
value of f0. Integration of this expression with respect to σ2 is now straight forward; in particular,
we note first that the exponent of (σ2) must be strictly less than −1 since the exponential term tends
to unity as σ2 tends to infinity, and, secondly, that the numerator in the exponential term must be
strictly positive to ensure integrability in a neighborhood of 0. The first criterium is most critical
when f j′

0 is low, but since ñ − N̆ p + ν0 ≥ 0 (including the limit ν0 → 0) and f j′

0 always can be
chosen to be strictly positive (e.g., since f1 < N̆ − 1), this is always fulfilled. The second criterium
is true if we either assign a proper prior (ν0τ0 > 0) or if we have at least one degree of freedom
across all designs (i.e., ñ− N̆ p > 0), since otherwise we would obtain a perfect OLS fit yi = Xiβ̂

OLS.
Thus, if we only employ saturated designs we cannot also use the non-informative Jeffrey’s prior
on σ2.
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Appendix B

Properties of linear designs

B.1 Design: an illustrative example

For the sake of an example, consider a small 2231//6 design; that is, a design with three factors—
two [on/with] two levels and one on three levels—in six runs:

1 1 1
1 1 2
1 2 3
2 2 1
2 1 2
2 1 3


such that Xid =



1 1 0 1 0 1 0 0
1 1 0 1 0 0 1 0
1 1 0 0 1 0 0 1
1 0 1 0 1 1 0 0
1 0 1 1 0 0 1 0
1 0 1 1 0 0 0 1


. (B.1)

On the left the design is shown in [compact form] describing which level each factor takes in each
run; to the right the design is coded in the indicator coding scheme, where we have also included a
constant term (( (the dashed lines are ...) )). In the terminology of section xx the above design has
n = 6, q = 8, and p = rank(Xid) = 5; hence,

βid = (βid0, βid11, βid12, βid21, βid22, βid31, βid32, βid33)T .

If we wish to code this design with a sum-to-zero side condition, we define

H =


0 1 1 0 0 0 0 0
0 0 0 1 1 0 0 0
0 0 0 0 0 1 1 1

 ,
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such that each row in H corresponds to a single factor, so Hβ̂idH = 03 where β̂idH is an estimate of
βid subject to the conditions

βid,11 + βid,12 = 0 xx obs : test

βid21 + βid22 = 0

βid31 + βid32 + βid32 = 0 .

The kernel of H is easily seen to be spanned, for instance, by the columns of the matrix

A =



1 0 0 0 0
0 1 0 0 0
0 −1 0 0 0
0 0 1 0 0
0 0 −1 0 0
0 0 0 1 0
0 0 0 0 1
0 0 0 −1 −1



,

which, as described on page xx, we can thus use as the matrix A; note that A follows the pattern
given on page 11, and that Ak, k = 1, 2, 3, are exactly the effects coding parameterization as shown
on page xx. The full-column-rank design matrix X = XidA is then given by

X =



1 1 1 1 0
1 1 1 0 1
1 1 −1 −1 −1
1 −1 −1 1 0
1 −1 1 0 1
1 −1 1 −1 −1


,

with corresponding full-rank parameters (or estimable functions)

β = (β0, β1, β2, β31, β32)T .

The connection between βid and β is given by β = Λβid where Λ = (AT XT
idXidA)−1AT XT

idXid, which
in our example here yields

Λ =



1 1
2

1
2

1
2

1
2

1
3

1
3

1
3

0 1
2 −1

2 0 0 0 0 0
0 0 0 1

2 −1
2 0 0 0

0 0 0 0 0 2
3 −1

3 −1
3

0 0 0 0 0 −1
3

2
3 −1

3


,
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such that

β0 = βid,0 +
βid,11 + βid,12

2
+
βid,21 + βid,22

2
+
βid,31 + βid,32 + βid,33

3

β1 =
βid,11 − βid,12

2
= βid,11 −

βid,11 + βid,12

2

β2 =
βid21 − βid22

2
= βid21 −

βid21 + βid22

2

β31 =
2βid31 − βid32 − βid33

3
= βid31 −

βid31 + βid32 + βid33

3

β32 =
−βid31 + 2βid32 − βid33

3
= βid32 −

βid31 + βid32 + βid33

3
.

The information matrix XT X and the covariance matrix σ2(XT X)−1 in this coding scheme is then,
respectively, given by

XT X =



6 0 2 0 0
0 6 0 0 0
2 0 6 0 2
0 0 0 4 2
0 0 2 2 4


and (XT X)−1 =



7
36 0 − 1

12 − 1
36

1
18

0 1
6 0 0 0

− 1
12 0 1

4
1

12 −1
6

− 1
36 0 1

12
13
36 −2

9
1

18 0 −1
6 −2

9
4
9


.

The inverse of the information matrix shows that the first two-level factor is uncorrelated with the
other two factors and the constant term; this is no surprise since it is both balanced and orthogonal
to the other factors—the latter is seen to be the case from the proportionality of cell-counts in
(B.1). This is also in compliance with the notion on page xx of letting F represent multiple factors
(here, the last two factors) when G (the first two-level factor) is mutually orthogonal to all of these.
Note that the three-level factor is also balanced (orthogonal to the constant term), yet, it is not
uncorrelated with the constant term because it is not orthogonal to the second two-level factor—in
compliance with the notion that two orthogonal factors need not be uncorrelated. In fact, if we
remove the second two-level factor, the inverse information will then be

(XT
newXnew)−1 =


1
6 0 0 0
0 1

6 0 0
0 0 1

3 −1
6

0 0 −1
6

1
3

 ,

showing that the three-level factor is now uncorrelated with the constant term. Also, note that the
covariance structure between the two parameters representing the three-level factor has changed:
their variances are smaller and they are less correlated.

Returning to the design in (B.1) the aliasing structure is given by (XT X)−1XT Xff∗ as found in
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equation (??) on page ??, where

Xff∗ = (X Xint) =



1 1 1 1 0 1 1 0 1 0 1 0
1 1 1 0 1 1 0 1 0 1 0 1
1 1 −1 −1 −1 −1 −1 −1 1 1 1 1
1 −1 −1 1 0 1 −1 0 −1 0 1 0
1 −1 1 0 1 −1 0 −1 0 1 0 −1
1 −1 1 −1 −1 −1 1 1 −1 −1 1 1


,

(xx tre-faktoren mangler: check LATEX) the dashed lines are included for clarity: the boldest sep-
arates X from Xint while the others separate the different interaction terms given in the order ((xx
F ×G, F × H, G × H, and F ×G × H)). The aliasing structure then becomes

(XT X)−1XT Xff∗ =



1 0 0 0 0 0 −1
3 −1

6 0 1
2

0 1 0 0 0 1
3 0 0 2

3
1
3

0 0 1 0 0 0 1 1
2 0 −1

2

0 0 0 1 0 1 1
3

1
6 0 −1

2

0 0 0 0 1 0 −2
3 −1

3 0 1


.

This shows, for instance, that if β1×2 is unexpectedly large, say, then β̂1 and particularly β̂31 will
overestimate β1 and β31, respectively. ((xx Correlation structure of full-factorial→ covariance of
β̂))

If we were to determine the efficiency of the design in (B.1) then we should first recode Xid

with the orthogonal-contrast coding scheme; since this is also a sum-to-zero parameterization H
does not change, however, A would then be given by

A =



1 0 0 0 0
0 1 0 0 0
0 −1 0 0 0
0 0 1 0 0
0 0 −1 0 0
0 0 0

√
6

2 −
√

2
2

0 0 0 0
√

2
0 0 0 −

√
6

2 −
√

2
2



,

57



B.2. Imposing side conditions on the parameter estimatesAppendix B. Properties of linear designs

such that AT A = diag(1, 2, 2, 3, 3). The information and its inverse is now

XT X =



6 0 2 0 0
0 6 0 0 0
2 0 6 0 2

√
2

0 0 0 6 0
0 0 2

√
2 0 6


and (XT X)−1 =



7
36 0 − 1

12 0
√

2
36

0 1
6 0 0 0

− 1
12 0 1

4 0 −
√

2
12

0 0 0 1
6 0

√
2

36 0 −
√

2
12 0 2

9


,

and some further calculations show that the eigenvalues of XT X are

(
2(3 +

√
3), 6, 6, 6, 2(3 −

√
3)

)
.

It is now straightforward to see that

A-eff = 100% ×
p

n Tr
(
(XT X)−1) = 100% ×

5
6 × 1

= 80%

D-eff = 100% ×
|XT X|1/p

n
= 100% ×

(4 × 64)1/5

6

= 100% ×
(
2
3

)1/5

= 92.2108% ,

B.2 Imposing side conditions on the parameter estimates

For the less-than-full-rank design matrix Xid the normal equations are given by

XT
idXidβ̂id = XT

idy,

which yields solutions

β̂id = (XT
idXid)−XT

idy,

for some generalized inverse (XT
idXid)− of XT

idXid. Since (XT
idXid)− is not uniquely determined nor

will β̂id be. In fact, we can generally state the solutions as

β̂id = (XT
idXid)−XT

idy + ((XT
idXid)−XT

idXid − Iq)w,

for an arbitrary vector w ∈ Rq (John 1971, sec. 2.8). From hhh we have

XT
idy = XT

idXidβ̂id

= (XT
idXid)T (XT

idXid)−XT
idy + (XT

idXid)T ((XT
idXid)−XT

idXid − Iq)w

= (XT
idXid)T (XT

idXid)−XT
idy,
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which is an identity in y, such that XT
id = (XT

idXid)T (XT
idXid)−XT

id.
We mentioned that we can find a unique estimate by imposing m = q− p side conditions on the

parameter estimates. If we impose the conditions as Hβ̂idH = 0 we can set up the normal equations
as if

(
XT HT )T were the design matrix, and augment y accordingly; that is,

(
XT HT

) X
H

 β̂idH =
(
XT HT

) y0
 ,

or equivalently

(XT
idXid + HT H)β̂idH = XT y. (B.2)

Note that β̂idH is still in compliance with the normal equations because Hβ̂idH = 0. Since XH has
full column rank we thus have

β̂idH = (XT
idXid + HT H)−1XT y.

As ascertained in the text, we could also impose the side conditions directly onto the columns
of Xid yielding the full-column-rank matrix X = XidA, and by equation (ref:Xfr-n.eq.) we could
equivalently state the normal equations in terms of X. We now go on to show that XidA actually
has full column rank if, and only if, the infimum of any two main-effect factors is the trivial
factor. Assume for the moment that Xid is a main-effects design matrix with K factors such that
q = 1 +

∑K
k=1 lk, and let p = rank(Xid) = rank(XidA) = rank(A) = 1 +

∑K
k=1(lk − 1) where A

is constructed in the way sketched out in equation (2.6). If we form a non-singular q × q matrix
E =

(
D A

)
then

rank(XidE) = rank(Xid) = p,

and since we have

XidE = Xid
(
D A

)
=

(
XidD XidA

)
,

we can choose D such that rank(XidD) = 0 or equivalently XidD = 0. As a consequence of the
rank-nullity theorem the columns of D thus span the kernel of Xid. Since Xk1lk = 1n, k = 1, . . . ,K,
where Xk is the indicator design matrix for the kth factor, we can construct D as

D =


−1 · · · −1
1l1 O

. . .

O 1lK


.
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It is easily seen that the columns of this matrix do indeed span the entire kernel of Xid since
m = dim(ker Xid) = q − p = K is equal to the number of columns which are obviously linearly
independent. If we subtract one column from another in D and left multiply the resulting column
by Xid we have

Xid
(
0T , 1T

lk′
, 0T ,−1T

lk′′
, 0T )T

= 0,

for k′, k′′ ∈ {1, . . . ,K}, k′ , k′′, which means that the infimum of any two factors is the trivial
factor. Note also, that D has a similar construction as A, and since these are linearly independent
it is clear that the columns of Ak are linearly independent of 1lk , k = 1, . . . ,K. On the contrary,
if the infimum of any two factors in a main-effects design is the trivial factor, the kernel of Xid

can be constructed exactly as D above. So if A is linearly independent of D we have rank(Xid) =

rank(A) = rank(XidA). When interactions are present in the design the above calculations are
easily expanded to accommodate this. For an interaction between factors Fk′ and Fk′′ , say, we have
Ak′k′′ = Ak′ ⊗ Ak′′ , and since

(
1lk Ak

)
is a non-singular lk × lk matrix so that

rank(
(
1lk′ Ak′

)
⊗

(
1lk′ Ak′

)
) = rank(

(
1lk′ Ak′

)
) rank(

(
1lk′ Ak′

)
) = lk′lk′′ ,

we can generally define the kernel Dk′k′′ of the corresponding indicator design matrix of this inter-
action Xk′k′′ as the first lk′lk′′ − (1 − lk′)(1 − lk′′) columns of the matrix

(
1lk′ Ak′

)
⊗

(
1lk′ Ak′

)
; that

is, (
Dk′k′′ Ak′k′′

)
=

(
1lk′ Ak′

)
⊗

(
1lk′ Ak′

)
=

(
1lk′ ⊗ 1lk′′ 1lk′ ⊗ Ak′′ Ak′ ⊗ 1lk′′ Ak′ ⊗ Ak′′

)
,

so we have

Dk′k′′ =
(
1lk′ ⊗ 1lk′′ 1lk′ ⊗ Ak′′ Ak′ ⊗ 1lk′′

)
.

As with A this generalizes to higher order interactions in the sense that

(
Dκ Aκ

)
=

⊗
k∈κ

(
1lk Ak

)
,

where κ is a subset of {1, . . . ,K}. We can thus generally construct D as

D =



−1 · · · −1 · · ·

1l1 O
. . .

Dκ

O . . .


.
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To complete the proof we need to show that the dimensions of D, A, and Xid add up in accordance
with the rank-nullity theorem, however, this is essentially the same as showing that the rank of a
full-factorial design is equal to the „, which is shown in (ref:AppA.?) below, and will thus not be
given here.

Up till now, we have not said much about how A was derived, however, with the properties of
D in place it is „,. Since XH has full column rank we have

m = rank(D) = rank(

X
H

 D) = rank(

 0
HD

),
so that HD is always a non-singular matrix of order m. When the design is properly constructed
such that rank(Xid) = rank(A)—i.e., so D is defined as above—we have, in the same manner, that

m = rank(H) = rank(H
(
D A

)
) = rank(

(
HD HA

)
),

which shows that A is a linear combination of D and the kernel of H. Indeed, however, when
HA = 0 we have

β̂idH = (XT
idXid + HT H)−1XT

idy

= (XT
idXid + HT H)−1XT

idXidβ̂id

= (XT
idXid + HT H)−1XT

idXidAβ̂

= (XT
idXid + HT H)−1(XT

idXid + HT H)Aβ̂

= Aβ̂.

Conversely, if β̂idH = Aβ̂ then

Hβ̂idH = HAβ̂ = 0,

which is true for all β̂ such that HA = 0. Hence, if, and only if, HA = 0 is β̂idH = Aβ̂.

B.3 Number of columns in full-factorial designs

The result in equation (2.7) on page 12 stating that

pff =
∑
κ∈K

∏
k∈κ

(lk − 1) =

K∏
k=1

lk , where
∏
∅

(lk − 1) ≡ 1, (B.3)

can be derived by induction so we need first show that it is true for some K ∈ N. For K = 1
equation (B.3) is trivial so for clarity it is shown here for K = 2; accordinglyK = {∅, {1}, {2}, {1, 2}}
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so, recalling that
∏
∅(lk − 1) ≡ 1,

nfr =
∑
κ∈K

∏
k∈κ

(lk − 1)

=

∏
∅

(lk − 1)

 +

∏
k∈{1}

(lk − 1)

 +

∏
k∈{2}

(lk − 1)

 +

 ∏
k∈{1,2}

(lk − 1)


= 1 + (l1 − 1) + (l2 − 1) + (l1 − 1)(l2 − 1) = l1l2 =

2∏
k=1

lk .

Now, assume that (B.3) holds for some K = K0 such that nK0
fr =

∏K0
k=1 lk and let κ0 and κ1 be any

subset of {1, . . . ,K0} and {1, . . . ,K1}, respectively. For K = K1 = K0 + 1 we have

K1 = {K0,K0∪K1},

where K0∪K1 is the set of sets with elements κ0 ∪ {K1}, for all κ0 ∈ K0. This gives

nK1
fr =

∑
κ1∈K1

∏
k∈κ1

(lk − 1)

=
∑
κ1∈K0

∏
k∈κ1

(lk − 1) +
∑

κ1∈K0∪K1

∏
k∈κ1

(lk − 1)

= nK0
fr + (lK1 − 1)

∑
κ1∈K0

∏
k∈κ1

(lk − 1)

= nK0
fr + (lK1 − 1)nK0

fr

= lK1n
K0
fr =

K1∏
k=1

lk .

This proves the recursion formula, and thus equation (2.7) for all K ∈ N.
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