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Abstract

The purpose of this master’s thesis is to assess market risk via the risk
measure Expected Shortfall using varying distributional assumptions.

First a discussion revolving around assumptions in modern finance the-
ory illustrates the need for a more flexible distribution than the widely used
Gaussian distribution. An empirical analysis gives that daily financial re-
turns are fat tailed with more extreme returns than what a Gaussian distri-
bution can account for.

Then an applied introduction of Lévy processes and their basic properties
is given. By time-changing a Brownian motion with a inverse Gaussian
process one constructs the time deformed normal inverse Gaussian process.
As this process has variable higher moments it is found to account well for
financial returns.

To substantiate the risk measure Expected Shortfall one has to have
knowledge of its more well known sibling Value-at-Risk. The coherency of
these two measures are subsequently examined to exemplify the Basel Com-
mittee on Banking Supervisions’ proposal to remove Value-at-Risk as a reg-
ulatory risk measure. Furthermore various non-parametric and parametric
methods are applied to examine the necessity for a different distributional
assumption than the Gaussian. Finally the risk models are estimated and
backtested for a variety of basic assets; stocks, exchange rates, and com-
modities.

The main finding is, that assuming that returns are normal inverse Gaus-
sian distributed provides superior forecasting to a Gaussian risk model. This
is due to the normal inverse Gaussian distribution being more flexible as it
can exhibit excess kurtosis and skewness. Furthermore, while a Gaussian
model will lead to extreme events being incredibly rare, a normal inverse
Gaussian will give the events realistic probabilities.
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Resumé

Formålet med denne kandidatafhandling er at undersøge markedsrisiko, ved
brug af risikomålet Expected Shortfall, under forskellige fordelingsantagelser.

Først diskuteres antagelser fra moderne finansieringsteori, dette illustrere
nødvendigheden af en mere fleksibel fordelingsantagelse, end den alment an-
vendte normalfordeling. En empirisk undersøgelse viser at daglige finansielle
afkast har tykke haler med mere ekstreme afkast end en normalfordeling kan
forklare.

Efterfølgende er der en anvendt introduktion af Lévy processer og disses
grundæggende egenskaber. Ved at anvende subordineringsteorien fra Lévy
processer kan en brownsk bevægelse subordineres af en invers gaussisk pro-
ces, hvormed en normal invers gaussisk process fås. Da denne proces har
variable højere momenter giver en kort empirisk undersøgelse at den er bedre
til at forklare en fordeling for finansielle afkast.

For at kunne forklare risikomålet Expected Shortfall er man nødt til at
have et indgående kendskab til det relaterede risikomål Value-at-Risk. Ko-
hærensen af disse to risikomål undersøges for at eksemplificere hvorfor Basel
komiteen foreslår at fjerne Value-at-Risk som et regulatorisk krævet risiko-
mål. Derudover anvendes ikke-parametriske og parametriske metoder til at
undersøge om andre fordelingsantagelser end normalfordelingen er bedre.
Endelig estimeres og testes risikomodellerne for følgende simple aktiver; ak-
tier, valutakurser og råvarer.

Det mest interessante resultat er, at antages afkast at være normalt invers
gaussiske fordelte vil dette give bedre risikoprognoser. Dette skyldes at den
normal invers gaussiske fordeling er mere fleksible eftersom den kan udvise
overskydende kurtosis og skævhed. Ydermere vil en normalfordelingsmodel
give ekstreme begivenheder ubetydelige sandsynligheder, mens en normal
invers gaussisk model vil give begivenheder realistiske sandsynligheder.
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1 Introduction

A financial analyst would like to know the distribution of price changes of an
asset, as with this knowledge the analyst would be able to determine the risk and
rewards of the asset. Applying inappropriate assumptions on the distribution of
price changes can have adverse effects on both pricing and risk management. Thus
it is of key importance to make realistic assumptions. In financial markets different
investors operate at varying time horizons. The most extreme comparison could
be that of a high-frequency trader interested in price changes over microseconds,
opposed to a pension fund that may manage investments at horizons of several
years. For this reason a chosen model distribution should be able to have varying
properties for price changes observed over different time increments.

The Basel Committee on Banking Supervision consisting of a group of national
banks is founded to provide regulatory consistency among banks across nations.
As a consequence to the dramatic losses in the latest financial crisis they released
a consultative document (BCBS, 2012) expressing the need for fundamental reg-
ulatory changes. One of their prime advocates was to abandon the risk measure
Value-at-Risk, pioneered in the mid 1990s, and in exchange use the risk measure
Expected-Shortfall (Artzner et al., 1999; Acerbi and Tasche, 2002). With their
main arguments for this change being the theory of a coherent risk measure de-
veloped in Artzner et al. (1997, 1999) and Expected Shortfall’s better ability to
perceive rare events.

Alongside the theoretical issues of the risk measure Value-at-Risk, a common
implementation method is based on assuming that price changes follow a Brownian
motion and hence assuming that returns are normally distributed. The procedure
of trying to confine price changes to a mathematical setup has long been exam-
ined. One of the first believed to have observed and structured price changes
was the French economist Regnault.1 He observed that the standard deviation
of a price change over a time interval scales with the square root of the length
of the time interval. This idea was later build upon and rigorously developed by
the today renowned Bachelier in his doctoral thesis (Bachelier, 1900). He formal-
ized the definition of the Brownian motion and proposed it as a mathematical

1The key observation of Regnault (1863) can be found translated in Taqqu (2001)
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model describing price changes of stocks. The Brownian motion describes presum-
ably random behaviour, but with significant underlying assumptions commonly
summarized as independence, stationarity and normality. All three apparently
well founded assumptions that could be backed up by the empirical data avail-
able to Bachelier. But today empirical data is more abundant and shows that
price changes have thicker tails than what can be accounted for by a Gaussian
distribution2, which is a founding block of the Brownian motion. These thicker
tails found in the empirical analysis imply that the probability of the important
but infrequent events are underestimated in a Gaussian setup. As a consequence
for example the mathematician Benoit Mandelbrot suggested the use of the more
general class of stable processes (Mandelbrot, 1962), categorized by the French
mathematician Paul Lévy, having the Gaussian distribution as a special case.

The independent increments property, which is embedded in Lévy processes
is also opposed by empirical evidence for persistency in the size of price changes,
this stylized fact one could consider looking at in future research. But as will be
shown later in the paper the chosen Lévy process provides sufficient tractability
and better fit than the Gaussian distribution. That is, this thesis will attempt to
advocate the use of the normal inverse Gaussian distribution, which academia also
has done (Barndorff-Nielsen, 1995; Eberlein and Keller, 1995; Schoutens, 2003).

To determine which risk models are best suited for the task. Both non-formal
and formal test (Kupiec, 1995; Christoffersen, 1998) of so called backtesting will
be applied. While no formal backtesting procedure of Expected Shortfall has
been recognised as independently appropriate, this thesis resides to taking an
intuitive approach to assess the Expected Shortfall forecasts. Relying on the formal
procedures to assess the underlying Value-at-Risk forecasts.

The thesis is structured as follows: Section 2 discusses important assumptions
that underpin most modern financial theory, focusing on the assumption that
returns are normally distributed. Section 3 introduces the general class of Lévy
processes in an applied manner with focus on implications relevant for finance.
Additionally several examples are provided which clarify the introduced topics.
Section 4 focuses on a specific example of a Lévy process namely the normal

2Gaussian and normal will be used interchangeably for the bell shaped distribution curve
bearing the name of a German mathematician Friedrich Gauss.
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1. INTRODUCTION

inverse Gaussian distribution. The desirable attributes of the distribution are
discussed along with a Lévy decomposition intended to describe the bare essentials
of the distribution as well as implications applicable for simulations. Section 5
examines the coherency of the commonly used risk measures Value-at-Risk and
Expected Shortfall. The section also dwells at undesirable issues related to the
metrics, which are practically related. Section 6 describes three model types used
in computing risk measures; historical simulation, parametric method, and Monte
Carlo simulation. Section 7 shows how to test the models both applying intuition
and statistics. Section 8 displays results based on the performance of the risk
models for a great variety of assets and in historical events. Section 9 concludes
and describes areas for future research.
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2 Modelling financial markets

The concept of mathematical modelling is used in a great variety of disciplines such
as natural sciences, engineering disciplines, and social sciences. A mathematical
model is a description of a real world phenomenon which through assumptions
and simplifications enables the model to make predictions about the behaviour of
the phenomena. But there is a significant difference between the listed disciplines
prerequisites, as when modelling social sciences one has to incorporate aspects of
human behaviour. The behaviour of humans is far from simple to say the least, and
various academic disciplines such as psychology, sociology, and economics study it.
The consequence is profound, as an endogenous effect greatly raises the complexity
of a mathematical model. Thus models of social sciences where the influence of
human interaction is deeply embedded necessitate strict assumptions on human
behaviour in order to make the models tractable, as is the case in the financial
models of today.

A key statistical distribution across all the academic disciplines is the Gaus-
sian distribution. Some of the reasons being the central limit theorem3, complete
specification only via two parameters, and analytically closed form solutions to a
number of key results. Whether the assumption of normality is equally relevant
for all disciples is another matter. For example when modelling price changes as
following a Brownian motion, has the focus on tractability implied little realism
in the model and poor forecasting abilities? This will be investigated more thor-
oughly with recent empirical data of the famous American stock index Dow Jones
and the country’s exchange rate with Japan.

In the following section the dubious assumptions applied in the mathematical
models of financial theory will be considered. Much of the discussion will be
based on thoughts and discussions from Mandelbrot and Hudson (2008) and Taleb
(2007).

3The theorem gives, that the limiting distribution of a sufficiently large number of inde-
pendent identical distributed random variables with a finite variance will approximate a normal
distribution.
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2.1 Assumptions

2.1.1 Rationality

A basic assumption in financial models is that of rational behaviour by the partici-
pants of the model. More elaborately one can say that the assumption implies that
all people are rational, in the sense that they at all times only want to maximize
utility through wealth and happiness. Their utility functions are univocal and if
presented with the same inputs they will always give the same results. Addition-
ally if presented with all relevant information about a stock or a bond they will
make the market efficient by paying exactly the “right” price driving it quickly
towards the “correct” level for all the given information. That this assumption in-
tuitively makes little sense, other than for tractability when modelling, has sparked
a research area called behavioural finance. It studies the effects of emotional fac-
tors on financial decision making and how these affect market prices, returns, and
portfolio allocations. This could for example be under- or overreactions to mar-
ket news, herding between investors, or an apparent loss aversion. The following
simple example displays this common aversion:

Example 2.1.1. (Loss aversion) Offering a person the choice between flipping a
fair coin to win 200 DKK on heads and nothing on tails, versus getting 100 DKK
by skipping the flip. The person will in most cases choose the certain reward,
even though the person in theory should be indifferent. Now consider the opposite
example. That is the person can flip a fair coin to lose 200 DKK on heads or
nothing on tails or pay 100 DKK immediately. Now in this case most would try to
avoid the certain cost even though, as in the winning case, both events have same
expected value and hence the person should be indifferent.

The simple above example exposes the inconsistency in the supposedly rational
behaviour of people, and serves to illustrate the need for more complex modelling
of agent behaviour. It furthermore touches the aspect of how risk is perceived.
Because in the winning case the person would rather have a certain reward, than
“lose” the 100 DKK by gambling. While in the losing case the person would rather
opt for the gamble and possibly lose nothing. That is most people only view
downside possibilities as risks.

8



2.1. ASSUMPTIONS

2.1.2 Homogeneity

Another core assumption of financial modelling is that all investors are alike. Thus
when given the same information they will make the same investment decisions,
as they are sharing investment horizons and goals. One can say that all investors
can be seen as a homogeneous mass. Furthermore even though some might be
wealthier than others, they are all price takers and thus unable to affect prices on
their own. But saying that all investors are alike is a very strong simplification.
For example today’s investors can be separated into several different entities: value
investors, growth investors, short term investors, or long term investors. These
types supposedly behave in very different manners.

In De Grauwe and Grimaldi (2006) the authors investigate what happens if the
assumption of homogeneity is dropped. The authors introduce a model containing
two types of investors: technical traders and fundamental traders. The technical
traders forecast and trade based on extrapolating past price changes, whilst the
fundamental traders trade using a feedback rule based on the fundamental price
and the observed price. This simple addition to the model implies that price bub-
bles and crashes arise spontaneously in the model. That is, when only considering
two types of investors great complexity is introduced into the model and more
realistic predictions are seen. As with the shortcoming of diverse behaviour in the
models, this discussion of homogeneity one should be aware off when modelling
in finance. Preferably a model should be able to accommodate various investor
types.

2.1.3 Normality

Forming the basis of almost every tool of modern finance theory is the assumption
that price changes follow a Brownian motion. This was as previously mentioned
pioneered by Louis Bachelier in his doctoral dissertation “Théorie de la Spécula-
tion”. But applying the theory of a Brownian motion on price changes has strong
implications, which will be clarified in the following section.

Firstly price changes will be time independent, no matter the size of the pre-
vious change, it will not affect the coming. Price changes from last week or last
month will not influence the present changes. So inference from historical infor-
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mation will be useless, as everything needed, will be contained in today’s price. A
second implicative assumption is that of statistical stationarity of price changes.
Stationarity implies that the price generating process remains the same over time,
so no periods should show more extreme events than other periods. Using a coin
toss game as an illustrative example. Letting coin tosses decide price changes
then midst a sample path the coin will not change weight or get switched to a
non fair coin. The coin itself remains unchanged throughout the modelling period.
Lastly the normal distribution is a critical assumption of a Brownian motion. Price
changes will follow the proportions of the bell curve such that most observations
are close to the average, while the probability of observations with large deviations
decline exponentially when moving away from the average’s top of the bell curve.

While the above assumption might be appropriate in describing phenomena, in
which there is rational reasons for the largest or smallest observations not to differ
too much from the average. For example if there are physical limitations such
as on height or gravity pulling numbers down preventing very large observations,
in that case the normal distribution might be a good approximation. But in an
environment where prices appear to jump wildly, this might not be an appropriate
assumption.

In what follows only the assumption that price changes follow a Brownian mo-
tion will be investigated, and later a proposal for a more general distribution will
be given. Introducing a more general distribution allows for a greater possibility
of outcomes, and thus tries to accommodate the uncertainty emerging from irra-
tionality and greater variety of agent behaviour. But adding too much complexity
might hinder the intuitive elegance, and render statistical inferences weak.

2.2 Empirics

A reaction to the rediscovery of Bachelier’s classic paper was a widespread aca-
demic discussion on whether his results were applicable or not. In the ground-
breaking book Cootner (1964), the author collects the most influential papers of
the time and discusses their validity. One of the included papers is Mandelbrot
(1962), which is one of the first occurrences of a paper disputing the use of Brow-
nian motion as a proxy for price changes. Herein the author investigates the
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2.2. EMPIRICS

distribution of commodity prices, more specifically cotton prices. He finds that
the distribution should be more general than a normal distribution and proposes
the use the class of stable distributions.4 In what follows recent financial data is
examined to determine whether the normality assumption still is erroneous.

This section will investigate empirical data for arguments against the Brownian
motion assumption. One could argue by historical events such as the depreciation
of the German reichsmark against the dollar in the early twentieth century.5 But
here a pictorial approach will be given along with arguments against normality
tests of long time series.

Two time series will be investigated, one containing daily index values of the
American Dow Jones Industrial Average, and another one containing the daily
exchange rates of the USD/JPY currency cross. These will serve as demonstrations
and the conclusions drawn from these examples will be applied to other indices
without further examination.6

A common approach to assessing whether a data set is normally distributed,
is computing a histogram. This enables inference about multiple indices of nor-
mality violation, such as skewness and kurtosis. Furthermore since the sample
sizes are relatively large, visualisation gives much more information than tests for
normality, which will readily be rejected as no real quantity is exactly normally
distributed. In figure 2.1 the data sets are plotted in histograms as well as the
corresponding superimposed fitted Gaussian distributions found using maximum
likelihood estimation. The graph depicts little if any skewness of the observed re-
turns but significant excess kurtosis compared to a Gaussian distribution. Where
the classical interpretation of kurtosis, when assuming that the distribution is
symmetric, is that it measures the peakedness around the mean and fatness of the
tails. In other words the Brownian motion assumption will imply that there are
less days where little happens and less days with considerable changes, compared

4Stable distributions in general have the following three properties: They are infinitely divisi-
ble (see definition 3), closed under convolution, and with the exception of the normal distribution
are they fat tailed.

5The reichsmark went from four per dollar to four trillion per dollar in a matter of few years
in the 1920s, leaving the bell curve obsolete if trying to argue what the likelihood of such a chain
of events is.

6All prices/exchange rates included in this thesis are end of day prices/exchange rates avail-
able via Bloomberg

11



Returns

f(
x)

−0.10 −0.05 0.00 0.05 0.10

0
10

20
30

40

Returns

f(
x)

−0.04 −0.02 0.00 0.02 0.04

0
20

40
60

80

Figure 2.1: Empirical distribution of daily log-returns for the Dow Jones
Index (left), USD/JPY exchange rate (right), and fitted Gaussian dis-
tributions.

to historical observations.

Alternatively an equally well used approach is a quantile-quantile plot com-
monly referred to as a Q-Q plot. In figure 2.2 the theoretical quantile is plotted
against the empirical. Where the reference quantile distribution here is the stan-
dard normal distribution. The plots give the same impression as the histograms;
the normal distribution is a poor fit due to its constant higher moments leaving
it unable to represent fat tails. This is seen in the absence of a linear relationship
between the two quantiles.

Finally a different approach is depicting the daily log returns as seen in fig-
ure 2.3. The daily log returns are used instead of standard daily returns as this
eases comparison across large time spans. This shows an intuitive comparison
and can easily be used to convince non-technical people that the Wiener pro-
cess is an entirely different species than the process describing price changes. A
prominent feature of figure 2.3 is the stationarity of the Brownian motion chart,
whereas the observed price changes appear to have cluster of large changes, and
greater disparity. This time consistency and apparent lack of large deviations of
the Brownian motion is a drawback when working with financial modelling. In
for example financial risk management a standard risk measure is Value-at-Risk,
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2.2. EMPIRICS
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Figure 2.2: Q-Q plot of daily log-returns for the Dow Jones Index (left),
USD/JPY exchange rate (right).

it quantifies the left tail risk of a distribution via a quantile value. This implies
that two distributions with very different tail characteristics can simplify to the
same Value-at-Risk number. Whereas another risk measure, Expected Shortfall,
measures the expected value of the left tail implying a greater description of tail
events is needed. A key conclusion is thus that the presence of fat tails calls for
a more flexible distribution than the Gaussian which exhibits constant skewness
and kurtosis, and thus is unable to be flexible enough to fit empirical data.
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Figure 2.3: Log daily changes in the Dow Jones Industrial Average
index (top) and the corresponding fitted Gaussian distribution.
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3 Lévy processes

Based on the previous sections empirical results displaying the need for an alter-
native approach to modelling the path of price changes in financial markets, this
section will introduce the more general Lévy processes as opposed to the Weiner
process. These processes will be shown to provide a tool to construct a distribu-
tion exhibiting fat tails and skewness while still being analytically tractable. The
exposition largely follows Papapantoleon (2008) whilst also drawing upon Winkel
(2008) and Barndorff-Nielsen and Shephard (2012).

3.1 Definition

Let (Ω,F ,F,P) be a filtered probability space, where F = FT and the filtra-
tion F = (Ft)t∈[0,T ] satisfies the following usual conditions: the probability space
(Ω,F ,P) is complete, that is the σ-algebras Ft contain all the sets in F of zero
probability, and the filtration is right-continuous. Additionally the time index T
is an ordered set such that Fs ⊆ Ft for all s < t in T and T ∈ [0,∞] denotes the
time horizon, which can thus be infinite.

Definition 1. A right continuous with left limits, adapted, real valued stochastic
process L ≡ (Lt)0≤t≤T with L0 = 0 a.s. is called a Lévy process if the following
conditions apply:

1. L has independent increments, that is Lt − Ls is independent of Fs for any
0 ≤ s < t ≤ T .

2. L has stationary increments, that is for any 0 ≤ s, t ≤ T the distribution of
Lt+s − Lt does not depend on t.

3. L is stochastically continuous, that is for every 0 ≤ t ≤ T and ε > 0:
lims→t P(|Lt − Ls| > ε) = 0

The simplest possible Lévy process is the linear drift, which is deterministic.
Brownian motion is the only non-deterministic Lévy process with continuous sam-
ple paths, this implies that all other Lévy processes include jumps. Other Lévy
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processes include for example the compound Poisson process and the inverse Gaus-
sian process. As Lévy processes are stable the sum of a linear drift, a Brownian
motion, and a compound Poisson process is again a Lévy process, typically referred
to as a jump diffusion process.

3.2 Infinitely divisible distributions

Before turning to further describing characteristics of Lévy processes a few more
definitions will be given. The concepts described in this subsection will be used
throughout the introduction to Lévy processes, therefore examples are given to
familiarize the reader with the concepts. Then in the following subsection the
concepts will be applied to describe the celebrated Lévy-Khintchine formula.

The characteristic function of a real-valued random variable will be defined.
It is a function closely related to the probability density function of a random
variable if such exists.

Definition 2. The characteristic function φ of a distribution or random variable
X is the Fourier-Stieltjes transform of the distribution function F (x) = P(X ≤ x):

φX(u) = E [exp(iuX)] =

∫ ∞
−∞

exp(iux)dF (x) (3.1)

where i is the imaginary number.

The most important property to note of the characteristic function is that
for a random variable, it exits, it is continuous, and it determines X univocally.
Moreover, for independent variables X and Y , φX+Y (u) = φX(u)φY (u).

Example 3.2.1. The characteristic function of the normal distribution N(µ, σ2)

is given as,

φN(u) =

∫ ∞
−∞

exp(iux)
1√

2πσ2
exp

(
−(x− µ)2

2σ2

)
dx

= exp

(
iuµ− 1

2
σ2u2

)
Where the completing the square technique has been used as well as the fact that
integration over a density function equals one.
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3.2. INFINITELY DIVISIBLE DISTRIBUTIONS

Example 3.2.2. (Compound Poisson process) A compound Poisson process
can be stated as,

Ct =
Nt∑
k=1

Ak

where Ak, k ≥ 1, are i.i.d. random variables and (Nt, t ≥ 1) is an independent
Poisson process. Then its characteristic function exists if and only if E

[
eiuA1

]
exists and is given by,

φCt(u) = E
[
eiuCt

]
=
∞∑
n=0

E

(
exp

[
iu

n∑
k=1

Ak

])
P(Nt = n)

=
∞∑
n=0

(
E
(
eiuA1

))n
e−λt

(λt)n

n!
= exp

[
tλ
(
E
(
eiuA1 − 1

))]
that is when conditioning on the valueNt, the expectation can be seen as a sum of n
i.i.d. random variables. This in turn is given as the nth power of the characteristic
function. The last equality is found by using the expansion form of the exponential
function.

Now letting X be a real valued random variable, and denoting its characteristic
function by φX and its probability distribution by PX .

Definition 3. The law PX of a random variable X is infinitely divisible, if for all
n ∈ N there exist i.i.d. random variables X(1/n)

1 , ..., X
(1/n)
n such that,

X ∼
n∑
j=1

Xj (3.2)

Applying this definition and proposing that Lt is infinitely divisible for a Lévy
process (Lt, t ≥ 0). Then recalling the stationarity and independence of increments
conditions give,

Y
(n)
j = Ljt/n − L(j−1)t/n

which is a sequence of i.i.d. random variables. Thus a Lévy process is shown to
be infinitely divisible.
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3.3 The Lévy-Khintchine formula

To describe Lévy processes in general, one must turn to describing the stochastic
variable by its characteristic function instead of its probability density if one seeks
a closed form expression. Building on the concepts of the previous section and still
letting Lt be a Lévy process one can write,

φLt(u) = E [exp(iuLt)] = exp(tψ(u))

where ψ(u) = log(φ(u)) is the characteristic exponent. The specific form of ψ(u)

is described by the following celebrated theorem.

Theorem 1. (Lévy-Khintchine formula) A random variable Y is infinitely divisible
if and only if,

ψ(u) = log
[
E(eiuY )

]
= iuµ− 1

2
u2σ2 +

∫
R

(
eiux − 1− iux1{|x|≤1}

)
ν(dx) (3.3)

for some µ ∈ R, σ2 ≥ 0, and ν on R\{0} such that
∫
R min(1, x2)ν(dx) <∞.

Looking at the above example 3.2.2 one sees that the last part of the character-
istic exponent described in the Lévy-Khintchine formula closely resembles that of
a compound Poisson process. The additional constant term present in the formula,
iux1{|x|≤1}, is a shift used to insure convergence in general and is thus related to
the condition of the Lévy-Khintchine formula that imposes a restriction on the
jump sizes, ie.

∫
R min(1, x2)ν(dx) <∞.

Now looking at theorem 1 one sees that the characteristic exponent consists of
a combination of the following characteristics: Firstly the characteristic function
of the normal distribution consisting of a drift term, µ and a diffusion coefficient,
σ2. And secondly the characteristic function of the compound Poisson process
with jumps sizes depending on the Lévy measure, ν. Knowing the triplet (µ, σ2, ν)

one can completely represent the characteristic function of a Lévy process using
the Lévy-Khintchine formula. Figure 3.1 displays this decomposition.

We now turn to describe some well known special cases simply defined using
the characteristic triplet and thus show the power of the Lévy-Khintchine formula
and further build a better understanding of it through applied examples.
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3.3. THE LÉVY-KHINTCHINE FORMULA

Figure 3.1: Decomposition of Lévy process. Moving left to right and
top to bottom one finds a: Linear process, Wiener process, compound
Poisson process, and finally the combined Lévy process.

Example 3.3.1. A purely continuous Lévy process is for example a Brownian
motion, W , with a drift equal to zero. This can be described by the character-
istic triplet (0, σ2, 0). That this is the case is shown by using the definition of a
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characteristic function,

φW (u) = E
[
eiuW

]
=

∫ ∞
−∞

eiux
1√

2πσ2
e−

x2

2σ2 dx = e−
1
2
u2σ2

Which is exactly what the Lévy-Khintchine formula in theorem 1 boils down to
when inserting the characteristic triplet (0, σ2, 0).

Example 3.3.2. A Lévy process only consisting of jumps is for example a standard
Poisson process, N , with intensity λ. The characteristic function is derived as,

φN(u) = E
[
eiuN

]
=
∞∑
x=0

eiux
e−λ(λ)x

x!
= e−λ

∞∑
x=0

(λeiu)x

x!
= eλ(e

iu−1)

This can be described by the characteristic triplet (0, 0, λδ(x− 1)dx). Where δ is
a Dirac delta function7. That is there is only assigned a positive value to jumps
of size one, which corresponds well with the fact that the Poisson process is a
counting process with jumps that are all of size one.

Example 3.3.3. Now considering a more advanced example of a Lévy jump-
diffusion process denoted by Lt, that is a Brownian motion plus a compensated
compound Poisson process. The paths of this process can be described by,

Lt = µt+ σWt +

(
Nt∑
k=1

Jk − tλκ

)

where µ ∈ R, σ ∈ R≥0, W = (Wt)0≤t≤T is a standard Brownian motion, N =

(Nt)0≤t≤T is a Poisson process with intensity λ, and J = (Jk)k≥1 is an i.i.d. se-
quence of random variables with law F further E[J ] = κ < ∞. Consequently
the probability distribution F describes the size of the jumps whilst N describes
the waiting time between the jumps. Furthermore all the stochastic processes are
assumed mutually independent. Using the definition of the characteristic function

7The Dirac delta function can be seen as the limit of a sequence of normal distributions with
mean zero: lima→0 δa(x) =

1
a
√
π
e−x

2/a2 .
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3.4. JUMPS OF LÉVY PROCESSES

of a random variable, one can write the characteristic function of Lt as,

φLt(u) = E
[
eiuLt

]
= E

[
exp

(
iu

(
µt+ σWt +

Nt∑
k=1

Jk − tλκ

))]

= exp[iuµt]E

[
exp(iuσWt) exp

(
iu

Nt∑
k=1

Jk − tλκ

)]

= exp[iuµt]E [exp(iuσWt)]E

[
exp

(
iu

Nt∑
k=1

Jk − tλκ

)]

where it has been used that the drift is deterministic and that the sources of
randomness are all independent. To further rewrite the above function one applies
the solutions to the expectations, that is E[exp[iuσWt]] = exp

[
−1

2
σ2u2t

]
and

E[eiu
∑Nt
k=1 Jk ] = exp[λt(E[exp(iuJ)− 1])] thus one gets,

= exp[iuµt] exp

[
−1

2
u2σ2t

]
exp

[
λt
(
E[eiuJ − 1]− iuE[J ]

)]
= exp[iuµt] exp

[
−1

2
u2σ2t

]
exp

[
λt
(
E[eiuJ − 1− iuJ ]

)]
= exp[iuµt] exp

[
−1

2
u2σ2t

]
exp

[
λt

∫
R

(
eiux − 1− iux

)
F (dx)

]
where the last equality holds since F is the probability distribution of J . Finally
rearranging the terms to resemble the Lévy-Khintchine formula gives,

φLt(u) = exp

[
t

(
iuµ− 1

2
u2σ2 +

∫
R

(
eiux − 1− iux

)
λF (dx)

)]
that is the characteristic triplet of the Lévy jump-diffusion process is given as
(µ, σ2, λF ). Implying that the jump part can be seen as the expected number of
jumps (λ) and a distribution of jump size (F ).

3.4 Jumps of Lévy processes

The term jump has previously been used freely, now a more strict introduction and
formulation will be given. The jumps of a Lévy process is due to the definition of
it as a càdlàg process and therefore the existence of left limits in it given by:
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Definition 4. The jump process ∆L = (∆L)0≤t≤T associated to a Lévy process
L is defined, for each 0 ≤ t ≤ T as,

∆Lt = Lt − Lt−

Where Lt− = lims↑t Ls. Now based on the defined property of a Lévy process
as being stochastically continuous, that at any fixed time t > 0 then a.s. ∆Lt = 0.
This implies that the process has no fixed times of discontinuity. In general one
can state that the sum of the jumps of a Lévy process does not converge, that is
it is possible for, ∑

s≤t

|∆Ls| =∞ a.s.

whilst the following always holds∑
s≤t

|∆Ls|2 <∞ a.s.

that is Lévy processes will always have finite quadratic variation, which is ensured
by the condition stated in the Lévy-Khintchine formula. Therefore Lévy processes
can be handled using martingale techniques.

3.5 Lévy-Itô decomposition

The previous description of looking at a Lévy process as a combination of other well
known simpler processes is known as the Lévy-Itô decomposition. The following
definition of a square integrable martingale, as given in Bass (2011), is used in the
decomposition of Lévy processes.

Definition 5. A martingale is a square integrable martingale if there exists a F∞
measurable random variable X∞ such that E[X2

∞] <∞ and Xt = E[X∞|F ] for all
t.

Example 3.5.1. An example of a square integrable martingale would be Xt =

Wt=t0 , which is a Brownian motion fixed at time t0. In this case X∞ = Wt0 .

Now the following theorem gives a formal description of the possible decompo-
sition of a Lévy process.
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3.5. LÉVY-ITÔ DECOMPOSITION

Theorem 2. (Lévy-Itô decomposition) Consider a triplet (µ, σ2, ν) where µ ∈ R,
σ2 ∈ R≥0 and ν is a measure satisfying both ν({0}) = 0 and

∫
R min(1, x2) ν(dx) <

∞. Then, there exists a probability space (Ω,F ,P) on which four independent
Lévy processes exist, L(1), L(2), L(3), and L(4), where L(1) is a constant drift, L(2)

is a Brownian motion, L(3) is a compound Poisson process and L(4) is a square
integrable martingale with an a.s. countable number of jumps of magnitude less
than 1 on each finite time interval. Taking L = L(1) +L(2) +L(3) +L(4), one finds
that there exists a probability space on which a Lévy process L = (Lt)0≤t≤T with
characteristic exponent,

ψ(u) = iuµ− 1

2
u2σ2 +

∫
R

(
eiux − 1− iux1{|x|≤1}

)
ν(dx) (3.4)

for all u ∈ R, is defined.

That is the decomposition explains how to get from distributions to a combined
Lévy process whereas the Lévy-Khintchine formula links processes to distributions.

To reveal further about the structural paths of Lévy processes the following
exposition shows an alternative representation. By splitting the characteristic
exponent of equation 3.4 into the four existing parts,

φ = φ(1) + φ(2) + φ(3) + φ(4)

such that

φ(1) = iuµ,

φ(2) = −1

2
u2σ2,

φ(3) =

∫
|x|≥1

(eiux − 1)ν(dx),

φ(4) =

∫
|x|<1

(eiux − 1− iux)ν(dx),

one finds that the first part is a deterministic drift, the second a Brownian motion,
the third a jump process with large jumps, and lastly the fourth part consists of a
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process with the small jumps. For convenience looking at small and large jumps
together and defining a jump process as Jt the decomposition of L becomes,

Lt = µt+ σWt + Jt (3.5)

where one can consider a case with σ = 0 and thus the continuous part disappears
such that the Lévy process becomes purely discontinuous.

3.6 Properties of the Lévy measure

The Lévy measure ν of Lt describes how jumps occur. For example jumps of sizes
in the set A occur according to a Poisson process with intensity ν(A) =

∫
A
ν(dx).

This implies that ν(A) is the expected number of jumps per unit of time, whose
size belong to A. Furthermore the measure is on R and satisfies the following
conditions,

ν({0}) = 0 and
∫
R

min(1, x2)ν(dx) <∞

These conditions insure the convergence of the integral in the Lévy-Khintchine
formula.

Recall the example related to the Lévy jump-diffusion process where it is shown
that the Lévy measure of the process is ν(dx) = λF (dx). This implies that ex-
pected number of jumps is λ whilst the jump size is distributed according to F .
The separation of the two effects is only a special case, in general the isolation of
the two effects is not possible.

Another property of the Lévy measure is its relation to the activity, variation
and finiteness of the moments of a Lévy process. Therefore paths of the Lévy
measure show whether jumps of a Lévy process over a time interval will have a
finite or an infinite number of jumps.

Proposition 1. Let Lt be a Lévy process with characteristic triplet (µ, σ2, ν).

1. If ν(R) < ∞, then almost all paths of Lt have a finite number of jumps on
every compact interval. In that case, the Lévy process has finite activity.

24



3.6. PROPERTIES OF THE LÉVY MEASURE

2. If ν(R) =∞, then almost all paths of Lt have an infinite number of jumps on
every compact interval. In that case, the Lévy process has infinite activity.

Examples of finite activity Lévy processes are the standard Poisson process and
compound Poisson process. While an example of an infinite activity Lévy process
is the family of α-stable processes. The following definition describes how the Lévy
measure is related to the finiteness of the variation of the process.

Proposition 2. Let Lt be a Lévy process with characteristic triplet (µ, σ2, ν).

1. If σ2 = 0 and
∫
{|x|≤1} |x|ν(dx) < ∞, then almost all paths of Lt have finite

variation.

2. If σ2 6= 0 or
∫
{|x|≤1} |x|ν(dx) = ∞, then almost all paths of Lt have infinite

variation.

Intuitively because a Brownian motion is of infinite variation, a Lévy process
consisting of in part a Brownian component is of infinite variation. On the other
hand a pure jump Lévy process, with no Brownian component, is of infinite varia-
tion if and only if

∫∞
−∞ |x|ν(dx) =∞, which is related to the convergence of small

jumps.
With respect to the finiteness of the moments of a Lévy process one has to

examine the finiteness of the integral over the Lévy measure.

Proposition 3. Let Lt be a Lévy process with characteristic triplet (µ, σ2, ν).

1. If
∫
|x|≥1 |x|

pν(dx), then Lt has finite p-th moment for p ∈ R≥0 (E|Lt|p <∞).

2. If
∫
|x|≥1 e

pxν(dx) <∞, then Lt has finite p-th exponential moment for p ∈ R
(E[epLt ] <∞).

Following the above propositions one can say that the variation of a Lévy
process depends on the small jumps, when x2 < 1, the moment properties depend
on the big jumps, whereas the activity depends on all jumps. The proofs of this
section’s propositions can be found in Sato (1999).

In order to provide a applicable example where the variation of a Lévy process
is examined one has to recall the definition of the p-th variation process.
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Definition 6. Let X : [0,∞[→ R be a stochastic process. For p > 0, the p-th
variation process is defined by

Vp(X)t = sup

{
n−1∑
i=1

|Xti+1
−Xti |p

}

where n ∈ N and 0 = t0 ≤ t1 ≤ ... ≤ tn = t. The total variation of X is the
function t 7→ Vp(X)t and if V1(X)t <∞, ∀t ∈ [0,∞[. Further note that for p = 1

the process limt→∞ Vp(X)t is the called the total variation process and for p = 2 it
is known as the quadratic variation process usually denoted by [X,X]t.

Now in the following example it is shown that the Brownian motion is of infinite
variation.

Example 3.6.1. (Infinite variation) Letting ∆n[0, t] = {0 = tn0 ≤ tn1 ≤ ... ≤
tnn = t} be a subdivision of the time interval [0, t], and denoting |∆n[0, t]| =

max{|tnk+1 − tnk |, k = 0, ..., n − 1} as the mesh of this subdivision. Now consider
the total variation process of a Brownian motion, Bt, a well known fact is that the
length of a Brownian motion equals its variation. This implies that the quadratic
variation is finite and [B,B]t = t. Thus there must be a sequence of partitions
along this interval which can be estimated as,

n∑
i=1

|Bti −Bti−1
|2 ≤ max

1≤i≤n
|Bti −Bti−1

|
n∑
i=1

|Bti −Bti−1
|

Where the left hand side must converge to t, while on the right hand side the
first part max1≤i≤n|Bti − Bti−1

| → 0 for n → ∞ by uniform continuity8 of B on
[0, t]. For the inequality to hold the variation of B a.s. is infinite and the last part∑n

i=1 |Bti −Bti−1
| =∞. Thus an Brownian motion is of infinite variation.

3.7 Subordination

As seen in the previous empirical investigation financial markets appear to move
in different tempo. Thus one would like the possibility to propose a model with a

8Non-mathematically put uniform continuity implies that two function values, f(x) and f(y),
can be as close as pleased while only requiring that x and y be changed.
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3.7. SUBORDINATION

varying relationship between calendar time and the pace of the market, presumably
random perhaps. Within the theory of Lévy process such time-change is possible
and well investigated. A stochastic process which models the random clock is called
a subordinator, and the resulting process created by the altered time relationship
is said to be time deformed. Thus subordination is simply a creation of a Lévy
process from an existing one. A bit more formally defined:

Definition 7. A subordinator is any a.s. non-decreasing random process T with
T0 = 0 and a characteristic exponent l(u). Letting L be a Lévy process with
characteristic exponent ψ(u), then subordination of L by T creates the subordinated
process X which we can express,

Xt = LTt

Where the exclusion of decreasing random processes rules out the possibil-
ity that time can go backwards. Possible subordinators from the family of Lévy
processes are for example Poisson processes or Gamma processes. When the sub-
ordinator in fact is a Lévy process the following theorem holds:

Theorem 3. Let L be a Lévy process with characteristic exponent ψ(u), and let
T be a non-decreasing with characteristic exponent l(u). Then the process X ≡
(Xt)0≤t defined for each ω ∈ Ω by X(t, ω) = L(G(t, ω), ω) is a Lévy process with
characteristic function given as,

φXt(u) = exp(tl(−iψ(u))

that is the characteristic exponent of X is given as a composition of the charac-
teristic exponents of L and T .

Through an example this section will illustrate what happens when a subordi-
nator is used to randomize the relationship between calender time and the pace of
the market.

Example 3.7.1. (Subordinated process) An example could be a compound
Poisson process composing of a Weiner process with no drift subordinated by a
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Poisson process. Thus let T be a Poisson process independent of a Wiener process
W with zero drift, then the subordinated process is,

Ct = WTt

Where the jumps sizes are independent of the time waited from the last jump.
From example 3.3.1 the characteristic exponent of the Wiener process is shown to
be,

ψ(u) = −1

2
σ2u2

while the characteristic exponent of the Poisson process in example 3.3.2 is shown
to be,

l(u) = λ(eiu − 1)

Applying theorem 3, the characteristic function of this compound Poisson process
is therefore,

φCt = exp
[
tλ
(
e−i

1
2
σ2u2 − 1

)]
Closely related to the characteristic function of the general compound Poisson
process derived in example 3.2.2.

3.8 Applications in finance

The probably most well known Lévy process is the Gaussian process, which is
also a cornerstone in most of modern finance theory. But apart from that, one
could wonder whether the complexity of the more general Lévy processes should
be introduced in to finance theory. In Campbell et al. (1997) the authors argue
that the attempt to capture excess kurtosis via the introduction of more general
distributions is problematic as it will imply that the variance and other higher mo-
ments can be infinite. As opposed to the normal distribution the higher moments
estimates will not converge when the sample size is increased but instead might
tend to infinity. But since this critique against Lévy processes a lot has happened,
and recent real life events have again pushed for alternatives to the Gaussian dis-
tribution. As a reference two notable books, which discuss applications of Lévy
processes in finance are Schoutens (2003) and Cont and Tankov (2004).
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4 The normal inverse Gaussian distribution

Introduced by Barndorff-Nielsen (1995) the normal inverse Gaussian distribution
(henceforth NIG) is a subclass of the generalized hyperbolic distribution, which is
also the superclass of the student’s t-distribution and the variance-gamma distri-
bution. The general class is characterized by continuous probability distributions
defined by a normal variance-gamma mixture. Properties that also characterize
the normal inverse Gaussian distribution, but this subclass also has the desirable
feature that it is closed under convolution implying that the sum of two indepen-
dent variables is the convolution of their individual distribution.

Investigations by for example Rydberg (1997) shows that the normal inverse
Gaussian distribution provides an accurate model of returns in German, Danish
and American exchanges. In Eberlein and Keller (1995) the authors investigate
financial data using the more general hyperbolic distribution with which they also
find considerable evidence for a better fit than the Gaussian distribution. However
as the NIG distribution is closed under convolution and is still able to display a
great variety of functional forms with varying skewness and kurtosis this specific
distribution is the one being introduced and applied in this thesis.

4.1 Definition

Building on the same prerequisites as given in the introduction of Lévy processes.
The density function of a normal inverse Gaussian distribution is defined as follows:

Definition 8. The NIG distribution has density function:

nig(x;α, β, δ, µ) = f(α, β, δ, µ)g

(
x− µ
δ

)−1
K1

[
δαg

(
x− µ
δ

)]
eβx (4.1)

where

f(α, β, δ, µ) =
α

π
eδ
√
α2−β2−βµ (4.2)

and

g(x) =
√

1 + x2 (4.3)
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Furthermore K1 is the modified Bessel function of second kind with index 1 (See
Abramowitz and Stegun (1972)). And the parameters, α, β, δ, and µ must satisfy
the conditions: 0 ≤ |β| ≤ α, 0 < δ, and µ ∈ R.

The parameters introduced in relation to the NIG density function can be
interpreted as follows: α affects the relative kurtosis, β affects the skewness, δ
is a scale parameter, whilst µ is a location parameter affecting the mean. The
distribution will be denoted by NIG(α, β, δ, µ). The name of the distribution
relates to its occurrence. Consider a pair of random variables (x, y) where x

follows an inverse Gaussian distribution, such that X ∼ IG(δ,
√
α2 − β2), then

while conditional on x the distribution of y is normal with mean µ + βx and
variance x.

4.2 Attributes

In this section the desirable mathematical attributes of the NIG distribution are
being exhibited. Firstly in Barndorff-Nielsen (1997) the author derives the mo-
ment generating function by arguing that for fixed values of α, δ and µ the NIG
distributions constitute an exponential model with canonical parameter β and x
as canonical statistic. The norming constant given by equation 4.2 thus implies
that the moment generating function is given as,

M(u;α, β, δ, µ) = exp
[
δ
(√

α2 − β2 −
√
α2 − (β + u)2

)
+ µu

]
(4.4)

As the moment generating function is given for the NIG distribution, this implies
that all the moments can be solved for analytically. Following the solutions found
in Lillestoel (2000), the analytical expressions are given as follows.

Proposition 4. Let G be a random variable following a normal inverse Gaussian
distribution with parameters (α, β, δ, µ). The first four population parameters of
G, expectation, variance, skewness, and kurtosis are then given as:

E[G] = µ+
δβ

γ

V[G] =
δα2

γ3
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4.2. ATTRIBUTES

S[G] =
3β

α
√
δγ

K[G] =
3(1 + 4(β/α)2)

δγ

With γ =
√
α2 − β2.

It should be noted that the given kurtosis is excess kurtosis, that is the kurtosis
is shifted in such a way that the Gaussian distribution has an excess kurtosis
of zero. A NIG distribution will almost surely have a positive excess kurtosis
implying fatter tails than the Gaussian distribution. The exception is the limiting
case of a NIG distribution described below. Additionally from the derived explicit
expressions one finds that for G distributed as NIG(α, β, δ, µ),

S[G]2

K[G]
=

32β2

α2δ
√
α2 − β2

· δ
√
α2 − β2

3(1 + 4(β/α)2)
=

3(β/α)2

1 + 4(β/α)2

⇒ S[G]2 ≤ 3K[G]

5

since kurtosis for a NIG distribution is a strictly positive number and the defined
relationship between α and β given in the definition of the NIG distribution. This
relationship implies a restriction on the skewness of the distribution compared to
the kurtosis.

Following closely from the interpretations of the NIG parameters the density
function will be symmetric, when β = 0, around µ. Also noteworthy is that it will
limit to a Gaussian density function with variance σ2 for β = 0 when α→∞ and
δ/α = σ2 as seen in figure 4.1. The left figure shows the three symmetric NIG
densities all with α = δ and the standard normal distribution. Their parameters
are respectively NIG(0.5, 0, 0.5, 0), NIG(1, 0, 1, 0), and NIG(3, 0, 3, 0) from the one
with the highest to the one with the lowest peak. This illustrates the fast limiting
behaviour of the NIG distribution to the Gaussian distribution. The right graph
in figure 4.1 shows the diverse shapes of the NIG distribution. From very peaked
densities to a skewed density with β 6= 0, more specifically NIG(1, 0.99, 1, 0).
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Figure 4.1: Limiting behaviour and various density forms of the NIG
distribution.

4.3 Decomposition

Applying the exhibition of the theory of Lévy processes, the following section
displays the Lévy decomposition of the NIG process. In order to compute the
decomposition the inverse Gaussian process is briefly introduced. Let IG(δ, γ)

denote the inverse Gaussian distribution with density function,

ig(z; δ, γ) =
1√
2π
δeδγ

1
√
z
3 e
− 1

2
(δ2/z+γ2z)

As mentioned above, the normal inverse Gaussian distribution can be represented
as a mixture of an inverse Gaussian and a normal distribution. This can also
be seen in relation to the subordination theory of Lévy processes. That is the
normal inverse Gaussian distribution, Gt, is a subordinated process obtained by
the composition of a Brownian motion and an inverse Gaussian process.

Gt = µt+ βTt +WTt

Where Wt is a Brownian motion with drift β and diffusion coefficient 1 and Tt

is the inverse Gaussian process with parameters δ and γ, with γ defined as in
proposition 5.
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4.3. DECOMPOSITION

Now following closely the derivations in Barndorff-Nielsen (1997) denoting the
inverse Gaussian process as Tt. Let,

κt(v) = logE[exp(−vTt)]

Then applying the defined density function of the inverse Gaussian process the
above can be restated as,

κt(v) = tδ(
√
γ −

√
γ + 2v)

Following theorem 3 the characteristic function of Gt can then be written as,

φt(u) = exp(κt(u
2/2− iβu)) (4.5)

Let κ(v) = κ1(v) and φ(v) = φ1(v). Then from Halgreen (1979) one has that,

κ(v) = −δ2
∫ ∞
γ/2

w(2δ2(y − γ/2))−1 log(1− v/y)dy (4.6)

With w(x) being given as,

w(x) = π
√
x

Furthermore as shown in Halgreen (1979) it holds that,

− log(1 + u2/2− iβu) =

∫ ∞
−∞

exp(iux)− 1

x2
|x| exp(−

√
(2 + β2)|x|+ βx)dx (4.7)

Combining equations 4.5, 4.6, and 4.7 one finds that the Lévy-Khintchine formula
for the NIG distribution is,

log(φ(u)) = iua+

∫
R
(eiux − 1− iux1|x|≤1)ν(dx)

The characteristic triplet of the NIG distribution is therefore given as (a, 0, ν)

with,

a =
2δtα

π

∫ 1

0

sinh(βx)K1(αx)dx

and

ν(dy) =
δα

π|y|
e−βyK1(α|y|)dy

As the diffusion coefficient is zero this implies that NIG is a pure jump process,
that is it has no continuous parts represented by a Brownian motion. Nevertheless
the jumps of the process are of infinite variation.
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Figure 4.2: Histogram of log returns from the Dow Jones Industrial
Average index with a superimposed NIG distribution.

4.4 Application

The following section is closely related to the previous exposition of non normality
in empirical data. With the introduction of the NIG distribution a parametric fit
can now be more diverse as both skewness and kurtosis can vary in contrast to the
standard Gaussian distribution.

In figure 4.2 the plots depicts the histogram corresponding to that of figure 2.1
for the Dow Jones index, along with a closer look at the left tail. The display of
the entire histogram shows the superior fit of the NIG distribution compared to
that of the normal distribution. This implies that the fitted NIG distribution will
give more observations with relative small changes than the normal distribution
and, as seen from the plot depicting the left tail, more observations with relative
larger changes.

In figure 4.3 computed NIG random log daily changes are shown next to real
observations. The random price changes are computed from the fitted distribution
seen in figure 4.2. Even though the graphs are not entirely identical the computed
changes appear far more probable then those of the fitted normal distribution seen
in figure 2.3. One apparent feature of the computed NIG changes is the lack
of clustering. But when assuming that the returns are independent identically
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4.4. APPLICATION

distributed the NIG distribution provides a very good fit on financial data.
Table 4.1 summarizes the tail observations, ∆d, of the two fitted distributions

and compares these to that of the real observations. For example it is seen that
the fitted NIG distribution shows daily changes of absolute size larger than 4%

approximately 1.4% of the time, this corresponds very well to that observed in
the market. While the Gaussian distribution only assign that such changes occur
0.2% of the time. In sum the NIG distribution follows nicely that of the real
observations, the Gaussian distribution is seen to give far to many in-between
changes. That is when the percentage of changes observed moves from the tails
and closer to the center, the percentage goes from being too low to being too high.
Further illustrating the inconsistency between real world observations and normal
returns.

As seen from figure 4.2 and 4.3 the NIG distribution is desirable in a financial
context, as it is flexible enough to capture the changing distributional forms of the
market. The subsequent sections will introduce financial risk measures, which are
normally applied using the Gaussian distribution. With this introduction to the
NIG distribution, following the exposition on financial risk measures, an applied
investigation will display the promising use of the NIG in contrast to the Gaussian
distribution.

4.4.1 Random variates and sample paths

For later use in simulations the act of creating random deviates for the NIG distri-
bution is introduced. The method described is found in Raible (2000) and applies
the fact that NIG distributions are variance-mean mixtures of normal distribu-
tions with an IG mixing distribution. Therefore the first task is to create an IG

Distribution ∆d > |0.04| ∆d > |0.025| ∆d > |0.005|

Real observations 1.4% 5.2% 54.9%
NIG distribution 1.4% 5.0% 55.7%
Gaussian distribution 0.2% 4.4% 69.9%

Table 4.1: Percentages of tail observations.
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Figure 4.3: Log daily changes in the Dow Jones Industrial Average
index (top) and the corresponding fitted NIG distribution.

distributed random variable, then creating a standard normal random variate a
NIG random variate is simply created as a combination of the two. The steps of
an algorithm applying the above could be sketched as follows: Let Z ∼ IG(δ, γ)

then in Michael et al. (1976) it is shown that,

(γZ − δ)2

Z
∼ χ2

1
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4.4. APPLICATION

This relation implies that a inverse Gaussian random variate can be simulated by
first generating V ∼ χ2

1, where it should be noted that a χ2
1 random variable can

be generated simply as the square of a standard normal random variate. It follows
further that if γ = 0 then Z = δ2

V
is IG(0, δ) distributed. While for γ > 0 Z is not

uniquely determined as the resulting equation has the following two roots,

z1 =
δ

γ
+
V

γ2
−
√

2V δ/γ3 + (V/γ2)3,

z2 = (δ/γ)2/z1

Michael et al. (1976) show that the root z1 should be chosen with probability,

pz1 =
δ

δ + γz1

Summing up the algorithm for sampling from the normal inverse Gaussian distri-
bution.

1. Generate γ as γ =
√
α2 − β2

2. Check if γ = 0. If true then generate: V ∼ χ2
1, Z = δ2/V , and return

X =
√
ZN where N ∼ N (0, 1)

3. Else generate V ∼ χ2
1, and U ∼ U [0, 1]

4. Compute the roots z1 and z2 and the probability with which they should be
chosen, pz1 .

5. If U > pz1 then Z = (δ2/γ2)/z1 else Z = z1

6. Finally return X = µ+ βZ +
√
ZN

X is then a NIG(α, β, δ, µ) random variate. To simulate an increment of the NIG
process from ti to ti+1 generate a sample Z from the inverse Gaussian distribution
with parameter δ(ti+1 − ti) and γ then,

X(ti+1) = X(ti) + βY +
√
Y N

37





5 Risk measures

In light of the recent events in the financial sector awareness of regulatory changes
to financial risk modelling has increased drastically. But this always seems to be
the case when financial crisis hit the forefront of everyday press. This can be ex-
emplified by the introduction of the Glass-Steagall Act in the USA as a response
to the Wall Street crash of 1929. Which separated commercial banking and in-
vestment banking to avoid future contagion effects between the entities. Another
example is the continuous effort by the Basel Committee on Banking Supervision
(henceforth BCBS), who distributes the Basel Accords on regulatory standards
for banks. Whereas the Glass-Steagall Act was based on an intuitive feel for risks
by descaling the industry. The Basel Accords starting with the introduction of
Value-at-Risk (henceforth VaR) in 1996 focused on mathematically constraining
financial risks.

This section will focus on the mathematical approach of defining and measuring
risk. Beginning with an exhibit on what a coherent risk measure should fulfil based
on the ideas expressed in Artzner et al. (1999). Afterwards two mathematically
defined risk metrics VaR and Expected Shortfall (henceforth ES ) are introduced
and subsequently discussed.

5.1 A coherent measure

In Artzner et al. (1999) the authors defined in a rigorous way, how a risk measure
should function in order to be considered coherent. Through four distinct axioms
they managed to formulate the concept of a coherent risk measure, using precise
statements of the intrinsic nature of risk. Thus translating complex reality into
a simpler mathematical framework. Subsequently risk management has become a
science in itself with distinctly specified rules and much academic attention.

As earlier letting Ω denote the possible set of states of nature, and assuming
that it is finite. When considering Ω as the set of outcomes of an event, its value
will be denoted by X. Further letting G be the set of all risks, thus the set of all
real-valued functions on Ω.
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Definition 9. Consider a set G of real-valued random variables. A function ρ

mapping G into R is called a coherent risk measure if it is:

1. Monotonous:

X1, X2 ∈ G, X1 ≤ X2 ⇒ ρ(X1) ≤ ρ(X2)

2. Subadditive:

X1, X2, X1 +X2 ∈ G ⇒ ρ(X1 +X2) ≤ ρ(X1) + ρ(X2)

3. Positively homogeneous:

X1 ∈ G, λ > 0, λX1 ∈ G ⇒ ρ(λX1) = λρ(X1)

4. Translation invariant:

X1 ∈ G, a ∈ R ⇒ ρ(X1 + a) = ρ(X1)− a.

For a specific risk X if the measure ρ assigns a positive value to ρ(X) this
should be interpreted as ρ(X) being the minimum extra cash the investor should
assign to the risky position X in order to behave prudently. If the value is negative
the amount can be withdrawn from the position. The following example will elicit
the implications of the above definitions.

Example 5.1.1. If the value of a portfolio X1 never exceeds that of a portfolio
X2. That is X1 will always have larger losses and smaller gains than X2. Then the
risk of portfolio X2 should never exceed the risk of portfolio X1, which illustrates
the principle of monotonicity.

Now consider what would happen if the two portfolios were combined. Apply-
ing the diversification principle the combined portfolio X1 + X2 cannot be more
risky than the two individual risks. This supports the subadditivity definition.

The axiom of positive homogeneity implies that risk scales proportionally to
the portfolio size. Thus doubling a position in a portfolio X1 should expose one
to double the risk. One could argue that this only holds for smaller and thus
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5.2. VALUE-AT-RISK

more liquid positions. Since, when the relative size increases and/or the liquidity
decreases, the situation might infer risk increasing more rapidly than portfolio size.

Finally the axiom of translation invariance gives that when adding a highly
liquid asset to a portfolio, e.g. cash, this will in turn act as insurance lowering the
risk of the combined portfolio X1 + a by the amount a.

Henceforth the above listed axioms will be treated as guidelines for a proper
risk measure.

5.2 Value-at-Risk

The most common risk measure in finance after volatility is VaR. It is a single
measure conceived to help the actual decision about taking a risk. VaR is sup-
posed to be a single summary statistical measure of risk, applicable when markets
behave as under typical conditions with low day-to-day price changes. Despite
apparent flaws investigated below, the measure has been the measure of choice
since its recommended use in the regulatory framework BCBS (1996). A thorough
exposition on the history of VaR can for example be found in Holton (2002).

Definition 10. The loss on a trading portfolio such that there is a probability
(1 − α) of losses equalling or exceeding VaR in a given trading period and a α
probability of losses being lower than the VaR.

The risk measure is thus created to answer the question:

(a) What is the minimum loss incurred in the α worst cases of our portfolio over
a t-day horizon?

And usual denotations are VaR(α) or VaRα to elicit the dependence of a chosen
probability. There is no common convention in academic literature on the sign of
VaR. Thus for clarification the convention used throughout this thesis is stated.
Herein the common approach of referring to VaR as a positive number using low-
probability terminology will be applied. The following simple numerical example
will illustrate the convention.
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Example 5.2.1. Consider the following discrete case of a single stock. The price
of today is 100 and in one day it will have one of the values 90, 95, 100, 105, 110
each with equal probability. Then the one-day VaR(0.05) = 10, while the one-day
VaR(0.25) = 5.

From the definition of VaR it is seen that VaR can be interpreted as a quantile
on the specified distribution describing the characteristics of the investment. A
quantile is more rigorously defined as:

Definition 11. The lower α-quantile of X is,

x(α) = qα(X) = inf{x ∈ R : P[X ≤ x] ≥ α}

The upper α-quantile of X is,

x(α) = qα(X) = inf{x ∈ R : P[X ≤ x] > α}

Where the notation of x is used when the dependence on X is evident otherwise
the q notation will be used. Further it should be noted that the upper quantile can
be stated as x(α) = sup{x ∈ R : P[X ≤ x] ≤ α}. While {x ∈ R : P[X ≤ x] > α}
⊂ {x ∈ R : P[X ≤ x] ≥ α} gives that the lower quantile level is always less than or
equal to the upper quantile level. A simple illustration of this is seen in figure 5.1,
where the left plot displays the entire distribution and the VaR(0.05) is shaded
and the right plot displays the left tail with respectively the VaR(0.01) level and
the VaR(0.05) level.

Now for a more mathematical specification of VaR. Indicating a profit or a loss
of a portfolio by the random variable Q, and letting q be a specific realisation.
Then when the density of the portfolio performance is denoted by fq(·), VaR is
given as:

P[Q ≤ −VaR(p)] = p

or equivalently,

p =

∫ −VaR(p)

−∞
fq(x)dx.
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5.2. VALUE-AT-RISK
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Figure 5.1: VaR for a NIG distribution.

where one recognises the relation to the quantile definition. The minus sign is used
because VaR is a positive number indicating a loss, implying that the integration
is over losses being larger and thus more negative than VaR. Additionally the
common misunderstanding that VaR implies normality of returns is seen to be
untrue, since the density fq(·) can be any given distribution. Nevertheless the
Gaussian distribution is the most common distribution assumption, in which case
volatility provides the same information as VaR, since VaR in that case is simply
a constant multiplied by volatility. This can be seen from the following example.

Example 5.2.2. Suppose the present value of a portfolio is X = 1 DKK and that
the volatility is also σ = 1 assuming normally distributed returns. If p = 0.05 then
VaR(0.05) = −Φ−1(0.05) = 1.64 with Φ−1 denoting the inverse standard normal
distribution function. If the value of the portfolio or the volatility varies from 1
the VaR is simply given as,

VaR(0.05) = σ1.64X

When computing a sought after VaR, three steps has to be considered in gen-
eral. Firstly the quantile needs to be specified, commonly levels of 1% - 5% are
used. But higher quantiles might be used on trading floors of investment banks for
daily risk assessments, while the lower quantiles might be applied in long-run risk
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analysis for pension funds. Secondly the holding period for which the VaR should
be calculated has to be determined. In the case of active traders a one-day VaR
could be more relevant than 100-day VaR, which in turn could be more relevant
for an institutional investor. Thus related to the discussion of the assumption of
homogeneity amongst investors, a VaR risk model is able to incorporate a degree
of diversity amongst investors. And lastly the probability distribution has to be
identified for which the profit and loss of the portfolio can be calculated. This is
considered the most essential part of risk modelling as erroneous assumptions will
lead to irrelevant results. But nevertheless all three aspects have to be considered
when calculating the risk of an investment. In practice three main approaches
are used: historical simulation, parametric method and Monte Carlo simulation.
These will be investigated subsequently.

5.2.1 Issues with VaR

As discussed in for example Daníelsson (2011) three main issues arise when apply-
ing VaR as a risk measure:

1. VaR is a quantile measure.

2. VaR is not a coherent risk measure.

3. VaR is easily manipulated.

Some elementary considerations as to why it is problematic that VaR is a
quantile risk measure imply looking at the quoted definition (a) above. One may
wonder why only the minimum potential loss should be considered irrespectively
of the amplitude of the other losses. That is VaR is actually a value depicting
the best of the worst case scenarios, hence it will systematically underestimate
the potential losses for a specified level of probability. Such a property seems
inappropriate for a risk measure. The following small example further illustrates
this paradox.

Example 5.2.3. Consider a portfolio A consisting of long call and put options
positions such that it has a present value of 10000 DKK and a maximum downside
level of 1000 DKK which is supposed to occur in the worst 5% cases at a fixed
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5.2. VALUE-AT-RISK

time horizon of t. Additionally consider a portfolio B consisting of short future
positions also presently valued at 10000 DKK, but since the future positions are
short they carry unbounded potential losses. Now since the definition of VaR only
implies stating the maximum 95% best cases potential loss, a t-day VaR of 1000
DKK is achievable. Hence according to VaR(0.05) the two portfolios are equally
risky.

Looking at the axioms from definition 9 and more specifically the third one
concerning subadditivity. If this holds then a portfolio of assets should be less
than or equally risky, as the subcomponents of the portfolio. In case the axiom
does not hold one could obtain the result that diversification increases risk. An
example will illustrate whether the axiom holds for VaR.

Example 5.2.4. Consider an asset X which has a 4.9% chance of a return of −100

and a 95.1% chance of a return of 0. This will imply that the VaR(0.05) = 0 while
the VaR(0.01) = 100. Now suppose that an equally weighted portfolio consists
of two independent assets with returns characterised as asset X. Let the assets
be denoted by X and Y . Since the probability of at least one of the assets has a
negative return can be computed as,

P(X < 0 or Y < 0) = 1− (0.951 · 0.951) ≈ 0.1

This leads to the portfolio being more risky than the individual assets and hence
violates the axiom of subadditivity:

VaR(5%)(0.5X + 0.5Y ) ≈ 50 > VaR(5%)(X) + VaR(5%)(Y ) = 0

In practice however, since VaR is usually applied based on an assumption of
normal returns it is actually subadditive. Since as previously shown that VaR in
a Gaussian setup is proportional to the volatility that in turn is subadditive, VaR
will also become subadditive. The subadditive property of volatility is realised by
applying the definition of portfolio variance:

σ2
pf = w2

Xσ
2
X + w2

Y σ
2
Y + 2wXwY ρσXσY

= (wXσX + wY σY )2 − 2wXwY σXσY + 2wXwY ρσXσY

= (wXσX + wY σY )2 − 2wXwY (1− ρ)σXσY

⇒ σpf ≤ wXσX + wY σY
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Where wi are the respective portfolio weights and ρ the correlation between the
two assets. Additionally in a recent article Daníelsson et al. (2013) show that
theoretically a VaR portfolio measure is subadditive in the relevant tail region,
while if relying a simulation method called historical simulation, VaR estimations
might violate the subadditivity axiom. Thus VaR might not be as poor a risk
measure as some make it, based on a subadditivity argument.

The moral hazard issue of manipulating with VaR is possible, due to the re-
liance on a single quantile of the assumed distribution. The following example
illustrates the issue.

Example 5.2.5. Assume that the VaR of a portfolio before any desirable alter-
ations is equal to VaR0, but the manager would like to change this value such
that VaR1 < VaR0, ie. the manager wants the portfolio to appear less risky. This
manager can achieve this by selling a put option with a strike marginally below
VaR0 and buying an option with a strike marginally above VaR1. The manipu-
lative strategy only succeeds in lowering VaR for the desired target probability,
while for all other probabilities VaR will most likely increase. Furthermore as the
long put has a higher strike price than the short put it is naturally more expensive,
therefore the profitability of the portfolio also decreases due to the manipulation.

This is a perverse result since the manipulation lowering the VaR results in
an increase of risk and lowers profit, while regulators intentions are probably the
opposite.

Based on this discussion a natural revision could imply looking at a central
estimate of the left tail rather than a maximum estimate. This could provide a
more appropriate measure better at describing the risk of an investment as the
tail distribution will affect the final result. In the following section one such risk
measure is described.

5.3 Expected Shortfall

The introduction of an academic definition of a coherent risk measure in Artzner
et al. (1999) sparked a great interest in the field of risk management in academia.
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5.3. EXPECTED SHORTFALL

With a mathematical definition consisting of intuitive characteristics, the weak-
nesses of one of the most applied risk measures VaR became exposed. Since, several
variants of Expected Shortfall have been introduced to overcome the problem of
lack of subadditivity and to contain more information of the tail distribution. In
Acerbi and Tasche (2002) the authors investigate a key selection of the proposals.
In the following their approach to comparing the varying measures will be followed.

Related to the question answered by the risk measure VaR a natural modifica-
tion would be to instead ask:

(b) What is the expected loss incurred in the α worst cases of our portfolio over
a t-day horizon?

This question implies that the respective risk measure has to take into consid-
eration the entire tail distribution when being computed. The question is easily
translated into a feasible mathematical expression when the underlying distribu-
tion is continuous. It is then simply given as the conditional expected value below
the desired quantile. The measure tail conditional expectation was introduced in
Artzner et al. (1997) and can be stated as follows:

Definition 12. Assume E[X] <∞. Then TCE(α)(X) = −E[X|X ≤ x(α)].

Whereas the mathematical expectation is defined by,

E[X] =

∫ ∞
−∞

xf(x)dx.

In the case of TCE, expectations will only be taken from −∞ to x(α). While
this risk measure is subadditive for continuous distributions this is not the case in
general as shown in example 5.3.1 below.

An intuitive approach to understanding the question related to a left tail cen-
tral estimator could be as follows. Assume a large number n of realisations are
distributed as realisations of the random variable X and that this collection is
contained in {Xi}{i=1,...,n}. Then sorting the realisations in increasing order, the
average of the left tail quantile is easily calculated by averaging the first n · α
values. In mathematical terms this can be done by defining the order statistics
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X1:n ≤ ... ≤ Xn:n as the sorted realisations of Xi and then approximating the first
n · α values of the realisations for example by,

w = max(m|m ≤ nα,m ∈ N) ≈ nα (5.1)

Thus the α worst cases will be denoted as the set {X1:n, ..., Xw:n}. This can also
be seen as a natural way to estimate the α-quantile x(α), that is x(α)(X) = Xw:n.
Furthermore the natural estimator for the expected loss in the α worst cases is
now simply given as,

ES(α)
n (X) = −

∑w
i=1Xi:n

w
= −(average of α worst cases) (5.2)

which later will be identified as the α Expected Shortfall of the sample. Whereas
the natural estimator for TCE is given as,

TCE(α)
n (X) = −

∑n
i=1Xi1{Xi≤Xw:n}∑n
i=1 1{Xi≤Xw:n}

= −(average of all Xi ≤ x(α)n ).

The natural estimator of TCE need not be equal to ES as it in general can be
the average of more than w outcomes. This will be the case when the underlying
distribution is discrete and at the same time more than one outcome satisfies
Xi = Xw:n.

Expanding the proposed definition of Expected Shortfall yields,

ES(α)
n = −

∑w
i=1Xi:n

w
= −

∑n
i=1Xi:n1{i≤w}

w

= − 1

w

(
n∑
i=1

Xi:n1{Xi:n≤Xw:n} −
n∑
i=1

Xi:n

(
1{Xi:n≤Xw:n} − 1{i≤w}

))

= − 1

w

(
n∑
i=1

Xi1{Xi≤Xw:n} −Xw:n

n∑
i=1

(
1{Xi:n≤Xw:n} − 1{i≤w}

))

= −n
w

(
1

n

n∑
i=1

Xi1{Xi:n≤Xw:n} −Xw:n

n∑
i=1

(
1

n
1{Xi:n≤Xw:n} −

w

n

))
(5.3)

Assuming now that the previous approximation in equation 5.1 becomes an equal-
ity for very large n implying that w = nα. Further assume that,

lim
n→∞

Xw:n = x(α) (5.4)
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5.3. EXPECTED SHORTFALL

with probability 1. Then equation 5.3 could be rewritten as,

lim
n→∞

ES(α)
n (X) = − 1

α

(
E[X1{X≤x(α)}]− x(α)(P[X ≤ x(α)]− α)

)
(5.5)

Now as quantile estimation is a delicate matter equation 5.4 does not hold in
general, whereas equation 5.5 is more robust and is shown in Acerbi and Tasche
(2001) to hold in general. Hence the definition of Expected Shortfall can now be
given.

Definition 13. Let X be the profit-loss distribution of a portfolio on a specified
time horizon t and let α be some specified probability level. The Expected Shortfall
at level α of the portfolio is then defined as,

ES(α)(X) = − 1

α

(
E[X1{X≤x(α)}]− x(α)(P[X ≤ x(α)]− α)

)
This definition appears to differ greatly from that of TCE and also looks a

great deal more complicated. But appearances can be deceptive, the concept it
expresses is the literal translation of the sought question (b). Whereas TCE in
fact answers a much more complicated question than (b).

A better insight is obtained of the term x(α)(P[X ≤ x(α)] − α), when it is
interpreted as the exceeding part that has to be subtracted from the expected
value E[X1{X≤x(α)}] in the event, that a realisation which is less than or equal
to the quantile estimate, has a probability larger than α. While if working with
a continuous distribution, this will always give that P[X ≤ x(α)] = α. Thus the
last term vanishes, boiling down the definition of ES to that of TCE. Furthermore
when working with continuous distributions the expression for ES can be rewritten
as,

ES(α)(X) = −E[X|X ≤ VaRα(X)] = −
E[X1{X≤x(α)}]

P[X ≤ x(α)]

= − 1

α
E[X1{X≤x(α) ] = − 1

α

∫ x(α)

−∞
xdFX(x)

= − 1

α

∫ α

0

qu(FX)du = − 1

α

∫ α

0

VaRu(X)du. (5.6)

The following example will try to illustrate the differences between the defined risk
measures and serve as an indication, that ES is preferable to VaR and TCE.
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Example 5.3.1. Consider the probability space (Ω,F ,P) with Ω = {ω1, ω2, ω3},
F the set of all subsets of Ω and P is specified by,

P[{ω1}] = P[{ω2}] = p and P[{ω3}] = 1− 2p,

where p should be chosen such that 0 < p < 1/3. For a fixed number N let
Xi, i = 1, 2, be two random variables defined on the given probability space with
values,

Xi(ωj) =

−N, if i = j,

0, otherwise.

Further choose α such that 0 < α < 2p. Applying these assumptions on the
described risk measures; VaR, TCE, and ES, gives table 5.1.

Risk measure p < α < 2p p = α p > α

X1,2 X1 +X2 X1,2 X1 +X2 X1,2 X1 +X2

VaR(α) 0 N 0 N N N

TCE(α) Np N Np N N N

ES(α) Np/α N N N N N

Table 5.1: Values of risk measures.

From table 5.1 the following inequalities should be noted,

VaR(α)(X1) + VaR(α)(X2) < VaR(α)(X1 +X2),

TCE(α)(X1) + TCE(α)(X2) < TCE(α)(X1 +X2).

Which holds for p ≤ α. Thus TCE can not in general be subadditive as this
shows an example of the opposite. Whereas the risk measure ES is shown to be
subadditive in this example.

The above example gave of hint of ES being a coherent risk measure, in the
following this will be examined further.
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5.3. EXPECTED SHORTFALL

5.3.1 Subadditivity of ES

Recalling the natural estimator of ES in equation 5.2. The subadditive property
of ES can then in fact be proved at a glance,

ES(α)
n (X + Y ) = −

∑w
i=1(X + Y )i:n

w

≤ −
∑w

i=1Xi:n + Yi:n
w

= ES(α)
n (X) + ES(α)

n (Y )

Where the inequality stems from the fact that the simultaneous statistic is sorted
such that a pair could consist of a large value and a small value, while the inde-
pendent statistics are sorted before they are added implying that a small value is
summed with another small value. A more rigorous proof is stated in Acerbi et al.
(2008) where the limiting behaviour is not used in the definition as above.

A consequence of ES fulfilling the subadditivity axiom is that one can say
that in full generality it is impossible to build examples in which ES violates the
definition of a coherent risk measure. Therefore perverse results will not appear
when applying ES to rank the relative riskiness among portfolios.

5.3.2 Issues with ES

In spite of the theoretical and intuitive advantages stated above, in practice VaR
has previously been preferred over ES. This could essentially be due to:

1. Computing ES involves first computing VaR and then finding the expected
value of the left tail. Thus there are now at least two sources of errors that
could invalidate the result.

2. Validating the resulting ES value through historical data is much more com-
plicated than VaR. As with VaR the value computed should be found in the
historical data as a realised value, whereas ES requires estimating the tail
expectation. For example when assessing ES(1%) on a data series with 200
entries, the expectation will only be calculated from two realised values.

Nevertheless the Basel Committee on Banking Supervision in a consultative doc-
ument (BCBS, 2012) proposes moving from VaR to ES stating that:
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“Unlike VaR, ES measures the riskiness of an instrument by considering both
the size and likelihood of losses above a certain threshold ... In this way, ES
accounts for tail risk in a more comprehensive manner”.

While later stating that the above listed issues related to the computation of ES
need not be valid:

“Despite criticism focused on the complexity, computational burden, and
backtesting issues associated with ES, the recent literature suggests that many
issues have been resolved or have been identified as less severe than originally
expected”.

The main aim of the proposal by the BCBS in their fundamental review is to
contribute to a more resilient banking sector. One of the key elements is that ES
will be able to capture tail events. This is as argued for above true, but other
matters also need to be attended. For example the performance of financial risk
measures is severely hindered by the cyclically behaviour of its users. This will
be the case in a ES regime as well as it was under the VaR regime. Furthermore
according to BCBS (2012) an identified weakness is VaR’s inability to adequately
capture other risks such as credit and liquidity risk. A matter which ES without
doubt will not be better at, due to its close similarity to VaR. Also as will be argued
subsequently the validation procedure of an ES model is much more complex and
hence understanding where and when a model fails cannot easily be done. As
a final note the following quote from Haldane and Madouros (2012) should be
remembered.

“Modern finance is complex, perhaps too complex. Regulation of modern
finance is complex, almost certainly too complex. That configurations spells
trouble. As you do not fight fire with fire, you do not fight complexity with
complexity. Because complexity generates uncertainty, not risk, it requires a
regulatory response grounded in simplicity not complexity”.

Nevertheless due to the statement of the BCBS and the finding the ES is coherent
while VaR is not. The rest of this thesis will focus on computing ES and investi-
gating which approaches are most appropriate for practical usage without to many
sacrifices on e.g. computational time or mathematical elegance.
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6 Simulation

In the previous exposition of VaR and ES the forecasting has been done on the
basic assets; stocks and foreign exchange. But with more complicated assets such
as bonds, options or portfolios of assets more complex methods have to be used.
One could resort to methods applying the analytical solutions of bonds and options,
but as seen in for example Daníelsson (2011) analytical estimations need not be
highly mathematically complex, but nevertheless these approximations yield poor
results. Therefore a simulation like approach will be used in what follows, while
analytical methods are not reviewed. The focus is still on basic assets as the
purpose of this thesis is to assess which methods perform the best, whereas future
research measuring risk of complex assets could be based on the results found
herein.

Firstly a bootstrapping method, which is non-parametric, implying that there
are no distribution assumptions, will be described. And afterwards a parametric
and a Monte Carlo approach will be applied relying on the described NIG distribu-
tion as well as the Gaussian distribution. The approaches will later be compared
in case studies involving both probable and improbable events.

An important aspect when simulating financial risk measures is the so called
window size. This relates to the number of historical observations used to create
the pseudo distribution in historical simulation. Furthermore, does it determine
the number of observations that the statistical distribution has to be fitted to in
the Monte Carlo simulation setup or when applying the parametric method. That
the window size highly affects the risk measure forecast estimates is easily realised.
For example, having a small window size implies that extreme observations will
greatly affect forecast estimates. While on the contrary, a large window size will
imply that the forecast estimates are more static. See example 6.1 in the following
section for an illustrative example on the effect of varying window sizes in a histor-
ical simulation setup. As a consequence the model types are limited and greatly
affected by the chosen window size, as will be seen in the subsequent case studies.
This is the reason for the practice of testing the significance and relevance of the
forecasting models known as backtesting, a procedure that will be introduced later
to validate the models.
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6.1 Historical simulation

The act of pseudo simulating return distributions from historical observations is
called historical simulation (HS) or bootstrapping. The method creates an empir-
ical distribution using past observed price changes, which in turn is then applied
in a simulation. The underlying idea behind bootstrapping is that sampling from
observed historical returns allows for consistency with observed data, as it is as-
sumed that future returns will be drawn from the same distribution. For example,
given that one has observed the following returns {r1, r2, r3, r4, r5} over a 5-day
period, then a bootstrapping approach will randomly select one of these returns as
a 1-day return. Thus the procedure randomly mixes past returns to create future
returns.

The advantage of a bootstrapping approach is that it can be consistent with
any distribution of returns, since no assumptions are made on the distribution.
Therefore if a market crash event has happened once every 10 years in the em-
pirical data, the bootstrapping distribution will on average also lead to market
crash event once every 10 years. Conditional on the inclusion of those historical
observations in the window used. On the other hand the random mixing of past
returns obstructs persistences in the data. An example could be, that if the data
exhibited volatility persistence in certain periods, this would not be the case in
the reshuffled distribution. Another complication could be the common financial
disclaimer that realisations of the past are not necessarily good indicators of the
future, and thus no historical information will aid in forecasting the future.

Computing univariate measures of VaR and ES by HS is straightforward. It
follows closely to the intuitive approach applied in deriving the financial risk mea-
sure ES. Briefly reiterated the method is as follows:

1. Sort the historical returns in a vector.

2. The (w · α)th position in the vector will correspond to the VaR(α) value.
Where w is calculated as in equation 5.1.

3. Then ES(α) is simply computed by calculating the mean of the first (w · α)

positions.
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6.1. HISTORICAL SIMULATION

Window size 02/01/08 04/01/10 03/01/12

500 33.71 DKK 117.38 DKK 59.77 DKK
750 31.30 DKK 112.86 DKK 91.10 DKK
1000 30.61 DKK 105.55 DKK 105.55 DKK

Table 6.1: HS one-day ES at 1% for General Electric.

From the above description one sees that the sample size has to be relative large
in order for the historical simulation to have relevance. For example a sample size
of 200 will imply that VaR(0.01) is the second smallest value observed, and thus
ES(0.01) is the average of two observations. The following small example briefly
illustrates the necessity of choosing an appropriate window size.

Example 6.1.1. This example will illustrate the importance of window size when
computing risk measures using HS. The analysis is made on a stock contained in the
Dow Jones index, namely General Electric Company. In table 6.1 computed values
of one-day ES forecasts are given for three different window sizes, respectively: Two
years (500 observations), three years, and four years. It is further assumed that a
portfolio worth 1000 DKK is held in the company.

As seen in example 6.1 the chosen window size has inconsistent effects. This is
simply due to the inclusion or exclusion of periods with greater uncertainty, which
is also illustrated in figure 6.1. Figure 6.1 illustrates the computed daily risk es-
timates of ES. For easier comparison the portfolio value has been normalized and
the convention of reporting ES as a positive number has been dropped. The win-
dow sizes are respectively two years, four years and eight years. While the sample
examined starts in the beginning of 1989 and ends in May 2013. Additionally in
figure 6.1 one should notice that for longer periods of even turbulence the com-
puted ES value coincide independent of the chosen window size, while brief period
of turmoil persists longer when a large window size is applied and vice versa for
small window sizes. But still, as mentioned above, no quick conclusions can be
drawn from the visualisation, hence a backtesting procedure should be used to
select an appropriate model.
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Figure 6.1: Log daily changes and HS one-day ES at 1% for General
Electric.

6.2 Parametric method

For basic assets, derivations of VaR and ES via a parametric method (PM) are
possible when distributional assumptions are applied. In general the procedure
applies parameter estimation through maximum-likelihood estimation, as well as
numerical estimation of the inverse distribution function and of the expectation
integral. If one assumes that the chosen distribution is mainly characterised by
its variance and hence neglects higher moments the approach of Daníelsson (2011)
can be used. Using continuously compound returns, that is,

rt = logPt − logPt−1

and assuming that the average return is zero. The approach applies the definition
of VaR as a quantile measure and using continuously compounded returns, one
finds,

p = P (Pt − Pt−1 ≤ −VaR(p))

= P (Pt−1(exp(rt)− 1) ≤ −VaR(p))

= P
(
rt
σ
≤ log

(
−VaR(p)

Pt−1
+ 1

)
1

σ

)
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6.2. PARAMETRIC METHOD

where Pt is the day t end of day price or the portfolio value. The rewrite holds
since VaR(p)/Pt−1 ≤ 1. Now denoting the distribution of the standardised returns,
rt/σ, as F and the related inverse distribution as F−1. One finds VaR as,

VaR(p) = −(exp(F−1(p)σ)− 1)Pt−1 ≈ −σF−1(p)Pt−1 (6.1)

where the approximation holds when F−1(p)σ is small. Equation 6.1 thus gives the
VaR for holding one unit of the asset. Having obtained the VaR estimate this can
then be used in the derivation of an ES estimate. Standardising the VaR estimate,
that is simply using the inverse value computed, the ES estimate is found as,

ES(p) = −σ
p
Pt−1

∫ −F−1(p)

−∞
xF (x)dx (6.2)

Where the distribution function F as above is the standardised distribution, that
is it has a mean of zero and a standard deviation of one. While σ is estimated from
the returns within the window of observations and thus stems from an estimated
distribution. Thus when applying equation or 6.1 or 6.2 one simply estimates the
relevant volatility of the sample and then scales appropriately.

Example 6.2.1. Using stock returns of General Electric Company as in example
6.1, but focusing on realised returns from the beginning of 2000, as well as applying
the same conventions for ES. This example applies equation 6.2 assuming that
the returns are Gaussian distributed and NIG distributed, while the volatility is
estimated for a window size of 500 observations. Figure 6.2 displays the results,
for comparison the HS is included as the red line, while the blue is ES assuming
a NIG distribution and the green is when assuming the returns follow a Gaussian
distribution.

From example 6.2.1 it could appear that assuming conditional normal returns
leads to an underestimation of risk. The reason being that while the NIG ES
and the HS ES estimates follow each other more closely, the normal ES estimates
appears to be significantly lower. This is obviously because the NIG distribution
is more flexible and thus better at mimicking the empirical distribution.

Above it is mentioned that the derivations of equation 6.1 and 6.2 does not
hold in general, as higher moments are assumed constant. But as seen in the
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Figure 6.2: Log daily changes and parametric ES for General Electric
Company.

empirics of section 2 and 4, varying higher moments is exactly what is needed to
capture market behaviour. Instead one could apply the following general approach
for continuous distributions. After estimating the parameters for a given assumed
distributional form of the returns. Then recalling equation 5.6 yields,

ES(p)(X) = −1

p
Pt−1

∫ p

0

VaR(u)(X)du (6.3)

using the estimated parameters to define the appropriate VaR(p)(X) distribution
leads to all information of higher moments being applied. Therefore the estimation
of equation 6.3 does not imply simplifications, and should be used for distribution
where skewness and kurtosis are affected by the estimated parameters.

Example 6.2.2. In figure 6.3 equation 6.3 is applied with the same distributional
assumptions as in example 6.2.1. The grey line depicts the normal distribution
ES while the yellow line depicts the NIG ES. Furthermore along with returns
of General Electric Company, returns of Coca Cola are also used to compute
ES values. For comparison the related HS simulation is included along with the
approximations of example 6.2.1. It is noticed that while the NIG ES estimates
might vary greatly dependent on whether equation 6.2 or 6.3 is used, the same
does not hold for the Gaussian distribution.
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6.2. PARAMETRIC METHOD
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Figure 6.3: Log daily changes and parametric ES for General Electric
Company (top) and Coca-Cola.

The finding of example 6.2.2 implies that in later studies the Gaussian dis-
tribution will be estimated using equation 6.2, while the NIG estimates will be
computed applying equation 6.3.

Forecasts based on estimated parameters of distributions might be problematic
due to estimation errors and possible erroneous distribution assumptions. Also
the added complexity appears to add little other than increased complexity and
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computational time. Therefore when historical simulation is possible this appears
to be preferred for basic assets. But a backtest is needed to reveal whether HS
performs better than PM in a greater variety of cases.

6.3 Monte Carlo simulation

Applying the relation between probability and volume a Monte Carlo simula-
tion (MC) uses the sampling of a large magnitude of random variates in creating
probability estimates of events. Whereas historical simulation is a very intuitive
approach one could argue that it will have inevitable gaps in tail observations.
Fitting a theoretical distribution will imply a smoothing of the tail enabling a
greater variety of events. The Monte Carlo simulation thus gets around the artifi-
cial feature of an empirical distribution, it is a numerical method based on random
variates from an entire distribution. The concept of Monte Carlo simulation is to
compute a large variety of future possible scenarios from a fitted theoretical distri-
bution, then as the sought object is the mathematical expectation, averaging the
large sample should prove a good approximation.

Important limitations when applying a MC are: Distributional assumptions
and computational speed. As for the parametric method of the previous section
the quality of the output is highly affected by the quality of the model chosen. As
previously mentioned, MC is build on the relation between probability and volume.
Thus in computing accurate values of interest such as derivative prices and risk
measures, a very large simulation size is needed. This can in some cases be very
time consuming and be affect the quality of the randomness in the sample. Various
techniques can be applied to reduce computational time; for example implementing
of quasi random number generator. But such subjects are beyond the scope of
this thesis. A great source on Monte Carlo methods in finance is Glasserman
(2003), where the author discusses a variety of possible solutions aimed at easing
computations.

To obtain values for VaR and ES, a stepwise simulation approach will be de-
scribed. But firstly a Lévy process model for stock prices is introduced following
Raible (2000). Let (St)t∈R+ be a stock price process which is assumed to have the
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6.3. MONTE CARLO SIMULATION

form,

St = S0 exp(rf t) exp(Lt) (6.4)

With rf being a risk-free rate and L an integrable Lévy process. In some cases it
might be relevant to simplify equation 6.4, that can be done by realising that r̃t
with r̃ ≡ rf t + Lt is again a Lévy process. This would lead to the simpler form
St = S0 exp (r̃t), which is what will be applied in the following. Having defined a
model for stock prices, simulating one-day returns of an asset and then applying
a derivative pricing formula to the simulated future asset price will yield a future
derivative price. Thus the simulated profit-loss can be computed as the difference
between the simulated future value and the known value at the present. The
simulation to obtain the MC ES(p) is summarized in the following steps.

1. Compute the initial portfolio value, Vt.

2. Simulate N one-day returns, r̃t+1,i, i = 1, ..., N from a given distribution.

3. Calculate the one-day future asset price by equation 6.4.

4. Compute the one-day future portfolio value applying the relevant pricing
formulas, Vt+1,i.

5. The simulated profit-loss is then given as qt+1,i = log(Vt+1,i/Vt).

6. Finally ES can be obtained as the mean of the N · p smallest values.

More specifically, when assuming a NIG distribution can describe one-day returns,
step 2 is done by applying the random variables approach of section 4. For a
portfolio consisting of basic assets this method will lead to a ES value converging
to that found by applying a parametric method, as N tends to infinity. Figure
6.4 depicts this feature. The horizontal line displays a PM ES estimate while the
coloured lines are varying MC estimates. Since the primary axis is the 10x power,
it is noted that it takes approximately 107 simulations for the risk measure to
converge.

Therefore its application is best suited for complex assets where simulations
are needed to describe non-linearities in portfolio positions, which is beyond the
scope of this thesis.
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Figure 6.4: Convergence of Monte Carlo simulation ES estimates to a
PM estimate.

The procedure above generalises to a risk analysis of complex assets only bound
by knowledge about the relevant underlying risk factor. Which could be foreign
exchange, commodities or interest rates. Having determined the appropriate risk
factor assuming a distributional form will enable one to create forecasted inputs
for the pricing formula of the complex asset.
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7 Backtesting

The procedure of assessing whether simulation methods for risk measures are ap-
propriate in their forecasting abilities is known as backtesting. Applicable proce-
dures include counting of violations and then simple inference, alternatively one
could use statistical methods based on simple hypotheses. Both test the accuracy
of the simulation models, which should be verified before practical use. The back-
testing practice is encouraged by the BCBS. For example as seen in the revision of
banking regulations (BCBS, 2011a), which was released due to the financial crisis
of 2007-2008:

“The bank must conduct a regular programme of backtesting, ie an ex-post
comparison of the risk measures generated by the model against realised risk
measures”.

An intuitive explanation is that due to the apparent flaws of a risk measure such
as VaR, regulators want to continuously question their validity.

Because of the close relationship between the risk measures VaR and ES, their
backtesting procedures are equally related. Hence both are introduced, and as
will be shown, ES backtesting is a natural extension to VaR backtesting. An
assessment of VaR is based on its performance related to its definition. But due
to violations being observed infrequently, one would have to wait for a long time
to determine the validity of a model. Therefore backtesting is evaluated based on
historical VaR forecasts, hence the name backtest.

Definition 14. The estimation window (WE) is the number of observations used
to forecast risk. If different procedures are applied, which needs to be compared,
the estimation window should be chosen equally for both. Related is the testing
window (WT ) which consists of the days for which risk is forecasted. Thus for a
sample size containing T observations, WE +WT = T .

7.1 Intuitive tests

To judge the quality of VaR forecasts the following simple and intuitive approach
will be applied. Each particular observation where an actual return exceeds the
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VaR forecast will count as a violation, and be captured in It. Thus for each day
in the testing window the binary variable It will be either zero or one to display
whether a violation has occurred or not.

Definition 15. A VaR violation is recorded in It according to,

It =

1 if rt ≤ −VaRt

0 if rt > −VaRt

with rt being the realised return on day t.

Having recorded the violations of a backtest one compares this with the ex-
pected number of violations and computes a so called violation ratio. This ratio
should intuitively be close to one for the model not to misestimate the risk.

Definition 16. The violation ratio, VR, of a VaR backtest is given as,

VR =
Observed number of violations
Expected number of violations

=

∑
It

p ·WT

Proposition 5. The null hypothesis for backtesting VaR models via VR is:

H0 : VR = 1

In Daníelsson (2011) the author states that a rule of thumb for evaluating a
VR of a specific method is that, a good model will imply VR ∈ [0.8, 1.2] while a
model is poor if V R < 0.5 or V R > 1.5. These guidelines will be applied in the
assessment of the methods, when these are used on empirical data.

Now to backtest ES the test has to assess an expectation rather than a quantile.
But analogously to the use of VR for backtesting VaR, a relatively simple method
can be used for backtesting ES by applying its definition.

Definition 17. Let I =
∑
It. Then for all observations where VaR is violated

the normalised shortfall (NS ) is calculated as:

NS =
I∑
t=1

1

I

rtIt
ESt
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7.2. STATISTICAL TESTS

That is backtesting of ES can only be done after having computed It in relation
to a VaR backtest.

Proposition 6. The null hypothesis for backtesting ES models via NS is:

H0 : NS = 1

These intuitive tests covering VaR and ES will be used jointly in the following
application. It should be noted that one could also opt for more formal statistical
tests, which is recommended by regulators. Although some of the statistical test
results can be deducted from a computed VR or NS, some statistical tests give
additional insight. Hence the most widely applied tests are introduced.

7.2 Statistical tests

A good reference for relevant statistical tests of VaR backtesting is found in Camp-
bell (2005), which amongst others covers the most widely used tests namely Ku-
piec’s unconditional coverage test and Christoffersen’s independent test. While
there appears to be agreement on the relevance of these two tests for VaR back-
testing, the academia has not reached a consensus on a statistical test for ES
backtesting. In Righi and Ceretta (2012) the authors argue that previous tests
either are dependent on Gaussian distribution assumptions of returns or inaccu-
rate asymptotic test statistics. For example McNeil and Frey (2001) states a test,
which is used to assess the hypothesis of whether the mean of excess violations of
VaR is greater than zero. The test will not detect whether the amount of VaR
violations is incorrect, and additionally it uses the dispersion of the whole prob-
ability distribution in computing excess returns. Thus Righi and Ceretta (2012)
state that it is flawed.

Since the NS backtest of ES is only relevant if a proper VaR model is used,
the unconditional test from Kupiec (1995) and the independent test from Christof-
fersen (1998) will be introduced and applied for validation purposes. While a for-
mal statistical test of ES is omitted. The procedure of statistical testing the VaR
forecasts, but omitting statistical tests for ES forecasts, is encouraged in BCBS
(2011b). They state that:
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“One can backtest this VaR with traditional methods; if VaR is rejected, the
corresponding ES calculation can hardly be correct”.

That is if the statistical tests of VaR rejects the hypotheses the ES forecasts will
most likely also be wrong. Obviously the reverse argument does not have the same
implication. That is if the VaR model is not rejected, then an ES model build
upon this, is guaranteed to be correct.

The violation sequence, It, introduced above can be seen as a sequence of
Bernoulli distributed random variables, which are identically and independently
distributed. Thus to ascertain the proportion of violations the relevant null hy-
pothesis becomes,

H0 : It ∼ B(p)

Where B stands for the Bernoulli distribution, which has the density function.

(1− p)1−It(p)It , It = 0, 1

To investigate the null hypothesis one applies that the maximum likelihood esti-
mate of the probability p is,

p̂ =
I

WT

Following Kupiec (1995) the likelihood ratio to be tested, given that p = p̂, is thus:

LRu = −2 log

(
(1− p)WT−I(p)I

(1− p̂)WT−I(p̂)I

)
asy∼ χ2

(1)

As the distributional assumption is only of the violation sequence, the test is not
imposing distributional assumptions on the returns. This is desirable in the context
of the different models upon which the test will be used as a validation tool. A
more elaborate test of unconditional coverage is seen in for example Berkowitz
(2001). Here the author simultaneously tests multiple α-levels for violations. This
test will not be applied in this thesis, as a simpler method of comparison will be
used.

To test the independence in the violation sequence Christoffersen (1998) pro-
poses to test the transition probabilities. The test is applied as a Markov test,
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7.3. APPLICATION

testing whether the likelihood of a VaR violation is dependent on a violation on
the previous day. This should in an ideal model be independent as violation clus-
ters would imply a lack of responsiveness of the VaR model to adapt to market
conditions. Let the first-order transition probability matrix is defined as,

Π1 =

[
p00 p01

p10 p11

]
where pij = P[It = i|It−1 = j]. Further let vij =

∑
t 1{It=i∧It−1=j}. Then the

maximum likelihood estimate for the transition probability is,

p̂ =
v01 + v11

v00 + v01 + v10 + v11

Again applying that the hit sequence is Bernoulli distributed, then following
Christoffersen (1998) the appropriate likelihood ratio is:

LRi = −2 log

(
pv0000 p

v01
01 p

v10
10 p

v11
11

(1− p̂)v00+v10(p̂)v01+v11

)
asy∼ χ2

(1)

A failure to reject the hypothesis that violations are independent on a daily basis
does not imply that all is well. Since the test only looks at daily transition proba-
bilities a cluster of violations every second day would not trigger a rejection of the
hypothesis. This shortcoming is investigated in another test, namely Christoffersen
and Pelletier (2004) test the dependence of the amount of time elapsed between
violations. But one could argue whether such a property is in fact desirable for a
risk model.

In principle, a VaR model might satisfy the unconditional test of Kupiec while
violating the independent test of Christoffersen or vice versa. As a proper model
should satisfy both elementary properties one could reside to do a joint test. But
this will imply that one cannot state which property the model does not exhibit,
and thus a joint test will not be pursued. There is a myriad of other possible
statistical tests. But as mentioned Kupiec’s and Christoffersen’s remain the most
used, probably due to their simplicity.

7.3 Application

The following section will apply the backtesting techniques introduced, to deter-
mine an appropriate window size for the remaining parts of the thesis. A sample
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consisting of daily data from the beginning of 2000 until the beginning of 2013 for
the Dow Jones index will be analysed. The appropriate estimation window size
found here will serve as a benchmark forthcoming.

Before commencing a more thorough backtesting setup one first has to find an
appropriate estimation window for which the different models can be compared. In
the following it will be assumed that a full year consists of 250 business days. Hence
this exhibit investigates whether an estimation window of: 2, 3, 4, 6, or 8 years is
best. The reasoning behind the chosen lengths is that while banks largely apply
an estimation window of two years, a report on the financial crisis (FSA, 2009)
proposes an estimation window of eight years to capture an entire business cycle
of a boom and a bust. Table 7.1 displays the resulting VR- and NS -values when
applying a HS and two different PM approaches. The reason for omitting a MC
approach is the previously mentioned convergence of it to a PM approach for basic
assets, and since a PM is computationally faster than a standard MC, this method
is preferred. In table 7.1 it is noteworthy that the parametric method based on a
NIG distribution is superior at all the given WE values. But none of the models
are actually deemed good if applying the rule-of-thumb ranking, nevertheless HS
and a NIG PM fare much better than the normal PM. Furthermore an estimation
window consisting of 500 observations is deemed the most appropriate, as this size
produces the overall best results for VaR and ES combined. One could wonder
why an even smaller window size is not applied to achieve greater versatility. This
is excluded, as it would imply that ES is computed on the basis of four or less
observations in the HS case.

The unconditional coverage test of Kupiec and Christoffersen’s independent
test support the fact that the models with a WE of 500 are appropriate, as both
tests fail to reject their null hypothesis at a 5% significance level for the HS and a
NIG PM models. See table 7.2.

In section 5.2 it was mentioned that different actors in the financial market
needed different measures of VaR. Therefore it will now be examined how the
models fare for varying α-values. It has been argued that the three models perform
best with an estimation window consisting of 500 observations; this is thus the
size used in the application. Table 7.3 displays the results for varying the α-
levels. The results give that the models appear to be robust for different α-levels.
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7.3. APPLICATION

VaR ES
WE HS PM (N ) PM (NIG) HS PM (N ) PM (NIG)

500 1.30 2.56 1.23 1.12 1.23 1.01
750 1.47 2.58 1.43 1.09 1.27 0.99
1000 1.67 2.82 1.59 1.13 1.34 1.07
1500 1.86 2.82 1.64 1.10 1.39 1.09
2000 2.28 3.15 2.13 1.06 1.38 1.04

Table 7.1: VaR and ES backtesting of appropriate WE by VR and NS.

Test HS PM (N ) PM (NIG)

LRu 0.13 0.00 0.25
LRi 0.49 0.01 0.36

Table 7.2: VaR and ES backtesting statistical test p-values.

VaR ES
α HS PM (N ) PM (NIG) HS PM (N ) PM (NIG)

1% 1.30 2.56 1.23 1.12 1.23 1.01
5% 1.09 1.12 1.13 1.07 1.22 1.00
10% 0.95 0.84 1.03 1.10 1.23 1.04
20% 0.94 0.79 0.99 1.08 1.17 1.06

Table 7.3: VaR and ES backtesting of performance at varying α-levels
by VR and NS.

Furthermore it is seen that the normal PM changes to underestimating risk instead
of overestimating it as α increases, this feature is intuitive because as previously
displayed the Gaussian distribution misestimates the probabilities of tail events
and common events.
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8 Case studies

In this section empirical observations of stock prices, exchange rates, and com-
modity prices will be examined. The results of previous sections will be applied,
that is the general approach to measuring ES with a NIG distribution as well as
the use of an estimation window size of 500. This will be done to determine the
appropriateness of applying a parametric method instead of a historical simula-
tion, and whether a NIG distributional assumption of returns is better in a wider
variety of cases than those examined above.

Different historical scenarios will be examined to investigate markets of varying
turmoil. This will encompass testing the limits of the models in stressed scenarios,
which is a required and recommended procedure supplementing the backtesting
procedures in practice. Thus further enabling a well reasoned decision to decide
for an optimal model.

8.1 General study

The Dow Jones Industrial Average index consists of 30 major American companies.
The index can be divided into six sectors, representing the wide economy. That
is: Basic materials, industrial goods, consumer goods, financial, healthcare, and
technology. Therefore one could argue that not all the stocks carry the same
individual risks, and as consequence they can exert a great variety of distributional
forms. The companies of the index incorporated after the beginning of year 2000
have been omitted. Eight important commodities are also modelled based on their
respective 1-month future prices, and finally four major liquid exchange rates are
examined. Table 8.1 and 8.2 summarizes the performance of the risk measure
models on the companies, commodities, and exchange rates at respectively, a 1%-
and a 5%-level. The great variety of basic assets investigated is used to examine
the possible flexibility of the models.
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HS PM (N ) PM (NIG)
Company V R NS LRu LRi V R NS LRu LRi V R NS LRu LRi

3M 1.01 1.10 95% 0% 1.84 1.35 0% 0% 1.05 1.22 81% 4%
Alcoa 1.41 1.08 4% 0% 2.31 1.24 0% 0% 1.41 1.01 3% 0%
American Express 1.48 1.08 2% 27% 2.24 1.24 0% 72% 1.44 1.01 3% 28%
AT&T 1.26 1.09 18% 46% 1.91 1.61 0% 10% 1.41 1.08 4% 58%
Boeing 1.26 1.05 18% 1% 1.88 1.15 0% 0% 1.30 1.00 13% 1%
Caterpillar 1.12 1.07 54% 40% 1.66 1.28 0% 5% 1.16 1.09 42% 39%
Coca-Cola 1.19 1.11 33% 0% 1.73 1.24 0% 0% 1.19 1.09 33% 0%
Dupont 1.23 1.09 25% 44% 1.99 1.27 0% 0% 1.48 1.11 2% 0%
ExxonMobil 1.08 1.22 66% 4% 1.77 1.33 0% 7% 1.30 1.17 13% 9%
General Electric 1.30 1.08 13% 1% 2.02 1.32 0% 13% 1.37 1.10 6% 2%
Hewlett-Packard 1.16 1.10 42% 1% 1.81 1.35 0% 0% 1.23 1.14 25% 0%
The Home Depot 0.90 1.16 60% 50% 1.55 1.17 1% 3% 0.90 1.11 60% 50%
Intel 0.90 1.04 60% 22% 1.55 1.24 1% 0% 0.90 1.14 60% 22%
IBM 1.24 1.04 25% 1% 1.77 1.26 0% 0% 1.23 1.09 25% 0%
Johnson & Johnson 1.19 1.13 33% 0% 1.70 1.27 0% 0% 1.30 1.10 13% 0%
JPMorgan Chase 1.44 1.19 3% 14% 2.20 1.27 0% 1% 1.41 1.09 4% 58%
McDonald’s 0.97 1.11 89% 27% 1.23 1.31 25% 44% 0.90 1.14 60% 22%
Merck 0.94 1.17 74% 2% 1.95 1.40 0% 2% 1.37 1.23 6% 11%
Microsoft 1.05 1.08 81% 43% 1.52 1.29 1% 0% 1.08 1.14 66% 0%
Procter & Gamble 1.16 1.06 42% 39% 1.66 1.28 0% 79% 1.26 1.07 18% 46%
United Tech Corp 1.16 1.13 42% 6% 1.66 1.25 0% 0% 1.37 1.07 6% 0%
Wal-Mart 1.05 1.09 81% 43% 1.37 1.24 6% 11% 1.01 1.10 95% 29%
Walt Disney 1.19 1.10 33% 41% 1.66 1.29 0% 1% 1.19 1.11 33% 41%
Gold 1.37 1.06 6% 58% 2.29 1.20 0% 71% 1.19 1.05 23% 47%
Silver 1.23 1.19 23% 0% 2.90 1.31 0% 0% 1.40 1.14 4% 0%
Crude oil 1.26 1.04 17% 0% 1.77 1.14 0% 0% 1.16 1.02 39% 6%
Wheat 1.13 1.09 50% 6% 1.33 1.10 9% 11% 1.54 1.06 1% 19%
Corn 1.30 1.06 12% 52% 1.64 1.09 0% 24% 1.37 1.02 6% 12%
Cotton 1.26 1.09 17% 0% 1.60 1.14 0% 0% 0.92 1.04 67% 2%
GBP/USD 1.25 1.07 21% 0% 2.09 1.15 0% 0% 1.14 1.03 47% 0%
EUR/USD 1.03 1.05 87% 29% 1.84 1.08 0% 32% 1.29 0.97 15% 47%
EUR/GBP 1.03 1.13 87% 0% 1.55 1.11 1% 0% 1.43 1.06 3% 0%
USD/JPY 0.99 1.06 27% 1% 1.91 1.15 0% 10% 1.03 1.01 87% 29%

Table 8.1: Backtesting results with the introduced models at a 1%-level.
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HS PM (N ) PM (NIG)
Company V R NS LRu LRi V R NS LRu LRi V R NS LRu LRi

3M 1.00 1.05 96% 3% 0.82 1.29 2% 0% 1.00 1.05 96% 1%
Alcoa 1.05 1.08 52% 0% 1.08 1.23 32% 0% 1.05 1.06 52% 0%
American Express 1.12 1.08 16% 26% 1.03 1.23 70% 10% 1.13 1.05 13% 8%
AT&T 1.03 1.05 76% 9% 0.91 1.16 27% 9% 1.01 1.07 90% 7%
Boeing 0.91 1.05 27% 0% 0.82 1.20 3% 0% 0.94 1.04 45% 0%
Caterpillar 1.03 1.03 70% 5% 0.94 1.28 45% 1% 1.05 1.03 57% 1%
Coca-Cola 1.03 1.06 76% 0% 0.87 1.20 10% 0% 1.00 1.05 97% 0%
Dupont 1.03 1.08 70% 0% 0.94 1.23 45% 0% 1.03 1.10 76% 0%
ExxonMobil 1.05 1.09 57% 1% 1.03 1.21 76% 1% 1.03 1.10 70% 0%
General Electric 1.05 1.09 57% 0% 0.95 1.28 51% 0% 1.06 1.08 46% 0%
Hewlett-Packard 0.97 1.07 69% 0% 0.79 1.31 1% 0% 0.95 1.08 51% 0%
The Home Depot 1.07 1.01 41% 0% 0.96 1.11 63% 3% 1.03 1.01 70% 0%
Intel 0.84 1.04 4% 1% 0.72 1.23 0% 4% 0.77 1.07 0% 8%
IBM 0.97 1.05 76% 1% 0.92 1.21 31% 0% 0.98 1.06 83% 0%
Johnson & Johnson 0.91 1.08 27% 0% 0.74 1.26 0% 0% 0.90 1.09 23% 0%
JPMorgan Chase 1.26 1.10 0% 0% 1.13 1.22 13% 0% 1.30 1.05 0% 0%
McDonald’s 0.91 1.07 27% 0% 0.78 1.19 1% 0% 0.87 1.06 12% 0%
Merck 0.96 1.08 63% 0% 0.76 1.38 0% 0% 0.87 1.19 12% 0%
Microsoft 1.02 1.04 83% 0% 0.82 1.20 3% 0% 1.04 1.04 63% 0%
Procter & Gamble 0.87 1.07 10% 1% 0.76 1.24 0% 0% 0.87 1.07 12% 0%
United Tech Corp 0.95 1.06 57% 1% 0.78 1.22 1% 0% 0.95 1.07 57% 1%
Wal-Mart 0.92 1.06 31% 2% 0.85 1.14 7% 1% 0.91 1.04 27% 2%
Walt Disney 0.90 1.08 20% 0% 0.75 1.27 0% 0% 0.88 1.10 14% 0%
Gold 1.05 1.07 53% 4% 1.09 1.20 30% 4% 1.17 1.03 4% 3%
Silver 1.10 1.10 23% 0% 1.08 1.34 34% 0% 1.11 1.11 20% 0%
Crude oil 0.97 1.04 70% 0% 0.96 1.14 64% 0% 1.02 1.02 83% 0%
Wheat 1.15 1.04 6% 46% 0.91 1.07 28% 72% 1.13 1.05 10% 7%
Corn 1.09 1.05 26% 0% 0.94 1.09 47% 0% 1.16 1.02 5% 0%
Cotton 1.13 1.04 12% 0% 1.01 1.11 90% 0% 0.79 1.22 1% 0%
GBP/USD 1.00 1.07 99% 0% 1.12 1.14 16% 0% 1.11 1.04 19% 0%
EUR/USD 1.03 1.03 72% 30% 1.07 1.09 38% 43% 1.13 1.01 12% 26%
EUR/GBP 1.03 1.06 72% 0% 0.97 1.08 73% 0% 1.07 1.05 38% 0%
USD/JPY 0.99 1.04 94% 2% 1.10 1.12 25% 1% 1.13 0.98 14% 14%

Table 8.2: Backtesting results with the introduced models at a 5%-level.
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Based on the results presented in table 8.1 the HS model appears to be better
at forecasting VaR values according to the VR values, while the NIG PM model
is better at computing ES values according to the NS values. The normal PM
model seems to be a really poor choice in the setting considered in table 8.1, as
the null hypothesis of unconditional coverage is rejected for the vast majority of
the assets at even a 1% significance level. Looking at the VR values and the
LRu probabilities, each respective metric does not appear to convey additional
information that the other cannot provide. That is if the unconditional test leads
to a rejection of the null hypothesis the violation ratio will also likely be far from
one. The independence test statistic collected in the LRi probabilities indicate
that the HS and the NIG PM models are dynamic enough to capture changing
market environments. This secures that succeeding daily violations are kept at a
minimum, while the normal PM model again performs poorly at this task.

The results of table 8.2 displays that besides from the independent test the
models perform considerably better, with all three models almost consistently
having VR and NS values closer to 1 than in the previous case. More specifically
according to the rule of thumb of VaR models, none of them are imprecise at
forecasting the assets investigated. Conversely looking at the LRi probabilities
one discovers a severe problem with the proposed models, they appear to be far to
static and thus fail the test for most assets. This is an important issue, because,
if the risk models are slow at reacting to market conditions the clustering of VaR
violations will imply that forecasted values are useless. This feature could have
been overseen if a joint test had been used since the models perform really well in
the unconditional coverage test, which is in line with the argumentation of above
discarding the use of a joint test.

Looking at the two tables jointly one sees that the three models are much better
at forecasting at a 5%-level than at a 1%-level. Especially the normal PM VaR
model stands out as being significantly better, moving from having almost strictly
imprecise models in the 1%-level case to having almost only good models in the
5%-level case according to Danielsson’s general rule of thumb. Additionally the
NIG PM model is seen to be the most appropriate for generating ES estimates as
its NS values are the best in samples investigated.
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8.2. BLACK SWANS

8.2 Black swans

In Taleb (2007) the author introduces the notion of black swans as a metaphor.
The black swan is a surprising event with major effect, which the observer could
not have anticipated. The stressed scenarios tested in this section are the two
latest major actual historical events. Both were mostly unanticipated and gave
rise to market movements highly unlikely in most standard finance models and
thus by characterised as black swans.

8.2.1 Dot-com bubble of 1997-2000

The historical event named the dot-com bubble is a speculative bubble, which
started in the late nineties and reached a climax in the beginning of the twentieth
century. As one might expect from the name, the bubble was closely related to
the stocks in the internet sector. The prices of these companies soared due to
market confidence that they would turn profitable, despite the traditional stock
ratios being far from favourable. The Nasdaq stock market index, which boasted
a lot of the aspiring IT companies was at the center of the bubble. Therefore the
rise and fall of Nasdaq will be investigated in this small study. The index has
yet to reach its level pre the dot-com bubble, while the recent financial crisis of
2007 spurred the index down to only a quarter of its all time high. Figure 8.1
displays the evolution in the index as it rose throughout the 1990s. The sharp
decline happening in the beginning of 2000 is the event that will be looked at
more closely. From the 13th of April to the 14th of April the given closing prices
leads to a decline of 10.2%. The statistics of the three models are summarised in
table 8.3, where WT is the period 1997 to 2001. It should be noted that given an
estimation window of 500, only the NIG PM model is acceptable in this scenario.
To examine how the distributions cope with the changing market environments,
figure 8.2 shows the distributional forms a year before the crash (red lines) and at
the crash (black lines). One notices the previously mentioned both leptokurtic and
skewed distributional form of the NIG distribution, while the Gaussian distribution
(striped) assigns equal likelihood for both gains and losses.

To further illustrate, and since it is not evident in the figure, the difference
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between the assumed distributions as in the probability of such a sharp fall in the
index is computed. The probabilities given in table 8.3 display the great variation
in the likelihood of losses dependent on the time of estimation, additionally it
visualises the inadequacy of the Gaussian distribution. Converting the computed
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Figure 8.1: Daily index values of the Nasdaq index for the sample
examined.
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Figure 8.2: Changing market environments captured by changing dis-
tributional forms.
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8.2. BLACK SWANS

VR NS

HS 1.58 1.12
PM (N ) 3.06 1.24
PM (NIG) 1.38 1.12

Table 8.3: Test statistics
for the dot-com bubble.

NIG N

1-year (pre) 2.5 · 10−6 4.2 · 10−21
1-day (pre) 0.0003 1.4 · 10−7
1-day (post) 0.0006 2.8 · 10−7

Table 8.4: Probabilities of the
bubble bust event.

probabilities into how often such an event could occur serves as a demonstra-
tion. Applying the fitted distribution from computed one day ahead of the crash,
one finds that according to the NIG distribution a drop of 10.2% should happen
approximately once every 13 years, while the Gaussian predicts it to happen a
staggering 3.5 million years apart.

8.2.2 Financial crisis of 2007-2008

The financial crisis that started in 2007 is sometimes referred to as the worst
financial crisis since the Great Depression of the 1930s. The booming economy
starting shortly after the dot-com bubble seemed to leave financial analysts with
an invincible feeling that nothing could go wrong and all means should go to seeking
the most extraordinary and risky profits. The great surge in most economies of the
world lead analysts to vouch for returns through more complex products. Thus
when the bust started, few really understood why. The result was a collapse of
large financial institutions and large national bailouts. This study will examine
how the introduced risk models manage to cope with the crisis. The index studied
will be S&P 500, which consists of 500 of the leading companies traded in the
U.S. stock market, and thus should be able to capture the adverse effects of the
crisis. In figure 8.3 a dramatic drop is seen in the last quarter of 2008. The
drop was triggered by an unexpected default of the large American investment
bank Lehman Brothers on the 15th of September. The statistics and probabilities
similar to those of the previous study are found in respectively table 8.5 and 8.6.
It is noteworthy here that all three models are considerably imprecise and boast
a lot more violations than they are supposed to. This is due to the short testing
window, and its considerably turbulent markets. Thus even though the NIG PM
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Figure 8.3: Daily index values of the S&P 500 index for the sample
examined.

VR NS

HS 4.35 1.10
PM (N ) 6.20 1.33
PM (NIG) 3.56 0.99

Table 8.5: Test statistics
for the financial crisis.

NIG N

1-year (pre) 2.0 · 10−14 7.5 · 10−48
1-day (pre) 0.0015 4.6 · 10−11
1-day (post) 0.002 2.5 · 10−10

Table 8.6: Probabilities of a
similar event.

model has a very good NS value the VR gives that the models are too imprecise.
Looking at the probabilities of the sudden drop in the index in table 8.6, one finds
that compared to table 8.4 the NIG distribution assigns a larger probability while
the Gaussian distribution assigns a smaller probability. Implying that a Gaussian
assumption will deem such an event even more unrealistic in this case.

To summarize the main findings of the previous empirical studies: The NS
values appear to be time consistent, independent of the sample size, while the VR
clearly are dependent on having both boom and bust periods. Accepting models
based on short testing windows could be erroneous. Additionally assuming that
price changes follow a Gaussian distribution appears unrealistic, most explicitly
seen in its very low probability of extreme events. That is it fails to accommodate
the inherent risk of an asset.
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9 Conclusion

In this thesis the Expected Shortfall risk measure has been applied with varying
model types and distributional assumptions. Within the class of Lévy processes a
well examined distribution, specifically the normal inverse Gaussian distribution,
has been used to try to describe the changing market behaviour. Incorporating
the normal inverse Gaussian distribution in the computation of Expected Shortfall
forecasts have displayed the necessity of avoiding the use of the Gaussian distri-
bution.

To begin with the fundamental assumptions of finance are considered, it was
then argued that rationality, homogeneity, and normality are inappropriate as-
sumptions. Nevertheless as specifically the two first are needed for tractability,
only the normality assumption was investigated. By an empirical application it
was shown that a Gaussian distribution is inadequate in displaying rare tail events,
due to its constant higher moments.

To cope with the described empirical distribution Lévy processes are consid-
ered. With the Gaussian distribution being the only continuous process, the class
naturally leads to processes with jumps. More specifically one can specify a Lévy
process distinctively via the Lévy-Khintchine formula, to fully determine its char-
acteristics.

Based on the estimated models, it was found that the models based on the nor-
mal inverse Gaussian distribution performed superior to those based on Gaussian
assumptions. Specifically constant skewness and kurtosis of a Gaussian distribu-
tion implied that the risk models were too optimistic and did not account for the
inherent risk. Additionally a simple example demonstrated that the extreme his-
torical events of business cycles should not occur in a Gaussian model. Whereas a
normal inverse Gaussian model would allocate a more realistic probability to such
historical events.

Interestingly it was found the a basic historical simulation model performed well
a great variety of cases. This is in contrast to a paper by Iversen and Laugesen
(2009) who deem it to static a model. Their starting approach is admittedly
different as they argue via FSA (2009) that a window size should contain an entire
business cycle. Also Pritsker (2006) criticises historical simulation, for example
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due to its asymmetrical reactions to large price variations. This will not be the
case with the considered NIG parametric method, which incorporates the entire
distributional form. Therefore this model is deemed the most relevant.

The above mentioned procedures were implemented in R, which had build in
functions that facilitated the programming of the models. It is found that the
computational effort related to the parametric method was considerably greater
than that of the simpler models.

For possible future research it would be of interest to apply a Fourier formula to
speed up the computations of the Value-at-Risk and Expected Shortfall forecasts.
In Courtois and Walter (2009) the authors implement a formula, which computes
VaR estimates quasi-instantaneously when asset returns are Lévy processes, thus
one could investigate whether it was possible to extend this to computing Expected
Shortfall. Another relevant aspect omitted from this thesis is the estimation error
of fitted distribution parameters. Lönnbark (2013) investigates this matter when
portfolio returns are normally distributed and finds that ES tends to be overesti-
mated. It would thus be of interest if one could expand the framework of Lönnbark
(2013) to more general distributional assumptions, to determine whether this was
the case also when applying a NIG distribution. Finally extending the analysis
to incorporate a Monte Carlo simulation analysis on complex assets using NIG
random variates would further validate its necessity.
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A Appendix

A.1 Statistical software R

This section briefly describes the R packages used in the implementation of the
risk models as well as in the making of all the graphs. The code has been written
in R that is freely available on http://cran.r-project.org.

• The package tseries includes functions used to collect time series data
directly from Yahoo! Finance.

• The package zoo is used to handle time series data efficiently.

• The package fBasics includes a great variety of statistical functions rele-
vant for financial engineering. Amongst other things it enables the user to
work with the density, distribution, quantile and random generation for the
normal inverse Gaussian process. Additionally it allows for estimation of the
parameters of the normal inverse Gaussian distribution.

Finally the above packages have all been incorporated in the self-produced Backtesting.r,
which is used in all the analyses and included on the supplied CD.
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